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Abstract. We present a principled approach to the development of con-
struction and verification tools for while-programs. Our verification tool
uses Kleene algebra with tests to capture the control flow of programs and
its relational semantics for their data flow. It is extended to a Morgan-
style program construction tool by adding one single axiom to the al-
gebra. Our formalisation in Isabelle/HOL makes these tools themselves
correct by construction. Verification condition generation and program
construction steps are based on simple equational reasoning and sup-
ported by powerful Isabelle tactics. Two case studies on program con-
struction and verification show our tools at work.

1 Introduction

Kleene algebras with tests [11] (KAT) support the analysis of while-programs by
simple equational reasoning. They consist of a Kleene algebra, which models se-
quential compositions, nondeterministic choices and finite iteration of programs,
and an embedded boolean algebra, which models assertions and test in condi-
tionals and while-loops. KAT can verify program transformations [11], and it
subsumes Hoare logic without the assignment rule [12]. The algebra has been
applied, for instance, in compiler optimisation [14] and static analysis [13]. This
applicability owes to its models of computational interest which include binary
relations, and guarded languages and automata.

Nevertheless the role of KAT in program verification and correctness tools has
so far been limited. One reason may be that these and similar algebras capture
the control flow of programs elegantly and concisely, while providing limited
capabilities for modelling their data flow. Only recently have KAT and similar
algebraic approaches been formalised in theorem proving environments such as
Coq [20] or Isabelle [3, 4] and first applications been explored.

A main contribution of this article lies in a principled approach by which
program construction and verification tools can be prototyped rapidly and ef-
fectively from an algebraic layer in Isabelle/HOL [18]. It benefits from Isabelle’s
support for designing algebraic hierarchies with their models and its emphasis
on proof automation through the integration of state-of-the-art first-order the-
orem proving and SMT solving technology. This technology has been optimised
for equational reasoning and it interacts very efficiently with the algebraic layer.
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The Isabelle infrastructure and our large libraries for KAT and similar alge-
bras [4] make our approach simple and lightweight. We use variants of KAT for
reasoning about the control flow of programs. The data flow, which appears in
assignment statements, tests and assertions, is clearly separated from this layer.
It is captured within appropriate models of KAT, in our case the standard rela-
tional semantics of imperative sequential programs. At this level we can link once
more into Isabelle’s extensive libraries and its extant verification infrastructure.
The overall approach is illustrated through two main applications:

(i) the development of a KAT-based verification tool for while-programs which
uses Hoare logic;

(ii) its extension to a program refinement tool based on Morgan’s specification
statement.

Relative to the formalisation of KAT in Isabelle, the main development step
for the verification tool consists in refining the relational model of KAT into a
detailed program semantics with program stores, in deriving assignment rules
and in integrating data structures such as lists, arrays or queues.

For our program construction tool, we first show that the addition of one
single algebraic axiom to KAT and its justification in the relational model suffices
for deriving Morgan’s basic refinement calculus.

The development in Isabelle makes both tools themselves correct by con-
struction. It also highlights the role of algebra in program construction and
verification. First of all, it allows the derivation of inference rules or refinement
laws by equational reasoning which, in our case, is straightforward and fully
automatic. Second, the algebraic laws can be turned into powerful tactics. In
the context of verification, these support the automatic generation of verifica-
tion conditions, which can be discharged by reasoning entirely at the data level.
In the context of construction, they support the automated verification of re-
finement steps. Third, the algebraic approach is essentially open. It supports
the rapid prototyping of variants and extensions, and the efficient derivation of
additional inference rules or refinement laws as needed in applications.

We have applied our tools in a series of program construction and verification
examples, two of which are presented in this article: the computation of sums of
even Fibonacci numbers, and insertion sort. These evidence a high level of proof
automation and suggest that our tools are stable enough at least for educational
purposes. Optimisations to make them comparable to Isabelle’s more advanced
verification tools and similar tools for program construction and verification
[19, 9, 7] are certainly possible, but not the purpose of this article.

The complete implementation of our tools in Isabelle and the complete pro-
gram construction and verification proofs can be obtained online1. In particular,
all mathematical statements in this article have been verified with Isabelle. Com-
prehensive libraries for variants of Kleene algebras, and in particular KAT, can
be obtained from the Archive of Formal Proofs [5, 4].

1 http://www.dcs.shef.ac.uk/∼victor/refinement
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2 Kleene Algebras with Tests

Kleene algebras with tests combine Kleene algebras for reasoning about the
control flow of while-programs with boolean algebras that capture assertions as
well as tests in conditionals or loops. Kleene algebras, in turn, are based on
dioids or idempotent semirings.

A semiring is a structure (S,+, ·, 0, 1) such that (S,+, 0) is a commutative
monoid and (S, ·, 1) a monoid; the distributivity laws x · (y+z) = x ·y+x ·z and
(x+ y) · z = x · z+ y · z, and the annihilation laws x · 0 = 0 and 0 · x = 0 hold. A
semiring is idempotent (a dioid) if x+x = x. In that case, (S,+, 0) is a semilattice
with least element 0 and semilattice order defined by x ≤ y ⇔ x+ y = y.

A Kleene algebra is a structure (K,∗ ) such that K forms a dioid and the star
satisfies the unfold laws and induction rules

1 + x∗x ≤ x∗, z + yx ≤ y ⇒ zx∗ ≤ y,
1 + xx∗ ≤ x∗, z + xy ≤ y ⇒ x∗z ≤ y.

Here and henceforth we drop the multiplication symbol.
Kleene algebras capture the control flow of programs. If K represents the

actions of a program, then + models the nondeterministic choice between actions,
· their sequential composition, and ∗ their finite iteration; 0 represents abort
and 1 skip. The rule sx ≤ ys ⇒ sx∗ ≤ y∗s, for instance, states that every
(co)simulation s from x to y is also a (co)simulation from x∗ to y∗. It is proved
by equational reasoning with the first induction rule above.

For modelling concrete control structures such as conditionals or while-loops
and for expressing assertions, however, additional structure is needed.

A Kleene algebra with tests [11] is a pair (K,B) consisting of a Kleene algebra
K and a boolean algebra B of tests which is embedded into K. By this embed-
ding, the least and greatest element of B are respectively 0 and 1; addition +
corresponds to join and multiplication · to meet. Complementation is defined
only within B. Multiplication of tests is therefore commutative: pq = qp. We
write x, y, z for general Kleene algebra elements and p, q, r for tests; we write
KAT for the class of Kleene algebras with tests and the set of its axioms.

KAT yields a simple algebraic semantics for conditionals and while-loops:

if p then x else y fi = px+ py, while p do x od = (px)∗p.

More precisely, it is well known that KAT is sound with respect to the standard
partial correctness semantics of while-programs in terms of binary relations.

Proposition 2.1 ([3]). Let A be a set. Then (2A×A, B,∪, ◦,∗ ,¬, ∅, idA) is a
KAT, where B = {P ∈ A×A | P ⊆ idA} is the set of all subidentities in 2A×A.

In this definition, ◦ denotes relational composition, ∗ the reflexive transitive
closure operation, ¬P = {(a, a)| (a, a) 6∈ P}, and idA = {(a, a) | a ∈ A} is
the identity relation. The structure (2A×A, B,∪, ◦,∗ ,¬, ∅, idA) is called the full
relational KAT over A; each of its subalgebras forms again a KAT—a relational
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KAT. The reflexive transitive closure of every element of a relational KAT exists
and is equal to

⋃
i≥0R

i by standard fixpoint theory.
It can be checked in relational KAT that px models an input restriction of

program x to those states where test p holds. Thus, in the above KAT-expression
for the conditional, x is executed when p holds while y is executed when p fails.
In the KAT-expression for the loop, x is executed zero or finitely many times
after p holds, and afterwards p fails, or else the loop aborts.

3 Hoare Logic with KAT

Tests can also model assertions. Validity of Hoare triples is encoded in KAT as

` {|p|}x{|q|} ⇔ pxq = 0.

The right-hand side states that there are no successful terminating executions
of program x from states where assertion p holds into states where assertion q
fails. In other words, if x is executed from precondition p and if it terminates,
then postcondition q must hold after its execution.

KAT is expressive enough for deriving the inference rules of propositional
Hoare logic (PHL), that is, Hoare logic without the assignment rule [12].

Proposition 3.1 ([12]). The inference rules of PHL are theorems of KAT:

` {|p|}skip{|p|},
p ≤ p′ ∧ q′ ≤ q∧ ` {|p′|}x{|q′|} ⇒ ` {|p|}x{|q|},

` {|p|}x{|r|}∧ ` {|r|}y{|q|} ⇒ ` {|p|}x; y{|q|},
` {|pb|}x{|q|}∧ ` {|pb|}y{|q|} ⇒ ` {|p|}if b then x else y fi{|q|},

` {|pb|}x{|p|} ⇒ ` {|p|}while b do x od{|bp|}.

The proof is calculational. The while rule, e.g., expands to the KAT-formula

pbxp = 0⇒ p(bx)∗b(bp) = 0.

Since pxq = 0 is equivalent to px ≤ xq in KAT, we calculate

pbx ≤ bxp⇒ p(bx)∗ ≤ (bx)∗p⇒ p(bx)∗b ≤ (bx)∗pb,

using the above (co)simulation rule in the first step. This illustrates the simplic-
ity and concision of reasoning about programs in KAT. Proving the other PHL
rules is even simpler. Hoare logic supplies one inference rule per programming
construct. Its inference rules can therefore be applied deterministically, which
simplifies the generation of verification conditions.

PHL rules for total correctness can be derived in a variant of Kleene algebra
in which an operation x∞ for the possibly infinite iteration of x is used instead
of x∗ [16]. This extension is, however, not considered in this paper.
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4 Refinement with KAT

KAT can be extended to a Morgan-style refinement calculus by adding one sin-
gle axiom. We keep the partial correctness setting, which suffices for practical
program construction tasks. Extending it to a total correctness setting with ter-
mination variants seems straightforward.

Our approach follows Morgan’s classical book on Programming from Specifi-
cations [17]. We think of specifications as programs that need not be executable.
Morgan starts from the largest program which relates a given precondition p
to a given postcondition q—the specification statement—and uses refinement
laws to transform it incrementally and compositionally into an executable pro-
gram which is correct by construction. In KAT, the axiomatisation of Morgan’s
specification statement is very simple.

A refinement Kleene algebra with tests (rKAT) is a KAT expanded by an
operation [ , ] : B ×B → K which satisfies

` {|p|}x{|q|} ⇔ x ≤ [p, q]. (1)

It is easy to show that (1) implies the characteristic properties ` {|p|}[p, q]{|q|}
and ` {|p|}x{|q|} ⇒ x ≤ [p, q] of the specification statement. First of all, program
[p, q] relates precondition p with postcondition q whenever it terminates. Second,
it is the largest program with that property.

Morgan’s basic refinement calculus provides one refinement law per program
construct. Once more we ignore assignments at this stage. Deriving these laws
in rKAT is strikingly easy. We use the refinement order v, which is the converse
of ≤. One may also identify p ≤ q on tests with the implication p→ q.

Proposition 4.1. The following refinement laws are theorems of rKAT:

p ≤ q ⇒ [p, q] v skip, (2)

p′ ≤ p ∧ q ≤ q′ ⇒ [p, q] v [p′, q′], (3)

[0, 1] v x, (4)

x v [1, 0], (5)

[p, q] v [p, r]; [r, q], (6)

[p, q] v if b then [bp, q] else [bp, q] fi, (7)

[p, bp] v while b do [bp, p] od. (8)

The laws are usually derived from Hoare logic in set theory. Two typical examples
show the simplicity of deriving them with rKAT instead. For (2), we calculate

p ≤ q ⇒ pq ≤ qq = 0⇒ p1q = 0⇒ ` {|p|}1{|q|} ⇒ 1 ≤ [p, q]⇒ [p, q] v skip.

For (8), we calculate with the while-rule of PHL and (1), v,

` {|pb|}[pb, p]{|p|} ⇒ ` {|p|}while b do [bp, p] od{|bp|}
⇒ [p, bp] v while b do [bp, p] od.
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In (2), skip refines any specification statement provided its precondition
implies its postcondition. [0, 1] is usually called the abort statement, [1, 0] the
magic statement. For further discussion of these laws we refer to the literature.

Finally, we verify soundness of rKAT in the relational model.

Proposition 4.2. Let A be a set and let, for all P,Q ⊆ idA,

[P,Q] =
⋃
{R ⊆ A×A | ` {|P |}R{|Q|}}.

The structure (2A×A, B,∪, ◦, [ , ],∗ ,¬, ∅, idA) then forms a rKAT.

This structure is called the full relational rKAT over A. Again, every subalgebra
forms a rKAT; a relational rKAT over A.

5 Program Correctness Tools in Isabelle

We develop our tools within the Isabelle/HOL theorem proving environment [18].
Variants of Kleene algebras have already been formalised in Isabelle together
with their most important models, in particular the binary relation model [5].
More recently, a comprehensive Isabelle library for KAT and a related algebra
for total program correctness have been implemented [4, 3]. This includes the
soundness proof for KAT with respect to the relational model (Proposition 2.1)
and the derivation of the PHL rules (Proposition 3.1).

Formalising theory hierarchies is supported by Isabelle’s type classes, which
allow theory expansions. The class of dioids, for instance, can be specified by list-
ing its signature and axioms. Kleene algebras are obtained by expanding dioids;
fixing the star and listing its axioms. Algebras declared that way are polymor-
phic; their elements can have various types. This allows linking algebras formally
with their model by instantiation or interpretation statements, for instance KAT
and rKAT with the relational model.

By designing hierarchies like this, theorems are automatically propagated
across classes and models. Those proved for Kleene algebras, for instance, be-
come available for KAT and the relational model. Algebraic reasoning benefits
from powerful proof automation supported by Isabelle’s integrated automated
theorem provers and SMT-solvers, whose proof output is internally verified to in-
crease trustworthiness. Since these tools are highly optimised for equational rea-
soning, they interact very efficiently with the algebraic layer. Reasoning within
models may require higher-order logic. This is supported by Isabelle’s capabil-
ities for modelling and reasoning with sets, polymorphic data types, inductive
definitions and recursive functions as well as its tactics and simplifiers.

With this infrastructure, the implementation of verification tools for while-
programs is very simple. Since the relational model of KAT is polymorphic in
the underlying set, we can model the assignment rule of Hoare logic at the level
of relations between generic program stores. Together with the rules of PHL at
the algebraic level it can then be used for generating verification conditions.
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Verifying these conditions depends on the underlying data domain, for which
Isabelle, in many cases, offers excellent library support.

Implementing the refinement tool requires, as a first step, the formalisation
of the material on rKAT from Section 4. This is straightforward and most proofs
are fully automatic. Parts of the verification tool can then be reused for reasoning
about the store and implementing Morgan’s refinement rules for assignments.

We first describe the derivation of Hoare’s assignment rule in the relational
model. We define the store as a record of program variables. For each variable
we provide a retrieve and an update function, which support variables of any
Isabelle type. Isabelle’s built-in list data type and its built-in list libraries can
thus be used, e.g., for reasoning about list-based programs. We follow Isabelle’s
existing Hoare logic closely and use many of its predefined functions.

Let S be the set of all possible states of the store. We implement assignment
statements as relations

(‘x := e) = {(σ, x update σ e) | σ ∈ S},
where ‘x is a program variable, x update the update function for ‘x provided by
Isabelle; σ is a state and e an evaluated expression of the same type as ‘x.

As usual we identify assertions with their extensions, which are sets of states.
For the relational model we need to inject assertions into relational subidentities:

bP c = {(σ, σ) | σ ∈ P}.
This allows us to complete our implementation of Hoare logic in Isabelle.

Lemma 5.1. Hoare’s assignment rule is derivable in relational KAT.

P ⊆ Q[e/‘x]⇒ ` {| bP c |}(‘x := e){| bQc |},
where Q[e/‘x] denotes substitution of variable ‘x by evaluated expression e in Q.

This yields the following soundness theorem of Hoare logic.

Theorem 5.2. The rules of Hoare logic are theorems of relational KAT.

We use the rules of Hoare logic to implement the Isabelle proof tactic hoare
which generates verification conditions automatically and tries to blast away the
entire control structure. As an enhancement of verification condition generation
we have verified an additional rule for while-loops with invariants.

p ≤ i ∧ pi ≤ q ∧ ` {|ib|}x{|i|} ⇒ ` {|p|}while b inv i do x od{|q|}.
In addition, our definition of assignment allows us to derive refinement laws.

Proposition 5.3. The following refinement laws are derivable in relational rKAT.

P ⊆ Q[e/‘x]⇒ [bP c , bQc] v (‘x := e), (9)

Q′ ⊆ Q[e/‘x]⇒ [bP c , bQc] v [bP c , bQ′c]; (‘x := e), (10)

P ′ ⊆ P [e/‘x]⇒ [bP c , bQc] v (‘x := e); [bP ′c , bQc]. (11)

(10) and (11) are called the following and leading refinement law for assign-
ments [17]. They are particularly useful for program construction. As in the case
of verification, we have programmed a refinement tactic which automatically
tries to apply the rules of the basic refinement calculus.
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6 Sum of Even Fibonacci Numbers

We now present the first example which shows our tools at work. We construct
a program which computes the sum of even Fibonacci numbers below a given
threshold2. Its input is threshold m ∈ N; its return value is stored in variable
‘sum. Because of typing there is no specific precondition. The postcondition
is-sum-efib ‘sum m, which is equivalent to ∃n. ‘sum = sum-efib m n∧ fib n ≤ m,
is specified using the standard functional program fib, which can be programmed
in Isabelle, and the recursive function

sum-efib m 0 = 0,

sum-efib m (n+1) =

{
sum-efib m n for fib n odd or fib n ≥ m,

sum-efib m n + fib n otherwise.

The specification statement for our program is therefore, in Isabelle syntax,

[[True, is-sum-efib ‘sum m]].

To keep track of all even Fibonacci numbers up to m, we use the function

efib 0 = 2, efib 1 = 8, efib (n+2) = 4 ∗ efib (n+1) + efib n.

We have verified by induction that all numbers computed by efib are even and
that efib n = fib (3n + 1) holds for all n ≥ 0. The following classical fact about
Fibonacci numbers then implies that efib computes indeed all even terms:

(fib n) mod 2 = 0⇔ n mod 3 = 1.

After this groundwork, which is an indispensable part of program construc-
tion and verification, we can start with the program construction itself. It is
shown in Figure 1. Since Fibonacci numbers are defined recursively from their
two predecessors, we add the variables ‘x and ‘y to keep track of them. In (1)
we initialise ‘x to 2—the first even Fibonacci number—applying the leading re-
finement law for assignments derived in Proposition 5.3. Our refinement tactic
automatically applies the assignment law. In (2) we then initialise ‘y to 8—the
second even Fibonacci number. The refinement tactic now dictates the proof
obligation fib 4 = 8, which is discharged by an integrated SMT solver. In (3) we
initialise ‘sum to 0 and state that ‘sum = sum-efib m 1 by definition.

The main idea behind this program is to add the next even Fibonacci number
to ‘sum as long as it is below m, while storing the previous numbers in ‘x and ‘y.
In the actual state of development, we also want to keep track of the indices of
these numbers in the fib and efib series. Hence in (4) we add the variables ‘n and
‘k. The facts proved about Fibonacci numbers imply that the numbers stored in
‘x and ‘y have distance 3 in the series of Fibonacci numbers. The precondition

2 The algorithm is taken from http://toccata.lri.fr/gallery/euler002.en.html.
Fibonacci numbers start as 1, 2, 3, 5, 8, ..., which is perhaps nonstandard.
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[[ True, is-sum-efib ‘sum m]]
v (1)

‘x := 2 ;
[[ ‘x=efib 0 ∧ ‘x=fib 1 , is-sum-efib ‘sum m]]
by refinement
v (2)

‘x := 2 ; ‘y := 8 ;
[[ ‘x=efib 0 ∧ ‘x=fib 1 ∧ ‘y=efib 1 ∧ ‘y=fib 4 , is-sum-efib ‘sum m]]
by refinement (smt even-fib.simps(2 ) even-fib-correct)
v (3)

‘x := 2 ; ‘y := 8 ; ‘sum := 0 ;
[[ ‘x=efib 0 ∧ ‘x=fib 1 ∧ ‘y=efib 1 ∧ ‘y=fib 4 ∧ ‘sum=sum-efib m 1 ,
is-sum-efib ‘sum m]]
by refinement
v (4)

‘x := 2 ; ‘y := 8 ; ‘sum := 0 ; ‘n := 0 ; ‘k := 1 ;
[[ ‘x=efib ‘n ∧ ‘x=fib ‘k ∧ ‘y=efib (‘n+1 ) ∧ ‘y=fib (‘k+3 )
∧ ‘n ≥ 0 ∧ ‘k ≥ 1 ∧ ‘sum=sum-efib m ‘k , is-sum-efib ‘sum m]]
by refinement
v (5)

‘x := 2 ; ‘y := 8 ; ‘sum := 0 ; ‘n := 0 ; ‘k := 1 ;
while {| ‘x ≤ m |} do

[[ ‘x=efib ‘n ∧ ‘x=fib ‘k ∧ ‘y=efib (‘n+1 ) ∧ ‘y=fib (‘k+3 )
∧ ‘n ≥ 0 ∧ ‘k ≥ 1 ∧ ‘sum=sum-efib m ‘k ∧ ‘x ≤ m,

‘x=efib ‘n ∧ ‘x=fib ‘k ∧ ‘y=efib (‘n+1 ) ∧ ‘y=fib (‘k+3 )
∧ ‘n ≥ 0 ∧ ‘k ≥ 1 ∧ ‘sum=sum-efib m ‘k ]]

od
by refinement (smt is-sum-efib-def )
v (6)

‘x := 2 ; ‘y := 8 ; ‘sum := 0 ; ‘n := 0 ; ‘k := 1 ;
while {| ‘x ≤ m |} do

[[ ‘x=efib ‘n ∧ ‘x=fib ‘k ∧ ‘y=efib (‘n+1 ) ∧ ‘y=fib (‘k+3 )
∧ ‘n ≥ 0 ∧ ‘k ≥ 1 ∧ ‘sum=sum-efib m ‘k ∧ ‘x ≤ m,

‘x=efib ‘n ∧ ‘x=fib (‘k+3 ) ∧ ‘y=efib (‘n+1 )
∧ ‘y=fib (6+‘k) ∧ ‘n ≥ 0 ∧ ‘sum=sum-efib m (‘k+3 ) ]];

‘k := ‘k+3
od
by refinement
v (7)

‘x := 2 ; ‘y := 8 ; ‘sum := 0 ; ‘n := 0 ; ‘k := 1 ;
while {| ‘x ≤ m |} do

[[ ‘x=efib ‘n ∧ ‘x=fib ‘k ∧ ‘y=efib (‘n+1 ) ∧ ‘y=fib (‘k+3 )
∧ ‘n ≥ 0 ∧ ‘k ≥ 1 ∧ ‘sum=sum-efib m ‘k ∧ ‘x ≤ m,

‘y=efib (‘n+1 ) ∧ ‘y=fib (‘k+3 ) ∧ (4∗‘y+‘x )=efib (‘n+2 )
∧ (4∗‘y+‘x )=fib (6+‘k) ∧ (‘sum+‘x )=sum-efib m (‘k+3 ) ]];

‘tmp := ‘x ; ‘x := ‘y ;
‘y := 4∗‘y + ‘tmp;
‘sum := ‘sum + ‘tmp;
‘n := ‘n+1 ; ‘k := ‘k+3

od
by refinement

Fig. 1. Construction of the sum of even Fibonacci numbers program
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now stores the tentative loop invariant; so we can introduce the while-loop in
(5). This requires that the precondition implies the postcondition, which follows
from the definition of the predicate is-sum-efib by setting n to ‘k.

Deriving the body of the loop in (6) and (7) is quite straightforward; we just
need to specify the variable updates. In (6), k is updated; then, in (7), ‘sum is
updated to ‘sum + ‘x, ‘x to ‘y, ‘y to the next even Fibonacci number, and so on.
This can be achieved by applying the following or leading refinement law. This
time we choose to apply the following law from Proposition 5.3, which forces a
substitution in the postcondition. In (7) we also add a new variable ‘tmp to save
the value of ‘x and proceed as before until all variables have been updated.

It now remains to eliminate the surviving specification statement. Refining
it to skip with refinement law (2) requires that its precondition implies its
postcondition. Accordingly, our refinement tactic generates the proof obligations

fib (k + 6) = 4 ∗ fib (k + 3) + fib k,

even (fib k) ∧ fib k ≤ m⇒ sum-efib m (k + 3) = sum-efib m k + fib k,

which are discharged by automatic theorem proving, using induction on Fi-
bonacci numbers. This finally gives us the program in Figure 2, which is partially
correct by construction. For total correctness it remains to prove termination,
for which Isabelle provides support as well [21].

We conclude this development with three remarks. First, with good libraries
for Fibonacci numbers in place, the algebra and particular Isabelle technology
used for constructing this algorithm remain hidden behind an interface. Devel-
opers interact with Isabelle mainly by writing mathematical expressions and
pseudocode in a specification language similar to to Morgan’s, and by calling
the refinement tactic and Isabelle’s theorem provers. Alternatively, they could
invoke individual refinement rules. This is nicely supported by Isabelle’s struc-
tured proof specification language Isar.

Second, proof automation was very high. Most refinement steps were verified
by refinement alone, the others by automated theorem proving. Isabelle thus
supported a seamless refinement process at the level of textbook proofs.

Finally, it should be pointed out that we used ghost variables such as ‘n and
‘k to prove correctness, which are not displayed in the final program, but have
not been eliminated formally.

The Fibonacci algorithm can as well be verified with Hoare logic as shown
in Figure 3. Our hoare tactic generates the standard proof obligations, which

‘x := 2 ; ‘y := 8 ; ‘sum := 0 ;
while {| ‘x ≤ m |} do

‘tmp := ‘x ; ‘x := ‘y ;
‘y := 4∗‘y + ‘tmp;
‘sum := ‘sum + ‘tmp;

od

Fig. 2. Sum of even Fibonacci numbers
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lemma ` {| True |}
‘x := 2 ; ‘y := 8 ; ‘sum := 0 ; ‘n := 0 ; ‘k := 1 ;
while {| ‘x ≤ m |}
inv {|

(‘k ≥ 1 ) ∧ (‘x=efib ‘n) ∧ (‘x=fib ‘k) ∧ (‘y=efib (‘n+1 ))
∧ (‘y=fib (‘k+3 )) ∧ (‘sum=sum-efib m ‘k)
|}
do

‘tmp := ‘x ; ‘x := ‘y ;
‘y := 4∗‘y + ‘tmp;
‘sum := ‘sum + ‘tmp;
‘n := ‘n+1 ; ‘k := ‘k+3

od
{| is-sum-efib ‘sum m |}
apply (hoare, auto)
apply (smt is-sum-efib-def )
apply (metis fib-6-n)
apply (metis efib-mod-2-eq-0 sum-efib-fib)
by (smt efib.simps(2 ) efib-correct)

Fig. 3. Verification of the sum of even Fibonacci numbers program

can be inspected when executing our Isabelle theories, and auto discharges the
trivial ones. The survivors are then proved by Isabelle’s SMT solvers and exter-
nal theorem provers, using the built-in theorem prover metis to verify external
outputs. In this case, user interaction is restricted to calling tactics and theorem
provers. Beyond that the verification is fully automatic.

7 Insertion Sort

Our next example stems from Morgan’s book: the construction and verification
of insertion sort. It shows that our tool can handle arrays and nested loops.

We model an array A by using Isabelle’s functional lists, and therefore ben-
efit from its excellent libraries developed for this data type. This includes the
operation A ! i for retrieving the i-th element of A, the function take n A which
extracts the first n elements of A, the function list-update A i e which updates
the i-th value of A to e, and a sorted predicate. Using this, array assignments
are defined merely as syntactic sugar:

‘A ! i := e⇔ ‘A := list-update ‘A i e.

Our insertion sort algorithm takes an array A0 of polymorphic data that can
be linearly ordered. It returns a variable ‘A which holds the sorted array; that is,
the values in A0 have been permuted so that ‘A ! i ≤ ‘A ! j whenever i ≤ j. We
write ‘A ∼π A0 if ‘A stores a permutation of the values of A0. We also require
that A0 has positive length. This suggests the specification statement

[[ |A0| > 0 ∧ ‘A=A0, sorted ‘A ∧ ‘A ∼π A0 ]].
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The idea behind insertion sort is well known and need not be repeated. To
express that we successively sort larger prefixes, we introduce a variable ‘i such
that 1 ≤ ‘i ≤ |‘A|. For ‘i = 1, we have sorted (take ‘i ‘A).

Our refinement steps are similar to Morgan’s. We show only the most impor-
tant ones in Figure 4. In (1) we initialise ‘i := 1 and introduce a while-loop. The

[[ |A0| > 0 ∧ ‘A=A0, sorted ‘A ∧ ‘A ∼π A0]] v (1)
‘i := 1 ;
while {|‘i < |‘A||} do

[[ sorted (take ‘i ‘A) ∧ ‘i < |‘A| ∧ ‘A ∼π A0,
sorted (take (‘i+1 ) ‘A) ∧ (‘i+1 ) ≤ |‘A| ∧ ‘A ∼π A0]];

‘i := ‘i+1
od

v (2)
‘i := 1 ;
while {|‘i < |‘A||} do

[[ sorted-but (take (‘i+1 ) ‘A) ‘i ∧ ‘i < |‘A| ∧ ‘A ∼π A0,
‘j ≤ ‘i ∧ sorted-but (take (‘i+1 ) ‘A) ‘j ∧ (‘j 6=‘i −→ ‘A ! ‘j ≤ ‘A ! (‘j +1 ))
∧ (‘i+1 ) ≤ |‘A| ∧ (‘j =0 ∨ ‘A ! (‘j−1 ) ≤ ‘A ! ‘j ) ∧ ‘A ∼π A0]];

‘i := ‘i+1
od

v (3)
‘i := 1 ;
while {|‘i < |‘A||} do

‘i := ‘j ;
while {| ‘j 6=0 ∧ ‘A ! ‘j < ‘A ! (‘j−1 ) |} do

[[ ‘j ≤ ‘i ∧ sorted-but (take (‘i+1 ) ‘A) ‘j ∧ (‘j 6=‘i −→ ‘A ! ‘j ≤ ‘A ! (‘j +1 ))
∧ (‘i+1 ) ≤ |‘A| ∧ ‘j 6=0 ∧ ‘A ! ‘j < ‘A ! (‘j−1 ) ∧ ‘A ∼π A0,
‘j−1 ≤ ‘i ∧ sorted-but (take (‘i+1 ) ‘A) (‘j−1 ) ∧ (‘i+1 ) ≤ |‘A|
∧ (‘j−1 6=‘i −→ ‘A ! (‘j−1 ) ≤ ‘A ! ‘j ) ∧ ‘j 6=0 ∧ ‘A ∼π A0]];

‘j := ‘j−1
od;
‘i := ‘i+1

od
· · ·

[[ . . . previous specification statement . . . ]]
v (4)

‘k := ‘A ! ‘j ;
‘A ! ‘j := ‘A ! (‘j−1 );
‘A ! (‘j−1 ) := ‘k

Fig. 4. Construction of insertion sort algorithm (excerpts)

resulting proof obligation is discharged by the refinement tactic. In the body of
the loop we now wish to take the ‘i-th element of the array and insert it in posi-
tion ‘j ≤ ‘i such that sorted (take (‘i+1) ‘A). To express this succinctly we define
the predicate sorted-but A k, which states that A is sorted after removing its k-
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th element. We then rewrite the specification statement in (2). The refinement
tactic generates four proof obligations which are discharged automatically.

Next we wish to set ‘j to ‘i and iteratively swap ‘A ! ‘j to ‘A ! (‘j − 1) until
‘A ! (‘j − 1) ≤ ‘A ! ‘j or ‘j = 0. This requires introducing a new while-loop in
(3) which is justified by calling refinement.

Finally, in (4) we need to prove that the remaining specification statement is
refined by swapping ‘A ! ‘j to ‘A ! (‘j − 1). The refinement tactic generates six
proof obligations. Discharging them automatically requires proving some general
properties of sorted list and permutations absent in Isabelle’s library, e.g., that
swapping array elements yields a permutation. Construction of the insertion sort
algorithm is then complete. The result is shown in Figure 5. Again, it is partially

‘i := 1 ;
while {|‘i < |‘A||} do

‘i := ‘j ;
while {| ‘j 6=0 ∧ ‘A ! ‘j < ‘A ! (‘j−1 ) |} do

‘k := ‘A ! ‘j ;
‘A ! ‘j := ‘A ! (‘j−1 );
‘A ! (‘j−1 ) := ‘k ;
‘j := ‘j−1

od;
‘i := ‘i+1

od

Fig. 5. Insertion sort algorithm

correct by construction; its termination can be proved by other means. Apart
from adding some general-purpose lemmas about permutations and sorted lists
to Isabelle’s libraries, the development was fully automatic.

Decorating the algorithm with the pre- and postcondition from the above
specification statement, one can also verify this algorithm with Hoare logic.
After calling the hoare tactic and auto we are left with seven proof obligations,
the proof of which is shown in Figure 6. It is mainly by automated theorem
proving. Only the unfold step does not directly call a theorem prover. It unfolds
two facts and then calls Isabelle’s auto tool.

8 Conclusion

We have used Kleene algebra with tests for developing a simple program veri-
fication tool based on Hoare logic in Isabelle. Adding one single axiom to this
algebra yielded a tool for program construction with a basic Morgan-style re-
finement calculus. Using the algebra in combination with Isabelle’s integrated
automated theorem provers and SMT solvers made this development simple and
effective. Two extended case studies show our tools at work.
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apply (hoare, auto)
apply (metis One-nat-def take-sorted-butE-0 )
apply (metis take-sorted-butE-n One-nat-def less-eq-Suc-le not-less-eq-eq)
apply (metis One-nat-def Suc-eq-plus1 le-less-linear less-Suc-eq-le take-sorted-butE)
apply (unfold sorted-equals-nth-mono sorted-but-def , auto)
apply (smt nth-list-update)
apply (metis (hide-lams, no-types) One-nat-def perm.trans perm-swap-array)
apply (smt nth-list-update)
by (smt perm.trans perm-swap-array)

Fig. 6. Verification of insertion sort algorithm (proof steps)

Our tools form a lightweight flexible middle layer for formal methods which
can easily be adapted and extended. Programs are analysed directly on their re-
lational semantics, but most relational manipulations are captured algebraically.
Therefore our tools can be integrated directly into any formal method which uses
a relational semantics. Alternatively, imperative code can be verified by map-
ping a programming language syntax to its relational semantics. In the context
of program construction, code for a given imperative language could be gener-
ated automatically from our “relational” programs, transforming the abstract
data structures in these programs by data refinement [10].

Or approach can be enhanced and adapted flexibly to other analysis tasks.
First, equations in KAT can be decided in PSPACE. The general Horn and
first-order theories are undecidable, but universal Horn formulas of the form
r1 = 0∧ · · · ∧ rn = 0⇒ s = t are still decidable via a technique called hypothesis
elimination. Inference rules with Hoare triples fall into this fragment. Formally
verified decision and hypothesis elimination procedures are currently available
only in Coq [20]; they would further enhance the performance of our tools.

Second, in contrast to our semantic approach, KAT can be expanded to cap-
ture assignments at the algebraic level [1]. A flowchart equivalence proof from [1]
has already been formalised in Coq [20] and Isabelle [6] with this approach. It re-
quires, however, more work to integrate it into tools and increase its automation.
Comparing both approaches in practice is certainly interesting.

Third, while KAT captures the deductive aspect of Hoare logic, modal Kleene
algebras [8] encompass also its partial correctness semantics [15]. The integration
of our tools into these more expressive algebras will be our next step. This
supports program analysis directly via the wlp-semantics. It may also yield more
powerful inference rules and refinement laws, and support static analysis.

Finally, KAT could be replaced by algebras for total correctness reasoning, for
which Isabelle support has already been provided [3], and by rely-guarantee style
algebras for shared variable concurrency. A simple verification tool for this, which
includes a semantics of finite transition traces, has already been developed [2].
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