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PrefaeThis book is about the implementation of the Internet Protool suite, in theLinux operating system.Linux provides all the omponents neessary to build lients, servers andfull-featured routers, and so it is possible to oneive of a world where we builtalmost all of the Internet out of Linux systems.Of ourse, there is strength in diversity, and so lukily for the Internet soft-ware gene-pool, we have alternatives whih keep eah other honest. Thus thereare many operating systems and hardware platforms on whih the Internet isbuilt in pratie. What makes Linux partiularly interesting, and what is rele-vant for readers of this book, is that the soure ode of the operating systemsand many of the appliations is freely available, and that the software runson many hardware platforms ranging from the embedded miroproessor, tothe multiproesor and huge luster systems that an funtion as ore networkrouters, or major site servers.ImportaneThere are a number of Fortune 100 ompanies now using Linux for servers, notjust in the tehnology setor, but also in banking, healthare and just aboutany other business you an think of. Some of these have started to use Linuxas a router platform too. Given the open nature of the syetem, and its level ofsophistiation, both in terms of funtionality and performane, this is entirelyreasonable. We believe that this trend will inrease over the next few years asthe ommoditization of the Internet rolls on.Intended AudieneThe material in this book is systems ode. This means that it is tethered tohardware and other environmental spei�s. While the Linux kernel is portable,it is not generi: It has a spei� goal and purpose. The assumption we havemade in writing this book is that a reader will be familiar with the general ideasof operating systems and ommuniations protools.This is not a book for someone wishing to write an Internet appliation.There are several exellent books for that purpose. Indeed, most of the majoroperating systems share an API (\sokets") for that purpose. The emphasishere is on the system spei�s rather than the ommuniations appliations.i



iiIn fat we deliberately avoid most aspets of so-alled user land or user spaeprogramming, and onentrate on the kernel internals.As network researhers and eduators, we have inreasingly found it useful toexplain (or reate) ideas in ommuniations by examples. Thus the goal of thisbook is to use the Linux kernel implementation of the Internet protool suiteas an examplar. If you are learning or researhing Internet Protool protoolsand servies, transport protools and servies, or adapting either of these areasto novel ommuniations media, then this is a book for you.The level of the material assumes an engineering level knowledge of om-muniation, operating and hardware system onepts. We assume you're a-quainted with these already. If not, then there are some exellent books suh asthe lassi work on hardware is the Patterson and Hennssy work[24℄. There aremany on ommuniations (e.g. Kurose and Ross[25℄) and Operating Systems(e.g. Silbershatz and Peterson[23℄).Unintended AudieneThis book is not about system administration. For an exellent book on sys-admin for Linux routers, see the book by Tony Manill[27℄. We have also madea (somewhat arbitrary) deision to exlude non Internet mainstream protoolsfrom the book (e.g. IPX, Appletalk, Denet, ax25, X.25, ECONET, IRDA,ATM, are all not overed her).Another riterion used to deide what went in and what didn't was whetherthe protool required kernel support. Protools that are entirely user-land basedare really portable aross a range of platforms, and so are not espeially partof the Linux world exlusively. In general, this means that we exlude Internetappliations altogether, exept where they are lose to the low level (e.g wherethe appliaiton's raison d'etre is solely to manage a low level funtion).Finally, we worked largely to the 2.4.0 kernel release from early 2001. Thingsthat were in earlier releases , but are not here, or are in later releases, but weren'tpresent here, are obviously not overed (volume 2, maybe!). We found our wayaround the ode with help (of ourse) from the Linux Doumentation Projet,and from a varieity of tools (tags and vi, etags and emas, the Red Hat soureode navigator, grep, ls -R, �nd, et et - all those things that make Unix likesystems the tool of hoie for systems deevlopers).Roadmap, Outline and OrganisationThe book is in ten hapters. Chapter one is a very brief reminder of the waythat the Internet Protool suite works. Chapter two is an introdution to theLinux Operating System kernel. Chapter three is a walk through of the lifeyle of a single paket, from reation to transmission, and from reeption toonsumption. Chapter four is a reapitulation of Inter-Proess Communiation;in other words, an overview of soket programming. Chapter �ve is about thekernel infrastruture support for ommuniations in general. Chapter six isa walkthrough of the implementation of the network layer ode and support.Chapter seven is about transport protool implementations. Chapter eight ov-ers routing, while hapter nine is about the rih Linux support for di�erent



iiipaket forwarding treatment. We wrap up with hapter ten, whih is aboutnetwork seurity, overing variour network �ltering tehnques and appliations.The approah taken is largely ode-entri, but with explanations and illus-trations of the way the ode �ts together and is used by other layers.Eah hapter overs the onepts and implementation from one or more of�ve perspetives:Data strutures We show by example the way that protool state and paketdata is storeWire format of pakets We show the format of pakets as transmitted/for-warded/reeived.Algorithm/ode The rules for proessing user, network and timer events aredetailedProess The progression of a the set of tasks involved in ommuniation areillustrated.Operational We over the set of ations arried out by the system manager,network ordinerary user.The struture of most haper overs these �ve perspetives, and then on-nets them together through a story - the life of some spei�, or general om-ponent ativity of the Internet protool arhiteture as exempli�ed by the Linuximplementation.AknowledgementsThis book is dediated to the followers of li.Thanks also to the editors and reviewers, as well as to our olleagues OrionHodson, Tristan Henderson, Panos Gevros, and other denizens of (virtual) G11and to Martin Hamilton and Adam Greenhalgh, Julia Shnabul, and John An-drews and Tony Manill for feedbak. Thanks speially to Carsten Heinz, for hisexellent listings style and assistane �xing my overly naive use of said. Thanksto Jamal Hadi Salim for information about SMP forwarding., and to T'so forhelpful omments on seurity.Of ourse, we would have nothing if not for the valiant e�orts of the authorsof the ode in implementing and bug�xing and performane tweaking. A list ofimplementors who signed ode that we look at is appended.



Contents
1 Overview of the Internet Protools 21.1 Roadmap . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21.2 Introdution . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21.3 Protools . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 51.3.1 A Note on Programming Languages and Methodologies . 51.4 Protool Staks . . . . . . . . . . . . . . . . . . . . . . . . . . . . 81.4.1 The Basis . . . . . . . . . . . . . . . . . . . . . . . . . . 91.4.2 IP . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 91.4.3 Routes . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 91.4.4 TCP . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 101.4.5 Paket exhange patterns . . . . . . . . . . . . . . . . . . 111.4.6 Performane trends . . . . . . . . . . . . . . . . . . . . . . 131.5 Seurity . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 131.6 Performane . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 141.6.1 Integrated Servies . . . . . . . . . . . . . . . . . . . . . . 141.6.2 Di�erentiated Servies . . . . . . . . . . . . . . . . . . . . 151.7 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 162 Introdution to the Linux Operating System 172.1 Roadmap . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 172.2 What is an Operating System? . . . . . . . . . . . . . . . . . . . 182.2.1 Multi-user . . . . . . . . . . . . . . . . . . . . . . . . . . . 192.2.2 Multi-tasking . . . . . . . . . . . . . . . . . . . . . . . . . 202.2.3 Multi-devie . . . . . . . . . . . . . . . . . . . . . . . . . 222.2.4 From input/output to Interproess Communiation . . . . 242.2.5 Proessor Independene . . . . . . . . . . . . . . . . . . . 252.2.6 Conurreny Control . . . . . . . . . . . . . . . . . . . . . 262.2.7 Memory Management . . . . . . . . . . . . . . . . . . . . 282.3 What more ould you ask for? . . . . . . . . . . . . . . . . . . . . 292.4 The Soure Code Organisation . . . . . . . . . . . . . . . . . . . 312.5 A day in the life of a Proess . . . . . . . . . . . . . . . . . . . . 322.6 A day in the life of a File . . . . . . . . . . . . . . . . . . . . . . 332.7 A day in the life of an operating system . . . . . . . . . . . . . . 342.7.1 The start of time . . . . . . . . . . . . . . . . . . . . . . . 342.7.2 As time goes by . . . . . . . . . . . . . . . . . . . . . . . 352.7.3 The end of time . . . . . . . . . . . . . . . . . . . . . . . 352.8 A day in the life of a devie driver . . . . . . . . . . . . . . . . . 352.9 A day in the life of a kernel module . . . . . . . . . . . . . . . . . 35iv



CONTENTS v2.10 SMP . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 362.10.1 Appliation Support . . . . . . . . . . . . . . . . . . . . . 362.11 A Day in the Life of Time . . . . . . . . . . . . . . . . . . . . . . 372.12 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 383 The Brief Life of a Paket 393.1 Roadmap . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 393.1.1 User, Appliation and Protool Viewpoints . . . . . . . . 403.1.2 Soure Code, Exeution and Wire Viewpoints . . . . . . . 423.1.3 State, Memory et . . . . . . . . . . . . . . . . . . . . . . 433.2 TCP Example . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 433.2.1 Soket Level . . . . . . . . . . . . . . . . . . . . . . . . . 433.2.2 TCP Output . . . . . . . . . . . . . . . . . . . . . . . . . 433.2.3 IP Output Work . . . . . . . . . . . . . . . . . . . . . . . 443.2.4 Link Level Output . . . . . . . . . . . . . . . . . . . . . . 443.2.5 Link Level Input . . . . . . . . . . . . . . . . . . . . . . . 443.2.6 IP Input Work . . . . . . . . . . . . . . . . . . . . . . . . 453.2.7 TCP Input Work . . . . . . . . . . . . . . . . . . . . . . . 453.2.8 Soket Input Work . . . . . . . . . . . . . . . . . . . . . . 453.2.9 On the wire . . . . . . . . . . . . . . . . . . . . . . . . . . 453.3 DNS/UDP Example . . . . . . . . . . . . . . . . . . . . . . . . . 463.3.1 UDP Output . . . . . . . . . . . . . . . . . . . . . . . . . 463.3.2 UDP Input . . . . . . . . . . . . . . . . . . . . . . . . . . 463.3.3 On the wire . . . . . . . . . . . . . . . . . . . . . . . . . . 463.4 RTP/UDP (multiast) Example . . . . . . . . . . . . . . . . . . . 463.4.1 On the wire . . . . . . . . . . . . . . . . . . . . . . . . . . 473.4.2 ...but with a router in the path... . . . . . . . . . . . . . . 473.5 Three Views of the Traes of Ping . . . . . . . . . . . . . . . . . 474 Inter-Proess Communiation 504.1 Roadmap . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 504.2 Soket API . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 514.3 The atual soket API . . . . . . . . . . . . . . . . . . . . . . . . 524.4 Using the Soket API . . . . . . . . . . . . . . . . . . . . . . . . 534.4.1 Those System Inlude Files . . . . . . . . . . . . . . . . . 554.5 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 555 Protool Implementation Framework 565.1 Roadmap . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 565.2 A Day in the Life of a software interrupt . . . . . . . . . . . . . . 565.2.1 Conurreny in the Linux Communiations Stak . . . . . 565.2.2 Produer/Consumer Chain . . . . . . . . . . . . . . . . . 575.2.3 What about real Multi-proessor Systems? . . . . . . . . 595.3 Bottom Up: Interrupts, DMA et . . . . . . . . . . . . . . . . . . 595.4 Devie Level, bottom up, one level up . . . . . . . . . . . . . . . 615.4.1 Network Devie Driver API . . . . . . . . . . . . . . . . . 625.4.2 Network Reeption . . . . . . . . . . . . . . . . . . . . . . 635.4.3 A spei� devie driver - 3501 . . . . . . . . . . . . . . . 635.4.4 link driver level on�g . . . . . . . . . . . . . . . . . . . . 655.5 Top Down: Soket Glue Level . . . . . . . . . . . . . . . . . . . . 66



CONTENTS vi5.5.1 Virtual File System Soket instane funtions . . . . . . . 675.6 Sideways: A day in the life of a soket bu�er . . . . . . . . . . . 745.6.1 Alloating a Soket Bu�er . . . . . . . . . . . . . . . . . . 765.6.2 Alloating and freeing a soket bu�er from the global pool 775.6.3 Manipulating Soket Bu�ers . . . . . . . . . . . . . . . . . 785.7 A day in the life of a Protool Control Blok . . . . . . . . . . . 795.7.1 Soket and Route related transport state . . . . . . . . . 795.7.2 Future of the soket struture . . . . . . . . . . . . . . . . 805.7.3 Referene COunting . . . . . . . . . . . . . . . . . . . . . 815.7.4 Sokets and Routes . . . . . . . . . . . . . . . . . . . . . . 825.7.5 Soket Credentials Manager Interfae . . . . . . . . . . . 835.7.6 A brief with omparison BSD Style Stak Infrastruture . 845.8 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 856 Infrastruture Protools 866.1 Roadmap . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 866.2 IP . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 866.2.1 Internet Protool Output . . . . . . . . . . . . . . . . . . 876.2.2 Fragmentation . . . . . . . . . . . . . . . . . . . . . . . . 886.2.3 Internet Protool Input . . . . . . . . . . . . . . . . . . . 926.2.4 Internet Protool Forwarding . . . . . . . . . . . . . . . . 936.2.5 Internet Protool Fragmentation Support Funtions . . . 946.2.6 Internet Protool Options . . . . . . . . . . . . . . . . . . 976.2.7 Internet Protool Soket Glue . . . . . . . . . . . . . . . . 996.3 Addressing . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1016.4 Network Level Debugging - ICMP . . . . . . . . . . . . . . . . . 1076.5 Group Management - IGMP . . . . . . . . . . . . . . . . . . . . . 1296.5.1 IGMP . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1296.5.2 Mangeing the group/interfae state . . . . . . . . . . . . . 1336.5.3 Multiast Forwarding . . . . . . . . . . . . . . . . . . . . 1386.5.4 Multiast Transmission . . . . . . . . . . . . . . . . . . . 1456.5.5 PIM Spei�s . . . . . . . . . . . . . . . . . . . . . . . . . 1466.5.6 Starting Multiast . . . . . . . . . . . . . . . . . . . . . . 1476.6 NATs, Tunnels and Other Haks . . . . . . . . . . . . . . . . . . 1476.7 Network Address Translation . . . . . . . . . . . . . . . . . . . . 1486.8 Tunnels . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1496.8.1 IP in IP Tunnels . . . . . . . . . . . . . . . . . . . . . . . 1496.8.2 GRE Tunnels . . . . . . . . . . . . . . . . . . . . . . . . . 1546.9 IP version 6 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1606.9.1 IPv6 Header De�nitions . . . . . . . . . . . . . . . . . . . 1616.9.2 IPv6 API . . . . . . . . . . . . . . . . . . . . . . . . . . . 1626.9.3 IPv6 Address (Auto)-Con�guration . . . . . . . . . . . . . 1636.9.4 IPv6 Neighbour Disovery . . . . . . . . . . . . . . . . . . 1666.9.5 IPv6 Input . . . . . . . . . . . . . . . . . . . . . . . . . . 1686.9.6 IPv6 Output . . . . . . . . . . . . . . . . . . . . . . . . . 1696.9.7 IPv6 Forward Funtion . . . . . . . . . . . . . . . . . . . 1706.9.8 IPv6 Soket Glue . . . . . . . . . . . . . . . . . . . . . . . 1716.9.9 IPv6 Flow Label . . . . . . . . . . . . . . . . . . . . . . . 1726.9.10 Extension Headers . . . . . . . . . . . . . . . . . . . . . . 1736.9.11 Simple Internet Transition . . . . . . . . . . . . . . . . . . 174



CONTENTS vii6.9.12 E�et on transport of IPv6 of note . . . . . . . . . . . . . 1746.10 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1747 Transport 1757.1 Roadmap . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1757.2 Introdution . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1757.3 UDP|User Datagram Protool . . . . . . . . . . . . . . . . . . . 1767.3.1 Introdution . . . . . . . . . . . . . . . . . . . . . . . . . 1767.3.2 Multiplexing . . . . . . . . . . . . . . . . . . . . . . . . . 1767.3.3 UDP paket header anatomy . . . . . . . . . . . . . . . . 1767.3.4 Transport Layer linkage . . . . . . . . . . . . . . . . . . . 1777.3.5 The sok struture . . . . . . . . . . . . . . . . . . . . . . . 1797.3.6 DNS look-up . . . . . . . . . . . . . . . . . . . . . . . . . 1797.4 TCP|Transmission Control Protool . . . . . . . . . . . . . . . 1817.4.1 TCP Transport Funtionality . . . . . . . . . . . . . . . . 1817.4.2 HTTP request . . . . . . . . . . . . . . . . . . . . . . . . 1837.4.3 TCP header . . . . . . . . . . . . . . . . . . . . . . . . . . 1847.4.4 TCP implementation . . . . . . . . . . . . . . . . . . . . . 1847.4.5 TCP states . . . . . . . . . . . . . . . . . . . . . . . . . . 1857.4.6 TCP Strutures . . . . . . . . . . . . . . . . . . . . . . . . 1857.4.7 TCP Code . . . . . . . . . . . . . . . . . . . . . . . . . . 1857.4.8 TCP behaviour . . . . . . . . . . . . . . . . . . . . . . . . 1927.5 Management . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1937.6 TCP vs UDP . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1937.7 RTP|Real Time Protool . . . . . . . . . . . . . . . . . . . . . . 1937.8 Writing a new Transport Layer . . . . . . . . . . . . . . . . . . . 1947.9 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1948 Routing 1958.1 Roadmap . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1958.2 Introdution . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1958.3 Forwarding Table Computation . . . . . . . . . . . . . . . . . . . 2008.3.1 IP Addressing . . . . . . . . . . . . . . . . . . . . . . . . . 2008.3.2 FIB Purpose . . . . . . . . . . . . . . . . . . . . . . . . . 2038.3.3 FIB Implementation . . . . . . . . . . . . . . . . . . . . . 2048.3.4 FIB Interfae . . . . . . . . . . . . . . . . . . . . . . . . . 2048.3.5 FIB Code . . . . . . . . . . . . . . . . . . . . . . . . . . . 2058.4 Multiast . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 2298.4.1 Dense Mode, Data-driven Multiast Routing . . . . . . . 2308.4.2 Sparse and Single Soure Multiast . . . . . . . . . . . . . 2318.5 QoS Routing . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 2318.6 Routing Table Constrution . . . . . . . . . . . . . . . . . . . . . 2328.6.1 GateD . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 2328.6.2 Route Control and TraÆ Control Maintenane . . . . . . 2338.7 Host routing . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 2388.8 Managing IP level state information - the IP ommand . . . . . . 2398.9 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 241



CONTENTS viii9 Forwarding 2429.1 Roadmap . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 2429.2 Introdution . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 2439.2.1 Integrated Servies . . . . . . . . . . . . . . . . . . . . . . 2469.2.2 Admission Test for Integrated Servies Guaranteed Servie 2479.2.3 Network Arhiteture . . . . . . . . . . . . . . . . . . . . 2479.3 Mixing TraÆ onto the wire . . . . . . . . . . . . . . . . . . . . . 2489.3.1 Performane Parameters . . . . . . . . . . . . . . . . . . . 2499.3.2 Probing or measurement based admission ontrol? . . . . 2519.4 Elasti and Inelasti Appliations - tolerane for variation? . . . 2519.4.1 Network Soure behaviour Charaterization: Leaky andToken Bukets . . . . . . . . . . . . . . . . . . . . . . . . 2539.5 Paket Forward Sheduling and Queue Management . . . . . . . 2539.6 Queueing Disiplines . . . . . . . . . . . . . . . . . . . . . . . . . 2539.6.1 Common Sheduling Disiplines . . . . . . . . . . . . . . . 2549.6.2 Class Based Queueing . . . . . . . . . . . . . . . . . . . . 2569.7 Queue Management . . . . . . . . . . . . . . . . . . . . . . . . . 2569.7.1 Random Early Detetion . . . . . . . . . . . . . . . . . . 2579.8 Linux Forwarding Treatment Arhiteture . . . . . . . . . . . . . 2589.8.1 Output Interfae . . . . . . . . . . . . . . . . . . . . . . . 2589.8.2 Queue Disipline . . . . . . . . . . . . . . . . . . . . . . . 2599.8.3 Class/Type . . . . . . . . . . . . . . . . . . . . . . . . . . 2599.8.4 �lter, or lassi�er . . . . . . . . . . . . . . . . . . . . . . . 2609.9 The Classi�er Code . . . . . . . . . . . . . . . . . . . . . . . . . . 2609.9.1 Classi�ers . . . . . . . . . . . . . . . . . . . . . . . . . . . 2619.10 queueing disipline . . . . . . . . . . . . . . . . . . . . . . . . . . 2739.11 Sheduler Framework . . . . . . . . . . . . . . . . . . . . . . . . . 2749.11.1 Sheduling API . . . . . . . . . . . . . . . . . . . . . . . . 2749.11.2 Sheduler Framework . . . . . . . . . . . . . . . . . . . . 2869.12 Class Based Queueing . . . . . . . . . . . . . . . . . . . . . . . . 2979.13 Queue Management . . . . . . . . . . . . . . . . . . . . . . . . . 3189.13.1 Best E�ort (a.k.a FIFO) Sheduler . . . . . . . . . . . . . 3189.13.2 Ingress Queueing . . . . . . . . . . . . . . . . . . . . . . . 3239.13.3 Di�erentiated Servies Marker . . . . . . . . . . . . . . . 3269.13.4 RED and Friends . . . . . . . . . . . . . . . . . . . . . . . 3279.13.5 Expliit Congestion Noti�ation . . . . . . . . . . . . . . 3289.13.6 GRED . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3309.13.7 Token Buket Queue . . . . . . . . . . . . . . . . . . . . . 3319.13.8 Ingress Queueing . . . . . . . . . . . . . . . . . . . . . . . 3329.13.9 Priority Queueing . . . . . . . . . . . . . . . . . . . . . . 3349.13.10Stohasti Fairness Queueing . . . . . . . . . . . . . . . . 3359.13.11Priority Queueing . . . . . . . . . . . . . . . . . . . . . . 3369.13.12Stohasti Fairness Queueing . . . . . . . . . . . . . . . . 3379.13.13Link Equalization . . . . . . . . . . . . . . . . . . . . . . 3389.13.14Pro�ling . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3399.14 Managing Forwarding Treatment Information - the TC Command 3449.14.1 TraÆ Control - Using The Tool . . . . . . . . . . . . . . 3449.14.2 TraÆ Control - How the Tool is implemented . . . . . . 3459.14.3 TC Command Usage . . . . . . . . . . . . . . . . . . . . . 3459.15 BSD . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 348



CONTENTS ix9.16 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34910 Seurity 35010.1 Roadmap . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 35010.2 Seurity Senarios . . . . . . . . . . . . . . . . . . . . . . . . . . 35010.2.1 Firewalls . . . . . . . . . . . . . . . . . . . . . . . . . . . 35010.2.2 NAT|Network Address Translation . . . . . . . . . . . . 35010.3 Net�lter . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 35210.3.1 Introdution . . . . . . . . . . . . . . . . . . . . . . . . . 35210.3.2 IP Tables . . . . . . . . . . . . . . . . . . . . . . . . . . . 35310.3.3 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . 35310.4 IPSe . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 35310.5 SSL . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 35310.6 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 353



List of Figures1 Comments, what omments: linux/net/khttpd/waitheaders. 3842 LAN . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3853 Layers of Abstration . . . . . . . . . . . . . . . . . . . . . . . . 3864 The RFC style IP Header De�nition . . . . . . . . . . . . . . . . 3875 The C style IP Header De�nition . . . . . . . . . . . . . . . . . . 3886 The RFC style IP Header De�nition . . . . . . . . . . . . . . . . 3897 The TCP Header De�nition: linux/inlude/linux/tp.h . . . 3908 trends . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3919 Di�erentiated Servies Metering and Marking . . . . . . . . . . . 39210 POSIX C Type De�nitions: linux/inlude/linux/posix types.h39311 i386 ASM header interfae C Type De�nitions: linux/inlude/asm{i386/types.h39412 Kernel C Type De�nitions: linux/inlude/linux/types.h . . . 39513 Kernel C Type De�nitions: linux/inlude/linux/types.h . . . 39614 Kernel C Type De�nitions: linux/inlude/linux/types.h . . . 39715 System Calls . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 39816 The Sheduler i: linux/kernel/shed. . . . . . . . . . . . . . 39917 The Sheduler ii: linux/kernel/shed. . . . . . . . . . . . . . 40018 The Sheduler iii: linux/kernel/shed. . . . . . . . . . . . . . 40119 The Sheduler iv: linux/kernel/shed. . . . . . . . . . . . . . 40220 The Sheduler iv: linux/kernel/shed. . . . . . . . . . . . . . 40321 The Sheduler v: linux/kernel/shed. . . . . . . . . . . . . . 40422 The Sheduler Tail: linux/kernel/shed. . . . . . . . . . . . . 40523 The Wakeup Common Code : linux/kernel/shed. . . . . . . 40624 The Sleepon Code : linux/kernel/shed. . . . . . . . . . . . 40725 The Linux Kernel System Call Entry Code -save and restore over-head: linux/arh/i386/kernel/entry.S . . . . . . . . . . . . . 40826 The Linux Kernel System Call Entry Code - example of entry:linux/arh/i386/kernel/entry.S . . . . . . . . . . . . . . . . 40927 The Linux Kernel Startup Code i: linux/init/main. . . . . . 41028 The Linux Kernel Startup Code ii: linux/init/main. . . . . . 41129 The Linux Kernel Startup Code iii: linux/init/main. . . . . . 41230 Linux Charater Devie Registration: linux/fs/devies. . . . 41331 Linux Blok Devie Registration : linux/fs/blok dev. . . . . 41432 Linux Network Devie Registration - i: linux/net/ore/dev. . 41533 Linux Network Devie Registration - ii: linux/net/ore/dev. 41634 Linux Network Devie Registration - iii: linux/net/ore/dev. 41735 Linux Network Devie Registration - iv: linux/net/ore/dev. 41836 Linux Network Devie Registration - v: linux/net/ore/dev. 41937 Linux Network Devie Registration - 2: linux/net/ore/dev. 420x



LIST OF FIGURES xi38 Linux Network Devie Registration - 2: linux/net/ore/dev. 42139 Linux Network Devie Registration - 2: linux/net/ore/dev. 42240 Monolithi, Miro-kernel or Hybrid Kernel? . . . . . . . . . . . . 42341 SMP netdevie sheduling: linux/inlude/linux/netdevie.h 42442 Linux Timer Struture: linux/inlude/linux/timer.h . . . . . 42543 Updating the Linux Timer Struture: linux/inlude/linux/timer.h42644 Linux Timer Calls - add timer: linux/kernel/timer. . . . . . 42745 Linux Timer Calls - internal add timer: linux/kernel/timer. 42846 The overall transmission proess: from Appliation to Wire . . . 42947 The overall reeption proess: from Wire to Appliation . . . . . 43048 Filling in Some Key TCP �elds: linux/net/ipv4/tp output. 43149 Filling in Some Key IP bits: linux/net/ipv4/ip output. . . . 43250 Network Devie Driver Rx i: linux/net/ore/dev. . . . . . . 43351 Network Devie Driver Rx ii: linux/net/ore/dev. . . . . . . 43452 Network Devie Driver Rx i: linux/net/ore/dev. . . . . . . 43553 Network Devie Driver Rx ii: linux/net/ore/dev. . . . . . . 43654 Soket Reeive wake up proess: linux/net/ore/sok. . . . . 43755 UDP Output i: linux/net/ipv4/udp. . . . . . . . . . . . . . . 43856 UDP Output ii: linux/net/ipv4/udp. . . . . . . . . . . . . . . 43957 UDP Output iii: linux/net/ipv4/udp. . . . . . . . . . . . . . 44058 UDP Input i: linux/net/ipv4/udp. . . . . . . . . . . . . . . . 44159 UDP Input iii: linux/net/ipv4/udp. . . . . . . . . . . . . . . 44260 UDP Reeive Multiast: linux/net/ipv4/udp. . . . . . . . . . 44361 Use of ping . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 44462 Wire view of ping . . . . . . . . . . . . . . . . . . . . . . . . . . . 44563 Strae of ping . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 44664 soket() . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 44765 Soket Programming 1 - main: pix/sok. . . . . . . . . . . . . 44866 Soket Programming 2 - lient: pix/sok. . . . . . . . . . . . . 44967 Soket Programming 3 - server: pix/sok. . . . . . . . . . . . . 45068 Selet: pix/poll. . . . . . . . . . . . . . . . . . . . . . . . . . . 45169 poll() . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 45270 pollfd . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 45371 NBIO: pix/nbio. . . . . . . . . . . . . . . . . . . . . . . . . . . 45472 Asynhronous Reeption . . . . . . . . . . . . . . . . . . . . . . . 45573 SIGIO: pix/asynh. . . . . . . . . . . . . . . . . . . . . . . . . 45674 IP user view of address struture: linux/inlude/linux/in.h . 45775 IP user view of the IPv6 address struture: linux/inlude/linux/in6.h45876 Produer Consumer Chain . . . . . . . . . . . . . . . . . . . . . . 45977 Deadlok . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 46078 Livelok . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 46179 Task Queue struture - opyright statement: linux/inlude/linux/tqueue.h46280 Task Queue (TQ) strutures: linux/inlude/linux/tqueue.h . 46381 TQmapping to deferred proessing/bh : linux/inlude/linux/tqueue.h46482 TQ inline funtions, queue, and run: linux/inlude/linux/tqueue.h46583 Soft IRQs - main opyright et: linux/kernel/softirq. . . . 46684 Soft IRQs - main omment: linux/kernel/softirq. . . . . . . 46785 Soft IRQs - handler i: linux/kernel/softirq. . . . . . . . . . 46886 Soft IRQs - handler ii: linux/kernel/softirq. . . . . . . . . . 46987 Soft IRQs - setup: linux/kernel/softirq. . . . . . . . . . . . 470



LIST OF FIGURES xii88 Soft IRQs - tasklet handler: linux/kernel/softirq. . . . . . . 47189 Soft IRQs - tasklet hi prority handler: linux/kernel/softirq. 47290 Soft IRQs - tasklet initialisation and destrution: linux/kernel/softirq.47391 Soft IRQs - handler for legay bottom half ode: linux/kernel/softirq.47492 Soft IRQs - handler for legay bottom half ode: linux/kernel/softirq.47593 Soft IRQs - initialise softirq and run tasklets: linux/kernel/softirq.47694 Network/OSDevie Level Abstration 0: linux/inlude/linux/netdevie.h47795 Network/OSDevie Level Abstration 1: linux/inlude/linux/netdevie.h47896 Network/OSDevie Level Abstration 2: linux/inlude/linux/netdevie.h47997 Network/OSDevie Level Abstration 3: linux/inlude/linux/netdevie.h48098 Network/OSDevie Level Abstration 4: linux/inlude/linux/netdevie.h48199 Network Devie Driver Rx: linux/net/ore/dev. . . . . . . . 482100 Ethernet Driver 0 - data: linux/drivers/net/3501. . . . . . 483101 Ethernet Driver 1 - data: linux/drivers/net/3501. . . . . . 484102 Ethernet Driver 2 - init a: linux/drivers/net/3501. . . . . . 485103 Ethernet Driver 2 - init b: linux/drivers/net/3501. . . . . 486104 Ethernet Driver 2 - init : linux/drivers/net/3501. . . . . . 487105 Ethernet Driver 2 - init d: linux/drivers/net/3501. . . . . 488106 Ethernet Driver 2 - txstart a: linux/drivers/net/3501. . . . 489107 Ethernet Driver 2 - txstart a: linux/drivers/net/3501. . . . 490108 Ethernet Driver 2 - txstart b: linux/drivers/net/3501. . . . 491109 Ethernet Driver 2 - txstart b: linux/drivers/net/3501. . . . 492110 Ethernet Driver 3 - interrupt a1: linux/drivers/net/3501. . 493111 Ethernet Driver 3 - interrupt a2: linux/drivers/net/3501. . 494112 Ethernet Driver 3 - interrupt b1: linux/drivers/net/3501. . 495113 Ethernet Driver 3 - interrupt b2: linux/drivers/net/3501. . 496114 Ethernet Driver 3 - interrupt : linux/drivers/net/3501. . 497115 Ethernet Driver 3 - interrupt d: linux/drivers/net/3501. . 498116 Ethernet Driver 4 - reeive: linux/drivers/net/3501. . . . . 499117 Ethernet Driver 4 - reeive: linux/drivers/net/3501. . . . . 500118 Ethernet Driver 4 - stats: linux/drivers/net/3501. . . . . . 501119 Netstat -i . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 502120 ifon�g . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 503121 Ethernet Driver 4 - multiast: linux/drivers/net/3501. . . 504122 Ethernet Driver 4 - modules: linux/drivers/net/3501. . . . 505123 Soket Interfae Code - authors et: linux/net/soket. . . . . 506124 Soket Interfae Code - main opyright et: linux/net/soket. 507125 Soket Interfae Code - Prototypes: linux/net/soket. . . . . 508126 Soket Interfae Code - �le operation mappings et: linux/net/soket.509127 Soket Interfae Code - Protool Families supported: linux/net/soket.510128 Soket Interfae Code - lok ode: linux/net/soket. . . . . . 511129 Soket Interfae Code - Global Counters and statistis: linux/net/soket.512130 Chek bu�er addresses passed between user/kernel: linux/net/soket.513131 More legality heks: linux/net/soket. . . . . . . . . . . . . 514132 Soket Glue - soket statfs: linux/net/soket. . . . . . . . . . 515133 Soket Glue - soket fs read: linux/net/soket. . . . . . . . . 516134 Soket Glue - soket fs mnt, delete, dentry: linux/net/soket. 517135 Soket Glue - seek (and ye shall not �nd!): linux/net/soket. 518136 Soket Glue - mmap: linux/net/soket. . . . . . . . . . . . . 519137 Soket Glue - �nd a spare �le desriptor: linux/net/soket. . 520



LIST OF FIGURES xiii138 Soket Glue - get a �le desriptor for a sok fd: linux/net/soket.521139 Soket Glue - get a �le desriptor for a sok fd: linux/net/soket.522140 Soket Glue - lookup a �le desriptor to a sok fd: linux/net/soket.523141 Soket Glue - lookup a �le desriptor to a sok fd: linux/net/soket.524142 Soket Glue - alloate a soket inode: linux/net/soket. . . . 525143 Soket Glue - free a soket inode: linux/net/soket. . . . . . 526144 Soket Glue - blok \opening" a soket inode: linux/net/soket.527145 Soket Glue - shutdown: linux/net/soket. . . . . . . . . . . 528146 Soket Glue - send and reeive messages on a soket: linux/net/soket.529147 Soket Glue - read: linux/net/soket. . . . . . . . . . . . . . 530148 Soket Glue - write: linux/net/soket. . . . . . . . . . . . . . 531149 Soket Glue - readv/writev servie routine: linux/net/soket. 532150 Soket Glue - readv and writev: linux/net/soket. . . . . . . 533151 Soket Glue - sendto i: linux/net/soket. . . . . . . . . . . . 534152 Soket Glue - sendto ii: linux/net/soket. . . . . . . . . . . . 535153 Soket Glue - revfrom: linux/net/soket. . . . . . . . . . . . 536154 Soket Glue - revfrom: linux/net/soket. . . . . . . . . . . . 537155 Soket Glue - revfrom: linux/net/soket. . . . . . . . . . . . 538156 Soket Glue - iotl: linux/net/soket. . . . . . . . . . . . . . 539157 Soket Glue - poll: linux/net/soket. . . . . . . . . . . . . . 540158 Soket Glue - lose: linux/net/soket. . . . . . . . . . . . . . 541159 Soket Glue - asynh events on sokets i: linux/net/soket. . 542160 Soket Glue - asynh events on sokets, ii: linux/net/soket. 543161 Soket Glue - asynh events on sokets, iii: linux/net/soket. 544162 Soket Glue - asynh events on sokets else o�, ii: linux/net/soket.545163 Soket Glue - �nish asynh events on sokets: linux/net/soket.546164 Soket Glue - reate a soket i: linux/net/soket. . . . . . . 547165 Soket Glue - reate a soket ii: linux/net/soket. . . . . . . 548166 Soket Glue - reate a soket: linux/net/soket. . . . . . . . 549167 Soket Glue - asm glue to reate a soket: linux/net/soket. 550168 Soket Glue - asm glue to reate a soket pair: linux/net/soket.551169 Soket Glue - ... to reate a soket pair: linux/net/soket. . 552170 Soket Glue - bind a soket: linux/net/soket. . . . . . . . . 553171 Soket Glue - listen on a soket: linux/net/soket. . . . . . . 554172 Soket Glue - aept on a soket: linux/net/soket. . . . . . 555173 Soket Glue - aept on a soket i: linux/net/soket. . . . . 556174 Soket Glue - aept on a soket ii: linux/net/soket. . . . . 557175 Soket Glue - onnet on a soket: linux/net/soket. . . . . . 558176 Soket Glue - get the loal name (\address") of a soket: linux/net/soket.559177 Soket Glue - get the far end's name (\address") for a soket:linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . 560178 Soket Glue - setsokopt: linux/net/soket. . . . . . . . . . . 561179 Soket Glue - getsokopt: linux/net/soket. . . . . . . . . . . 562180 Soket Glue - sendmsg i: linux/net/soket. . . . . . . . . . . 563181 Soket Glue - sendmsg ii: linux/net/soket. . . . . . . . . . . 564182 Soket Glue - revmsg i: linux/net/soket. . . . . . . . . . . 565183 Soket Glue - revmsg ii: linux/net/soket. . . . . . . . . . . 566184 Soket Glue - �le ontrol (fntl): linux/net/soket. . . . . . . 567185 Soket Glue - system all vetor: linux/net/soket. . . . . . 568186 Soket Glue - system all vetor: linux/net/soket. . . . . . 569



LIST OF FIGURES xiv187 Soket Glue - system all vetor: linux/net/soket. . . . . . 570188 Soket Glue - registering a protool family with the soket mod-ule: linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . 571189 Soket Glue - un-registering a protool family with the soketmodule: linux/net/soket. . . . . . . . . . . . . . . . . . . . 572190 Soket Glue - initialising the soket VFS module: linux/net/soket.573191 Soket Glue - initialising the soket VFS module: linux/net/soket.574192 Soket Glue - soket stats per CPU: linux/net/soket. . . . . 575193 sk bu� struture layout . . . . . . . . . . . . . . . . . . . . . . . 576194 Memory Alloation:- Soket Bu�ers i: linux/inlude/linux/skbuff.h577195 Memory Alloation:- Soket Bu�ers ii: linux/inlude/linux/skbuff.h578196 Memory Alloation:- Soket Bu�ers Routines: linux/inlude/linux/skbuff.h579197 Memory Alloation:- Soket Bu�ers Code . . . . . . . . . . . . . 580198 Memory Alloation:- Soket Bu�ers Code . . . . . . . . . . . . . 581199 TCP Memory Alloation:- Soket Bu�ers Code . . . . . . . . . . 582200 Soket Bu�er Kernel Globals: linux/net/ore/skbuff. . . . . 583201 Soket Bu�er Head from/to Pool: linux/net/ore/skbuff. . . 584202 Alloate Soket Bu�er - omment: linux/net/ore/skbuff. . 585203 Alloate Soket Bu�er: linux/net/ore/skbuff. . . . . . . . . 586204 Initialise Soket Bu�er: linux/net/ore/skbuff. . . . . . . . 587205 Free Soket Bu�er: linux/net/ore/skbuff. . . . . . . . . . . 588206 Clone Soket Bu�er: linux/net/ore/skbuff. . . . . . . . . . 589207 Copy Soket Bu�er Struture Header: linux/net/ore/skbuff.590208 Copy Soket Bu�er Struture and data: linux/net/ore/skbuff.591209 Copy and Expand Soket Bu�er Struture and data: linux/net/ore/skbuff.592210 Initialise Soket Bu�er Global data: linux/net/ore/skbuff. 593211 TCP States: linux/inlude/net/tp.h . . . . . . . . . . . . . . 594212 TCP State ags: linux/inlude/net/tp.h . . . . . . . . . . . 595213 TCP Conention State: linux/inlude/net/tp.h . . . . . . . 596214 TCP State variables: linux/inlude/net/tp.h . . . . . . . . . 597215 Soket TCP State i, start of...: linux/inlude/net/sok.h . . . 598216 Soket relevant IP option State: linux/inlude/net/sok.h . . 599217 Soket IPv6 State: linux/inlude/net/sok.h . . . . . . . . . 600218 Soket State i, demultiplex data: linux/inlude/net/sok.h . 601219 Soket State ii, resoure data: linux/inlude/net/sok.h . . . 602220 Soket State iii, soket state itself: linux/inlude/net/sok.h 603221 Soket State iv, routing, erroring and �ltering: linux/inlude/net/sok.h604222 Soket State v, private protool info: linux/inlude/net/sok.h605223 Soket State vi, timers and allbaks: linux/inlude/net/sok.h606224 Soket State vi, timers and allbaks: linux/inlude/net/sok.h607225 Proposal to Tidy Up Soket State: linux/inlude/net/sok.h 608226 Soket Referene Counting Comment: linux/inlude/net/sok.h609227 Inline funtions for Soket Referene Management: linux/inlude/net/sok.h610228 Inline funtions for Soket Referene Management: linux/inlude/net/sok.h611229 Inline funtions for Soket Referene Management: linux/inlude/net/sok.h612230 Soket Route State Management: linux/inlude/net/sok.h . 613231 Soket Route State Management: linux/inlude/net/sok.h . 614232 Soket Route State Management: linux/inlude/net/sok.h . 615233 Soket Queue Management Interfae: linux/inlude/net/sok.h616234 Soket Queue Management Interfae: linux/inlude/net/sok.h617



LIST OF FIGURES xv235 Soket Queue Management Interfae: linux/inlude/net/sok.h618236 Soket Credential Funtion: linux/net/ore/sm. . . . . . . . 619237 Soket Credential Interfae: linux/inlude/net/sm.h . . . . . 620238 BSD produer onsumer hain - transport out . . . . . . . . . . . 621239 BSD produer onsumer hain - network out . . . . . . . . . . . 622240 BSD produer onsumer hain - legend . . . . . . . . . . . . . . . 623241 IP Output - add header and send: linux/net/ipv4/ip output. 624242 IP Output - �nish sending - note two stage proess: linux/net/ipv4/ip output.625243 Internet Protool - output - heksum: linux/net/ipv4/ip output.626244 IP Output - loopbak: linux/net/ipv4/ip output. . . . . . . 627245 IP Output - reroute?: linux/net/ipv4/ip output. . . . . . . . 628246 IP Output - multiast repliation...: linux/net/ipv4/ip output.629247 IP Output - multiast repliation...: linux/net/ipv4/ip output.630248 IP Output - drive output: linux/net/ipv4/ip output. . . . . 631249 IP Output - Queue for sending - part 2i: linux/net/ipv4/ip output.632250 IP Output - Queue for sending - part 2ii: linux/net/ipv4/ip output.633251 IP Output - Queue paket for sending - part 1: linux/net/ipv4/ip output.634252 IP Output - Queue paket for sending - part 1: linux/net/ipv4/ip output.635253 IP Output - lassi building of IP paket: linux/net/ipv4/ip output.636254 IP Output - lassi building of IP paket: linux/net/ipv4/ip output.637255 IP Output - lassi building of IP paket: linux/net/ipv4/ip output.638256 IP Output - lassi building of IP paket: linux/net/ipv4/ip output.639257 IP Output - lassi building of IP paket: linux/net/ipv4/ip output.640258 IP Output - lassi building of IP paket: linux/net/ipv4/ip output.641259 IP Output - lassi building of IP paket: linux/net/ipv4/ip output.642260 IP Output - lassi building of IP paket: linux/net/ipv4/ip output.643261 IP Output - lassi building of IP paket: linux/net/ipv4/ip output.644262 IP Output - fast path for non fragmented pakets: linux/net/ipv4/ip output.645263 IP Output - fast path for non fragmented pakets: linux/net/ipv4/ip output.646264 IP Output - fast path for non fragmented pakets: linux/net/ipv4/ip output.647265 IP Output - fragment: linux/net/ipv4/ip output. . . . . . . 648266 IP Output - fragment: linux/net/ipv4/ip output. . . . . . . 649267 IP Output - fragment: linux/net/ipv4/ip output. . . . . . . 650268 IP Output - fragment: linux/net/ipv4/ip output. . . . . . . 651269 IP Output - fragment: linux/net/ipv4/ip output. . . . . . . 652270 IP Output - deal with iove and heksum for next funtion:linux/net/ipv4/ip output. . . . . . . . . . . . . . . . . . . . 653271 IP Output - build a paket that is a response to something:linux/net/ipv4/ip output. . . . . . . . . . . . . . . . . . . . 654272 IP Output - initialise IP layer: linux/net/ipv4/ip output. . . 655273 Internet Protool - Input- preamble: linux/net/ipv4/ip input.656274 IP Input - stats for networkmanagers: linux/net/ipv4/ip input.657275 IP Input - Router Alter Handler: linux/net/ipv4/ip input. . 658276 IP Input - �nd ip proto - not inline...: linux/net/ipv4/ip input.659277 IP Input - deliver IP pakets 2nd stage: linux/net/ipv4/ip input.660278 IP Input - deliver IP pakets 1st stage: linux/net/ipv4/ip input.661279 IP Input - �nish IP reeption: linux/net/ipv4/ip input. . . 662280 IP Input - �nish IP reeption: linux/net/ipv4/ip input. . . 663281 IP Input - Main IP reeption routine: linux/net/ipv4/ip input.664282 IP Input - Main IP reeption routine: linux/net/ipv4/ip input.665



LIST OF FIGURES xvi283 Internet Protool - Forward last part: linux/net/ipv4/ip forward.666284 Internet Protool - Forward �rst bit: linux/net/ipv4/ip forward.667285 Internet Protool - Forward �rst bit: linux/net/ipv4/ip forward.668286 Internet Protool - Fragmentation- Data: linux/net/ipv4/ip fragment.669287 Fragmentation - Hash Data: linux/net/ipv4/ip fragment. . 670288 Fragmentation - memory traking: linux/net/ipv4/ip fragment.671289 Fragmentation - free up ipq: linux/net/ipv4/ip fragment. . 672290 Fragmentation - free up spae starting with oldest frags: linux/net/ipv4/ip fragment.673291 Fragmentation - reassembly timeout, expire a paket: linux/net/ipv4/ip fragment.674292 Fragmentation - reate fragment: linux/net/ipv4/ip fragment.675293 Fragmentation - queue whole paket: linux/net/ipv4/ip fragment.676294 Fragmentation - math a fragment to rest of datagram in partialqueue: linux/net/ipv4/ip fragment. . . . . . . . . . . . . . . 677295 Fragmentation - add segment to queue: linux/net/ipv4/ip fragment.678296 Fragmentation - add segment to queue: linux/net/ipv4/ip fragment.679297 Fragmentation - add segment to queue: linux/net/ipv4/ip fragment.680298 Fragmentation - add segment to queue: linux/net/ipv4/ip fragment.681299 Fragmentation - add segment to queue: linux/net/ipv4/ip fragment.682300 Fragmentation - put fragments together: linux/net/ipv4/ip fragment.683301 Fragmentation - put fragments together: linux/net/ipv4/ip fragment.684302 Fragmentation - put fragments together: linux/net/ipv4/ip fragment.685303 Fragmentation - deal with arrival of a fragment: linux/net/ipv4/ip fragment.686304 Internet Protool - Options - Build IP option header: linux/net/ipv4/ip options.687305 IP Options - Eho: linux/net/ipv4/ip options. . . . . . . . 688306 IP Options - Eho: linux/net/ipv4/ip options. . . . . . . . 689307 IP Options - Eho: linux/net/ipv4/ip options. . . . . . . . 690308 IP Options - Eho: linux/net/ipv4/ip options. . . . . . . . 691309 IP Options - zero out disallowed options in frags: linux/net/ipv4/ip options.692310 IP Options - Validate inbound paket header options: linux/net/ipv4/ip options.693311 IP Options - Validate inbound paket header options: linux/net/ipv4/ip options.694312 IP Options - Validate inbound paket header options: linux/net/ipv4/ip options.695313 IP Options - Validate inbound paket header options: linux/net/ipv4/ip options.696314 IP Options - Validate inbound paket header options: linux/net/ipv4/ip options.697315 IP Options - Validate inbound paket header options: linux/net/ipv4/ip options.698316 IP Options - end of options proessing: linux/net/ipv4/ip options.699317 IP Options - unmangle what previous funtion did!: linux/net/ipv4/ip options.700318 IP Options - make spae for options: linux/net/ipv4/ip options.701319 IP Options - forwarding options - e.g. route reord: linux/net/ipv4/ip options.702320 IP Options - reeive SSR and proess: linux/net/ipv4/ip options.703321 IP Options - reeive SSR and proess: linux/net/ipv4/ip options.704322 Internet Protool - Soket Glue -some spare onstants: linux/net/ipv4/ip sokglue.705323 IP Soket Glue - various CMSGs: linux/net/ipv4/ip sokglue.706324 IP Soket Glue - various CMSGs: linux/net/ipv4/ip sokglue.707325 IP Soket Glue - �eld msgs to right plae: linux/net/ipv4/ip sokglue.708326 IP Soket Glue - send msgs: linux/net/ipv4/ip sokglue. . 709327 IP Soket Glue - Router Alert handler for user level: linux/net/ipv4/ip sokglue.710328 IP Soket Glue - Router Alert handler for user level: linux/net/ipv4/ip sokglue.711329 IP Soket Glue - ICMP error to soket error mapping: linux/net/ipv4/ip sokglue.712330 IP Soket Glue - loal error problem: linux/net/ipv4/ip sokglue.713331 IP Soket Glue - map IP reeption errors to soket: linux/net/ipv4/ip sokglue.714



LIST OF FIGURES xvii332 IP Soket Glue - map IP reeption errors to soket: linux/net/ipv4/ip sokglue.715333 IP Soket Glue - setsokopt entry for IP: linux/net/ipv4/ip sokglue.716334 IP Soket Glue - setsokopt entry for IP: linux/net/ipv4/ip sokglue.717335 IP Soket Glue - setsokopt entry for IP: linux/net/ipv4/ip sokglue.718336 IP Soket Glue - setsokopt entry for IP: linux/net/ipv4/ip sokglue.719337 IP Soket Glue - setsokopt entry for IP: linux/net/ipv4/ip sokglue.720338 IP Soket Glue - setsokopt entry for IP: linux/net/ipv4/ip sokglue.721339 IP Soket Glue - setsokopt entry for IP: linux/net/ipv4/ip sokglue.722340 IP Soket Glue - setsokopt entry for IP: linux/net/ipv4/ip sokglue.723341 IP Soket Glue - getsokopt entry for IP: linux/net/ipv4/ip sokglue.724342 IP Soket Glue - getsokopt entry for IP: linux/net/ipv4/ip sokglue.725343 IP Soket Glue - getsokopt entry for IP: linux/net/ipv4/ip sokglue.726344 IP Soket Glue - getsokopt entry for IP: linux/net/ipv4/ip sokglue.727345 IP Soket Glue - getsokopt entry for IP: linux/net/ipv4/ip sokglue.728346 Address Resolution Protool - Data : linux/net/ipv4/arp. . . 729347 ARP Neighbour Operations : linux/net/ipv4/arp. . . . . . . 730348 ARP Neighbour Operations : linux/net/ipv4/arp. . . . . . . 731349 ARP Table Struture : linux/net/ipv4/arp. . . . . . . . . . . 732350 ARP Map MAC type/IEEE type: linux/net/ipv4/arp. . . . 733351 ARP Hash Funtion: linux/net/ipv4/arp. . . . . . . . . . . . 734352 ARP Build Entry: linux/net/ipv4/arp. . . . . . . . . . . . . 735353 ARP Build Entry: linux/net/ipv4/arp. . . . . . . . . . . . . 736354 ARP Error Report: linux/net/ipv4/arp. . . . . . . . . . . . . 737355 ARP Soliit (Who Has): linux/net/ipv4/arp. . . . . . . . . . 738356 ARP - even russians have Built in Obsolesene: linux/net/ipv4/arp.739357 ARP - even russians...: linux/net/ipv4/arp. . . . . . . . . . . 740358 ARP - Bind address to neighbour: linux/net/ipv4/arp. . . . 741359 ARP - Send an ARP Message: linux/net/ipv4/arp. . . . . . 742360 ARP - Send an ARP Message: linux/net/ipv4/arp. . . . . . 743361 ARP - Send an ARP Message: linux/net/ipv4/arp. . . . . . 744362 ARP - Reeive an ARP Message: linux/net/ipv4/arp. . . . . 745363 ARP - Reeive an ARP Message: linux/net/ipv4/arp. . . . . 746364 ARP - Reeive an ARP Message: linux/net/ipv4/arp. . . . . 747365 ARP - Reeive an ARP Message: linux/net/ipv4/arp. . . . . 748366 ARP - Reeive an ARP Message: linux/net/ipv4/arp. . . . . 749367 ARP - Reeive an ARP Message: linux/net/ipv4/arp. . . . . 750368 ARP - Reeive an ARP Message: linux/net/ipv4/arp. . . . . 751369 ARP - User Interfae (pro, iotl) - Create a ahe entry: linux/net/ipv4/arp.752370 ARP - User Interfae (pro, iotl) - Create a ahe entry: linux/net/ipv4/arp.753371 ARP - User Interfae - hange ARP entry ags: linux/net/ipv4/arp.754372 ARP - User Interfae - Get an ARP entry: linux/net/ipv4/arp.755373 ARP - User Interfae - Delete an ARP entry: linux/net/ipv4/arp.756374 ARP - User Interfae - Delete an ARP entry: linux/net/ipv4/arp.757375 ARP - User Interfae - iotl entry point: linux/net/ipv4/arp. 758376 ARP - User Interfae - iotl entry point: linux/net/ipv4/arp. 759377 ARP - User Interfae - profs entry point - write table: linux/net/ipv4/arp.760378 ARP - User Interfae - profs entry point - write table: linux/net/ipv4/arp.761379 ARP - User Interfae - profs entry point - write table: linux/net/ipv4/arp.762380 ARP - Interfae Down: linux/net/ipv4/arp. . . . . . . . . . . 763381 ARP - Initialise: linux/net/ipv4/arp. . . . . . . . . . . . . . 764



LIST OF FIGURES xviii382 ARP - Amateur Radio X.25 ARP String Address Conversion!:linux/net/ipv4/arp. . . . . . . . . . . . . . . . . . . . . . . . 765383 ICMP, Hosts Requirement Conformane:-): linux/net/ipv4/imp.766384 ICMP, Hosts Requirement Conformane:-): linux/net/ipv4/imp.767385 ICMP, Router Requirement Conformane:-): linux/net/ipv4/imp.768386 ICMP, Router Requirement Conformane:-): linux/net/ipv4/imp.769387 ICMP, Router Requirement Conformane:-): linux/net/ipv4/imp.770388 CMP, Router Requirement Conformane:-): linux/net/ipv4/imp.771389 ICMP Global Data: linux/net/ipv4/imp. . . . . . . . . . . . 772390 ICMP Global Data: linux/net/ipv4/imp. . . . . . . . . . . . 773391 ICMP - transmit loks: linux/net/ipv4/imp. . . . . . . . . . 774392 ICMP transmit rate limiter - token buket: linux/net/ipv4/imp.775393 ICMP transmit rate limit omputation: linux/net/ipv4/imp. 776394 ICMP/SNMP statistis ounters: linux/net/ipv4/imp. . . . 777395 ICMP Cheksum: linux/net/ipv4/imp. . . . . . . . . . . . . 778396 ICMP Reply: linux/net/ipv4/imp. . . . . . . . . . . . . . . 779397 ICMP Send: linux/net/ipv4/imp. . . . . . . . . . . . . . . . 780398 ICMP Send: linux/net/ipv4/imp. . . . . . . . . . . . . . . . 781399 ICMP Send: linux/net/ipv4/imp. . . . . . . . . . . . . . . . 782400 ICMP Send: linux/net/ipv4/imp. . . . . . . . . . . . . . . . 783401 ICMP Unreahables: linux/net/ipv4/imp. . . . . . . . . . . 784402 ICMP Unreahables: linux/net/ipv4/imp. . . . . . . . . . . 785403 ICMP Unreahables: linux/net/ipv4/imp. . . . . . . . . . . 786404 ICMP Unreahables: linux/net/ipv4/imp. . . . . . . . . . . 787405 ICMP Redirets: linux/net/ipv4/imp. . . . . . . . . . . . . 788406 ICMP Eho: linux/net/ipv4/imp. . . . . . . . . . . . . . . . 789407 ICMP Timestamp: linux/net/ipv4/imp. . . . . . . . . . . . 790408 ICMP Address Mask (not!): linux/net/ipv4/imp. . . . . . . 791409 ICMP Address Reply: linux/net/ipv4/imp. . . . . . . . . . 792410 ICMP disard: linux/net/ipv4/imp. . . . . . . . . . . . . . . 793411 ICMP Reeive General Paket: linux/net/ipv4/imp. . . . . 794412 ICMP Statistis: linux/net/ipv4/imp. . . . . . . . . . . . . 795413 ICMP Statistis: linux/net/ipv4/imp. . . . . . . . . . . . . 796414 ICMP Initialisation: linux/net/ipv4/imp. . . . . . . . . . . . 797415 Internet GroupManagement Protool - Data: linux/net/ipv4/igmp.798416 IGMP Con�gure multiast interfae: linux/net/ipv4/igmp. . 799417 IGMP Timer Management: linux/net/ipv4/igmp. . . . . . . 800418 IGMP Timer Expired: linux/net/ipv4/igmp. . . . . . . . . . 801419 IGMP Send Report: linux/net/ipv4/igmp. . . . . . . . . . . 802420 IGMP Send Report: linux/net/ipv4/igmp. . . . . . . . . . . 803421 IGMP Heard a Report: linux/net/ipv4/igmp. . . . . . . . . . 804422 IGMP Heard a Query: linux/net/ipv4/igmp. . . . . . . . . . 805423 IGMP Reeive: linux/net/ipv4/igmp. . . . . . . . . . . . . . 806424 IGMPAdd and Delete Filter from interfae: linux/net/ipv4/igmp.807425 IGMP Group added or dropped: linux/net/ipv4/igmp. . . . . 808426 IGMP - soket joins group: linux/net/ipv4/igmp. . . . . . . . 809427 IGMP Soket leaves group: linux/net/ipv4/igmp. . . . . . . . 810428 IGMP join soket to group: linux/net/ipv4/igmp. . . . . . . 811429 IGMP join soket to group: linux/net/ipv4/igmp. . . . . . . 812430 IGMP: linux/net/ipv4/igmp. . . . . . . . . . . . . . . . . . . 813



LIST OF FIGURES xix431 IGMP - soket losing: linux/net/ipv4/igmp. . . . . . . . . . 814432 IGMP - Devie Goes Down or Comes Up: linux/net/ipv4/igmp.815433 IGMP - Destroy Devie: linux/net/ipv4/igmp. . . . . . . . . 816434 IGMP Find Devie: linux/net/ipv4/igmp. . . . . . . . . . . . 817435 IPMR - devie noti�er: linux/net/ipv4/ipmr. . . . . . . . . . 818436 IGMPChek if address is in use on any interfae: linux/net/ipv4/igmp.819437 IGMP - profs - report membership et: linux/net/ipv4/igmp.820438 IGMP - profs - report membership et: linux/net/ipv4/igmp.821439 Internet Multiast Routing Support - Data: linux/net/ipv4/ipmr.822440 Internet Multiast Routing Support - Data: linux/net/ipv4/ipmr.823441 IPMR - new vif/tunnel: linux/net/ipv4/ipmr. . . . . . . . . 824442 IPMR - register a vif: linux/net/ipv4/ipmr. . . . . . . . . . . 825443 IPMR - register a vif: linux/net/ipv4/ipmr. . . . . . . . . . . 826444 IPMR - delete a vif: linux/net/ipv4/ipmr. . . . . . . . . . . . 827445 IPMR - Add a VIF: linux/net/ipv4/ipmr. . . . . . . . . . . . 828446 IPMR - Add a VIF: linux/net/ipv4/ipmr. . . . . . . . . . . . 829447 IPMR - leanup vifs after soket lose: linux/net/ipv4/ipmr. 830448 IPMR - Destroy stale ahe entry: linux/net/ipv4/ipmr. . . . 831449 IPMR - Timer proess: linux/net/ipv4/ipmr. . . . . . . . . . 832450 IPMR - update output interfae lists: linux/net/ipv4/ipmr. . 833451 IPMR - alloate ahe entries: linux/net/ipv4/ipmr. . . . . . 834452 IPMR - resolve ahe entries: linux/net/ipv4/ipmr. . . . . . 835453 IPMR - multiast route ahe query passed up to mrouted: linux/net/ipv4/ipmr.836454 IPMR - multiast route ahe query passed up to mrouted: linux/net/ipv4/ipmr.837455 IPMR - queue a paket to send awaiting resolution: linux/net/ipv4/ipmr.838456 IPMR - queue a paket to send awaiting resolution: linux/net/ipv4/ipmr.839457 IPMR - queue a paket to send awaiting resolution: linux/net/ipv4/ipmr.840458 IPMR - user spae alls MFC delete: linux/net/ipv4/ipmr. . 841459 IPMR - user spae alls MFC add: linux/net/ipv4/ipmr. . . 842460 IPMR - user spae alls MFC add: linux/net/ipv4/ipmr. . . 843461 IPMR - mrouted soket dies: linux/net/ipv4/ipmr. . . . . . . 844462 IPMR - setsokopt entry handler: linux/net/ipv4/ipmr. . . . 845463 IPMR - setsokopt entry handler: linux/net/ipv4/ipmr. . . . 846464 IPMR - setsokopt entry handler: linux/net/ipv4/ipmr. . . . 847465 IPMR - getsokopt entry handler: linux/net/ipv4/ipmr. . . . 848466 IPMR - : linux/net/ipv4/ipmr. . . . . . . . . . . . . . . . . . 849467 IPMR - transmit enapsualted: linux/net/ipv4/ipmr. . . . . 850468 IPMR - �nish forwarding: linux/net/ipv4/ipmr. . . . . . . . 851469 IPMR - transmission handler: linux/net/ipv4/ipmr. . . . . . 852470 IPMR - transmission handler: linux/net/ipv4/ipmr. . . . . . 853471 IPMR - transmission handler: linux/net/ipv4/ipmr. . . . . . 854472 IPMR - �nd a vif by devie: linux/net/ipv4/ipmr. . . . . . . 855473 IPMR - forwarding: linux/net/ipv4/ipmr. . . . . . . . . . . . 856474 IPMR - forwarding: linux/net/ipv4/ipmr. . . . . . . . . . . . 857475 IPMR - handle multiast pakets to be forwarded: linux/net/ipv4/ipmr.858476 IPMR - handle multiast pakets to be forwarded: linux/net/ipv4/ipmr.859477 IPMR - PIM v1 input handler: linux/net/ipv4/ipmr. . . . . 860478 IPMR - PIM v1 input handler: linux/net/ipv4/ipmr. . . . . 861479 IPMR - PIM v2 input handler: linux/net/ipv4/ipmr. . . . . 862480 IPMR - PIM v2 input handler: linux/net/ipv4/ipmr. . . . . 863



LIST OF FIGURES xx481 IPMR - RT Netlink �ll route: linux/net/ipv4/ipmr. . . . . . 864482 IPMR - RT Netlink get route: linux/net/ipv4/ipmr. . . . . . 865483 IPMR - PROC FS vif reporting: linux/net/ipv4/ipmr. . . . . 866484 IPMR - PROC FS MFC reporting: linux/net/ipv4/ipmr. . . 867485 IPMR - PROC FS MFC reporting: linux/net/ipv4/ipmr. . . 868486 IPMR - initialise multiast routing: linux/net/ipv4/ipmr. . . 869487 Internet Protool - Simple NAT: linux/net/ipv4/ip nat dumb. 870488 Internet Protool - Simple NAT: linux/net/ipv4/ip nat dumb. 871489 Internet Protool - Simple NAT: linux/net/ipv4/ip nat dumb. 872490 Internet Protool - Simple NAT: linux/net/ipv4/ip nat dumb. 873491 IP in IP Tunnel - Opening Remarks: linux/net/ipv4/ipip. . 874492 Internet Protool - room for improvement: linux/net/ipv4/ipip.875493 IP in IP - Data : linux/net/ipv4/ipip. . . . . . . . . . . . . 876494 IP in IP - Lookup Tunnel based on loal and remote addresses:linux/net/ipv4/ipip. . . . . . . . . . . . . . . . . . . . . . . 877495 IP in IP - Tunnel hash buket: linux/net/ipv4/ipip. . . . . . 878496 IP in IP - unlink/link tunnel hash entry: linux/net/ipv4/ipip.879497 IP in IP - loate a tunnel: linux/net/ipv4/ipip. . . . . . . . 880498 IP in IP - loate a tunnel: linux/net/ipv4/ipip. . . . . . . . 881499 IP in IP - uninitialise and destroy a tunnel: linux/net/ipv4/ipip.882500 IP in IP - ICMP Error handling: linux/net/ipv4/ipip. . . . 883501 IP in IP - ICMP Error handling: linux/net/ipv4/ipip. . . . 884502 IP in IP - ICMP Error handling: linux/net/ipv4/ipip. . . . 885503 IP in IP - ICMP Error handling: linux/net/ipv4/ipip. . . . 886504 IP in IP - ICMP Error handling: linux/net/ipv4/ipip. . . . 887505 IP in IP - ICMP Error handling: linux/net/ipv4/ipip. . . . 888506 IP in IP - ECN handling: linux/net/ipv4/ipip. . . . . . . . . 889507 IP in IP - Reeive Code: linux/net/ipv4/ipip. . . . . . . . . 890508 IP in IP - Tx Wrapper for NF Hook: linux/net/ipv4/ipip. . 891509 IP in IP - Transmit Code: linux/net/ipv4/ipip. . . . . . . . 892510 IP in IP - Transmit Code: linux/net/ipv4/ipip. . . . . . . . 893511 IP in IP - Transmit Code: linux/net/ipv4/ipip. . . . . . . . 894512 IP in IP - Transmit Code: linux/net/ipv4/ipip. . . . . . . . 895513 IP in IP - Iotl entry: linux/net/ipv4/ipip. . . . . . . . . . . 896514 IP in IP - Iotl entry: linux/net/ipv4/ipip. . . . . . . . . . . 897515 IP in IP - Iotl entry: linux/net/ipv4/ipip. . . . . . . . . . . 898516 IP in IP - stats: linux/net/ipv4/ipip. . . . . . . . . . . . . . 899517 IP in IP - general initialisation: linux/net/ipv4/ipip. . . . . 900518 IP in IP - initialise a tunnel: linux/net/ipv4/ipip. . . . . . . 901519 IP in IP - module setup/teardown: linux/net/ipv4/ipip. . . 902520 IP in IP - module init: linux/net/ipv4/ipip. . . . . . . . . . 903521 GRE Tunnels - Opening Salvo: linux/net/ipv4/ip gre. . . . 904522 GRE Tunnels - Opening Salvo: linux/net/ipv4/ip gre. . . . 905523 GRE Tunnel Data: linux/net/ipv4/ip gre. . . . . . . . . . . 906524 GRE Tunnels - Hash Funtion: linux/net/ipv4/ip gre. . . . 907525 GRE Tunnels - Hash Buket: linux/net/ipv4/ip gre. . . . . 908526 GRE Tunnels - link/unlink hash entry: linux/net/ipv4/ip gre.909527 GRE Tunnels - loate hash entry: linux/net/ipv4/ip gre. . . 910528 GRE Tunnels - uninitialise and destory entry: linux/net/ipv4/ip gre.911529 GRE Tunnels- Reeive Case: linux/net/ipv4/ip gre. . . . . . 912



LIST OF FIGURES xxi530 GRE Tunnels- Reeive Case: linux/net/ipv4/ip gre. . . . . . 913531 GRE Tunnels- Reeive Case: linux/net/ipv4/ip gre. . . . . . 914532 GRE Tunnels - Tx Wrapper: linux/net/ipv4/ip gre. . . . . 915533 GRE Tunnels - Transmit Case: linux/net/ipv4/ip gre. . . . 916534 GRE Tunnels - Transmit Case: linux/net/ipv4/ip gre. . . . 917535 GRE Tunnels - Transmit Case: linux/net/ipv4/ip gre. . . . 918536 GRE Tunnels - Transmit Case: linux/net/ipv4/ip gre. . . . 919537 GRE Tunnels - Transmit Case: linux/net/ipv4/ip gre. . . . 920538 GRE Tunnels - Transmit Case: linux/net/ipv4/ip gre. . . . 921539 GRE Tunnels - Error/ICMP ases: linux/net/ipv4/ip gre. . 922540 GRE Tunnels - Error/ICMP ases: linux/net/ipv4/ip gre. . 923541 GRE Tunnels - Error/ICMP ases: linux/net/ipv4/ip gre. . 924542 GRE Tunnels - Error/ICMP ases: linux/net/ipv4/ip gre. . 925543 GRE Tunnels - Error/ICMP ases: linux/net/ipv4/ip gre. . 926544 GRE Tunnels - Error/ICMP ases: linux/net/ipv4/ip gre. . 927545 GRE Tunnels - Error/ICMP ases: linux/net/ipv4/ip gre. . 928546 GRE Tunnels - ECN Handling: linux/net/ipv4/ip gre. . . . 929547 GRE Tunnels - iotl entry handler: linux/net/ipv4/ip gre. . 930548 GRE Tunnels - iotl entry handler: linux/net/ipv4/ip gre. . 931549 GRE Tunnels - iotl entry handler: linux/net/ipv4/ip gre. . 932550 GRE Tunnels - iotl entry handler: linux/net/ipv4/ip gre. . 933551 GRE Tunnels - Broadast Support!: linux/net/ipv4/ip gre. 934552 GRE Tunnels - Broadast Support!: linux/net/ipv4/ip gre. 935553 GRE Tunnels - Broadast Support!: linux/net/ipv4/ip gre. 936554 GRE Tunnels - stats: linux/net/ipv4/ip gre. . . . . . . . . . 937555 GRE Tunnels - general initialisation: linux/net/ipv4/ip gre. 938556 GRE Tunnels - tunnel initialisation: linux/net/ipv4/ip gre. 939557 GRE Tunnels - tunnel initialisation: linux/net/ipv4/ip gre. 940558 GRE Tunnels - module initialisation: linux/net/ipv4/ip gre. 941559 GRE Tunnels - Protool setup: linux/net/ipv4/ip gre. . . . 942560 IPv6 paket format: linux/inlude/linux/ipv6.h . . . . . . . 943561 Next Header Types: linux/inlude/net/ipv6.h . . . . . . . . . 944562 IPv6 address family information: linux/inlude/net/ipv6.h . 945563 IPv6 fragmentation header: linux/inlude/net/ipv6.h . . . . 946564 IPv6 network interfae strutures: linux/inlude/net/if inet6.h947565 IPv6 multiast interfae strutures: linux/inlude/net/if inet6.h948566 IPv6 devie on�guration strut: linux/inlude/net/if inet6.h949567 IPv6 devie data: linux/inlude/net/if inet6.h . . . . . . . 950568 IPv6 example of ethernet to ipv6 map: linux/inlude/net/if inet6.h951569 IPv6 API - address family: linux/inlude/linux/in6.h . . . . 952570 IPv6 API - multiast programmer interfae: linux/inlude/linux/in6.h953571 IPv6 API - ow label programmer interfae struture: linux/inlude/linux/in6.h954572 IP Address Con�gurator - Determine Address Type: linux/net/ipv6/addronf.955573 IP Address Con�gurator - Determine Address Type: linux/net/ipv6/addronf.956574 Selet IPv6 Soure Address given Destination to get to: linux/net/ipv6/addronf.957575 Selet IPv6 Soure Address given Destination to get to: linux/net/ipv6/addronf.958576 Selet IPv6 Soure Address given Destination to get to: linux/net/ipv6/addronf.959577 Selet IPv6 Soure Address given Destination to get to: linux/net/ipv6/addronf.960578 Deriving EUI64 bits of IPv6 Address: linux/net/ipv6/addronf.961579 Adding pre�x route: linux/net/ipv6/addronf. . . . . . . . . 962



LIST OF FIGURES xxii580 Adding pre�x route: linux/net/ipv6/addronf. . . . . . . . . 963581 Adding pre�x route: linux/net/ipv6/addronf. . . . . . . . . 964582 Adding pre�x route: linux/net/ipv6/addronf. . . . . . . . . 965583 Adding pre�x route: linux/net/ipv6/addronf. . . . . . . . . 966584 Adding pre�x route: linux/net/ipv6/addronf. . . . . . . . . 967585 Adding pre�x route: linux/net/ipv6/addronf. . . . . . . . . 968586 IPv6 addronf systl: linux/net/ipv6/addronf. . . . . . . . 969587 IPv6 addronf systl: linux/net/ipv6/addronf. . . . . . . . 970588 IPv6 Neighbour Disovery Operations: linux/net/ipv6/ndis. 971589 IPv6 Neighbour Advertisement: linux/net/ipv6/ndis. . . . 972590 IPv6 Neighbour Advertisement: linux/net/ipv6/ndis. . . . 973591 IPv6 Router Disovery: linux/net/ipv6/ndis. . . . . . . . . 974592 IPv6 Router Disovery: linux/net/ipv6/ndis. . . . . . . . . 975593 IPv6 Router Disovery: linux/net/ipv6/ndis. . . . . . . . . 976594 IPv6 Router Disovery: linux/net/ipv6/ndis. . . . . . . . . 977595 IPv6 Router Disovery: linux/net/ipv6/ndis. . . . . . . . . 978596 IPv6 Reeive: linux/net/ipv6/ip6 input. . . . . . . . . . . . 979597 IPv6 Reeive: linux/net/ipv6/ip6 input. . . . . . . . . . . . 980598 IPv6 Reeive Finish: linux/net/ipv6/ip6 input. . . . . . . . 981599 IPv6 - Output: linux/net/ipv6/ip6 output. . . . . . . . . . . 982600 IPv6 - Xmt: linux/net/ipv6/ip6 output. . . . . . . . . . . . 983601 IPv6 - Output: linux/net/ipv6/ip6 output. . . . . . . . . . . 984602 IPv6 - Output: linux/net/ipv6/ip6 output. . . . . . . . . . . 985603 IPv6 - Output: linux/net/ipv6/ip6 output. . . . . . . . . . . 986604 IPv6 - Output: linux/net/ipv6/ip6 output. . . . . . . . . . . 987605 IPv6 - Output: linux/net/ipv6/ip6 output. . . . . . . . . . . 988606 IPv6 - Output: linux/net/ipv6/ip6 output. . . . . . . . . . . 989607 IPv6 - Output: linux/net/ipv6/ip6 output. . . . . . . . . . . 990608 IPv6 - Forward: linux/net/ipv6/ip6 output. . . . . . . . . . 991609 IPv6 - Forward: linux/net/ipv6/ip6 output. . . . . . . . . . 992610 IPv6 - Forward: linux/net/ipv6/ip6 output. . . . . . . . . . 993611 IPv6 - Soket Glue Set Soket Options: linux/net/ipv6/ipv6 sokglue.994612 IPv6 - Soket Glue Set Soket Options: linux/net/ipv6/ipv6 sokglue.995613 IPv6 - Soket Glue Set Soket Options: linux/net/ipv6/ipv6 sokglue.996614 IPv6 - Soket Glue Set Soket Options: linux/net/ipv6/ipv6 sokglue.997615 IPv6 - Soket Glue Set Soket Options: linux/net/ipv6/ipv6 sokglue.998616 IPv6 - Soket Glue Set Soket Options: linux/net/ipv6/ipv6 sokglue.999617 IPv6 - Soket Glue Set Soket Options: linux/net/ipv6/ipv6 sokglue.1000618 IPv6 Flow Label Creation: linux/net/ipv6/ip6 flowlabel. . 1001619 IPv6 Flow Label Creation: linux/net/ipv6/ip6 flowlabel. . 1002620 IPv6 Flow Label Creation: linux/net/ipv6/ip6 flowlabel. . 1003621 IPv6 Extension Headers: linux/net/ipv6/exthdrs. . . . . . . 1004622 IPv6 Extension Headers: linux/net/ipv6/exthdrs. . . . . . . 1005623 SIT: linux/net/ipv6/sit. . . . . . . . . . . . . . . . . . . . . 1006624 SIT: linux/net/ipv6/sit. . . . . . . . . . . . . . . . . . . . . 1007625 A sample from the /et/servies �le . . . . . . . . . . . . . . . . 1008626 linkage strutures and funtions (i) . . . . . . . . . . . . . . . . . 1010627 linkage strutures and funtions (ii) . . . . . . . . . . . . . . . . . 1011628 start of the sok struture linux{2.4.4/inlude/net/sok.h . 1013629 Strae of a DNS lookup . . . . . . . . . . . . . . . . . . . . . . . 1014



LIST OF FIGURES xxiii630 UDP onnet funtion linux{2.4.4/net/ipv4/udp. . . . . . . 1015631 UDP lookup disonnet funtion linux{2.4.4/net/ipv4/udp. 1016632 Building and sending a udp paket (from udp_sendmsg) . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1017633 UDP lookup soket funtion linux{2.4.4/net/ipv4/udp. . . . 1018634 UDP ations after lookup linux{2.4.4/net/ipv4/udp. . . . . 1019635 Sliding window operation . . . . . . . . . . . . . . . . . . . . . . 1020636 Strae output from a web browse with lynx . . . . . . . . . . . . 1021637 tpow output from a web browsing session . . . . . . . . . . . . 1022638 strae of a server proess . . . . . . . . . . . . . . . . . . . . . . . 1024639 The TCP header . . . . . . . . . . . . . . . . . . . . . . . . . . . 1025640 TCP States (from RFC793) . . . . . . . . . . . . . . . . . . . . . 1026641 The TCP Connetion reation state diagram (from RFC793) . . 1027642 Assignment to tp 1028643 tp_opt (i) . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1029644 tp_opt (ii) . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1030645 tp_opt (iii) . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1031646 tp_opt (iv) . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1032647 tp_opt (v) . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1033648 tp_skb_bstruture . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1034649 Start of tp_sendmsg 1035650 Determine MSS . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1036651 Start of send loop . . . . . . . . . . . . . . . . . . . . . . . . . . . 1037652 Finding spae to opy the data to (i) . . . . . . . . . . . . . . . . 1038653 Finding spae to opy the data to (ii) . . . . . . . . . . . . . . . 1039654 Rest of tp_send 1040655 Rest of tp_send 1041656 Writing soket bu�ers to the network . . . . . . . . . . . . . . . . 1042657 Should we send . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1043658 Building a TCP header (i) . . . . . . . . . . . . . . . . . . . . . . 1044659 Building a TCP header (ii) . . . . . . . . . . . . . . . . . . . . . 1045660 Building a TCP header (ii) . . . . . . . . . . . . . . . . . . . . . 1046661 Cheksumming TCP pakets . . . . . . . . . . . . . . . . . . . . 1047662 Reeiving a paket by the TCP layer (i) . . . . . . . . . . . . . . 1048663 Reeiving a paket by the TCP layer (ii) . . . . . . . . . . . . . . 1049664 An optimisation . . . . . . . . . . . . . . . . . . . . . . . . . . . 1050665 Reeiving a soket bu�er on an established onnetion (i) . . . . 1051666 Reeiving a soket bu�er on an established onnetion (ii) . . . . 1052667 Reeiving a soket bu�er on an established onnetion (iii) . . . 1053668 Reeiving a soket bu�er on an established onnetion (iv) . . . . 1054



LIST OF FIGURES xxiv669 Reeiving a soket bu�er on an established onnetion (iv) . . . . 1055670 TCP sequene number hek . . . . . . . . . . . . . . . . . . . . 1056671 TCP reeive window determination . . . . . . . . . . . . . . . . . 1057672 Ak sending ode . . . . . . . . . . . . . . . . . . . . . . . . . . . 1058673 Proessing an aknowledgement (i) . . . . . . . . . . . . . . . . . 1059674 Proessing an aknowledgment (ii) . . . . . . . . . . . . . . . . . 1060675 proessing and queuing inoming data (i) . . . . . . . . . . . . . 1061676 proessing and queuing inoming data (ii) . . . . . . . . . . . . . 1062677 proessing and queuing inoming data (iii) . . . . . . . . . . . . . 1063678 proessing and queuing inoming data (iv) . . . . . . . . . . . . . 1064679 Timer Initialisation . . . . . . . . . . . . . . . . . . . . . . . . . . 1065680 TCP ongestion avoidane . . . . . . . . . . . . . . . . . . . . . . 1066681 Reording the need to seletively aknowledge an out-of-ordersegment (i) . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1067682 Reording the need to seletively aknowledge an out-of-ordersegment (ii) . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1068683 Reording the need to send a dsak . . . . . . . . . . . . . . . . . 1069684 Building TCP option �elds (timestamp and sak) . . . . . . . . . 1070685 Cheking for a sak reneging reeiver . . . . . . . . . . . . . . . . 1071686 PAWS heking . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1072687 Round Trip Estimation (i) . . . . . . . . . . . . . . . . . . . . . . 1073688 Round Trip Estimation (ii) . . . . . . . . . . . . . . . . . . . . . 1074689 Round Trip Estimation (iii) . . . . . . . . . . . . . . . . . . . . . 1075690 Building options on SYN pakets . . . . . . . . . . . . . . . . . . 1076691 Parsing the WINDOW option . . . . . . . . . . . . . . . . . . . . 1077692 Hash Tables . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1078693 IP Addresses andMasks and Route Advertisements: linux{2.4.4/net/ipv4/tp input.1079694 The FIB . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1080695 FIB Route Table Attribute Entry: linux/inlude/net/ip fib.h 1081696 FIB Next Hop Data Struture: linux/inlude/net/ip fib.h . 1082697 The Main FIB Struture: linux/inlude/net/ip fib.h . . . . 1083698 FIB Lookup Result Struture: linux/inlude/net/ip fib.h . . 1084699 FIB Generi Interfae: linux/inlude/net/ip fib.h . . . . . . 1085700 FIB Frontend i setting up the table: linux/net/ipv4/fib frontend.1086701 FIB Frontend i - ushing table: linux/net/ipv4/fib frontend.1087702 FIB Frontend ProFS interfae: linux/net/ipv4/fib frontend.1088703 FIB Front end - �nd devie by address: linux/net/ipv4/fib frontend.1089704 FIB Frontend - �nd by address type: linux/net/ipv4/fib frontend.1090705 FIB Frontend hek address makes sense i: linux/net/ipv4/fib frontend.1091706 FIB Frontend hek address makes sense ii: linux/net/ipv4/fib frontend.1092707 FIB Frontend iotl handler: linux/net/ipv4/fib frontend. . 1093708 FIB Frontend route �nd/add/delete: linux/net/ipv4/fib frontend.1094709 FIB Frontend dump FIB: linux/net/ipv4/fib frontend. . . 1095710 FIB Frontend - intra-kernel route message: linux/net/ipv4/fib frontend.1096711 FIB Frontend - intra-kernel route message: linux/net/ipv4/fib frontend.1097712 FIB Frontend - intra-kernel route message: linux/net/ipv4/fib frontend.1098713 FIB Frontend add entry by interfae address: linux/net/ipv4/fib frontend.1099714 FIB Frontend delete entry by interfae address i: linux/net/ipv4/fib frontend.1100715 FIB Frontend delete entry by interfae address ii: linux/net/ipv4/fib frontend.1101716 FIB Frontend Event Handler: linux/net/ipv4/fib frontend. 1102



LIST OF FIGURES xxv717 FIB Frontend Event Handler: linux/net/ipv4/fib frontend. 1103718 FIB Frontend Event Handler: linux/net/ipv4/fib frontend. 1104719 FIB Frontend initialisation: linux/net/ipv4/fib frontend. . 1105720 FIB Semantis - looping maros over �b entries : linux/net/ipv4/fib semantis.1106721 FIB Semantis - initial Route Attribute properties: linux/net/ipv4/fib semantis.1107722 FIB Semantis - �nd and release next hop info: linux/net/ipv4/fib semantis.1108723 FIB Semantis - lookup: linux/net/ipv4/fib semantis. . . 1109724 FIB Semantis - set defaults: linux/net/ipv4/fib semantis. 1110725 FIB Semantis -add up next hops and get nhs: linux/net/ipv4/fib semantis.1111726 FIB Semantis - next hops math: linux/net/ipv4/fib semantis.1112727 FIB Semantis - next hops math: linux/net/ipv4/fib semantis.1113728 FIB Semantis - the Big Piture: linux/net/ipv4/fib semantis.1114729 FIB Semantis - Chek Next Hop: linux/net/ipv4/fib semantis.1115730 FIB Semantis - Chek Next Hop: linux/net/ipv4/fib semantis.1116731 FIB Semantis - Create FIB Entry - i: linux/net/ipv4/fib semantis.1117732 FIB Semantis - Create FIB Entry - i: linux/net/ipv4/fib semantis.1118733 FIB Semantis - Create FIB Entry - ii: linux/net/ipv4/fib semantis.1119734 FIB Semantis - Create FIB Entry - iii: linux/net/ipv4/fib semantis.1120735 FIB Semantis - Create FIB Entry - iv: linux/net/ipv4/fib semantis.1121736 FIB Semantis - Meaningful Math?: linux/net/ipv4/fib semantis.1122737 FIB Semantis - Meaningful Math?: linux/net/ipv4/fib semantis.1123738 FIB Semantis - Dump utilities i: linux/net/ipv4/fib semantis.1124739 FIB Semantis - Dump utilities ii: linux/net/ipv4/fib semantis.1125740 FIB Semantis - Dump utilities iii: linux/net/ipv4/fib semantis.1126741 FIB Semantis - onvert RT request: linux/net/ipv4/fib semantis.1127742 FIB Semantis - export to RT entry i : linux/net/ipv4/fib semantis.1128743 FIB Semantis - export to RT entry ii : linux/net/ipv4/fib semantis.1129744 FIB Semantis - update �b if address or interfae down i: linux/net/ipv4/fib semantis.1130745 FIB Semantis - update �b if address or interfae down ii: linux/net/ipv4/fib semantis.1131746 FIB Semantis - update �b if address or interfae up!: linux/net/ipv4/fib semantis.1132747 FIB Semantis - multipath ase i: linux/net/ipv4/fib semantis.1133748 FIB Semantis - multipath ase ii: linux/net/ipv4/fib semantis.1134749 FIB Semantis - PROCFS Interfae: linux/net/ipv4/fib semantis.1135750 FIB Rules - globals: linux/net/ipv4/fib rules. . . . . . . . 1136751 FIB Rules i: linux/net/ipv4/fib rules. . . . . . . . . . . . . 1137752 FIB Rules - utils: linux/net/ipv4/fib rules. . . . . . . . . . 1138753 FIB Rules - new rule: linux/net/ipv4/fib rules. . . . . . . . 1139754 FIB Rules - new rule: linux/net/ipv4/fib rules. . . . . . . . 1140755 FIB Rules - new rule: linux/net/ipv4/fib rules. . . . . . . . 1141756 FIB Rules - more utils: linux/net/ipv4/fib rules. . . . . . . 1142757 FIB Rules - attah and detah rule: linux/net/ipv4/fib rules.1143758 FIB Rules -lookup rule: linux/net/ipv4/fib rules. . . . . . 1144759 FIB Rules -lookup rule: linux/net/ipv4/fib rules. . . . . . 1145760 FIB Rules Events: linux/net/ipv4/fib rules. . . . . . . . . 1146761 FIB Rules - initialisation: linux/net/ipv4/fib rules. . . . . 1147762 FIB Rules - initialisation: linux/net/ipv4/fib rules. . . . . 1148763 Fast Aessing the FIB through hashing - types i: linux/net/ipv4/fib hash.1149764 Fast Aessing the FIB through hashing - types ii: linux/net/ipv4/fib hash.1150765 Fast Aessing the FIB through hashing - inline funtions i: linux/net/ipv4/fib hash.1151



LIST OF FIGURES xxvi766 Fast Aessing the FIB through hashing - inline funtions ii:linux/net/ipv4/fib hash. . . . . . . . . . . . . . . . . . . . . 1152767 Fast Aessing the FIB through hashing - inline funtions iii:linux/net/ipv4/fib hash. . . . . . . . . . . . . . . . . . . . . 1153768 Fast Aessing the FIB through hashing - zone lookup funtions:linux/net/ipv4/fib hash. . . . . . . . . . . . . . . . . . . . . 1154769 Fast Aessing the FIB through hashing - hash lookup funtion:linux/net/ipv4/fib hash. . . . . . . . . . . . . . . . . . . . . 1155770 Fast Aessing the FIB through hashing - dead entry: linux/net/ipv4/fib hash.1156771 Fast Aessing the FIB through hashing - selet default entry:linux/net/ipv4/fib hash. . . . . . . . . . . . . . . . . . . . . 1157772 Fast Aessing the FIB through hashing - selet default entry:linux/net/ipv4/fib hash. . . . . . . . . . . . . . . . . . . . . 1158773 Fast Aessing the FIB through hashing - insert entry i: linux/net/ipv4/fib hash.1159774 Fast Aessing the FIB through hashing - insert entry ii: linux/net/ipv4/fib hash.1160775 Fast Aessing the FIB through hashing - insert entry iii: linux/net/ipv4/fib hash.1161776 Fast Aessing the FIB through hashing - insert entry iv: linux/net/ipv4/fib hash.1162777 Fast Aessing the FIB through hashing - insert entry v: linux/net/ipv4/fib hash.1163778 Fast Aessing the FIB through hashing - insert entry v: linux/net/ipv4/fib hash.1164779 Fast Aessing the FIB through hashing - delete entry i: linux/net/ipv4/fib hash.1165780 Fast Aessing the FIB through hashing - delete entry ii: linux/net/ipv4/fib hash.1166781 Fast Aessing the FIB through hashing - delete entry iii: linux/net/ipv4/fib hash.1167782 Fast Aessing the FIB through hashing - ush entries: linux/net/ipv4/fib hash.1168783 Aessing the FIB -Pro FS aess : linux/net/ipv4/fib hash.1169784 Aessing the FIB - RT aess i: linux/net/ipv4/fib hash. . 1170785 Aessing the FIB - RT aess ii: linux/net/ipv4/fib hash. . 1171786 Aessing the FIB - RT aess iii: linux/net/ipv4/fib hash. 1172787 Aessing the FIB - RT aess iv: linux/net/ipv4/fib hash. 1173788 Aessing the FIB - Initialisation: linux/net/ipv4/fib hash. 1174789 igmp . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1175790 PIM SM . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1176791 The Route Interfae i: linux/inlude/net/route.h . . . . . . . 1177792 The Route Interfae ii: linux/inlude/net/route.h . . . . . . 1178793 The Route Interfae iii: linux/inlude/net/route.h . . . . . . 1179794 Basi Route Maintenane: linux/net/ipv4/route. . . . . . . 1180795 Basi Route Maintenane Ops: linux/net/ipv4/route. . . . . 1181796 API for Route Maintenane: linux/net/ore/rtnetlink. . . 1182797 The Route API Hash Key: linux/inlude/net/route.h . . . . 1183798 The Route API Table: linux/inlude/net/route.h . . . . . . . 1184799 Route Output Lookup: linux/net/ipv4/route. . . . . . . . . 1185800 Route Lookup i : linux/net/ipv4/route. . . . . . . . . . . . . 1186801 Route Lookup ii - soure ase: linux/net/ipv4/route. . . . . 1187802 Route Lookup iii - oif ase: linux/net/ipv4/route. . . . . . . 1188803 Route Lookup - loopbak ase: linux/net/ipv4/route. . . . . 1189804 Route Lookup: oh, need a full FIB lookuplinux/net/ipv4/route.1190805 Route Lookup: orner aseslinux/net/ipv4/route. . . . . . . 1191806 Route Lookup route request: linux/net/ipv4/route. . . . . . 1192807 Route Lookup route request tidy up refs (\put"): linux/net/ipv4/route.1193808 Route Lookup route request tidy up refs (\put"): linux/net/ipv4/route.1194809 Guaranteed Bounded Delay and Utilisation . . . . . . . . . . . . 1195



LIST OF FIGURES xxvii810 Network Hierarhy . . . . . . . . . . . . . . . . . . . . . . . . . . 1196811 mixing traÆ onto one wire . . . . . . . . . . . . . . . . . . . . . 1197812 �fo sharing . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1198813 Leaky Buket Desription . . . . . . . . . . . . . . . . . . . . . . 1199814 Token Buket Desription . . . . . . . . . . . . . . . . . . . . . . 1200815 Router Shemati . . . . . . . . . . . . . . . . . . . . . . . . . . . 1201816 Class Based Queueing . . . . . . . . . . . . . . . . . . . . . . . . 1202817 qdis all graph struture . . . . . . . . . . . . . . . . . . . . . . 1203818 queueing disipline �ne grain struture: lassi�ation via �lters . 1204819 queueing disipline appliying a �lter . . . . . . . . . . . . . . . . 1205820 Classi�er: linux/net/shed/ls api. . . . . . . . . . . . . . . 1206821 Classi�er i: linux/net/shed/ls api. . . . . . . . . . . . . . 1207822 Classi�er ii: linux/net/shed/ls api. . . . . . . . . . . . . . 1208823 Classi�er iii: linux/net/shed/ls api. . . . . . . . . . . . . 1209824 Classi�er iv: linux/net/shed/ls api. . . . . . . . . . . . . 1210825 Classi�er iv: linux/net/shed/ls api. . . . . . . . . . . . . 1211826 Classi�er v: linux/net/shed/ls api. . . . . . . . . . . . . . 1212827 Classi�er v: linux/net/shed/ls api. . . . . . . . . . . . . . 1213828 Classi�er vi: linux/net/shed/ls api. . . . . . . . . . . . . 1214829 Classi�er vi: linux/net/shed/ls api. . . . . . . . . . . . . 1215830 Classi�er vii: linux/net/shed/ls api. . . . . . . . . . . . . 1216831 Classi�er viii: linux/net/shed/ls api. . . . . . . . . . . . . 1217832 Classi�er - Dump Output: linux/net/shed/ls api. . . . . . 1218833 Classi�er - Dump Output: linux/net/shed/ls api. . . . . . 1219834 Classi�er - Dump Output: linux/net/shed/ls api. . . . . . 1220835 Classi�er- Initialisation: linux/net/shed/ls api. . . . . . . 1221836 Universal 32 bit Classi�er API - Global Data: linux/net/shed/ls u32.1222837 u32 API- the Classi�er i: linux/net/shed/ls u32. . . . . . 1223838 u32 API- the Classi�er ii: linux/net/shed/ls u32. . . . . . 1224839 u32 API - lookup funtions: linux/net/shed/ls u32. . . . . 1225840 u32 API - Mis Support: linux/net/shed/ls u32. . . . . . 1226841 u32 API - Initialisation: linux/net/shed/ls u32. . . . . . . 1227842 u32 API - Destroy/Delete Key: linux/net/shed/ls u32. . . 1228843 u32 API - Destroy/Delete Classi�er: linux/net/shed/ls u32.1229844 u32 API - New Key Id: linux/net/shed/ls u32. . . . . . . 1230845 u32 API - Set Parameters: linux/net/shed/ls u32. . . . . 1231846 u32 API - Change Parameters: linux/net/shed/ls u32. . . 1232847 u32 API - Change Parameters: linux/net/shed/ls u32. . . 1233848 u32 API - Walk Tree: linux/net/shed/ls u32. . . . . . . . 1234849 u32 API - RTNETLINK Comms: linux/net/shed/ls u32. . 1235850 u32 API - TCF Operationlinux/net/shed/Registration: linux/net/shed/ls u32.1236851 RSVP Classi�er Interfae - Opening Comment: linux/net/shed/ls rsvp.h1237852 RSVP - Strutures: linux/net/shed/ls rsvp.h . . . . . . . . 1238853 RSVP - Polie funtion: linux/net/shed/ls rsvp.h . . . . . 1239854 RSVP - Classi�er Funtion i: linux/net/shed/ls rsvp.h . . 1240855 RSVP - Classi�er Funtion ii: linux/net/shed/ls rsvp.h . . 1241856 RSVP - Mis Funtions: linux/net/shed/ls rsvp.h . . . . . 1242857 RSVP - Delete: linux/net/shed/ls rsvp.h . . . . . . . . . . 1243858 RSVP - Destroy: linux/net/shed/ls rsvp.h . . . . . . . . . 1244859 RSVP - general bits: linux/net/shed/ls rsvp.h . . . . . . . 1245



LIST OF FIGURES xxviii860 RSVP - reyle or generate tunnel: linux/net/shed/ls rsvp.h1246861 RSVP - Change Parameters i: linux/net/shed/ls rsvp.h . . 1247862 RSVP - Change Parameters ii: linux/net/shed/ls rsvp.h . 1248863 RSVP - Change Parameters iii: linux/net/shed/ls rsvp.h . 1249864 RSVP - Change Parameters iv: linux/net/shed/ls rsvp.h . 1250865 RSVP - Change Parameters v: linux/net/shed/ls rsvp.h . 1251866 RSVP - Walk RSVP tree: linux/net/shed/ls rsvp.h . . . . 1252867 RSVP Classi�er API: linux/net/shed/ls rsvp. . . . . . . . 1253868 Route Classi�er API - Strutures: linux/net/shed/ls route.1254869 Route Classi�er API - Funtions inluding Polier: linux/net/shed/ls route.1255870 Route Classi�er API - Classi�er Funtion i: linux/net/shed/ls route.1256871 Route Classi�er API - Classi�er Funtion ii: linux/net/shed/ls route.1257872 Route Classi�er API - Classi�er Funtion iii: linux/net/shed/ls route.1258873 Route Classi�er API - Mis: linux/net/shed/ls route. . . 1259874 Route Classi�er API - Destroy Route CLassi�er: linux/net/shed/ls route.1260875 Route Classi�er API - Delete Entry: linux/net/shed/ls route.1261876 Firewall Classi�er API - Strutures: linux/net/shed/ls fw. 1262877 Firewall Classi�er API - Classi�er: linux/net/shed/ls fw. . 1263878 Firewall Classi�er API - Mis: linux/net/shed/ls fw. . . . 1264879 Firewall Classi�er API - Destroy Classi�er: linux/net/shed/ls fw.1265880 Firewall Classi�er API Delete Classi�er: linux/net/shed/ls fw.1266881 Firewall Classi�er API - Change Classi�er: linux/net/shed/ls fw.1267882 Firewall Classi�er API - Change Classi�er ii: linux/net/shed/ls fw.1268883 Firewall Classi�er API - Change Classi�er iii: linux/net/shed/ls fw.1269884 Firewall Classi�er API - Change Classi�er iv: linux/net/shed/ls fw.1270885 TC Classi�er API - De�nes: linux/net/shed/ls tindex. . 1271886 TC Classi�er API - lookup: linux/net/shed/ls tindex. . 1272887 TC Classi�er API - Classi�er: linux/net/shed/ls tindex. 1273888 TC Classi�er API - Mis: linux/net/shed/ls tindex. . . 1274889 TC Classi�er API - delete lassi�er: linux/net/shed/ls tindex.1275890 TC Classi�er API - Destroy Classi�er: linux/net/shed/ls tindex.1276891 TC Classi�er API - hange lassi�er i: linux/net/shed/ls tindex.1277892 TC Classi�er API - hange lassi�er ii: linux/net/shed/ls tindex.1278893 TC Classi�er API - hange lassi�er iii: linux/net/shed/ls tindex.1279894 TC Classi�er API - hange lassi�er iii: linux/net/shed/ls tindex.1280895 Sheduler API i: linux/net/shed/sh api. . . . . . . . . . . 1281896 Sheduler API auxilliary routines: linux/net/shed/sh api. 1282897 Sheduler API all the disiplines: linux/net/shed/sh api. . 1283898 Sheduler API - register/unregister a disipline: linux/net/shed/sh api.1284899 Sheduler API - �nd a disipline by handle: linux/net/shed/sh api.1285900 Sheduler API - �nd a disipline by name: linux/net/shed/sh api.1286901 Sheduler API - �nd a disipline by rate: linux/net/shed/sh api.1287902 Sheduler API - free rate table entry: linux/net/shed/sh api.1288903 Sheduler API - alloate disipline a unique handle: linux/net/shed/sh api.1289904 Sheduler API - graft queue disipline to a devie: linux/net/shed/sh api.1290905 Sheduler API - graft queue disipline hild to parent lass: linux/net/shed/sh api.1291906 Sheduler API - alloate and initialise new queue disipline: linux/net/shed/sh api.1292907 Sheduler API - alloate and initialise new queue disipline: linux/net/shed/sh api.1293908 Sheduler API - alloate and initialise new queue disipline: linux/net/shed/sh api.1294909 Sheduler API - modify new queue disipline: linux/net/shed/sh api.1295



LIST OF FIGURES xxix910 Sheduler API - detet loops in queue operations graph: linux/net/shed/sh api.1296911 Sheduler API - destroy Queue disipline entry: linux/net/shed/sh api.1297912 Sheduler API - destroy Queue disipline entry: linux/net/shed/sh api.1298913 Sheduler API - hange Queue disipline entry: linux/net/shed/sh api.1299914 Sheduler API - hange Queue disipline entry: linux/net/shed/sh api.1300915 Sheduler API - hange Queue disipline entry: linux/net/shed/sh api.1301916 Sheduler API - report stats via RT: linux/net/shed/sh api.1302917 Sheduler API - NLM Message: linux/net/shed/sh api. . . 1303918 Sheduler API - notify RTNETLINK: linux/net/shed/sh api.1304919 Sheduler API - dump statistis to RT: linux/net/shed/sh api.1305920 Sheduler API - traÆ lass ontrol: linux/net/shed/sh api.1306921 Sheduler API - traÆ lass ontrol: linux/net/shed/sh api.1307922 Sheduler API - traÆ lass ontrol: linux/net/shed/sh api.1308923 Sheduler API - traÆ lass ontrol: linux/net/shed/sh api.1309924 Sheduler API - traÆ lass report to RTNETLINK: linux/net/shed/sh api.1310925 Sheduler API - Paket Sheduling: linux/net/shed/sh api. 1311926 Sheduler API - Paket Sheduling Tik: linux/net/shed/sh api.1312927 Sheduler API - Paket Sheduling Tik: linux/net/shed/sh api.1313928 Sheduler API - Paket Sheduling Initialisation: linux/net/shed/sh api.1314929 Sheduler API - Paket Sheduling Initialisation: linux/net/shed/sh api.1315930 Sheduler API - Paket Sheduling Initialisation: linux/net/shed/sh api.1316931 Paket Sheduler Interfae - QDisWalker De�nition: linux/inlude/net/pkt shed.h1317932 Paket Sheduler Interfae QDis Class Operations: linux/inlude/net/pkt shed.h1318933 Paket Sheduler Interfae QDis Operations: linux/inlude/net/pkt shed.h1319934 Paket Sheduler Interfae QDis Struture: linux/inlude/net/pkt shed.h1320935 Paket Sheduler Interfae QDis Operations: linux/inlude/net/pkt shed.h1321936 Paket Sheduler Interfae Clok Comment: linux/inlude/net/pkt shed.h1322937 Sheduler API ii: linux/net/shed/sh api. . . . . . . . . . . 1323938 Sheduler API disussion: linux/net/shed/sh api. . . . . . 1324939 Sheduler API more disussion: linux/net/shed/sh api. . . 1325940 Sheduler API more disussion: linux/net/shed/sh api. . . 1326941 Sheduler API more: linux/net/shed/sh api. . . . . . . . . 1327942 A Generi Sheduler - Queue Disiple Lok Comment: linux/net/shed/sh generi.1328943 A Generi Sheduler i: linux/net/shed/sh generi. . . . . 1329944 A Generi Sheduler i: linux/net/shed/sh generi. . . . . 1330945 A Generi Sheduler ii: linux/net/shed/sh generi. . . . . 1331946 A Generi Sheduler - Wathdog Timers: linux/net/shed/sh generi.1332947 A Generi Sheduler - No-op Sheduler: linux/net/shed/sh generi.1333948 A Generi Sheduler - Operations: linux/net/shed/sh generi.1334949 A Generi Sheduler - PFIFOOperations: linux/net/shed/sh generi.1335950 A Generi Sheduler - PFIFOOperations: linux/net/shed/sh generi.1336951 A Generi Sheduler - PFIFO delare: linux/net/shed/sh generi.1337952 A Generi Sheduler - reate default entry: linux/net/shed/sh generi.1338953 CBQ - Initial Comment i: linux/net/shed/sh bq. . . . . . 1339954 CBQ - Initial Comment ii: linux/net/shed/sh bq. . . . . 1340955 CBQ - Class Struture De�nition i: linux/net/shed/sh bq. 1341956 CBQ - Class Struture De�nition i: linux/net/shed/sh bq. 1342957 CBQ - Class Struture De�nition ii: linux/net/shed/sh bq.1343958 CBQ - Class Struture De�nition iii: linux/net/shed/sh bq.1344959 CBQ - Class Struture De�nition iii: linux/net/shed/sh bq.1345



LIST OF FIGURES xxx960 CBQ - Sheduling Data Forwarding: linux/net/shed/sh bq.1346961 CBQ - Classi�er - i: linux/net/shed/sh bq. . . . . . . . . 1347962 CBQ - Classi�er - ii: linux/net/shed/sh bq. . . . . . . . . 1348963 CBQ - Re-Classi�er: linux/net/shed/sh bq. . . . . . . . . 1349964 CBQ - Ativate or Deativate a Class: linux/net/shed/sh bq.1350965 CBQ - Ativate or Deativate a Class: linux/net/shed/sh bq.1351966 CBQ - Mark Top Level: linux/net/shed/sh bq. . . . . . . 1352967 CBQ - Enqueue: linux/net/shed/sh bq. . . . . . . . . . . 1353968 CBQ - Requeue: linux/net/shed/sh bq. . . . . . . . . . . 1354969 CBQ - overlimit: linux/net/shed/sh bq. . . . . . . . . . . 1355970 CBQ - overlimit: relassify: linux/net/shed/sh bq. . . . . 1356971 CBQ - overlimit: delay: linux/net/shed/sh bq. . . . . . . 1357972 CBQ - overlimit: lower priority or even drop: linux/net/shed/sh bq.1358973 CBQ - wathdog timer: linux/net/shed/sh bq. . . . . . . 1359974 CBQ - remove delay priority penalty: linux/net/shed/sh bq.1360975 CBQ - remove delay penalty: linux/net/shed/sh bq. . . . 1361976 CBQ - reshape: linux/net/shed/sh bq. . . . . . . . . . . . 1362977 CBQ - update toplevel oupany: linux/net/shed/sh bq. 1363978 CBQ - update eah level's oupany: linux/net/shed/sh bq.1364979 CBQ - update eah level's oupany ii: linux/net/shed/sh bq.1365980 CBQ - update eah level's oupany iii: linux/net/shed/sh bq.1366981 CBQ - underlimit ations: linux/net/shed/sh bq. . . . . . 1367982 CBQ - dequeue by priorities i: linux/net/shed/sh bq. . . 1368983 CBQ - dequeue by priorities ii: linux/net/shed/sh bq. . . 1369984 CBQ - dequeue by priorities iii: linux/net/shed/sh bq. . . 1370985 CBQ - dequeue by priorities iv: linux/net/shed/sh bq. . . 1371986 CBQ - dequeue 1: linux/net/shed/sh bq. . . . . . . . . . 1372987 CBQ - main dequeue funton i: linux/net/shed/sh bq. . . 1373988 CBQ - main dequeue funton: linux/net/shed/sh bq. . . 1374989 CBQ - main dequeue funton: linux/net/shed/sh bq. . . 1375990 CBQ - Maintenane Funtions: linux/net/shed/sh bq. . . 1376991 CBQ - Initialise CBQ: linux/net/shed/sh bq. . . . . . . . 1377992 CBQ - Initialise CBQ ii: linux/net/shed/sh bq. . . . . . . 1378993 CBQ - Initialise CBQ iii: linux/net/shed/sh bq. . . . . . 1379994 CBQ - Grafting and pruning lasses: linux/net/shed/sh bq.1380995 CBQ - Grafting and pruning lasses ii: linux/net/shed/sh bq.1381996 CBQ - Grafting and pruning lasses iii: linux/net/shed/sh bq.1382997 CBQ: linux/net/shed/sh bq. . . . . . . . . . . . . . . . . 1383998 CBQ: linux/net/shed/sh bq. . . . . . . . . . . . . . . . . 1384999 CBQ: linux/net/shed/sh bq. . . . . . . . . . . . . . . . . 13851000 CBQ: linux/net/shed/sh bq. . . . . . . . . . . . . . . . . 13861001 CBQ: linux/net/shed/sh bq. . . . . . . . . . . . . . . . . 13871002 CBQ - delete CBQ from Qdis : linux/net/shed/sh bq. . 13881003 Clark/Shenker/Zhang Sheduling - Initial Comment: linux/net/shed/sh sz.13891004 CSZ Notation: linux/net/shed/sh sz. . . . . . . . . . . . 13901005 CSZ Departure Times: linux/net/shed/sh sz. . . . . . . . 13911006 CSZ - The Round: linux/net/shed/sh sz. . . . . . . . . . 13921007 CSZ - The Round: linux/net/shed/sh sz. . . . . . . . . . 13931008 CSZ Disussion: linux/net/shed/sh sz. . . . . . . . . . . 13941009 CSZ Disussion: linux/net/shed/sh sz. . . . . . . . . . . 1395



LIST OF FIGURES xxxi1010 FIFO Queueing Sheduler - data: linux/net/shed/sh fifo. 13961011 FIFOQueueing Sheduler - enqueue: linux/net/shed/sh fifo.13971012 FIFOQueueing Sheduler - requeue: linux/net/shed/sh fifo.13981013 FIFOQueueing Sheduler - dequeue: linux/net/shed/sh fifo.13991014 FIFO Queueing Sheduler - drop: linux/net/shed/sh fifo. 14001015 FIFO Queueing Sheduler - reset: linux/net/shed/sh fifo. 14011016 FIFOQueueing Sheduler - enqueue: linux/net/shed/sh fifo.14021017 FIFOQueueing Sheduler - requeue: linux/net/shed/sh fifo.14031018 FIFOQueueing Sheduler - dequeue: linux/net/shed/sh fifo.14041019 FIFO Queueing Sheduler - init: linux/net/shed/sh fifo. 14051020 Rate Estimator - general purpose blok omment: linux/net/shed/estimator.14061021 Rate Estimator - Data: linux/net/shed/estimator. . . . . . 14071022 Rate Estimator - timer routine for estimation: linux/net/shed/estimator.14081023 Rate Estimator - add a timer routine for estimation: linux/net/shed/estimator.14091024 Rate Estimator - stop estimation timer routine for estimation:linux/net/shed/estimator. . . . . . . . . . . . . . . . . . . 14101025 Polier i: linux/net/shed/polie. . . . . . . . . . . . . . . . 14111026 Polier ii - destroy polier: linux/net/shed/polie. . . . . . 14121027 Polier iii - loate: linux/net/shed/polie. . . . . . . . . . . 14131028 Polier iv - loate: linux/net/shed/polie. . . . . . . . . . . 14141029 Polier iv - the Polie!!!: linux/net/shed/polie. . . . . . . 14151030 Polier v - the Polie!!!: linux/net/shed/polie. . . . . . . . 14161031 Polier v - the Polie!!!: linux/net/shed/polie. . . . . . . . 14171032 Ingress Queueing Sheduler - Data: linux/net/shed/sh ingress.14181033 Ingress Queueing - Tree handling: linux/net/shed/sh ingress.14191034 Ingress Queueing - Change Parameters: linux/net/shed/sh ingress.14201035 Ingress Queueing - Walk Tree: linux/net/shed/sh ingress. 14211036 Ingress Queueing - Enqueue: linux/net/shed/sh ingress. . 14221037 Ingress Queueing - Dequeue: linux/net/shed/sh ingress. . 14231038 Ingress Queueing - Requeue: linux/net/shed/sh ingress. . 14241039 Ingress Queueing - Drop: linux/net/shed/sh ingress. . . . 14251040 Di�erentiated Servies Field Marker - Data Types: linux/net/shed/sh dsmark.14261041 Di�erentiated Servies Field Marker - tree funtions: linux/net/shed/sh dsmark.14271042 Di�erentiated Servies Field Marker - hange parameters: linux/net/shed/sh dsmark.14281043 Marker - delete: linux/net/shed/sh dsmark. . . . . . . . . 14291044 Marker - walk: linux/net/shed/sh dsmark. . . . . . . . . . 14301045 Marker - �nd: linux/net/shed/sh dsmark. . . . . . . . . . . 14311046 Marker - enqueue i: linux/net/shed/sh dsmark. . . . . . . 14321047 Marker - enqueue ii: linux/net/shed/sh dsmark. . . . . . . 14331048 Marker - dequeue: linux/net/shed/sh dsmark. . . . . . . . 14341049 Marker - requeue: linux/net/shed/sh dsmark. . . . . . . . 14351050 Marker - drop: linux/net/shed/sh dsmark. . . . . . . . . . 14361051 Marker - init: linux/net/shed/sh dsmark. . . . . . . . . . . 14371052 Marker - reset: linux/net/shed/sh dsmark. . . . . . . . . . 14381053 Marker - destroy: linux/net/shed/sh dsmark. . . . . . . . . 14391054 Marker - dump lass: linux/net/shed/sh dsmark. . . . . . 14401055 Marker - dump: linux/net/shed/sh dsmark. . . . . . . . . 14411056 Marker - operations registration: linux/net/shed/sh dsmark.14421057 Random Early Detetion (RED) Queue - Introdutory Remarks:linux/net/shed/sh red. . . . . . . . . . . . . . . . . . . . . 1443



LIST OF FIGURES xxxii1058 RED Queue - Behaviour: linux/net/shed/sh red. . . . . . 14441059 RED Queue - Parameters: linux/net/shed/sh red. . . . . . 14451060 RED Queue - Notes: linux/net/shed/sh red. . . . . . . . . 14461061 RED - Sheduler Data: linux/net/shed/sh red. . . . . . . 14471062 RED - ECN bit handling: linux/net/shed/sh red. . . . . . 14481063 RED - Enqueue i: linux/net/shed/sh red. . . . . . . . . . 14491064 RED - Enqueue ii: linux/net/shed/sh red. . . . . . . . . . 14501065 RED - Enqueue iii: linux/net/shed/sh red. . . . . . . . . . 14511066 RED - Enqueue i: linux/net/shed/sh red. . . . . . . . . . 14521067 RED - Requeue and Dequeue: linux/net/shed/sh red. . . 14531068 RED - Drop: linux/net/shed/sh red. . . . . . . . . . . . . 14541069 RED - Reset: linux/net/shed/sh red. . . . . . . . . . . . . 14551070 RED - Change: linux/net/shed/sh red. . . . . . . . . . . . 14561071 RED - Init: linux/net/shed/sh red. . . . . . . . . . . . . . 14571072 Token Buket Filter Queue - Initial Remarks: linux/net/shed/sh tbf.14581073 Token Buket Filter Queue - Algorithm/Notes: linux/net/shed/sh tbf.14591074 Token Buket Filter Queue - Data: linux/net/shed/sh tbf. 14601075 TBF - Enqueue: linux/net/shed/sh tbf. . . . . . . . . . . 14611076 TBF - Requeue and Drop: linux/net/shed/sh tbf. . . . . 14621077 TBF - Wathdog: linux/net/shed/sh tbf. . . . . . . . . . 14631078 TBF - Dequeue: linux/net/shed/sh tbf. . . . . . . . . . . 14641079 TBF - Dequeue: linux/net/shed/sh tbf. . . . . . . . . . . 14651080 TBF - Reset: linux/net/shed/sh tbf. . . . . . . . . . . . . 14661081 TBF - Change: linux/net/shed/sh tbf. . . . . . . . . . . . 14671082 TBF - Init: linux/net/shed/sh tbf. . . . . . . . . . . . . . 14681083 TBF - Destroy: linux/net/shed/sh tbf. . . . . . . . . . . . 14691084 Ingress Queueing - Ingress Hook: linux/net/shed/sh ingress.14701085 Ingress Queueing - Operations and Initialisation: linux/net/shed/sh ingress.14711086 Ingress Queueing - Destroy: linux/net/shed/sh ingress. . 14721087 Priority Queue: linux/net/shed/sh prio. . . . . . . . . . . 14731088 Priority Classi�er: linux/net/shed/sh prio. . . . . . . . . 14741089 Priority Enqueue: linux/net/shed/sh prio. . . . . . . . . . 14751090 Priority Requeue and Dequeue: linux/net/shed/sh prio. . 14761091 Priority Drop: linux/net/shed/sh prio. . . . . . . . . . . . 14771092 Priority - Tune: linux/net/shed/sh prio. . . . . . . . . . . 14781093 Stohasti Fairness Queueing Sheduler - Introdutory Remarks:linux/net/shed/sh sfq. . . . . . . . . . . . . . . . . . . . . 14791094 SFQ - Data Strutures: linux/net/shed/sh sfq. . . . . . . 14801095 Priority Queue: linux/net/shed/sh prio. . . . . . . . . . . 14811096 Stohasti Fairness Queueing Sheduler - Introdutory Remarks:linux/net/shed/sh sfq. . . . . . . . . . . . . . . . . . . . . 14821097 SFQ - Data Strutures: linux/net/shed/sh sfq. . . . . . . 14831098 SFQ - Queue Hash Funtions: linux/net/shed/sh sfq. . . 14841099 SFQ - Queue Derement/Inrement Funtions: linux/net/shed/sh sfq.14851100 SFQ - Queue Drop Funtion: linux/net/shed/sh sfq. . . . 14861101 SFQ - Enqueue Funtion: linux/net/shed/sh sfq. . . . . . 14871102 SFQ - Requeue Funtion: linux/net/shed/sh sfq. . . . . . 14881103 SFQ - Dequeue Funtion: linux/net/shed/sh sfq. . . . . . 14891104 SFQ - Reset: linux/net/shed/sh sfq. . . . . . . . . . . . . 14901105 SFQ - Perturb Queue: linux/net/shed/sh sfq. . . . . . . . 1491



LIST OF FIGURES xxxiii1106 TraÆ Equalisation/LoadBalane Queue - Initial Remarks: linux/net/shed/sh teql.14921107 TE Data: linux/net/shed/sh teql. . . . . . . . . . . . . . 14931108 TE Enqueue,Requeue,Dequeue: linux/net/shed/sh teql. . 14941109 TE Release, Reset, Destroy: linux/net/shed/sh teql. . . . 14951110 TE Initialisation: linux/net/shed/sh teql. . . . . . . . . . 14961111 TE net devie resolve: linux/net/shed/sh teql. . . . . . . 14971112 TE net devie transmit: linux/net/shed/sh teql. . . . . . 14981113 TE net devie transmit ii: linux/net/shed/sh teql. . . . . 14991114 TE net devie transmit iii: linux/net/shed/sh teql. . . . . 15001115 TE net devie open: linux/net/shed/sh teql. . . . . . . . 15011116 TE net devie lose and stats: linux/net/shed/sh teql. . . 15021117 TE net devie mtu: linux/net/shed/sh teql. . . . . . . . . 15031118 TE net devie master initialisation: linux/net/shed/sh teql.15041119 TE net devie register: linux/net/shed/sh teql. . . . . . . 15051120 Pro�ling - Timer: linux/net/ore/profile. . . . . . . . . . . 15061121 Pro�ling- White Hole Interfae: linux/net/ore/profile. . . 15071122 Pro�ling- White Hole Interfae: linux/net/ore/profile. . . 15081123 Pro�ling-White Hole - Stats and Init: linux/net/ore/profile.15091124 Pro�ling-White Hole - Register/Unregister: linux/net/ore/profile.15101125 ATM Sheduling - Author: linux/net/shed/sh atm. . . . . 15111126 ATM Sheduling - Introdutory Remarks: linux/net/shed/sh atm.15121127 ATM Sheduling - Data Strutures: linux/net/shed/sh atm.15131128 ATM Sheduling - Finding ows i: linux/net/shed/sh atm. 15141129 ATM Sheduling - Trees of Flows: linux/net/shed/sh atm. 15151130 ATM Sheduling - more Finding Flows: linux/net/shed/sh atm.15161131 ATM Sheduling - destroy �lters: linux/net/shed/sh atm. . 15171132 ATM Sheduling - destroy all �lters: linux/net/shed/sh atm.15181133 ATM Sheduling - pop a VC: linux/net/shed/sh atm. . . . 15191134 ATM Sheduling - Change ATM TC Parameters: linux/net/shed/sh atm.15201135 ATM Sheduling - Change ATM TC Parameters ii: linux/net/shed/sh atm.15211136 ATM Sheduling - Change ATM TC Parameters ii: linux/net/shed/sh atm.15221137 ATM Sheduling - Delete TC: linux/net/shed/sh atm. . . . 15231138 ATM Sheduling - Walk TC: linux/net/shed/sh atm. . . . 15241139 ATM Sheduling - Find TCF: linux/net/shed/sh atm. . . . 15251140 ATM Sheduling - Enqueue i: linux/net/shed/sh atm. . . . 15261141 ATM Sheduling - Enqueue ii: linux/net/shed/sh atm. . . 15271142 ATM Sheduling - Enqueue iii: linux/net/shed/sh atm. . . 15281143 ATM Sheduling - Dequeue: linux/net/shed/sh atm. . . . 15291144 ATM Sheduling - TC Dequeue: linux/net/shed/sh atm. . 15301145 ATM Sheduling - TC Requeue: linux/net/shed/sh atm. . 15311146 ATM Sheduling - TC Drop: linux/net/shed/sh atm. . . . 15321147 ATM Sheduling - Initialise: linux/net/shed/sh atm. . . . 15331148 TC - main: t/t. . . . . . . . . . . . . . . . . . . . . . . . . . 15341149 Masquerading Router . . . . . . . . . . . . . . . . . . . . . . . . 15351150 Masquerading Example . . . . . . . . . . . . . . . . . . . . . . . 15361151 Port forwarding with a �rewall . . . . . . . . . . . . . . . . . . . 15371152 A proxy ahe . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 15381153 A transparent proxy ahe . . . . . . . . . . . . . . . . . . . . . . 15391154 Possible hook loations . . . . . . . . . . . . . . . . . . . . . . . . 1540



List of Tables1 Integrated Versus Di�erentiated Servies . . . . . . . . . . . . . . 15422 Kernel Critial Region Serialisation . . . . . . . . . . . . . . . . . 15433 Spin Lok Outline . . . . . . . . . . . . . . . . . . . . . . . . . . 15444 Kernel spin read/write loks . . . . . . . . . . . . . . . . . . . . . 15455 Soure Code Diretory Tree Organisation . . . . . . . . . . . . . 15466 Soure Code Network Sub-Diretory Tree Organisation . . . . . . 15477 IPv4 Sub-Diretory Tree Organisation . . . . . . . . . . . . . . . 15488 Linux soket protool families implemented . . . . . . . . . . . . 15499 Linux soket protool semantis . . . . . . . . . . . . . . . . . . . 155010 Other soket API alls . . . . . . . . . . . . . . . . . . . . . . . . 155111 Other soket API alls . . . . . . . . . . . . . . . . . . . . . . . . 155212 TCP systls . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 155313 TCP setsokopt options . . . . . . . . . . . . . . . . . . . . . . . 155414 TCP iotl options . . . . . . . . . . . . . . . . . . . . . . . . . . 155515 Terms in the Padhye TCP Equation . . . . . . . . . . . . . . . . 155616 multiast addressing . . . . . . . . . . . . . . . . . . . . . . . . . 155717 Terms in the Parekh TCP Equation . . . . . . . . . . . . . . . . 155818 Elasti Appliations . . . . . . . . . . . . . . . . . . . . . . . . . 155919 Inelasti Appliations . . . . . . . . . . . . . . . . . . . . . . . . 1560

1



Chapter 1Overview of the InternetProtools\To some of us, preserving the Net for free speeh is more important thananything in the free world.", Ron Newman, netizen.[Figure 1 about here.℄1.1 RoadmapThis hapter is a self ontained overview of the Internet protools. We startwith an overview of the history of TCP/IP and then over the basi onepts ofIPv4, inluding routing, addressing, reliability and performane management.A brief introdution to IPv6, ipse, mobile IP and multiast.1.2 IntrodutionThe history of the Internet is the history of the world's most suessful softwaresystem. Unlike previous networks (postal, telephone, broadast) whih werelargely built out of ustom hardware, the Internet is mostly made from softwareomponents, running on relatively simple general purpose omputing hardware.Of ourse there is a little bit of hardware involved, as well as people usingthe system! The important point is that most of the hardware omponents aregeneral purpose programmable omputers, and as suh, have all the exibilitythat suh devies enjoy. Of partiular relevane to this book is the fat thatthe performane of the hardware in the form of personal omputers running o�the shelf operating systems suh as Linux, is now suÆient to ful�ll most of theimportant roles in the Internet.What are the main omponents of the Internet? We an look at them frommay viewpoints, but from 20,000 feet they might be the following:Users Users are either people, or their agents, that aess ontent over theInternet using networked appliations to download web pages or moveE-Mail or even run VOIP. 2



CHAPTER 1. OVERVIEW OF THE INTERNET PROTOCOLS 3Content In the end, users want ontent- whether it is to aess a web page,aquire a real-world good or servie, or hear the voie of their friend.Servie Providers Servie Providers are organisations to whih user subsribe(have some ontrat-like relationship with) that manage onnetivity byaquiring lower level servies and oordinating them. Servie providersmay provide ontent, appliations or Internet onnetivity. This spae isonstantly expanding as more and more layers of business are re�ned outof the global information market! Traditionally, Internet Servie Providers(\ISPs") bought bit-transport apaity, and added value by managing aolletion of links and routers. More reently, at least two more layershave been added, with Content and Appliation Servie Providers o�ering\overlay" servies, with olletions of oordinated, managed end systemsonneted to one or more ISPs o�ering optimised performane for this setof user or that.Hosts, or End Systems End systems are hosts (general purpose omputers)that run lient, server or peer-to-peer appliation software. The term hasbeome someone muddied in reent years due to the emergene of the otherbusiness layers, and also due to some haks required to make seurity andaddressing deploy pragmatially (see hapter ten for some details on this!).Thus we have seen the evolution of \middle boxes", whih provide a varietyof servies ranging from proxying, ahing, �rewalls, address translation,and so on. Pure end systems have users (i.e. are lients, servers or peers).Middle Boxes Middle Boxes are End Systems that don't have expliit users(lients or servers) attahed, but intermediate at the appliation, transportor network level in the protool stream to provide some kind of value addedservie or optimisation.Intermediate Systems, or Routers Intermediate systems that provide a router(or as it used to be ommonly known, \IP gateway") servie are, from thepoint of view of end systems, almost ompletely transparent. They on-net links together and onstrut a set of paths for pakets, aross a set oflinks. A router may be an end system for the purposes of management.Links A link is some sort of piee of transmission medium that interonnetshosts and routers, or just routers. Links are inreasingly diverse in theirtehnologies and arhitetures. In fat, reently, it has beome lear thatthe Internet uses some tehnologies that provide rather more than tradi-tional serial line or loal area network links as if they are merely point topoint, or broadast medium tehnologies. There are moves afoot to gen-eralise the model of the Internet so that it an be used reursively belowthe IP layer (so alled \generalised multi-protool label swithing", forexample), but there is neither time nor spae to disuss this interestingtopi here.To glue this all together we have a vast infrastruture of software:Appliations Appliations allow the user to opy or aess �les aross thenetwork, FTP or NFS, and to send and reeive email and news suh asSMTP and NNTP, or to browse or download ontent suh as the family



CHAPTER 1. OVERVIEW OF THE INTERNET PROTOCOLS 4of WWW protools. Appliations are usually instantiated via some typeof lient whih nowadays has a graphial user interfae (GUI), or even avoie or touh sreen ativated interfae on palm devies.Protools Communiating appliations ause ows of information. They dothis by using protools, whih are programming rules for distributed ap-pliations. Most appliations are only \distributed" in a limited sense ofbeing lient-to-server, or peer-to-peer, so that there is usually only a pairof systems to be oordinated from the user's point of view. Of ourse,the Internet has many simultaneous users, so that some types of of theInternet need to oordinate with many others. In fat, this is what distin-guishes a pure end-system from a middle box, and also more spei�ally,from a router, sine a pure end system need only onern itself expli-itly with one other system, whereas all kinds of intermediaries neessarilyonern themselves with multiple other systems simultaneously even in agiven ommuniations ontext. There is one exeption to this rule whihis multiast, whih we'll look at briey in hapter eight.Protools inlude two main important types of rules in their de�nitions:paket formats, and rules of operation. In programming terms, paketformats are implemented as data strutures with a spei� mahine in-dependent enoding. Protool rules of operation annot be expressed innarrative form! There are far to many possible ways that a network anbe used. Instead, they are typially expressed in terms of a set of statesand ations. In hapter seven, we will look at the learest example of thiswhih is the way that the Transmission Control Protool, TCP, is de�nedand implemented.Layers: Physial, Network & Appliation Inevitably, the omplexity of suha system of omponents is best understood by introduing some system-ati way of ategorising its modularisation. The natural way that designerstend to do this is by layering. In a network, it is lear that the physialtransmission link and its framing rules for pakets that the standard andNetwork Interfae Card ditate is a given. The Internet Protool has tobe �tted \on top of" this. By this we mean that the Internet is an overlayon a servie made out of lots of links of di�ering kinds, and in general,users of the Internet Protool layer don't really are what the details ofthe link layers are. This is an example of information hiding.The idea of layering ours in programming, as well as in design. Whena design is layered, however, this does not imply that the implementationmust slavishly follow the same boundaries. For example, the Appliationmay atually are what the size of the physially largest paket a link antransmit is.Names, Addresses, Routes These are onfusing onepts - in a way we oftende�ne examples of these in the ontext of one layer, only to rede�ne themdi�erently at di�erent layers:A name tells you what it is, e.g. \Clore Leture Theatre", or \JonCrowroft", or http://www.s.ul.a.uk/index.htmlAn address tells you where something is: e.g. \151 Gower Street", or\Room 101", or 128.16.5.31



CHAPTER 1. OVERVIEW OF THE INTERNET PROTOCOLS 5A route tells you how to get there: e.g. \go in the 2nd door, up the stairs,turn left, and stop at the door marked stop".Seurity Seurity is generally onerned with defending against attaks suh astheft or denial of servie. It is hard for software to defend against physialattaks! However, we an provide means to redue the hanes of logialattaks. Logial attaks suh as theft of ontent, or theft of identity, ortheft of privay annot be ompletely ruled out, but there are a variety oftehniques for making it expensive (i.e. omputationally hard) to misbe-have. The ones implemented in the Linux kernel and supporting softwarerelevant to the atual lower protool levels are disussed in hapter ten.However, seurity is part of a muh larger piture and we would adviseonerned users to read a good book on network seurity before embarkingon any use of the Internet, for example on �rewalls[?℄.Metering, Aounting If you are providing a servie, you may want to a-ount for usage There are quite a few tools for doing this at the mirosopilevel of detail - one advantage of Linux is that it is relatively easy to buildon these and add layers of software to aumulate statistis and summarisethem. [Figure 2 about here.℄1.3 ProtoolsPakets ontain data and ontrol.To get information from memory to proessor, the CPU uses a Bus protool,and sends ommands and addresses on some (parallel) wires, and gets data overother wires.To get data aross a network whih is usually only 1 wire wide (serial), aomputer uses a protool, but everything must be in the messages - datagrams,like a telegram, arry addresses and data and other instrutions to the postman1.3.1 A Note on Programming Languages and Method-ologiesMost of the Internet is programmed in the C language. This is espeially trueof lower level protools and systems. Most operating systems running todayare written in C, although many appliations are programmed in higher levellanguages. There are several reasons for using C. Partly it is histori: previoussystems had been written in assembler, but this is ompletely non portable andextremely hard to maintain. C reveals just enough of the underlying hardwareto allow the programmer aess to spei� memory loations and strutures, aswell as interfaing to assembler, while o�ering enough high-level programmingtools (funtions, modules et) to retain some degree of maintability.It is possible to write highly portable C, but it is also possible to writenon portable ode. It is also possible to write very obsure ode (there areompetitions in obfusated C!), but lukily, the inuene of several deades ofexperiene has led to programming styles and onventions that make C odequite easy to omprehend.



CHAPTER 1. OVERVIEW OF THE INTERNET PROTOCOLS 6These styles and onventions vary from ommunity to ommunity, howeverin the Linux system there are some fairly strong agreements on how ode shouldbe written, laid out, and integrated. One of the key advantages of open soureapproahes to systems development is that people learn by (good) examples.The Linux kernel also bene�ts additionally from strong entral ontrol overwhat is allowed into a release. A di�erent model pertains with the systems thatare pakaged together by the large number of Linux distribution ompanies nowin the world, where it is up to those organisations to maintain onsisteny.More importantly, in general over the last few years, the pratie of ObjetOriented Design and Programming has beome widespread. There was a trendtowards using C++ or even Objetive C for a while, but these proved moreomplex than neessary. For appliation (and high level network) programming,Java is now in the asendany. However the tehniques an be applied `semi-manually", in C, and we will see that this is widespread throughout the Linuxkernel ode. In fat, there is a shool of thought that it has always been thease amongst good programmers that they use patterns in ommon with \OO"programming!For example, for a modular kernel, it is required to pakage up ode with astandard set of methods (or funtions and arguments and their types), and littlemeans of modifying the internals of that module - this applies to devie drivers,protools within a layer, and even larger units of operating system funtionalitysuh as �le systems and shedulers. At design time, this leads to safer ode.At implementation time, it leads to extensibility. At build (\link") time, thisallows the system to be statially on�gured. Finally, at run time it allows asystem to be on�gured dynamially as needed. This means that the systeman be as small as needed.It has a side e�et on the design whih is that usually, systems suh as thisare highly \regular". That means that one a programmer has learned how todo something, it represents a general lesson.C StyleThere are quite a few di�erent styles possible in C. Sine there is a large numberof examples in this book, we don't think it is neessary to spell out the stylehere, but rather disuss the reasons for some rules (of thumb).readability Having a standard layout makes it easier for folks to read yourode (and �nd, and hopefully �x, bugs). It also allows people to sharesyntax direted editor funtions (emas, usually). Not all programmershave 3 21-inh displays at their disposal- its friendly to make the ode�t on a standard sreen/window width. In kernel ode, hange loggingis absolutely essential. A single line at the start of the module is onlyenough if there are indiations throughout of the hanges referening theauthor too!automati proessing There are a number of programs that are used to pro-ess ode (e.g. for generating all graphs, or ode statistis). Some ofthese may rely on onventions for plaing open-braes at start of line forexample.



CHAPTER 1. OVERVIEW OF THE INTERNET PROTOCOLS 7maintenane Code should ontain enough omments that you an �gure outits basi operation quikly, but not so many that you annot �nd theatual statements. It is onventional to omment ode in English. Thebulk of Linux ode is written by people who hose names for variablesfrom the English voabulary - its a `fait aompli". Funtion and variablenames should ommuniate use and funtion (and to some extent sope).portability Be pedanti about types. Be extra pedanti about ommentingthe mapping between data strutures and protool wire-formats. Be learabout byte order, alignment of �elds.risk There are no reasons for deliberate obfusation of statements- for example,if you have a omplex logial expression, braket it to make it lear ratherthan relying on (possibly inorret) memory of operator preedene.In an ideal world, all ode is aompanied by separate doumentation aswell, written at the same time as the ode (e.g. as ditated by the extremeprogramming style). Suh doumentation should inlude examples of use andexamples of test output. The world is unfortunately less than 1% ideal.C Strutures, Memory and Wire FormatIt is doubly useful that the �elds in a ompound data struture suh as theC reord struture, when ompiled on a spei� mahine arhiteture with aspei� ompiler, has a known layout in memory. This allows the systems andommuniations programmer to be able to map external data into memory andvie versa (typially via bu�ers handed to input/output interfaes through someontrol register addressed in a devie driver).When reading a protool de�nition, there are typially three plaes that theprogrammer needs to look, and in general the author �nds the order that worksbest is:1. Firstly, look at the paket format de�nitions - Internet protools are hand-ily (and not aidentally) designed and de�ned using �elds that are typi-ally onvenient basi data types of a modern omputer - byte (\otet"),and 16, 32 and 64 bit words. Most paket headers are aggregates of these(we'll see IP and TCP and many others throughout the book). Makingsure that we an aess and manipulate the �elds onveniently, orretlyand eÆiently is the �rst thing that we try to get right - normally, a paketheader is de�ned as a C struture in a C header �le.The only glithes in this approah are to do with variations between Compilers and mahine arhitetures for the �ne details - e.g. \endian"nessof a byte, a short and long word. This is normally hidden in a single plaethrough the use of funtions or maros whih an be used immediatelypre-transmission, or post-reeption, allowing the programmer to treat C�elds as native data objets (e.g. for arithmeti) throughout the bulk ofthe ode.2. Rules of operation - e.g. a state mahine, or language/grammar of theprotool. This an often diretly be mapped into the ore of an imple-mentation (most TCP ode for input paket handling is written diretlyline by line from the RFC!).



CHAPTER 1. OVERVIEW OF THE INTERNET PROTOCOLS 83. Interfaes to lower and higher layers, and to system funtions. Here wean see the set of funtions and parameters for the servie interfae forthe protool (alled by a higher layer), the alls to send and reeive (or bealled with a paket that has been reeived), together with infrastruturealls (timers, memory alloation/freeing, ritial region protetion et).High level data strutures (objet oriented) is useful for large systems andfor re-use - examples of this abound in Unix - e.g. APIs to �lesystem, deviedrivers, network, and some ases quite omplex emulations of C++ in C (e.g.Kuznetzov's elegant strutures of operations in the queueing disipline ode,whih we will see in hapter nine).The C language makes a nodding allowane for some higher level approahesto programming. Typially, we an keep ode in a diretory hierarhy (see laterfor the Linux kernel soure ode layout). Within a given diretory, we keepthe ode for a given levels of abstration. A olletion of funtions in a givensoure ode �le (a \module" in C terms; not to be onfused with a \module" inLinux dynami load terms!), perform losely related funtions - almost literally,an objet. To make an objet more generi, C provides a simple, but extremelyeÆient and powerful mehanism of funtion pointers. A referene to a funtionan be passed as yet another parameter - this allows us to write ode whihan be quite generi, and only �ll in the details at all time. It is ommon inLinux to wrap up these types of interfae in a data struture with standard setof pointers to the set of detailed funtions - sine C has a funtion prototype,this an be made reasonably type safe (though the programmer is free to messthis up, with disastrous onsequenes when kernel programming - its a goodway to learn some disipline!).1.4 Protool StaksSine the dawn of time, at least with regard to ommuniations, systems havebeen omposed out of protools that are layered on eah other to add more andmore funtionality. [Figure 3 about here.℄Eah layer implements a servie (something relatively simple suh as \sendor reeive a paket), but is internally quite omplex (e.g. involves fragmentation,address resolution, et et). A higher layer enhanes a lower layer. Commonelements are kept in as low a layer as possible but only so far as they are neededby the vast majority of higher level users. Otherwise, they are implementedas another higher layer protool. This is a version of the famous \end-to-end"design priniple.Thus it is very natural to use an objet oriented style of programming with astrong separation of interfae, de�ned by its methods and their parameters, fromthe internal implementation of the atual protool. This layering leads to theidea of a protool stak. The isolation of layers is enfored to some extent usinginformation hiding (loal variables, C statis and so on) as well as operatingsystem tehniques (separation of address spae via memory management).To ounterat this, the real world imposes ertain responsibilities on us,suh as management, and performane, whih sometimes require us to design



CHAPTER 1. OVERVIEW OF THE INTERNET PROTOCOLS 9protools that make use diretly of internal funtions in a lower layer, or re-port or even modify the state of a lower layer. There are many examples ofthis inluding TCP Header ompression (see hapter seven), as well as most�rewall appliations (see hapter ten). This is partiularly true in the lowerlevels suh as in driving link devies, and in the Internet Protool layer andtransport. Nevertheless, the \OO" approah works well, and use of ontrolled\holes" through the interfae (global variables or other tehniques) is usuallybe kept to a minimum.Next, lets look at the spei�s of some layers, in terms of the servie, andthe protool.1.4.1 The BasisTo date the Internet ommunity has studiously avoided de�ning its own linkprotools, and has endeavoured merrily to operate one level above this, but toport the Internet Protool software to every new link layer within hours of thetehnology being available.The IP protool is therefore the global glue that keeps the Internet alive.1.4.2 IPThe onventonal way of looking at an internet protool header is like this:[Figure 4 about here.℄In Linux, and in C, this is rendered this way:[Figure 5 about here.℄You may be asking where there is so muh in an IP header? We have aversion number (4 or 6), the Internet Header Length (in 32 bit words, so valueis 5 for IPv4), the Type of servie, whih we over in some depth in hapternine, the total length (inludes user data and upper layer protool headers), thefragmentation information (see later in hapter six), the time to live (see haptersix) the protool (identi�es the next layer protool up), the header heksumand �nally the soure and destination addresses (desribed in hater three, sixand eight). This seems like a lot of data for every paket, but remember thatthis is a datagram network, so all pakets have to arry enough of a survival kit.1.4.3 RoutesIP is a simple protool. However, getting IP pakets around in a global networkis a omplex business. The smart part of the job of a router is to omputeroutes. The easy bit is to send pakets on their way. Reently the easy part gotharder, beause people wanted to ontrol the relative performane that paketsare forwarded with for di�erent users or di�erent appliations. We look atthe two di�erent piees of routing and forwarding in hapters eight and ninerespetively.For now, lets just introdue the basi idea of how routers work. The taskof routing is the task of building a map, and then �nding a fast way to indexit when presented with a paket's destination and the question: \ok, so you're



CHAPTER 1. OVERVIEW OF THE INTERNET PROTOCOLS 10holding the map, and here's where we are trying to get to: now do we go left,right or straight on?".Basially, you need to know how to get to any address - so have all therouters tell eah other about all the addresses on the map; then have thembuild a forwarding table, by searhing the map for all addresses, and buildingan index. When a paket arrives, the destination address in the paket is anindex to the map - says : Where to go next (I.e. whih turn to take at thisintersetion).IP is arefully designed so that destinations make quite eÆient indexes. Tosubvert this, the Internet has evolved so that the map is extremely omplex andhard to ompute routes over.IP addresses therefore urrently identify points of onnetion in the Internet.The usual term used is an \interfae". Any interfae an have one (and evenmore than one) IP address. IP routing is the funtion of getting a paket fromone interfae, aross a sequene of other interfaes to a destination interfae.This model is somewhat generalised in IPv6 whih we disuss in hapter six.1.4.4 TCPSimilarly, the transport protool header for TCP is de�ned in the RFC, andillustrated like this: [Figure 6 about here.℄This, in C, is de�ned as follows:[Figure 7 about here.℄The �elds in TCP onvey end-to-end funtionally, and again, we have toemphasize that eah paket must be as stand-alone as possible in an IP networkenvironment, sine the routing system may ause pakets to arrive misorderd,and the transmission system may ause pakets to vanhish or be orrupted inight.TCP is the Transmission Control Protool, whih provides the most ommonend to end protool for most appliations' reliability requirements.TCP pakets are enapsulated in IP pakets, and as far as the IP routingsubstrate is aware, that is really almost ompletely transparent (with the ex-eption of fany forwarding treatment , or �ltering as disussed in hapters nineand ten).So long as IP an get a TCP payload from one host to another, and an getTCP payloads bak too, then thats the minimum requirement TCP has fromthe IP layer.What's in TCP Header? Well, the �rst thing thats needed is some way toidentify the use or appliation that is running a TCP onnetion, so we needsome way of distinguishing IP pakets arrying TCP payloads. To this end,TCP headers ontain 16 bit identi�ers alled ports whih are used for bothSoure and Destination. These enable the IP later and TCP layer softwareto do multiplexing, i.e. to support a large number of distinguishable sessionsbetween any host and any other host. Well-known ports in the destination �eldidentify the appliation, while dynamially alloated ports in the soure �eldallow multiple instanes of use of the same appliation between any pair of hosts.



CHAPTER 1. OVERVIEW OF THE INTERNET PROTOCOLS 11To get the delivery semantis orret, pakets ontain sequene numbers sothat the TCP ode in an end system an onstrut and ordered delivery of bytesbetween the sender and the reeiving appliation. Given the network is poten-tially unreliable, pakets also ontain aknowledgement numbers whih are usedto report bak to a sender, what has been reeived orretly in order so far by areipient TCP. This is a full duplex operation, as is ow and ongestion ontrolwhih is ahieved by several omplex Window shemes, whih are disussed insome detail in hapter six. After the TCP header payload, the rest of the on-tents of an IP paket will be some amount (for example, on an Ethernet, up to1500 bytes) of stu� whih is.data as far as TCP is onerned, but whih is someappliation protool as far as the upper layer protool using TCP is onerned.1.4.5 Paket exhange patternsIn hapter six and elsewhere we look at several paket exhange senarios. Itsworth talking a bit about this way of understanding a protool here by way ofintrodution.TCP has a very omplex set of rules by whih it operates - RFC793 is 85pages long, and there are now several other RFCs that de�ne additional fun-tionality for TCP suh as ongestion ontrol, window saling, ECN behaviour,Protetion Against Wrapped Sequene numbers and so on. Given that a pairof ommuniating systems are autonomous, it is entirely possible for one end ofa TCP session to generate any paket or sequene of pakets you an imaginewithin the header format illustrated above, at just about any time. Many ofthese will even be legal pakets (with sensible sequene and aknowledgementnumbers and window sizes and so on). To exhaustively list all the ombina-tions of legal send and reeive behaviours is not a sensible approah to thinkingabout a protool suh as TCP. Instead, we typially use illustrations of typialor ommonly implemented behaviour, rather than trying to onsider the manypathologial possibilities.One part of the way TCP works that makes life a little more omplex toonsider is that in pratie, TCP ontains several sub-protools whih operatenearly independently within the same ow of pakets being exhanged within asingle session. The reason for this is that the data exhange is only a part ofwhat is being sent too and fro. There are also a number of Control Messages.Every TCP paket has all the same �elds and has the apability of piggy-bakinga ontrol funtion or exhange, along with any data in the rest of the payload.Of ourse, sometimes, (quite often) TCP pakets are pure ontrol, for examplethe start and end of onnetions, or in one way data ows where the paketsoming the other way are all pure aknowledgements. Even then, the headerinformation is sub-multiplexing several funtions, suh as Ordering, Reliability,Flow Control and Congestion Control, through updating window �elds and soon.We an look at a simple example of how a protool operates to ahieve somedegree of reliability:Wait for dataTx Data(1)Rx data (1)



CHAPTER 1. OVERVIEW OF THE INTERNET PROTOCOLS 12Ak data(1)wait for akwait for akWait for data (2)get ak, Tx More data(2)say the data is lost in transit -what to do? TIMEOUT!!!Retransmit data (2)......Rx data (2).Note there are so many permutations of senario above that there are betterways to express behaviour in a more general manner - one ommon one is toapture the set of desired ations for the set of feasible events in a single struturealled a �nite state mahine or \FSM". This is a two dimensional matrix withtwo indies, the urrent state, and the urrent event. The ontents of eah entryis a funtion, whih arries out the desired ation and sets the state variable tothe next state. The total number of di�erent paths through suh a matrix for asequene of events an be huge , but it is a ompat and robust representationfor the entire system, and it an be diretly implemented and tested.Here is an example of simple Flow Control in ation:Tx(1);wait for ak(1)Rx(1);Ak(1)Tx(2) Tx(3);wait for ak(3)Rx(2);Ak(2);Rx(3);Ak(3)TxTxTxTx;wait for ak(7)et, et etbut if a paket is lost, but if we are ``out of steam''we lost a paket,it doesn't get aked.we TIMEOUT,and rtx - maybe we ought toslow downIn the history of ommuniations, and the Internet spei�ally, there hasbeen a long-running argument about the fat that the datagram network isonnetionless and usually \stateless". This argument is based on a naive viewof layering (some would say a religious view) whih holds that \you annot lookoutside the paket header of the protool at this layer when proessing thislayer". In fat, this is nonsense and as we will see in later hapters, in pratieit is very very ommon to do this for lots of good reasons (TCP and RTP



CHAPTER 1. OVERVIEW OF THE INTERNET PROTOCOLS 13header ompression, header predition, di�erentiated servies, masquerading,and many, many others). For now, suÆe it to say that the ommon notionthat has beome aepted is that of a \ow".A ow roughly orresponds to a user session. The simplest form this antake is a single web page download, or an ssh session. There are more omplexexamples of ows that inlude aggregations of traÆ between two mahines,or between two sites, or between one mahine and a number of sites. All ofthese are identi�able by some ombination of paket header information gleanedfrom the IP and transport headers - the simples example is the IPv4 integratedservies (or di�erentiated servies) 5-tuple, onsisting of the IP protool number,soure and destination IP addresses (host interfaes), and transport soure anddestination port numbers. More omplex examples an be built by either wildarding some �elds, and pattern mathing, or by looking at even higher levelinformation.Flows are a very useful onept, and we will revisit them in later hapters(espeially in hapter eight). For now, we an think of them as the unit of re-soure ontrol (whether for alloating resoure, or bloking for seurity reasons).Linux has powerful mehanisms for identifying ows eÆiently.There is some debate in the Internet measurement ommunity about howeasy it is in pratie to use ow information (statistis about the pattern ofend points, and distribution of duration for ows). The debate is important forlarge network operators in provisioning their networks, and is a topi for severalother books!1.4.6 Performane trendsNetworks get faster and bigger, as well as smaller and slower, year by year.The Host ount on Internet inreases by around 100% every eight months,and any number we write down (e.g. as I type this there are now around 50Mpubli, and probably 200M private networked omputers) will be out of datebefore you �nish reading this sentene!A typial link speed was 56kbps in 1976, but now 622Mps is not unommonwide area, and people working on designing terabit/seond routers.[Figure 8 about here.℄Spei� examples of national institutional network aess in the UK Na-tional University network, SuperJANET, were 64kbps in 1980, 2Mbps in 1990,155Mbps in 1995 1Gbps in 2001, and urrently deploying 2-10Gbps, to be rolledout by 2002. However, note that Moore's Law has omputer speeds traking thisperformane quite niely. Not only that, but ommodity PCs are also reduingin prie, so that there is a win-win senario with using them as a networkingend system, router or middle box.1.5 SeuritySeurity onerns disussed above briey an be expanded on a little, although,as we said, it really is important to be well eduated about yber-rime-prevention!Typial questions to ask yourself before hooking up a mahine to the netinlude:



CHAPTER 1. OVERVIEW OF THE INTERNET PROTOCOLS 14� Who an use your omputer?� Who an use your network?� Whose omputer an you use?� Whose network an you use?� Aess ontrol, privay, depend on protools:� Authentiation protools plus enryption tehniques...This of ourse still leaves denial of servie and traÆ pattern analysis. Thebest defene against these may be to invoke a di�erent model of osts, suh asperformane management through priing. We'll look at this next.1.6 PerformaneAs the network beomes a more important omponent in your enterprise, youmay have onerns about ontrolling the absolute, or relative performane thatdi�erent users and appliations an obtain. There is now a plethora of teh-niques for doing this, and Linux implements most of them very well in its mostreent versions, and is a favourite amongst engineers looking at this area.1.6.1 Integrated ServiesThe most stringent performane requirements an be ontrolled through meet-ing the IETF's Integrated Servies standards. These speify three QoS servie-levels. Current the servie is best-e�ort, but this de�nition adds the ontrolled-load servie (RFC2211), and the guaranteed servie (RFC2212) and other ser-vies possible (RFC2215, RFC2216). There is a omplex signalling protoolalled RSVP (\Resoure Reservation Protool) (RFC2205, RFC2210).The standards desribe the servie semantis whih speify how pakets witha given servie should be treated by network elements along the path. This isahieved by setting values for a general set of parameters <servie name>.<parameter name>,both in the range [1, 254℄ for the traÆ spei�ation, and the servie spei�-ation known as TSpe (the allowed traÆ pattern) and RSpe (the servierequest spei�ation).Performane is in terms of a token buket (rate, buket-size) and is ontrolledthrough a token buket �lter whih measures the total data sent. To make surewe do not add traÆ to a network that is already full, the routers (and/or souresand reeivers an do this too) running this sheme arry out a alulation alled\Admission Control".While running this sheme, traÆ is also subjet to poliing. This meansthat onforming routers hek that the TSpe is adhered to and paket handlingmay hange if the TSpe is violated (e.g. degrade servie-level, drop, mark, et.).The idea of the ontrolled load servie is to provide a virtual network whihlooks very muh like a path for Best-e�ort, but in under unloaded onditions.The idea of the guaranteed servie is to o�er a spei�ed assured data ratewith bounded-delay. This is a deterministi guarantee, but o�ers no guaranteeson jitter.



CHAPTER 1. OVERVIEW OF THE INTERNET PROTOCOLS 151.6.2 Di�erentiated ServiesIntegrated servie is expensive to o�er in router state (proessing and memory)terms, so a less omplex model is de�ned alled Di�erentiated Servies.Again, an arhiteture demands a servie model (RFC2475), and this entailstiered servie-levels, indiated now through simple paket markings (RFC2474),rather than via out-of-band (RSVP) signalling. Pakets are intended to bemarked by network, not by the appliation, so di�erentiated servies wouldsupport legay appliations. It is intended to be simpler to implement thanINTSERV, and an be introdued onto urrent networks.It should sale better sine state is no longer kept (neessarily) per-ow, andthe aggregate treatment of pakets from a soure is de�ned.Servie lasses that have been de�ned so far inlude:� Premium (low delay) - EF (RFC2598)� Assured (high data rate, low loss) - AF (RFC2597)Ongoing researh is de�ning mehanisms to speify the Servie level agree-ment (SLA) via a servie level spei�ation (SLS). This will inlude a statementof the poliy between a user and a provider, with poliing at ingress, and aservie provided by network (end-system unaware).Paket marking is ahieved through use of the IPv4 ToS byte or IPv6 traÆ-lass byte, now known as the DS byte. TraÆ lassi�ers that work to markpakets aording to the SLA, at on either a multi-�eld (MF) (as in integratedservies) DS byte + other header �elds, or a behaviour aggregate (BA), reur-sively re-using the DS �eld only. DS odepoints de�ne values for the DS byte,and SLAs are implemented by understanding the Aggregate per-hop behaviour(PHB) together with the aggregate treatment within network.So typially, we would speify the rate and delay in the SLS. ExpeditedForwarding (EF) (RFC2598) de�nes a virtual leased line (VLL) servie, withdata rate spei�ed in SLS and more loosely de�ned performane for the otherparameters, suh as low delay, low jitter, low loss.Assured Forwarding (AF) (RFC2597) de�nes 4 lasses (1-4) with 3 levels ofdrop preedene per lass (1-3), where AF11 is best and AF43 is worst.TraÆ onditioners at at the ingress to the network to meter traÆ andapply a marker and if appropriate, a shaper/dropper. Metering of traÆ is thefuntion of deiding whether a ow (aggregate) is in-pro�le or out-of pro�le.Re-marking an be used as the ow(s) traverse multiple providers with di�erentimplementations of the PHBs, to a new DS odepoint, and to re-shape or droppakets. [Figure 9 about here.℄When is alloation made to SLA? This an be at subsription, per user/user-group/site/ustomer, and ould be multi-�eld, poliy-based, or it ould bewithin organisation, per appliation/user/user-group.We ould apply it using ad ho tools or network management system, andthe behaviour aggregate or multi-�eld possible, or dynamially, using RSVP.Sine the same DS odepoints ould be used for di�erent servies by di�erentproviders, di�erent providers using the same PHBs may have di�erent behaviourwe have to de�ne edge-to-edge semantis. There is also the problem urrently



CHAPTER 1. OVERVIEW OF THE INTERNET PROTOCOLS 16of the lak of symmetry: protools suh as TCP (ideally) require symmetriQoS. Finally, di�erentiated servies for multiast, to support for multi-party,symmetri ommuniation, are as yet unde�ned.[Table 1 about here.℄1.7 SummaryIn this hapter, we have skethed an overview of the Internet protool suite.The interesting thing about the design philosophy embodied in the split offuntions between the unreliable IP layer, and the reliable TCP layer1 is thatit �ts the evolution of tehnology so well. Link and physial layer systems haveontinued to evolve that are a�ordable with tremendous performane and lowost (both for Loal Area networks and for long haul links and swithes) solong as we don;'t expet them to mask faults at the bit or paket time sale.Instead, end-to-end protools suh as TCP have been devised and implementedin all ommon operating systems for the end user to be o�ered the requiredommuniations semantis. The split has also led to twenty years of optimisationtehniques familiar to software programmers being applied to the IP routing andforwarding layer, and to the end-to-end protools, so that now on a ommodityprie omputer, we an have near to gigabit per seond performane withouteven using signi�ant about of CPU or memory resoures.In the next hapter, we take a tour around the Linux operating systemlooking at its general features, before oming bak in the rest of the book tolook at TCP and IP and all their friends and family.

1if we an haraterise what may also have been an astronomial quantity of blind luk, as\design"!



Chapter 2Introdution to the LinuxOperating Systemeho '16i[q℄sa[ln0=aln100%Pln100/snlbx℄sbA0D4D465452snlbxq'|dSubmitted by Simon Chapman to the Irish Linux ommunity web site.2.1 RoadmapIn this hapter, we review the purpose and funtions of an operating system andput the networking mehanisms in this ontext. We look at the overall featuresof Linux. Then we study a day in the life of a proess, a �le, the operatingsystem as a whole (from boot to shutdown), a devie driver a kernel module,and a system all.We explain the di�erene between user spae programming, and the kernelview of the world and take a detailed look at support for onurreny, andthe onsequene for ontrol for aess to shared resoures, with the idea ofritial regions, and mehanisms for preventing inonsisteny suh as interruptdisabling, semaphores and spinloks.We then follow the story of a day in the life of a �le, overing the varietyof �le types and �le aess whih make up the rih world of Linux input andoutput, and the uni�ation of proess, devie and module management.Following that, we take a look at the day in the life of an operating system,from boot til shutdown.Similarly, we follow the day in the life of a devie driver, looking at interfaes(the view from above - unifying all devies) and down to hardware and interruptsand DMA.Beause of its speial status in network ode, we disset a day in the life of akernel module, and show how this gives Linux the properties of a miro-kernelsbut without the overhead of server or helper proesses with their assoiatedontext and IPC overheads.Getting down to more detail, we examine the day in the life of a system all,and getting from one spae to another.After that, we take a look at the operating systems idea of time and events.17



CHAPTER 2. INTRODUCTION TO THE LINUX OPERATING SYSTEM18We wrap up the hapter with a look at multi-proessor support, and inpartiular, the e�et of Symmetri Multi-Proessing (SMP) design on otherparts of the operating system and networking implementation.2.2 What is an Operating System?An operating system (OS) provides servies. Typial servies that a user wantssuh as management of storage through a �le system and bakup system; theability to run appliation programs; easy aess to the network; management ofa Graphial User Interfae.There are several di�erent approahes to designing and building suh soft-ware. At its simplest, muh of an operating system is a olletion of librariesof ommonly used funtions. An OS usually also inorporates a number of use-ful utility programs (operations and management appliations). However, whatmakes an operating system di�erent from other olletions of ode is that muhof the OS ode interfaes between the hardware and appliations.Servies are provided through a set of layers of software whih unify om-mon elements and hide the idiosynrati details of the underlying hardware.Aess to hardware requires use of spei� instrutions and memory addressesthat the system may wish to protet the normal user from aidentally disturb-ing. Hardware may autonomously wakeup and attempt to aess memory orinterrupt the proessor at any moment - this is espeially true of user inter-fae hardware (mie, keyboards) and networking interfaes. While user pro-grams (appliations) are inreasingly being implemented by programmers whoare familiar with event-driven programming paradigm, it is still hard to designsystems that manage large numbers of ompeting streams of events - gone arethe says when o-operative multi-tasking was a viable way for the every dayprogram to manage resoures on a system. Now this role is largely taken bythe kernel of the operating system. Appliations are largely insulated from thislevel of omplexity.Di�erent operating systems have been designed with di�erent types of userin mind. This means that the three general purpose operating systems in mostommonly in use today in the world, Unix, Windows and MACOS, have under-gone very di�erent pressures during their development. This has led to quitedi�erent emphasis in how servies are provided.The priniple di�erenes lie in whether the system was originally designedto support a single or multiple users; whether the user is a tehnial expert orsomeone with no interest in developing omputing system further; whether theuser has intense multimedia requirements, or mainly text and graphis. MACOS and Windows historially both targeted single user systems, while the Appleo�ering emphasised multimedia. Unix systems have always targeted the tehni-al systems developer, engineer or sientist. As suh, Unix has traditionally ranon large omputing systems as well as small desktop ones. Beause there weremany di�erent vendors providing di�erent proessors and systems for sienti�and engineering based omputing, Unix systems have always been designed toenjoy the ability to run on a variety of hardware platforms.An analogy for the di�erent servies is to think about a ar; in a ar, youhave an operating system that the normal user thinks about - navigation tools,the aelerator, the brake, the steering wheel and so on; you have the operating



CHAPTER 2. INTRODUCTION TO THE LINUX OPERATING SYSTEM19system that the maintenane engineer thinks about: the tire pressure, the enginemanagement system, the fuel supply and so on; there is the operating systemthat the mehani is onerned with: the steering, the suspension, the brakingsystem and so on. Eah has their plae. In some system designs, there ismore e�ort on the user side , while in others (o� road vehiles!) there is moreon the engineering. To some extent, reent work Linux is trying to ross thisdivide and over both territories, by extensive work on appliation and GUIsupport. Fundamentally, the kernel of an operating system is rooted in theeÆient exploitation of the hardware to meet one of these goals.To make eÆient use of an expensive resoure suh as an old mainframe,mini-omputer, or superomputer, the Unix designers adopted a number of thetehniques from the ommerial large operating systems of the 1970s. Overthe last deade, there has been a lear trend to adopt these same ideas indesktop systems, but at the same time, Unix like systems suh as Linux havebeen designed to work in just the same type of onstrained environments. Inpartiular, Unix-like systems are the industry standard for network servers,systems that run appliation-level servies aessible over the network, whih isone of the reasons for this book!Networks are another example of a potentially expensive or at least sharedresoure. As desribed in the introdution, they are typially shared betweenmany users. This means that an operating system support for network aess,and aess from the network to operating system resoures, must follow therules for sharing the network.Linux provides a general set of means for omputing resoures to be sharedbetween multiple users at the same, and at di�erent times. Linux uni�es di�er-ent hardware under a resoure management umbrella, to allow safe and eÆientuse of the proessor, memory, and input and output devies.2.2.1 Multi-userSine the 1970s, there has been a saying, that \Everything in Unix is a �le".Whatis meant by this is that the standard abstration for any objet on the systemis provided by the overloading of the onept of a �le.Of ourse, normally, �les are objets stored on disk. Files are organised in�le systems. Any �le system (and Linux supports quite a few di�erent ones)onsists of a way of organising storage devies (\�le-stores"), and a way oforganising �les within a naming hierarhy (diretories, �les within diretoriesand so on), and a way of formatting data within �les (Unix has traditionallykept this as simple as an be). Unix uni�es the view of a number of objets inthe system by using the �le name spae to name, and therefore provide aessto) devies and (in modern Unix systems) to proesses as well as to simple storeddata. This uni�ation makes the system programmers' tasks easier - there arefewer system interfaes than in other families of operating systems. We willsee throughout the book how this makes aess to the ommuniations failitiesquite straightforward. We will also see that in some ases, this uni�ation omesat a ost - sometimes the analogy between a �le and some other type of objetstrethes the use of the system all interfae in some rather odd ways, and thisshows in the use of some of the parameters!An important aspet of the �le systems is the identi�ation of ownershipof �les. In the data strutures assoiated with any �le, whether it is a normal



CHAPTER 2. INTRODUCTION TO THE LINUX OPERATING SYSTEM20plain �le, or a diretory, or a handle on a devie or even a proess, there are�elds that show the ownership of the �le, and the permissions assoiated withdi�erent users (user, group, others). This data is stored with the �les on disk,and is kept in memory when a �le is opened by a program - the data struturethat stores this all is alled an inode. At the root of all things, all �les have an\inode number".Traditional interation between the user and the system was via ommandline interfaes (the \shell"). Of ourse, on modern systems, we expet to use aGraphial User Interfae (GUI). The underlying system for this on unix is X-Windows, whih for 20 years now has provided networked graphial interfaes toprograms running on remote systems. GUI's ome into their own when oupledwith multi-tasking systems - it is ommon for many lasses of user to ombineand overlap a number of loosely related tasks (e.g. editing and previewing aletter, or programming, debugging and viewing doumentation, or browsing thenet and taking notes). A windowing system ombined with a tasking system isessential to the modern user. Lets look a bit further at tasks.2.2.2 Multi-taskingHigh street shops now sell omputers that exeute nearly 1000 million instru-tions per seond. Yet muh of the time, the user is sitting in front of theiromputer (or standing holding their palm-top) thinking deep thoughts aboutwhat to type next. In the meantime, the omputer might as well get on withsomething useful. In the early days of omputing, people would hardwire in tothe operating system some useful task in the \idle loop" suh as omputing thenext few million deimal plaes in �. Nowadays, we do the same thing more exibly - for example, sreen savers maydownload some data from the radio-telesopes around the world and try to �ndsome meaningful signal in the noise (\Searh for Extra-Terrestrial Intelligene"-SETI). Multi-tasking is the ability of the operating system to provide the illusionof serving many masters at one. The illusion is easiest to see as a user whenyou �re up some bakground task suh as printing. The two tasks, a foregroundone (e.g. an editor) and a bakground one (e.g. printing) are arried out by thesystem by alternating between the programs, running part of one, then part ofthe other, and so on. Programs that have started and not �nished are knownas \proesses". All proesses have a proess id.A system that has enough yles per seond to fool a user in this way, andenough memory to hold the ode and data for multiple programs is relativelysimple. The key idea is that a proess an be desribed by taking a snapshotof the state of the proessor and the ode and data at any instant (betweenone instrution and the next) - this snapshot is known as the \ontext". Theoperating system an save the ontext of a running program into some speialloation in memory assoiated with the proess, and `swith" to another proessby restoring its ontext - really, this is just a ase of loading all the registerswith the last values that this other proess had, and setting the CPUs programounter to the next address to start getting ode from! The part of the operatingsystem that arries out this \ontext swithing" is alled the sheduler. Whenthere are several proesses to hoose from, the sheduler may make use of all



CHAPTER 2. INTRODUCTION TO THE LINUX OPERATING SYSTEM21sorts of book keeping data to base the deision on. Linux supports severaldi�erent shedulers nowadays. This an be very useful for speialist appliationssuh as real-time systems (e.g. in physial proess ontrol systems in fatorieswhere time is of the essene).Multi-tasking is really essential for providing a lean programming abstra-tion for an open platform where users an safely run di�erent appliations ina windowing environment. Multi-tasking is also non-optional when buildingnetwork servers. Nowadays, a server (e.g. a Web Server) may reeive manyrequests nearly simultaneously, and will need to shedule dealing with serversin may di�erent ways. There are several di�erent ways that this an be done,but a multi-tasking system is really one of the simplest. We will see later on inthis book that there are reasons why general multi-tasking is sometimes a littletoo slow for really high-throughput web serving.General purpose servers are very ommon in the networking business -thesemay provide a number of networked servies suh as network time (via NetworkTime Protool) to synhronise the loks on a set of remote omputers, networkprinting, E-mail, logging, �le serving and so on. The general term used forprograms that provide useful servies on a Unix system is \Daemon".Proesses are assoiated with users, just as �les are. In Unix, proesses arereated in an anestor-desendant way from a primordial proess (init, a proessthat Unix starts when it �nishes booting - see later!). hild proesses inherittheir parents user identity. To hange identity, a proess may set its user id,although only to redue the aess rights that a hild may obtain. This soundsdraonian, but is in fat, quite general.Linux also keeps trak of time. This is fairly essential for a number of net-working protools, as well as being important for book-keeping (e.g. �le reation,aess and modi�ation times, proess startup, and system usage statistis).There is a lot more ontext assoiated with a task that Linux manages inorder to keep life simpler for the appliation programmer.For example, the �le system provides an hierarhial organisation of direto-ries. This is useful for users and appliations as a navigation aid. To help keepthings brief, the urrent working diretory is part of the state assoiatedwith a proess. In keeping with the simple (but e�etive) approah to seurity,Unix allows a proess to hange its view of where the root of the �le system is.This allows parents to restrit hildren's' view of things!Proesses start life with three standard hannels to the outside world:- input,output and errors. These are assoiated with the ontrolling terminal or tty.Parents pass these through to their hildren (of ourse a proess is at liberty to\detah" fro ma ontrolling terminal so that it an run \in bakground"). Agroup of proesses ontrolled by the same terminal are managed together. Theidea of groups of proesses is very useful in networking, sine one an managethe state of the group together, partiularly through the use of signals.Signals provide a way for the operating system to notify a proess of anevent. This idea originates from the requirement for raising exeptions (softwareinterrupts) in a task: for an extreme example, many unix systems an send asignal to all proesses when the power is about to die! Nowadays, signals areused for many asynhronous ommuniations, along side more normal �le, pipeand soket ommuniation tools, of whih we will see more next.The kernel and user proesses may use signals to ommuniate (albeit abruptly)with another proess. If a proess wishes to ommuniate in a more ivilised



CHAPTER 2. INTRODUCTION TO THE LINUX OPERATING SYSTEM22manner, with another proess on the same mahine, there are several hoies.If the programmer wants a reord of the ommuniation, the simplest teh-nique is just to use �les. Unix doesn't restrit the reading and writing of �lesby default to a spei� proess, but there are tools to ontrol aess to �lesand provide synhronisation. A more ommon tehnique is the use of a pair of�le like hannels, alled a pipe. Finally, the programmer might use full-edgedommuniations hannel suh as a soket, whih an be used for purely loal,or inter-mahine inter-proess ommuniation.To summarise, we an take view from below as the operating system ontext,or the view from above, the appliation/user ontext. The viewpoints are likea dual personality or the sub-onsious and onsious. 12.2.3 Multi-devieModern omputers support a massive range of devies. As well as traditionalkeyboards, sreens and storage devies, we have a range of network interfaetypes, inluding �xed and wireless, and a number of multimedia devies (audio,video apture, 3D, et).At the lowest level, the operating system needs to manage input and outputfrom and to these devies. There is a surprising amount of ommonality in thefuntions required to math the OS to the di�erent hardware.A large perentage of the ode assoiated with any operating system is soalled \devie driver" ode. Devie drivers hide the spei�s of a piee of hard-ware to ontrol an i/o devie, and provide the standard systems and appliationprogramming interfaes to the devie, translating between the generi model,and any idiosynrasies that a spei� devie may possess. Of ourse, a partiu-lar hardware on�guration only needs drivers for the devies it possesses. Linuxsupports the onept of modules, whih allows on demand dynami loading ofode for operating system sub-omponents suh as devie drivers, whih makesit even more eonomi on memory.All unix systems identify the kind of devie driver by a unique number alledthe major number and the spei� devie by its minor number. Major numbersare alloated by an authority, although free ones an be used by on�gurationor as needed, while minor numbers are alloated as needed by the system or byon�guration (e.g. through mknod.Linux divides devies into three basi lasses:harater these devies are typially serial lines (traditionally for keyboardtype input) but also parallel interfaes, mie, sound ards, frame bu�ers,and so on. The main emphasis here is on interation with humans andexternal mahines.blok these are for storage type devies (oppy, hard and optial disks)). Mostimportantly, these support �le systems.network this a speial ase where Linux di�ers from other Unix-like systemsin its treatment of these as a distint devie type, and as networking isthe main topi of this book, this is disussed in detail later. The ritial1A more faniful model of system alls might be the visual metaphor used in Jean Coteau's�lm of the Orpheus and Eurydie legend when the poet follows his true love into hell but goingthrough mirrors.



CHAPTER 2. INTRODUCTION TO THE LINUX OPERATING SYSTEM23di�erent between harater and blok devies, and network devies is thatthe network devie usually has another intelligent omputer at the far end,rather than a human user, or just dumb storage.What makes devies similar? The ability to read and write data to a devieis the main ommon strand. What makes devies di�erent? A number ofthings ranging from performane (data rate, lateny et), through to intelligene(dumb keyboards, smart audio and network ards et), and most importantlymanagement and ontrol omplexity.As disussed before, operating system servies are layered. Appliations typ-ially aess �les, and Linux supports various �le systems whih reside withinkernel spae, but make use of blok devies to aess storage devies. Appli-ations may arry out inter-proess ommuniation, via networking protools,whih (largely) reside in the operating system, but make use of network deviedrivers to aess loal and wide area networks. The exeption to this 3-layeredpattern is that appliations wishing to arry out interation with users via key-board and sreen generally do so diretly. The ase of the graphial appliationusing a frame bu�er for output and mouse for input is slightly exeptional here,as this is generally done via the X-Windows system, whih resides in user spae,but requires a speial proess to manage the frame bu�er display and pointerdevies, rather than using a kernel resident task to do this.We've already mentioned that the �le system naming is also used to namedevies. The naming onvention for network devies is somewhat di�erent andis disussed later. Now we introdue the idea of binding of names. \Binding"is a word full of resonane: from the binding power of ertain kinds of magi inthe Lord of the Rings through to the anient art of book binding. The use ofthe word \binding" in omputer siene is no less important.In the ontext of I/O, binding is onerned with assoiating one or both endsof a hannel, whih is identi�ed by some short desriptor, with some named en-tity. In the �le system name spae, we need to make a storage devie thatontains a �le system visible in the name hierarhy. This is done through\mounting" the devie, whih attahes the root of the �le system of the de-vie into the overall hierarhy. In the driver names pae, a driver is assoiatedwith a spei� devie through the major plus minor devie numbers. In theproess names pae, proesses are assoiated with a proess identi�er throughthe /pro mehanism (more later!). In the ommuniations world, we assoiatea hannel with a pair of end points through some Internet naming and address-ing system, of whih more later! In the windowing system, an external serverassoiated regions of the sreen with window identi�ers.At the lower level, devie drivers may make use of a number of di�erentprogramming tehniques for aess between the devie to move data to andfrom the proessor or memory. The simplest tehnique is alled \polling", anddepends on ontinual aess to a devie t see if it has data ready (or it is readyfor data). Few devies work like this in real systems. More ommonly, thedevie has a modium of intelligene and an make use of interrupts to notify theproessor that data is ready. Di�erent proessor families have di�erent hardwaretehniques for providing interrupt handling failities. Typially, most systemsprovide some number of hannels, on the PC known as Interrupt ReQuests orIRQs. There may be more devies than IRQs in whih ase the devies have toshare interrupts, and a proessor has to be programmed to distinguish whih



CHAPTER 2. INTRODUCTION TO THE LINUX OPERATING SYSTEM24devie interrupted. Eah IRQ is assoiated with an interrupt servie routine(ISR). Typially, the operating system installs ode at a set of addresses whih iswhere the interrupts are \vetored" to. Think of an interrupt as an \unsoliited"proedure all, with a few side e�ets. These side e�ets are important (theyinvolve hanging proessor mode from user to kernel for example). We will seelater how they work, and how we synhronise between proesses, kernel tasksand interrupt handlers. Many devies also have enough intelligene to movedata to and fro from memory to devie ontroller bu�ers and vie versa - this isDiret Memory Aess (DMA) and is typially setup by devie drivers to takemore work away from the CPU, and to get some measure of parallelism betweennormal work and I/O work. Most faster (blok mode and network) devies workthis way.Linux has one more trik up its sleeve with regard to interrupt handling.Interrupt servie routines often have a ritial time within whih they must re-spond to a devie, at least initially. However, there may be a lot of housekeepingwork whih an then be done with more slak. Linux ISRs shedule the laterwork to be dealt with by what is known as a \bottom half". The bottom halfroutines often involve moving data up to appliation spae and reshedulingproesses and so on. A list of bottom half routines is sanned, and any readyroutines are alled expliitly during the last stages of system alls. In Symmet-ri Multi-Proessor Linux, bottom halves have been re-engineered using a moregeneral mehanism whih we'll look at briey later on.The fat that an interrupt hanges proessor mode (typially from user tokernel) and therefore allows ode in an ISR to aess privileged resoures, makesit the idea way to implement System Calls. System alls have also been knownas traps for this reason, that they are like a trapdoor down from user spae intothe ellar that is the kernel. Most unix implementations vetor all the systemalls through one IRQ, and then use a jump table to aess the atual systemall ode. System alls rigorously hek the validity of parameters (e.g. databu�er addresses, and lengths thereof, for read and write must reside within theuser's proess' address spae!). System alls may de-shedule a user proess ifneessary.2.2.4 From input/output to Interproess Communiation\Everything is a �le" is an oft-repeated Unix mantra. In fat, there are severalativities supported by operating systems that an be made to look like �les,but hide a multitude of sins of ommission and omission behind this simplefaed.For example, there are at least four radially di�erent things that an beaessed by the same system alls, but are not all �les.File A File is an array of bytes on a storage devie. In the Unix view of theworld, we an open, lose, read and write it. There's a huge amount ofode in Linux dediated to supporting �les on a range of di�erent storagedevies with a variety of di�erent goals, inluding foreign operating systemsupport and performane goals.Pipe A pipe is a means of ommuniating between two related proesses. Itlooks like a �le, but we an't do some things t a pipe that we ould do toa �le (e.g. seek).



CHAPTER 2. INTRODUCTION TO THE LINUX OPERATING SYSTEM25Soket One view of the onept of a soket is the extension of a pipe betweentwo proesses two inlude two more steps: �rstly, ommuniation betweenunrelated proesses; seondly, ommuniation between proesses on dif-ferent CPUs or di�erent omputer systems. Sokets are supported by alarge amount of ommuniations protool ode, in the analogous way tothe support for �les on many di�erent �le systems.Devie A devie is a piee of hardware. Some things a devie an do aresupport input and output, but don't atually perform it diretly - forexample, a devie might tell you its temperature. Devies may be forstorage, for ommuniation, or for something ompletely di�erent (robots,ar engine management systems, et).The things in ommon between these are simple. The aspets that di�erare omplex. In ommon is that all unix ommuniation is via �le systeminterfae ode, and starts with getting a handle on a hannel via a system allsuh as open(), using a name for the end point (�le, devie, omputer/proess).Subsequent ommuniation might use read() and write(), or other alls, butthere are then other things that the programmer might wish to do, inludingpolling, or ontrolling some faet of the ommuniations hannel. We'll seelater on that in one ase (ommuniations routing protools) this is so omplexthat Linux ends up supporting a ontrol hannel as another �le i/o hannel(the routing rtnetlink interfae) rather than overloading yet further one of theoverburdened system alls suh as setsokopt() or iotl().2.2.5 Proessor IndependeneThe ore omponents of most modern operating systems are reasonably in-dependent of proessor arhiteture. This is due simply to modern softwareengineering pratie of using high level languages and of separation of onernsfor servies and hardware.However, Linux appears to enjoy a degree of portability aross proessorarhitetures beyond many other systems (apart from its Unix ousins), dueperhaps partly to the e�orts of its implementors in retaining a lear goal ofinluding-in any other proessor arhiteture work on the operating system.Another fator in this has historially been the relatively small size of the Linuxkernel soure, whih means that identifying arhiteture dependene is a smallertask than with some ommerial systems. This is beoming less true as morevariations (e.g. multiproessor support) mean that there is more omplexity inthe kernel whih may depend on hardware arhitetural di�erenes.However, the vast bulk of the hardware spei� ode is in the devie sup-port, whih is where things are neessarily proessor, bus and I/O arhiteturedependent in any ase, so this is not of any onern.There are some parts of the low level memory management, time manage-ment, and sheduler whih have some assembler and a few C ode routines whihneed attention when moving to another hardware platform.TypesLinux de�nes a set of C types for use in the kernel (and elsewhere if you like)to aid in remembering what is and what is not portable. These are built on top



CHAPTER 2. INTRODUCTION TO THE LINUX OPERATING SYSTEM26of the POSIX standard de�nitions, and arhiteture spei� types.[Figure 10 about here.℄[Figure 11 about here.℄[Figure 12 about here.℄[Figure 13 about here.℄[Figure 14 about here.℄2.2.6 Conurreny ControlA very important part of an operating system is that it has to manage a set of o-operating tasks. In a modern system these inlude I/O proessors (at the veryleast, DMA apable devies, but often omplex disk ontrollers with internalshedulers), but possibly even multiple proessors running di�erent parts ofthe operating system onurrently. In any ase, it is onventional to providethe illusion of onurreny to the appliation programmer, so that di�erentappliation proesses an run apparently sequentially, using kernel servies ina way that appears to be independent, but is in fat interleaved. This make smany types of appliation programming muh simpler, while making eÆientuse of omputing resoures at the same time. For example, a word proessoris simply a program that appears to ontrol all the input and output from theuser typing at a keyboard and using a mouse, and to the sreen, and all theinput and output from and to �les, in a sequential way. In fat, the omputermay be arrying out a whole host of other tasks simultaneously, both on behalfof this spei� user (e.g. printing, baking up et) and for other users. Indeed,breaking down the details of devie and �le system aess into smaller stepsreveals that not all of these are sequential either. What happens on a singleproessor is that the illusion of a single virtual mahine is provided by a shedulerwhih an swith ontext between di�erent user proesses (and within the kernel,a dispather whih an swith between di�erent interrupt ontexts). This isknown as interleaving. When a omputer has multiple proessors (even a singleproessor, but with smart independent I/O suh as DMA, whih we look at morelater), then the onurreny an beome atual rather than illusory, withoutmodifying all the appliations or large piees of kernel ode, thus leading topotential (at best, near linear in CPU ount) improvements in performane forthe overall set of tasks (though not neessarily for a single proess) as you addmore proessors to a system.When exeution is interleaved in an arbitrary way for strands of ode thataess the same data, there is a need to ontrol aess to the data (to \serialise")the ode at ertain points to maintain data onsisteny. It is ommon to hearkernel hakers refer to rae onditions whih are situations when onurrentpiees of ode leave data in an inonsistent state, in some situations (but not inall). It is hard to debug suh errors sine they our in only some ombinationsof interleaved exeution (some out of very many possible ones) and heavilydepend on timing. Even the introdution of simple traing or debugging odemay make them vanish. Setions of potentially onurrent ode that aess thesame data are known as ritial regions and require separation. As well as this,



CHAPTER 2. INTRODUCTION TO THE LINUX OPERATING SYSTEM27we also need low level ommuniation between proesses via global variables tobe spei�ally synhronised.To this end, Linux provides a wide range of primitives. These depend onwhether one is ontrolling onurreny for a user proess or for the kernel.At the highest level of the operating system (synhronising with user pro-esses), the User Proess Sheduling Level needs a sleep on (interruptible) anda wakeup funtion.User proesses (when a CPU is in user mode) an be interrupted at anytime (this is expeted) and one devie interrupting an interrupt itself or anotherdevie's interrupt servie routine. In kernel mode, interrupts do not our insidea routine at the same priority or lower. At the lowest level, the basi requirementto support this is for atomi operations (e.g. a single \test and set" instrutionthat is uninterruptable, at least on a single proessor arhiteture). Di�erenthardware arhitetures provide slightly di�erent atomi instrutions, so Linuxprovides a set of maros to hide this.For kernel ritial regions, we an divide the funtions into two approahes- the �rst simply disable interrupts, rendering ode serial; the seond providesynhronisation.Kernel level loks work on the interrupt level, and an be separate for read-ing, and writing funtions. The \spin" versions work aross multiple proessorsin an SMP environment, and employs simple busy waiting. To maximise on-urreny, separate read and write loks are provided. li and sti are \lear"and \set" interrupt respetively:[Table 2 about here.℄In addition to this, the kernel has wait queues, whih we an then put athread on (add wait queue/remove wait queue) and kernel level semaphores toprovide ordered aess to a region: The lassi down (down interruptable)and up funtions operate on a semaphore.Linux has a mehanism for deferred interrupts. These allow hardware inter-rupt servie routines to be as short as possible (whih an maximise the rate atwhih they an be handled) and puts o� handling the bulk of the work (usuallyto do with higher level funtionality) to later, using what it alls a bottom halflevel:� start bh atomi() = atomi in (&gobval bh lok)� end bh atomi() = atomi de (&global bh lok)� bh mask is set and leared by enable bh(n), disable bh(n) for nth bh� do bottom half() heks that there is no lok (no global bh lok) and nointerrupt handlers (global irq ount null), and that interrupts are enabled(irq-lok is free)In SMP, (in Linux 2.4) we have software interrupts whih are interruptsare SMP able (i.e. non serialized). On top of these, have a serialized taskmehanism alled a tasklet - these are how bottom halves are implemented, asserialized software interrupts. The old deferred interrupt ode suh as bottomhalves, is run by one of the new tasklets. Spin loks atually do busy waitingbetween CPUs, but then this is no longer a problem (doesn't lead to priority



CHAPTER 2. INTRODUCTION TO THE LINUX OPERATING SYSTEM28inversion for example). A nie way to think of a spin lok is to say \what I wantto aess is loked now, but to wait will require a ontext swith, whih is slowand expensive. So I'll spin around for a while in the hope that the lok unlokssoon, rather than ontext swith immediately." This might add say 25of theunlok not ourring, but this might only happen 1 in 10 times, so the bene�tis obvious [Table 3 about here.℄[Table 4 about here.℄Note Bene - ause for onfusion (term also used for signal and for systemall trap.So we have a whole plethora of tehniques at our disposal whih have di�erentlevels of appliability.2.2.7 Memory ManagementThe Linux kernel model of memory is (typially) as simple as an be: Linuxuses linear addresses, whih are a at 32 bit address spae of 4Gbytes, ratherthan making segmentation visible. However, this is the model. In pratie weannot alloate a real 4G to the kernel and to eah proess, so we need to usepaging to manage mapping from linear addresses to real address spae. Also,some hardware arhitetures (e.g. Intel) oblige one to use at least a limited formof segmented addresses.Segmented addresses are logial addresses made out of two distint ompo-nents: the base and o�set. When the CPU (or some devies) aess memory,addresses are translated from those used in the ode into physial addresses byone or two stages. If we just use paging, then we just need to use the linearaddress to aess the page table. If we are also using segmentation, then thesegment desriptor needs to be aessed: this is done on the Intel platform byimpliit aess via a non-programmable register whih ontains the segment de-sriptor. Typially, on suh hardware, segments are used merely to separate foursegments: kernel and user ode and data. The rest of memory management )andall of it on other platforms) is done via page table hardware. Depending on theexat nature of the page table, some number of the high (i.e. most signi�ant)bits of a linear address (the one the ode referenes) are used to index a pagetable. Typially, sine most page tables are not fully oupied, we use a om-bination of ahes and translation look-aside bu�ers to get spae/performanetradeo�s. A omplete disussion of segmentation and paging an be found inmost good operating systems books (see [7℄ for an exellent disussion).Linux proesses (as with most operating systems) are built out of statiallyalloated memory at load time, for the text (ode), data and stak. Howeverthey an alloate memory dynamially as well.The kernel is also built out of a statially alloated set of memory (at boot/s-tartup time) for the kernel ode and data, and dynami memory. However, thekernel has to manage memory more dynamially, for two reasons. Firstly wehave proesses being loaded and started and stopped all the time. Seondly, therequirement for proess memory may exeed the atual physial memory in amahine.



CHAPTER 2. INTRODUCTION TO THE LINUX OPERATING SYSTEM29To this end, Linux implements a virtual memory system (like many operatingsystems) whih extends the limits of physial memory by using disk spae. Toorganise the memory systems into a oherent framework, the unit of alloationand mapping is the page. At the lowest level, this is typially managed bymemory management, mapping, and paging hardware, whih pre-determines alimited set of page sizes (for eÆieny reasons). The most ommon size is 4Kbytes. The full set of desriptors of possible pages are in memory themselvesand are represented by the page table, whih is an array of desriptors withan assoiated set of ags indiating how the page is being used. EÆienyonsiderations are to do with the tradeo� between the page table size, and theost of paging from disk to memory and bak, and the auray of mathing theunit of alloation to the unit of request for memory. Of ourse, atual usagedoesn't map simply onto onvenient 4K page hunks of memory.Some page use puts onstraints on the memory addresses (e.g. devies thatannot go via the MMU and/or an only aess low parts of the address spae)and this is spei�ed in the ags on request.At the next level of abstration, many kernel funtions require variable lengthpiees of memory alloated and freed dynamially whih are often muh shorterthan a whole page. Linux implements a system alled a slab alloation algorithmwhih is based on the idea that there are a ommon set of objets of a ommonset of sizes that are frequently alloated and freed (e.g. proess desriptors, �letable entries et et). The slab alloator groups requests into ahes of similarsizes. Another important feature of memory alloated from slabs is that it anbe aligned to a multiple of bytes or words or even an entire page size, so thataesses an be faster and even avoid the address mapping proess.Memory management is quite a omplex proess in general, and has to betuned often to the mix of jobs a system typially runs. In pratie, it is thepattern of memory freeing that an dominate the performane.In the ommuniations ode, most memory alloation is done by a speialpurpose funtion, and uses its own set of data strutures to overlay the mem-ory with some patterns that are highly optimized to network paket headerproessing. This is the soket bu�er struture, and the allo skb() and re-lated funtions. These in turn all kmallo() (and kfree()) to alloate gen-eral purpose dynami memory for general purpose use. Typially, these allskmem ahe allo() to alloate memory from the appropriate ahe blok size.The use of these funtions for networking is disussed in more detail in hapter�ve.The exeption to this is the use of lower level aess to memory alloationtypially for i/o bu�ers in devie drivers when we need to restrit the possibleloations that memory is alloated. This is often beause devies do not aessmemory via the page table or the segment register or have restrited numbersof bits in the devie's register that is used to spei� bu�ers' loations.2.3 What more ould you ask for?As well as normal multi-user, multi-tasking Unix (as you would expet), Linux2 supports:Platform Independene several proessor arhitetures (e.g. Intel, arm, al-pha, Motorola, and lots of exotis)



CHAPTER 2. INTRODUCTION TO THE LINUX OPERATING SYSTEM30Multi-proessor Symmetri Multiproessor operationSophistiated Sheduling multiple user proess shedulers (two lasses ofreal-time sheduler and some smarter than standard time sliing and alsorun to ompletion as well as normal unix semantis)EÆient Exeution Startup opy on write demand load exeutables (i.e.fork uses no memory, exe uses no memory (mmaps the �le, but doesn'tdemand page until a new data page is needed)EÆient Appliation Memory Utilisation shared libraries (so proesses aresmaller as well as faster)EÆient System Memory Utilisation modules (run time loadable kernelode - e.g. most drivers and most alternate shedulers, and �le systemode is not present until needed)Sophistiated File Systems several alternate �le systems (e.g. Unix, NFS,EFT, DOS, NTFS and SAMBA)Binary Compatibility Multiple exeution formatsIndustry Desktop Compatibility WINE (Windows emulator)Internationalisation National Language support and other normal stu�...Appliations inlude some fairly onvining Mirosoft lones, plus severaldesk tops that make X less lunky (and more MAC/Windows like - inludingshortuts inluding URL/Web like ones).Reliability, EÆieny, Safety, SeurityAnother fator in Linux suess is the robustness of the system. In general, net-works and operating systems are robust beause of two main fators: simpliityand feedbak. The end-to-end model[9℄ desribes a system design priniple fornetworks (and OSs) that presribes inlusion of funtions at the \lower" layers,only if they are generally required in the layers above. In a network protoolarhiteture, this is as lear as it is in an operating system. Devies do notonern themselves with appliations, just as link layer protools do not on-tain features that serve merely one appliation or transport or network layerprotool.An emergent feature of the end-to-end model that is ommon aross oper-ating systems and network systems is that onsiderations of statefulness (main-taining history aross a sequene of invoations of a servie) is not a usefulfeature in a low level funtion. This is true in Linux of devie drivers and of �lesystems, and network protool staks at the lower layers too.This leads to remarkable lifetime and safety, as well as reasonable trans-pareny when there are failures.2It means that appliation writers (and this applies beautifully to networkserver implementation patterns) are free to hoose the performane/reliabilitytradeo�s they desire.2When I �rst built and installed a Linux 2.4.0 kernel under a Red Hat 7.1 distribution, itran 24*7 until I wanted to do an upgrade - for 2 months.



CHAPTER 2. INTRODUCTION TO THE LINUX OPERATING SYSTEM31Beause of the generi design of its layers, Linux will also run in 4M ofmemory (but wont run very far or fast). This is done simply by leaving out whatyou don't want. With modules, this happens automatially, for free, althoughyou an do this statially at kernel on�gure time if you prefer.. On a 486, with16M it will run X (KDE, Gnome et) and be usable. On a pentium 2 with 56Mof memory it is really quite impressive. This means that it is evidentially asalable system, whih is very interesting if you want to run a range of systemssuh as desktop, small server, router, and large luster.Linux is extremely good at resoure sharing. In networking, we tend to referto this as multiplexing. Multiplexing is a simple idea - it requires the system tokeep trak of resoure shares. This is a large part of what network and transportprotool state mahines are for. It is also a large part of an operating systemfuntionality. User and proess and I/O management are all about keeping trakof ownership and utilisation of resoures. Shedulers and seurity subsystemsarry out this work.Of ourse, there are some di�erenes between intra-system resoure manage-ment and inter{system problems. For example, systems separated by a networkare autonomous. This means that there are potentially multiple administrativedomains: Eah operating system has a set of users and superusers and so on.Eah system owns a set of resoures and an separately and unilaterally allo-ate them. In network terms, this translates into poliies whih an be loal orglobal, link wide, network wide, or worldwide. To make these work in a salablefashion is a large problem, so typially, we only very loosely ouple the loaland global management if at all.2.4 The Soure Code OrganisationThe referene site for the Linux kernel is http://www.kernel.org/ . For thepurpose of stability for this book, (whih is absolutely not for building up todate kernels!) we have mirror of the 2.4.0 ode atftp://s.ul.a.uk/darpa/linux/ .The Linux soure ode is the subjet of the Gnu Publi Liense opyrightstatement. This is part of a philosophy of Open Soure. Now is not the time orplae here to disuss the details of this. The GPL is in the �le COPYING.The diretory struture of the soure tree is important to understand. It isquite simple! Assuming we are at the top of the soure ode tree (wherever youput it in your �le systems), it then looks like this:[Table 5 about here.℄Of these, this book is mostly about the ode in the one main net/ sub-diretory, and the network spei� sub-diretories in the inlude/ and driver/sub-diretories. [Table 6 about here.℄Going one stage further down the tree, lets look at the IPv4 diretory forexample: [Table 7 about here.℄



CHAPTER 2. INTRODUCTION TO THE LINUX OPERATING SYSTEM322.5 A day in the life of a ProessA Proess starts life as a ompiled program sitting on a disk and a user some-where with a desire to run the program. By interating with the system (viasome other program, e.g. a shell, or perhaps via ron), the user informs thesystem that they want this program to run.A proess lives in a memory address spae of its own , made out of its ownset of pages and runs with the CPU in \user mode". A proess an extend itsmemory (using the �sbrk system all via mallo()) and an share memory (seehapter four on IPC). It an also memory map �les.Proesses live in a family tree, and new proesses are spawned throughfork() and various forms of the exe() system alls opying the proess tableentry, reating a new proess id, and then overlaying or alloating new memoryfor a new exeutable, and loading it from disk. In some ase,s we lone manyopies of a proess (e.g. for web serving in very old CERN HTTP daemons!).Nowadays, this is more ommonly done through a threads system.Proesses make use of kernel servies to share resoures (as disussed before)suh as pu, memory, disk, �les, networks et.In their extremely useful book[5℄, Bek et al., desribe the two di�erentways that we an look at the relationship between a proess and the kernel. Toparaphrase what they say:Proess Viewpoint From \above", the kernel provides servies to proesses.Proesses aess these servies by making \System Calls", whih appearto be alls to library funtions, that arry out some work and return.Proesses feel like they are on their own - they appear to have a systemdediated to them. When a user program enters a system all, the kerneltakes over and has more privileges to aess more of the system - beauseof this, parameters to system alls are extremely onstrained, well de�nedand arefully heked.Kernel Viewpoint From \below", the kernel runs the system. The kernel anaess all memory, all devies, all additional hardware (kernel registers,MMU et). The kernel is strutures as a set of ooperating tasks, but thereare no protetion domains between these tasks and the swithing betweenthem is entirely ooperative. Programming mistakes are disastrous (henewhy systems programmers are paid more than appliation programmers!).When the kernel runs a user's ode, it runs it in a less privileged mode tomake sure that user programming errors do not \infet" it! We an seethis seperation of onerns illustrated in diagram 15.[Figure 15 about here.℄[Figure 16 about here.℄[Figure 17 about here.℄[Figure 18 about here.℄[Figure 19 about here.℄[Figure 20 about here.℄



CHAPTER 2. INTRODUCTION TO THE LINUX OPERATING SYSTEM33[Figure 21 about here.℄[Figure 22 about here.℄[Figure 23 about here.℄[Figure 24 about here.℄[Figure 25 about here.℄[Figure 26 about here.℄XXX need example of bits of atual entry and return with re-shedule ornotAt the end of the day, when a proess is done, it exits. Typially, there maybe various piees of tidying up to do so the well behaved parent proess will waitfor the kernel to �nish losing all �les and so on before ontinuing. An exampleof a network task that needs �nishing up, is a TCP onnetion needs shuttingdown properly even if a proess rudely exits (e.g. due to rashing beause ofa bug). This is a good example of why transport protools suh as TCP (seehapter six) are in the kernel.2.6 A day in the life of a FileFiles in Linux ome in a variety of types. A disussion of the virtual �le-systemis beyond the sope of this book (see [5℄ again, or [7℄, for an exellent overview).SuÆe it to say that we have already disussed the use of the name spae tomanage a set of di�erent operating system resoures inluding devies as well asdisk storage. On disk storage, so-alled regular �les are aessed via the standardsystem alls, and basially onsist of a 1D array of bytes. Other strutures anbe built above this as appliations need it. Standard tehniques are used toimprove read and write aess via ahing and read-ahead (and write behind onsome systems).There is also the possibility of memory mapping a �le, whih mans thatsubsequent random aess will be far more eÆient (unless thrashing in thepaging system is inurred!).Files reside in a �le-system, whih is reated when a disk is formatted andpartitioned. Eah partition is laid out with a doubly linked list of superbloksand ordinary bloks whih an be used for �le information or �le ontents.The superblok ontain information about the �le system type (whih indiatedthe allowed operations on a �le system). Typially, operations read, updateor delete bloks or inodes. The inode struture is the ore data struturewhih holds all the �le attributes suh as ownership, aess times and blokloation information. An in-ore opy is held whenever a �le is open, as wellas several bloks of the atual �le, and also ontains information about anymemory mapping of the �le.Files are reated by alloating an inode and some bloks.In addition to regular �le systems, there are also networked �le systems (e.g.aessed via NFS or Samba) and virtual �le-systems. Of the latter, the mostimportant is the /pro �le system. The kernel maintains a bunh of information



CHAPTER 2. INTRODUCTION TO THE LINUX OPERATING SYSTEM34about ative proesses and uses the aess proedures in the /pro �le systemto allow appliations to manage this data. This is generally useful for aessto quite arbitrary kernel data without having to allow diret aess aross theuser/kernel memory address spaes.2.7 A day in the life of an operating systemIt has beome ommonplae for users to leave their omputers running all thetime. However, one does have to start them up when you bring them homefrom the shop, and from time to time, one has to shut them down (even if onlyto throw away), though usually for upgrading.2.7.1 The start of timeWhen you power up your mahine, the hardware generates a speial signalwhih should propagate to all devies, memory and proessor to ause a powerup reset. This sets everything into a known state, so that when software starts,it an make ertain assumptions about how things are.From this point on, the details depend on the proessor arhiteture, but inpratie, all systems arrange for the proessor (or at least one of them) to startits instrution feth-and-exeute yle at some well-known address.Normally, we organise the memory hardware so that this address (a physialaddress sine the memory management unit is not ative yet) atually is a pieeof ROM (read only memory) whih holds a standard well known program, whihallows some very basi operations to be done inluding some rudimentary inputand output. On a PC this is the BIOS (Basi I/O System). Normally, this willrun some self-tests on the hardware, then initiate a \real" bootstrap proess.This onsists of looking on some storage devie (suh as a oppy disk, orhard drive) for a bootable operating system - usually stored in a well knownplae (the boot setor of the disk).In fat, as systems have beome larger over the ages, what is normally storedin the boot setor is a seond stage bootstrap, or Boot Loader program. If youwant to boot multiple systems, and manage this via Linux, then this programis the Linux Loader program, LILO.The loader needs to be able to load arbitrary ode onto arbitrary addresses,so normally it opies itself to high memory, and then sets up the addressingmodes so that it an load ode all over memory. It then starts to read in theon�gured (or seleted) operating system from the (seleted or on�gured) bootdevie.Finally, the boot loader hanges some of the systems settings and jumpsinto the newly loaded ode, whih goes through the operating systems spei�initialization:Here we go... [Figure 27 about here.℄[Figure 28 about here.℄[Figure 29 about here.℄



CHAPTER 2. INTRODUCTION TO THE LINUX OPERATING SYSTEM352.7.2 As time goes byOne the system is up, it runs the idle() proess and awaits some work to do.2.7.3 The end of timeAt the end of the day, when you want to shut down the system, the appropriatesignal is sent to all the running proesses, and the system synhronizes the �lesystems, and halts.2.8 A day in the life of a devie driverA devie is a generi objet with a set of standard routines. It is initialised, thenthere are a set of standard funtions for input and output, as well as interrupthandlers.Here we look at the three main types of devies, and how they make them-selves known to the operating sstem when the drivers ome on-stream.[Figure 30 about here.℄[Figure 31 about here.℄[Figure 32 about here.℄[Figure 33 about here.℄[Figure 34 about here.℄[Figure 35 about here.℄[Figure 36 about here.℄[Figure 37 about here.℄[Figure 38 about here.℄[Figure 39 about here.℄2.9 A day in the life of a kernel moduleOne of the ritially alaimed features of Linux today is that it ahieves theexibility of a miro-kernel without the need for server proesses with the in-evitable overhead of domain-rossing inter-proess ommuniation. This is donethrough modules. This is illustrated in diagram 40.[Figure 40 about here.℄Modules are simply run-time loadable ode that is linked into the kernel.This is ahieved through a relatively simple interfae whih works by de�ninga very generi set of routines to initialize and leanup a module, and to exportan interfae with a set of symbols (variables, funtions et) and module ross-dependenies. Dealing with ross dependenies is not roket siene - it is what



CHAPTER 2. INTRODUCTION TO THE LINUX OPERATING SYSTEM36link loaders do every day when you ompile and link an appliation whih usesseveral funtions from several di�erent libraries. What happens is that kernelode is annotated via expliit listing of the symbols that are exported, thensome utilities are used to build an index of the symbols (see /pro/ksyms, andthe module management tools use these to resolve what is and isn't needed.There are some appliations for managing modules whih live in /sbin, suhas insmod, rmmod, and modprobe. The �rst two an be used manually (or viasripts) to add or delete a module. The latter is atually invoked by the kernel(so the kernel that uses modules requires a �le system with at least /sbin sothat it an run this external program!), to manage the module dependenies ondemand.An example of the moist adventurous use of modules is the MIT ClikProjet[26℄ whih implements a omponent based router ompletely as a olle-tion of modules, on�gured through a programming language, and then installedvia the kernel module mehanism.2.10 SMPLinux supports Symmetri Multi-Proessing. What this means is that if youhave a multi-proessor system, the Linux kernel will be exeuted on behalf ofproesses on more than one proessor. This is is not roket siene either, butit does make the inter-loks between ritial regions potentially a little moreomplex. It also makes performane analysis of a system (partiularly a large�le, web or router server type system) muh more omplex. This is a topi foran entire other book!A large part of Linux 2.4 hanges to the networking ode from previousreleases is assoiated with what is known as softnet. This is the hange to re-move the bottlenek assoiated with a lot of networking ode being run frombottom halves in the deferred interrupt model, and instead to run it from soft-ware interrupts. There are two soft interrupts alloated to networking, theNET RX SOFTIRQ and NET TX SOFTIRQ. These trigger the appropriate handler.Sine this is a di�erent interrupt from the atual hardware interrupts, it an beonurrent with hardware interrupts (and with other kernel and user proess-ing) on a multiproessor platform. The seond part of reduing the bottlenekdue to serialisation was to hange the various kernel loks to use spins. Finally,instead of sheduling a network bottom half handler, we shedule a networkthread by alling netif wake queue()This is de�ned in inlude/linux/netdevie.h. Essentially, netif start queue(),and netif stop queue()manage a given interfae by tagging it as ative or not,and waking up the queue shedules an interrupt, as shown in the ode extratbelow41. [Figure 41 about here.℄2.10.1 Appliation SupportThis book is not about appliations per se. SuÆe it to say that support forappliations extends beyond the atual operating system into appliation levellibraries, as well as threads and inter-proess ommuniation, and a number oftoolkits and GUIs.



CHAPTER 2. INTRODUCTION TO THE LINUX OPERATING SYSTEM372.11 A Day in the Life of TimeA notion of time, in the sense of ordering events, but also in terms of an absolutelok and the onepts of duration and interval are very important in operatingsystems, and espeially with regard to ommuniations and distributed sys-tems. Most operating systems in use today on the desktop, and for networkserver based omputers, do not provide the user with a diret real time support.However, within the lower levels of the kernel, and right down to the hardwarelevel, there is usually some support at least for measuring intervals, if not foratually sheduling events on exat boundaries. There is also usually some sup-port for sheduling events at approximately some later time (after at least someduration).The way this works in detail at the lowest level depends rather on the exathardware support in a given proessor and system arhiteture.However, at the next level up, Linux has onsistent support for managing dy-nami timers in the kernel, and o�ers a standard Unix interval timer mehanismto the appliation programmer.RTC Real Time Clok Starting at the lowest level them, lets assume that thehardware provides a real-time lok, whih tiks at some relatively lowfrequeny (ompared to the proessor lok for fething and exeutinginstrutions at least!), for example a few tens or hundreds of Hertz (ylesper seond). More importantly, this is battery baked up, so that it movesforward even when the system is deprived of power, whih means that itis a stable store of state and is useful for long term protools (see later inTCP Initial Sequene Number seletion for example) aross reboots.TSC Time Stamp Counter Seondly there is some type of lok input to theproessor whih is used to yle through the feth and exeute yle - thisis on the order of hundreds of MHz, or even several GHz nowadays. Thistypially inrements a partiular register or loation (e.g the Time StampCounter register in the 386 family), whih an be read from software inthe system.PIT Programmable Interval Timer Thirdly, there is usually some provision fora programmable devie that an interrupt after some interval has elapsed,on the order of milliseonds auray, up to seonds away - usually, this isprogrammed to provide a periodi \lok interrupt" every HZ where thisis de�ned in the kernel (e.g. 100 times per seond). The term jiÆes refersto the number of tiks sine the system booted, and ounts the number oflok interrupts.The lok interrupt handler deals with a hardware exeption, and thus mustnot take too muh time to do its work (or else there's not enough time to usethe CPU for any real omputing - worse still, if we take too long we might evenmiss a lok interrupt, although we ould tell later on by reading the TSC, butby then it might be too late to take any atual ations that had been intended).Instead, lok interrupt ations are divided, as with other interrupts, into twotypes: urgent, and deferred.The main urgent tasks is simply to reord the system uptime. A number ofother tasks an be handed by one of two bottom half (TIMER BH and TQUEUE BH)



CHAPTER 2. INTRODUCTION TO THE LINUX OPERATING SYSTEM38(or, in 2.4 by a tasklet assoiated with these) and inlude: making a reord ofhow long the urrent proess(es) have been running and other resoure utilisa-tion levels, heking if any interval timers for any tasks have expired, and allingthe appropriate all-bak funtions if so.The main relevant kernel servie then to other kernel funtions is that onean install, delete and alter timer funtions, whih are essentially lists of asimple data struture, de�ned in inlude/linux/timer.h. These de�ne afterhow many jiÆes a given funtion is to be alled. kernel/timer. de�nes somesimple funtions to reate a list entry, initialise it, and load and set the funtionpointer and expiry time for the timer.[Figure 42 about here.℄[Figure 43 about here.℄[Figure 44 about here.℄[Figure 45 about here.℄From user spae, interval timers are setup with setitimer() and alarm()system alls, and result in a SIGIO event.2.12 SummaryIn this hapter, we have presented an overview of the Linux operating system,pointing out various salient features of proess, user and I/O management, butnot paying a lot of regard to network servies yet.In the next hapter, we take a vertial ut through the whole protool stakto see how it all �ts together, and in the form of a rapid tour through the topisof the rest of the book.



Chapter 3The Brief Life of a Paket\It is better to give than to reeive." - traditional saying.\Be onservative in what you send, and liberal in what you reeive." - JonPostel.3.1 RoadmapIn this hapter we take a lightweight strutured walk-through of the proess ofonstruting and sending a paket in Linux, and then reeiving and deodingthe paket at the far side. We do this by way of three di�erent examples, eahseen from three di�erent viewpoints: �rstly we look at the transfer of some dataover TCP onnetion (e.g. part of an HTTP down-load); then we look at a UDPpaket exhange (e.g. part of a DNS lookup); �nally, we look at a one way RTPow. The viewpoints are taken from the soure ode; from the exeution; andfrom the \wire". In the last ase, we also onsider a router as part of the wire,and go into a bit more detail about its operation: looking at an extended asewhih entails apturing some audio, putting it into an RTP paket, alling thesoket API to send a paket, going through the soket kernel ode (skbu�s et),adding the UDP header, �rewall �lter heking, and multiast. Then the pakettraverses a link (SLIP or PPP say) to a router whih is also Linux, runningdi�serv - so we get a look at a paket being sheduled in paket queueing ode,by a WRR or an other sheduler, then forwarded, say, over an Ethernet, then�nally reeived by driver, IP layer, demultiplexed and passed up through UDPthrough to the proess whih is sheduled, reads the soket and outputs theaudio.This is a ombination of the way to explain Internet ommuniations ideasfrom many RFCs and related Internet douments1, where the view of singleprotool is expanded through an operational example and a top down view ofthe entire protool stak in one go.Thus we also provide a rapid introdution to the rest of the book at a fast-trak tehnial level.1see for example, TCP/IP Illustrated Volume 1.
39



CHAPTER 3. THE BRIEF LIFE OF A PACKET 403.1.1 User, Appliation and Protool ViewpointsThere are at least three very di�erent views of ommuniation that one antake:User from a user perspetive, in modern systems, ommuniation is made astransparent as possible. when liking on an anhor in a web page, there isno indiation whether the down-load is loal, or very remote. Many FTPimplementations inlude GUIs that make opying �les the same whetherremote or loal - usually the only visible di�erenes are in the areas ofnaming (speifying a remote system name as part of a URL or FTP sitename, although this an often be hidden in a global extension to a normalobjet or �le naming system; and seurity - aess to a remote systemusually (though not within an organisation) entails presenting more re-dentials than when aessing loal resoures.Appliation An appliation is programmed to talk to an Appliation Pro-gramming Interfae to a lower level system. Normally, suh an API hidesdetail and, espeially in the area of data ommuniation, this detail maybe of a very omplex and rih struture - if the API is to a lower levelprotool, then it will hide the onurreny and state mahine present inthe lower level and attempt to present a more sequential, simpler style ofprogramming for everyday implementors to understand and use.Protool The protool perspetive is the most omplex. here we need to un-derstand the way that information is exhanged. Here we need to onsiderthe fat that eah end point in a ommuniation session is autonomous,and has its own quirks and failures and suesses. The hannels betweenend points are imperfet, introduing errors and independent failures andperformane degradation.Eah of these perspetives an be illustrated in di�erent ways. In the userperspetive, one is interested in the resoure naming, and visible performaneparameters. In the appliation perspetive, one is interested in the APIs andinterfae programming. From the protool perspetive, one really wants tounderstand the range of sequenes of possible events and the way that state ishanged by events.From a user perspetive, we an show information models and organisationof how resoures are mapped into yberspae. From an API perspetive, we andoument the interfaes - the funtion prototypes, pre-requisites and results offuntions and how they relate in families to eah other are usually part of goodsystems doumentation in any ase. However, as we move through the layers ofabstration to lower levels, often these APIs beome more omplex and the in-terations more subtle. From a protool perspetive, we need to understand thebehaviour of senders and reeivers and the struture of information exhanged.This latter view is often best illustrated trough looking at the operationalexamples of a protool, showing the atual data exhanged on the wire fororret, and ommon error ases. in this sense, understanding a protool stakimplementation is often best done by e�etively debugging it.In the Linux ommunity, the use of high level tools for debugging the kernel issomewhat frowned upon. To some extent, this is justi�able sine most high level



CHAPTER 3. THE BRIEF LIFE OF A PACKET 41debugging tools (e.g. GDB) introdue hanges to the funtion all mehanismsand therefore atually alter timing whih in low level ode (espeially interrupthandling, but also anything that involves any fany onurreny and sheduling)will alter the behaviour of the system under examination, often ritially to thepoint where the problem being hased is no longer evident!However, one an ondut the same type of ativity `by hand". Thus in thishapter we start doing what the rest of this book does in detail, whih is to takea strutured walk through o the Linux kernel ommuniations stak. In doingso we oasionally take a look at a trae of pakets on the wire, and oasionallytake a look at a trae of funtion alls, but largely, espeially given spae andtime onsiderations, we onentrate on the ode itself. This is beause thereis really one main example piee of ode, while there are an in�nite variety ofexamples of exeution traes of the ode.Many traing, debugging and pro�ling tools do abound, and I would enour-age you to use them to help �nd problems (espeially non intrusive traing forperformane problems) then all well and good. For now, lets look at some ofthe ode!SendingIn the diagram below46 ,we try to illustrate the overall struture of the ode,showing the way the ontrol ows from the appliation down to the driver, andthene out onto the transmission medium.[Figure 46 about here.℄So here we an see the ow of information from the appliation, whih usessystem alls from the �le system API and Soket API suh as send, sendto,sendmsg, writev, write to interfae to the lower level protools in the kernel.The parameters to these system alls are passed through what is normally asynhronous,. bloking, proedure all to the lower level, and atually makesthings like reading and writing to a remote appliation look extremely similarto reading and writing from a loal �le or appliation (in hapter four, we lookin detail at Inter-proess ommuniation APIs. The parameters are typiallydata and addressing information, and these are passed through to the transportprotool in the orret family, for example UDP, TCP, etThe kernel then triggers the appropriate state mahine for the protool andthen passes information through to the IP level whih then entails doing theneessary route work, and then adds any appropriate IP header information,�nally queueing the data for driver output. The devie is then usually wokenand atual transmission ours. In fat, several of these stages may be deferredto allow more eÆient use of CPU, memory, and network resoures, so that anetwork sheduler is then part of the piture. In fat there are several omplexlevels of sheduling whih are not always expliit. Sometimes, it is simply amatter of using a ow ontrol and on-o� sheduler mehanism, for instanewhen looking at devie output for busy links (or devie input for full queues)we may rely simply on semaphores or other mehanisms to handshake betweenthe layers, and wake up devie driver, whih does link and physial layer workto send or reeive a paket.



CHAPTER 3. THE BRIEF LIFE OF A PACKET 42ReeivingIn the diagram here 47 we try to show the onverse proess - from unsoliitedarrival of a frame from the wire, up to delivery to an appliation that had, infat, been earlier primed with the idea that it might want to reeive some datasometime soon! [Figure 47 about here.℄Physial reeption auses hardware to wakeup, and typially interrupt. Mostmodern network devies inlude both interrupt and DMA hardware. The inter-rupt servie routine pulls paket o� devie and puts in memory and ags the"network bottom half" that paket(s) ready. Bottom halves and other Linuxmehanism (software interrupts, and tasklets and other SMP apabilities) aredisussed in hapter two and later on in the book.The general system sheduler (after system all) runs network bottom half(and an dispath tasklets or software interrupts) on ompletion of any kernelwork on behalf of any user proess that alled a system all. The bottom halvesbasially omplete work that the hardware interrupts started- for example, theyan dequeues any pakets in the interfae queue for IP input , and sends anymore pakets waiting to send.IP input heks pakets, arries out any re-assembly work needed, get a routeif the paket is to be forwarded rather than being destined for a loal appliationproess. If it is for loal delivery, IP then demultiplexes the pakets aordingto the IP protool number to the appropriate transport handler reeive funtion(UDP, TCP et).TCP (and UDP) input then do further paket header heking, update statemahinery, and then demultiplex the paket further to the orret soket (i.e tothe queue of data pending for any user proess that has an outstanding read onthat soket, whih is \onneted" to the appropriate port numbers.One the transport protool demultiplexing routine has put data on theappropriate soket reeive queue, it alls wakeup on any proess waiting fordata, thus making any suh proess ready for general running by the systemsheduler,Sometimes a proess that had earlier alled a rev, revfrom, revmsg read-/readv and was asleep - data is opied from reeive queue to user spae bu�er;proess is now woken up, and ontinues with data in bu�ers.Reent Linux work on avoiding the reeive paket opies (opy bu�er onlyon write) has improved this performane somewhat.ForwardingThe �nal ase of a paket handling pattern we need to worry about is that offorwarding. Forwarding is (almost) entirely kernel bound - with the exeptionof the proess of managing the tables used to make forwarding deisions (seehapter eight) and performane (see hapter nine) the forwarding task for IPentails bak to bak, reeption and transmission.3.1.2 Soure Code, Exeution and Wire ViewpointsIn the rest of this hapter then we look at the soure ode and trae throughsome simple vertial uts aross the stak for some examples, with some very



CHAPTER 3. THE BRIEF LIFE OF A PACKET 43slimmed down view of what ours on the wire during these exeutions.3.1.3 State, Memory etThroughout the ode, protools need to keep trak of where they are. Ratherthan just using a set of randomly alloated messy global memory, most protoolsgather together all the appropriate information on a given ow (at their level -e.g. an IP route, a TCP onnetion, a UDP session) in one data struture - inBSD Unix this is generally referred to as the Protool Control Blok. In Linux,the general all purpose data struture of skbuffs is also used to hold this data.It ontains information to �t a paket into a sequene, to multiplex paketsdownwards (loally route them) and to de-multiplex them when reeiving andpassing them upwards (e.g. link to the user soket struture to queue data andso on) as well as very omplex state mahinery for parts of the TCP mahine.3.2 TCP ExampleFirst we look at the example of the Transmission Control Protool and followthrough the ode applied to a single data paket as it is transmitted, thensubsequently as one is reeive.d3.2.1 Soket LevelIn this simple example, we assume that an appliation proess (netsape, apahe,et) has alled write() on soket whih maps into a system all (see haptertwo), whih subsequently alls tp sendmsg() and and deshedules the proess(see also hapter two).3.2.2 TCP OutputHere we at the soket glue, then the tp work - in the soure distribution this(as is most of the rest of the ode disussed in this hapter) resides in thelinux/net/ipv4/ diretory in the (version 2.4) kernel distribution tree.An extrat from the ode referened below is displayed in �gure 48.inet_sendmsg()sk->prot->sendmsg() ...tp_ipv4.:strut proto tp_prot {}tp.:tp_sendmsg()tp_output.:tp_send\_skb()tp_transmit_skb()err = tp->af_speifi->queue_xmit(skb);whih maps to ip_queue_xmit()



CHAPTER 3. THE BRIEF LIFE OF A PACKET 44Then in tp transmit skb(), the state/header hanges are managed Thisis disussed in detail in hapter seven.[Figure 48 about here.℄3.2.3 IP Output WorkTCP alls IP funtions to arry out output. Some of this work is strutured asfollows, and a relevant extrat from the ode is illustrated below in �gure 49.ip_output.:ip_queue_xmit()ip_route_output()NF_HOOK()ip route output() is an inline funtion de�ned in linux/inlude/net/route.hand interfaes to ip route output key(), whih is explained in hapter eight.NF HOOK is part of the network �lter support in Linux whih is mahinery todo the low level work for �rewalls and other funtions and is disussed in moredetail in hapter ten.netfilter.h:NF_HOOK(pf, hook, skb, indev, outdev, okfn)NF_hook\_slow((pf), (hook), (skb), (indev), (outdev), (okfn))ip_queue_xmit2skb->dst->output(skb)This queues, or alls okfn(), whih maps to op queue xmit2()The skb->dststruture was �lled in by loal route lookup and is link level output routine.In ip queue xmit, header hanges are as follows:[Figure 49 about here.℄This is overed in detail in hapter six.3.2.4 Link Level OutputOutput at the link level an be omplex (see hapter eight). It inludes spei�tehnial details of driving devies, but also the important part is that this iswhere Linux provides di�erent treatment for di�erent traÆ types by providingfany queueing and sheduling management.In general, we all the devie spei� funtion to start output on the devie.This does the book work, then informs the devie that there is work to do, whihthen typially is done by DMA - this is overed in some detail in hapter �ve.3.2.5 Link Level InputLink level input requires dealing with hardware and software interrupts andDMA devies - this is overed also in hapter �ve in detail. Some relevantextrats from the ode are displayed in �gures 50, 52 and 53



CHAPTER 3. THE BRIEF LIFE OF A PACKET 45[Figure 50 about here.℄[Figure 51 about here.℄Network devie interrupts end up alling the funtion netif rx() via thenet devies struture, in linux/net/ore/dev..[Figure 52 about here.℄[Figure 53 about here.℄Then the software interrupt shedules the rest. whih eventually results in aall toNext, net rx ation() whih dequeues the paket, and alls a pakethandler based on the paket type (via a table) - if IP, this alls ip rv() inip input. - whih heks various things.3.2.6 IP Input WorkIP input has to deipher the paket, so the �rst thing to do is �gure out if it isreally \for me"., e.g. is it IP version 4!In ip input ip rv() heks, then alls NH HOOK (to run �lters, whihmay all, or queues diretly ip rv finish(), whih alls ip route input()in route. whih �lls in the \internal" route.This inludes a funtion (forward or loal deliver), and alls ip loal deliver()in ip input again, and this then alls ipprot->handler.This pointer was previously �lled in (via the inet protool struture) inprotool., whih mathes the protool to the protool handler funtion - inthis ase, TCP - tp v4 rv().This is investigated in more detail in hapter six.3.2.7 TCP Input WorkIn the IPv4 ase, the relevant TCP input ode is kiked o� from tp ipv4.,whih looks up if we have a onnetion tp v4 lookup, then tries to queuein proess ontext, or else, alls tp v4 do rv() then tp rv established()whih atually proesses the TCP header, (header predition et) and allstp event data rev(), does any aknowledgement needed and alls sk->data ready.The last funtion queues data to the soket.3.2.8 Soket Input WorkIn ore/sok. we see that the main e�et is triggered beausesk->data ready = sok def readable;[Figure 54 about here.℄3.2.9 On the wire16:09:07.462590 brahms.s.ul.a.uk.ssh > ovavu.s.ul.a.uk.1023: P2466:2574(108) ak 971 win 17376 <nop,nop,timestamp 7115105 382435932>(DF)



CHAPTER 3. THE BRIEF LIFE OF A PACKET 463.3 DNS/UDP ExampleHere we look at the di�erene if the paket was a UDP paket, for example partof a DNS exhange. To a large extent, these are restrited to the atual UDPprotool funtion itself.3.3.1 UDP OutputIn udp.. the main funtion of interest is udp sendmsg(), for output.[Figure 55 about here.℄[Figure 56 about here.℄[Figure 57 about here.℄3.3.2 UDP InputUDP is small enough that it is all in one C �le, udp.. For reeive, the funtionof interest is udp revmsg()[Figure 58 about here.℄[Figure 59 about here.℄3.3.3 On the wire16:11:35.321380 brahms.s.ul.a.uk.1904 > bells.s.ul.a.uk.domain:60803+ (43)16:11:35.323169 bells.s.ul.a.uk.domain > brahms.s.ul.a.uk.1904:60803* 1/2/2 (172)14:19:51.488399 0:20:af:ab:e1:6e 8:0:20:7d:a5:36 ip 85:brahms.s.ul.a.uk.2167 > bells.s.ul.a.uk.domain: 6517+ (43)14:19:51.490923 8:0:20:7d:a5:36 0:20:af:ab:e1:6e ip 214:bells.s.ul.a.uk.domain > brahms.s.ul.a.uk.2167: 6517* 1/2/2(172)14:22:05.123790 0:20:af:ab:e1:6e Broadast arp 42: arp who-hasmeri.s.ul.a.uk tell brahms.s.ul.a.uk3.4 RTP/UDP (multiast) ExampleFor multiast, most higher level protools are built on top of UDP, so again weneed to look in udp..Sending is the same as for uniast, but the reeive ase has to handle thehane that there is more than one proess waiting for opies of a multiastpaket, so reeiving is a tad di�erent. as we an see in udp v4 mast deliver()



CHAPTER 3. THE BRIEF LIFE OF A PACKET 47[Figure 60 about here.℄3.4.1 On the wire16:25:49.747290 d230-17.uoregon.edu.1025 > 224.2.163.188.23824: udp 33216:25:49.790001 hous.s.ul.a.uk > 224.1.127.255: igmp nreport 224.1.127.255 [ttl 1℄16:25:49.829479 d230-17.uoregon.edu.1025 > 224.2.163.188.23824: udp 33216:25:49.853864 d230-17.uoregon.edu.1025 > 224.2.163.188.23824: udp 33216:25:49.898744 d230-17.uoregon.edu.1025 > 224.2.163.188.23824: udp 33216:25:49.992876 d230-17.uoregon.edu.1025 > 224.2.163.188.23824: udp 33216:25:50.104227 d230-17.uoregon.edu.1025 > 224.2.163.188.23824: udp 33216:25:50.135776 d230-17.uoregon.edu.1025 > 224.2.163.188.23824: udp 33216:25:50.212101 d230-17.uoregon.edu.1025 > 224.2.163.188.23824: udp 33216:25:50.272045 d230-17.uoregon.edu.1025 > 224.2.163.188.23824: udp 33216:25:50.276215 Ez.Stanford.EDU.33235 > 224.2.163.188.23825: udp 883.4.2 ...but with a router in the path...We know where we are going, but not how to get there - some kind strangersalong the way will help - these are routers. See hapters eight and nine for moredetails Linux as a router.Linux works well as a router. Basially, you need to onsider input, thenoutput - the deision above, where a paket was disovered to be destined \forme", in the all in route. validates the soure address for the input devie,them deides if its for me, multiast, loopbak or for someone else nd adds it toa hash based ahe table of most reent routesThen if we are forwarding, we do fib lookup(). This wills in the routingstruture, inluding a referene to the input handler - if its a non loal delivery,this will be set to ip forward() in ip forward.:ip forward does various heks (router alerts, route options et) ttl pro-essing, mtu work, fragmenting, generating ICMP errors if neessary, NATs, ifneeded, then alls NF HOOK (for net �lter work, again see hapter 10). and thenthis will shedule a all to ip forward finish, whih heks the route ahe fora fast route deision, and then does ip send(skb).Then ip send() does fragmentation or not, and alls ip finish output()does yet more NF work, then alls dst->neighbour->output(skb); and/orhh->hh output(skb); (hardware header ahe stu�)3.5 Three Views of the Traes of PingAs an illustration of the atual total API, inluding another protool ase,ethat of a raw soket, used to do ICMP aess, lets look at the strae of the pingprogram, usage: ping bells, as shown in �gure 61:[Figure 61 about here.℄On the wire, a ping is an exhange of ICMP eho messages, and might lookas shown in �gure 62:



CHAPTER 3. THE BRIEF LIFE OF A PACKET 48[Figure 62 about here.℄Finally, from a systems viewpoint, we an see the set of alls made by theappliation by running strae on the ping ommand, and getting a listing of allthe system alls it makes, as shown in the exerpt in �gure 63. In this trae, youan also see the stage of looking up the IP address of the destination sine theping ommand (as above) had been given a DNS name - on the system underonsideration, it is possible to on�gure this as a loal NIS lookup, a lookup in/et/hosts, or a DNS lookup, with a sequene of stages of what to do next ifone type of lokup fails.



CHAPTER 3. THE BRIEF LIFE OF A PACKET 49[Figure 63 about here.℄



Chapter 4Inter-ProessCommuniation\Soket Sientist" - Job desription seen at an IETF meeting.4.1 RoadmapIn this hapter we look at the programming interfaes provided for Inter-proessommuniation (IPC). As luk would have it, the de-fato standard for appli-ation programmers is a truly ross platform apability, generially referred toas sokets, and even extends to Mirosoft's Windows systems, although it orig-inates with the BBN and Berkeley Unix family, dating from the early 1980s.There are other IPC mehanisms that operate within a single system, whihwe do not over in depth as they do not rely on the TCP/IP protools. Theseare generally simpler to use, and also may (in some ases) be more eÆient pro-vided that the programmer only wants to ahieve loal ommuniation betweenproesses that are known to only reside on the same omputer (for all time!).These other mehanisms inlude:Pipes Pipes are the oldest mehanim in the Unix family of operating systems,but are restrited to proesses that are diretly related in the reation tree.Pipes are analagous to a temporary �le, that has no atual representationin the mounted �lestore (neither disk spae nor in the �le name spae).Linux pipes are pairs of �le desriptors, one of whih is used for reading,the other for writing, in eah diretion. As fwith any Linux �les, a pipe isa 1D array of bytes. However, note that you an't seek on a pipe. THiswould be tantamount to time travel (like reading a �le before it is written)!A pipe is implemented in the kernel as an inode whih has a virtual �lesystem type (see hapter two) that allows read() and write() alls andinternally keeps a simple bu�er, with appropriate loks, to implement thehannel between the two (or possibly more) proesses.Named Pipes or FIFOs FIFOs get around the limiation of pipes that a pipehas no expliit name, and therefore annot be aessed exept by pro-eeses related in the anestor/desendant tree of the proess that reatedthe pipe, and therefore have a opy of the �le desriptor(s) for the pipe.50



CHAPTER 4. INTER-PROCESS COMMUNICATION 51Instead, FIFOs have a representation in the �le system name spae, al-though they do not oupy any atual �le store disk bloks. Thus theVFS funtions for opening and reating a FIFO are di�erent than for astandard pipe, and have to inlde a referene tp the �lename. In fat, anamed pipe or FIFO is reated the same way that a devie �le is reated,via a mknod() all.Shared Memory Linux inludes the so-alled System V IPC mehanisms,whih derive from the AT&T Unix System development tree. Sharedmemory segments are one of three di�erent IPC resoures whih an bealloated by a proess and then used to ommuniate with other arbi-trary proesses. The resoures also inlude the semaphore and messagetypes as below. Shared memory is very eÆient in terms of preventing thedata opying that is sometimes assoiated with rossing proess-proessmemory protetion domain boundaries, although Linux's opy-on-writesemantis probably means that sokets are nearly as eÆient. One bene�tof the System V mehanisms is that they leanly seperate synhronisation(ahived via semaphores, messages and bulk memory usage. The sharedmemory mehanisms also inlude aess right mehanisms modeled di-retly on the �le system aess right and proess ownership struture offowner, group, otherg, and fread, writeg permissions.Semaphores Semaphores are used to plae a set of presses in an orderedexeution sequene so that onsisteny of shared memory segments an bemaintained. They provide user proesses using shared memory with thesame funtionality as kernel semaphores do for kernel threads. Obviously,exeuting a semaphore operation typially suspends the alling proessuntil the relevant semaphore is lear.Messages The System V messaging faiity allows for sending, and reeiving,�fo queued messages.In the rest of this hapter, we onentrate on an overview of the Soket APIand its implementation, and over Management and Control and the life of asoket.4.2 Soket APIWe disussed in hapter two in general why the interfae for appliation pro-grammers to kernel servies is not implemented simply as a subroutine library.This is espeialyl true of the API to the transport level whih isolates the net-worked appliation programmer from network layer errors, and from the om-plexity of dealing with error reovery and timing matters, as well as enforingthe orret handling of independnt failure modes at eah end of an end-to-endsession.The kernel needs to ontrol aess to shared (a.k.a. multiplexed) resouressuh as network devies. The transport and network and link level protoolsneed aess all of memory (mmu/dma et) The kernel deides on sheduling fora share of resoures. Thus, we restrit the less sophistiated programmer fromaess to these omplex responsibilities via system alls. System alls are trapsor exeptions or s/w interrupts use a speial instrution to hange proessor



CHAPTER 4. INTER-PROCESS COMMUNICATION 52mode One in kernel spae, we an deide what to do an deshedule a proess(or not, e.g. simple sysall like getpid() ) There is not neessarily a one-to-onemapping between the set of funtion alls that implement the soket API library,and system alls. In di�erent Unix versions, it has depended on history whetherthis is the ase, or whether the alls map through a single all, or a smaller setof atual system alls. This is also a�eted by the ability of di�erent hardwarearhitetures to support vetored software interrupts or simialr mehanisms (221alls on a i386 family in 2.4 kernel).4.3 The atual soket APIThe atual Soket API looks something like this.[Figure 64 about here.℄The soket() system all reated an end point for interproess ommunia-tion. It returns the soket desriptor , whih is used in later alls to setup thestate for protools that require that, and to send and reeive data to a far end.The API is supposed to be quite general purpose, and not tied spei�ally to theTCP/IP protool suite, and to prove this, there are in fat quite a few ProtoolFamilies implemented below this API. Whih family is intended is indiated bythe domain parameter. Linux urrently supports:[Table 8 about here.℄Unix domain sokets are analagous to the named pipes disussed earlier.The netlink soket is used to provide a ontrol hannel between user spaeand kernel protool ontrol funtions, and is disussed later. The other soketprotool families supported ome fro ma variety of protool worlds, but the oneswe are most onerned with in this book are the PF INET and PF INET6 ones.For a given protool family, one then also de�nes a soket type, whih es-sentally selets a protool semanti, although the semantis an be re�ned laterwith alls to setsokopt(). Semantis urrently de�ned inlude:[Table 9 about here.℄The �nal parameter in the soket() all indiated the spei� protoolrequired. In general, for a given familar, for a given semanti, there is usuallyonly one protool supplied in a protool suite. However, if there is more thanone, this allows one to selet the appropriate one wished for.One a soket desriptor is returned, there are a set of further alls to arryout protool state setup, and data exhange. It is also possible to hange thebehaviour of these alls in terms of whether they are bloking and whether theyare synhronous.The fntl() all allows one to setup a soket so that alls to input routinesthat would normally blok (i.e. not return from the kernel) until the operationis omplete, return immediately and indiate whetehr they worked or need to bere-alled. Subsequently, the use of poll(), or selet() alls alows one to hekif there is input (for up to some spei�ed amount of time). fntl() an alsobe used to setup a proess group to reeive signals for input and output events,



CHAPTER 4. INTER-PROCESS COMMUNICATION 53instead of having to expliitly all input read routines. We show examples ofboth of these mehanisms later in this hapter.The other routines in the soket API inlude:[Table 10 about here.℄The following table illustrates the soket options that an be set or retrievedby setsokopt() or getsokopt() and what they are intended for:[Table 11 about here.℄When a soket is setup and the protool is spei�ed, there are further,protool spei� parameters whih may be on�gured. Generally, these aresetup via the systl() interfae. Examples of these are mainly TCP spe-i� parameters - here are some of these. The internal implementation ofthese is disussed in hapter seven. These work using the /pro interfae (see/pro/sys/net/ipv4/ for details).[Table 12 about here.℄Also, there are soket level parameters:[Table 13 about here.℄There are even a ouple of TCP spei� iotl()'s too:[Table 14 about here.℄4.4 Using the Soket APICommuniation between seperate proesses invovles moving data between oneaddress spae and another - in former times, this was known as rossing prote-tion domain boundaries. BEause of this, the various ommuniaitons failitiesare named under this onfusing use of the word domain (nothing to do with theDomain Name System at all!).The example C ode below illustrates the use of an INET domain soket,with stream semantis. This basially makes use of TCP ode in the kernel - inthe example here, ommuniaiton is between a parent and hild proess, so thesoket is simpy being used to replae a pipe.[Figure 65 about here.℄The fork() all sets up the seond proess (hild) so that now we have twoproesses, one of whih is a lient, the other a server. They then setup up aonnetion oriented sket to ommuniate with eah other.[Figure 66 about here.℄The lient side here is the pro-ative end whih takes the iniative and opensthe onnetion. Then the server side is (hopegfully) already sitting there waiting(\listening") for an inbound onntion, whih it then aepts.[Figure 67 about here.℄Normally, of ourse, the lient and server would be unrelated proesses onunrelated omputers!



CHAPTER 4. INTER-PROCESS COMMUNICATION 54Polling a soketIt is often useful to be able to hek if data is available on an interfae withoutatually waiting until it is. THis is known as polling. THe way it is done fromthe unix �le system and soket API is via the selet() system all. This takesa mask parameter whih allows one to poll several �le desriptors simultane-ously. This is very useful for programs whih wish to provide the appearaneof onurrent user interfae interation and network I/O, for example, networkmanagement programs, or networked graphis programs.[Figure 68 about here.℄As well as selet(), many systems implement the poll() all.[Figure 69 about here.℄poll() is a variation on the theme of selet. It spei�es an array of nfdsstrutures of type shown below:[Figure 70 about here.℄The timeout in milliseonds, rather than the more omplex struture inselet().Non Bloking I/OIn some ases, we are not interested in waiting to see if output has �nished yetor not, but we do wish to start it. In other ases, the programmer would liketo read as muh data as there is avaialble immediately if it is ready, but not towait if there is no data yet. FOr this purpose, Non Bloking I/O is provided,and is triggered by setting a ag in the proess data assoiated with the �ledesriptor. [Figure 71 about here.℄Finally, we may wish to arry out some set of tasks, but be interrupted withthe arrival of new data - this an be done in user spae with the use of signals.For I/O, this is setup as follows.Asynhronous I/OFigure 72 illustrates asynhronous input. Here the appliation ontinues withits urrent work after registering an interest in all-baks for given events.[Figure 72 about here.℄An example of an appliation using this is shown below in �gure 73.[Figure 73 about here.℄Alternative programming modelsOther languages suh as Java, have built in mehanisms for onurreny suhas threads. It an be very elegant for event handling programs to program usingthese.



CHAPTER 4. INTER-PROCESS COMMUNICATION 554.4.1 Those System Inlude FilesThere are several inlude �les in the examples above whih are quite generi toall soket programming, and provide the de�nitions of types to use the soketsystem layer. These are installed in /usr/inlude/netinet from the souretree. [Figure 74 about here.℄The IPv6 version of this is as follows (and is, not surprisingly, more omplex):[Figure 75 about here.℄Here also, and in related inlude �les, there are de�nitions of the struturesused to ommuniate through the soket layer alls suh as setsokopt().4.5 SummaryIn this hapter, we have taken a brief look at the appliation programmers in-terfae to kernel ommuniations servies, with a survey of some of the di�erentmodels for programming.In the next hapter, we will look at the infrastruture within the kernel forimplementing link, network and transport layer protools.



Chapter 5Protool ImplementationFramework\\The penguins had the most powerful army in the world. So had the por-poises." - Anatole Frane5.1 RoadmapThis hapter overs the overall bakground to kernel protool implementation.It is bottom up in that we start with hardware and interrupts, go thoroughdrivers, then look at bu�ering, and multiplexing and �nally examine the soketglue.To some extent, we have given an overview of this in the preeding hapters,but here we go into more detail about the protool implementation frameworkand the arhiteture within whih the funtions for multiplexing and layering �t.We look at the split between kernel versus user spae again, and pay partiularattention to the Linux strutures de�ned for network protool bu�ers whihenourage eÆient memory management as data and ontrol are passed up anddown the stak.We look at interrupt handling, and DMA for di�erent I/O devies, and howto deal with expeted versus unexpeted events.We look at the support for network devies and show the way that thisenourages (at least to some extent) modularity, abstration and hidingWe look at a day in the life of a network interrupt. Then we look at handlingusers' alls to the soket layer. We then take a walk through a day in the lifeof a bu�er. Following that, we wrap up with a look at the day in the life of aprotool ontrol blok.5.2 A Day in the Life of a software interrupt5.2.1 Conurreny in the Linux Communiations StakAs disussed in hapter two, the design of kernel funtionality, inluding om-muniations servies, is onerned with both reliability, and performane. The56



CHAPTER 5. PROTOCOL IMPLEMENTATION FRAMEWORK 57reliabiity is largely a feature of orretness of the protool spei�ations andimplementations, but performane is muh more of an art. It is measured byseveral metris, inluding ode size, exeution time, and memory use. Codesize in Linux is typially on the low side. Exeution time must also inludethe degree to whih onurreny (both interleaving, and true multi-proessoronurreny) are exploited. Memory use is onstrained by good disipline inthe alloation of bu�ers and other dynami strutures (e.g. protool manage-ment strutures) and timeliness in freeing up resoures when no longer needed,or needed elsewhere. Another onsideration is fairness, whih is a topi for awhole book on its own.Within OS, protool stak is arranged as a pair of loosely oupled produeronsumer hains for output and input. This avoids well known deadlok prob-lems and gives natural model for bu�er use disiplines, and for ritial regionprotetion! State management (through the Protool Control Blok for eahsession) provides a onnetion between one system all and the next, and be-tween threads that handle interrupts and threads handling system alls. Queuesand ounters provide data for ow ontrol. Sleep/Wakeup semaphore/queuesare used to synhronise sequene of proess/threads.Critial Regions are then kept to a minimum. User proess an only getto kernel through system alls, and one there, the kernel has ontrol, exeptfor timer and devie driver interrupts. Thus we an have three levels of odeaessing global data in the protool stak state (PCB and Soket strutures).� Upper layer \all"� Timer event� Lower Layer \all"Use interrupt level setting or spin loks as explained in hapter two makessure that ode aessing or modifying the global state in the protool stak fromone of these three \diretions", is not pre-empted inappropriately..5.2.2 Produer/Consumer ChainIdeally, a protool stak onsists of two hains of tasks, one for output, one forinput. These are loosely oupled (e.g. via resorue management, or via theprotool itself, for example when a data paket requires aknowledgement, andaknowledgements are piggy-aked on data). This is illustrated in �gure 76.[Figure 76 about here.℄In priniple, there is a variety of ways to implement these hains of tasks.In pratie, the TCP/IP protools make life relatively regular for the modernoperating systems programmer, sine the IP level is so straightforward (at leastsuper�ially - see hapter six for the glaring reality!). This means that the inter-ferene between input and output hains is relatively simple, and restrited to afew plaes where we need to have ommuniation via the protool state mahine,typially in TCP, or through resoure management in the bu�er alloation inthe output ow or input ow.Then protools in the hains or ows have to look after a number of om-muniation spei� tasks, inluding:



CHAPTER 5. PROTOCOL IMPLEMENTATION FRAMEWORK 58Multiplexing and De-Multiplexing State is held at the soket, transportprotool, network and driver level to indiate how to handle inomingpakets and pass them on to the appropriate handler at the next levelup. Soket state gives session to proess mapping. Transport protoolstate to some extent repeats this data. Network protool state is longerlived - essentially, in the IP world, it represents the binding of the IPprotool identi�er to a transport protool. Then at the driver level, thereare indiations in the frame level whih network layer to demultiplex apaket to, and when sending a paket, there is a binding between an IPaddress and the link layer addressing, maintained by address resolutiontables (or neighbour tables).Reliability and Resoure Control Reliability and resoure management bothrequire timers. The problem that they have in ommon is that whenthings stop working, that is exatly the time that the system doesn't haveresoures to tell you. For example, paket loss may happen beause ofongestion, whih is when there is not enough bandwidth to send pakets(e.g. to tell you there is ongestion). Instead we use autonomous timers(wathdogs) that �re after the interval when we would expet there to bean event. Eah timer are assoiated with a layer in the produer-onsumerhains desribed above, and therefore an be assoiated with the approri-ate global state for that protool session.Bu�ering, enapsulation and de-Enapsulation Autonomous ommuniat-ing systems (layers, or di�erent omputers) have di�erent logial and phys-ial resoures for bu�ers and pakets so hoose to alloate di�erent sizes.This means that as one traverses layers in the produer onsumer hain,on output, one may need to break large pakets into smaller piees, or,going the other way on input, aggregate small piees togetehr into moreonveneinet (or logially more omplete) units. This data is also appro-priately stored in protool ontrol bloks:- for IP, there is fragmentationon output, and re-assembly, with a timer for lost fragments on input; forTCP, there is segmentation and re-assembly, whih operates diretly tothe soket layer.As disussed in hapter three, the way that network input and output workis driven from software interrupts. For output, the produer is the appliationproess. For input, the network interrupt.Conurreny Problems - what if we had no disipline!Problems with onurreny:- why these Design Patterns are useful disiple:-There are a variety of problems with interleaving ode from di�erent plaes- three well known problems areDeadlok - a has x and needs y, b has y and needs x to proeed, as shown inthe diagram, 78.Livelok - a sequene of trades of x and y without either party ending up withthe neessary full set of resoures, as illustrated in �gure 78.Fairness - this is disussed further in hapter nine.



CHAPTER 5. PROTOCOL IMPLEMENTATION FRAMEWORK 59[Figure 77 about here.℄[Figure 78 about here.℄If one proess, thread, task or driver gets more turns at the CPU (or memory,or bus or whatever resoure is ongested) we have what is alled unfairnessFairness is omplex, but typially, a round robin sheduler an ontrol fair-ness. In general, protool fairness is even more omplex as it inludes fairnessof more than one system (far end, links in between and so forth!).5.2.3 What about real Multi-proessor Systems?Of ourse, the model above of a simple produer-onsumer hain potentiallybreaks down (or is at least a lot more omplex) on a true multi-proessor sys-tems.Linux is now pretty muh fully Symmetri Multi-proessor apable. Atomiaess to shared data must be proteted aross proessors, sine any layer (e.g.driver interrupt, software interrup, system all handler) may run on any pro-essor.In hapter two, we disussed the mutual exlusion support that this requires,the tehnique alled a spinlok. For input and output, this is a relatively simple(loalized) hange to all the ommuniations ode that has happened in thelast few years of evolution of the Linix kernel so that now we haev greatlyenhaned performane in multi-proessor hardware systems. The remainingarea for performane enhanement is in SMP forwarding, but this is a topi forfuture researh at the moment, as mentioned before.5.3 Bottom Up: Interrupts, DMA etNow network interrupts are dealt with under software interrupts, and passed upthe \foor hain" by suh. The software interrupts are seperated into reeive andtransmit side, and essentially shedule a set of tasklets, whih replae Linux'esolder mehanism of bottom halves or deferred interrupts, whih were not easyto make work under SMP!Instead, linux now has a struture for tasks that happen in an interruptontext, and thus an be per proessor in an SMP mahine.[Figure 79 about here.℄In �gure 80 we see the de�nition of the ore data struture to desribe thetasklet queue struture: [Figure 80 about here.℄Now we have to support legay deferred interrupts, sine a gret deal of odeis still written in terms of this older Linux onstrut.[Figure 81 about here.℄It is ommon to de�ne some inline funtions in the header (same plae asrelevant strutures are de�ned):



CHAPTER 5. PROTOCOL IMPLEMENTATION FRAMEWORK 60[Figure 82 about here.℄Now, lets look at the soft IRQ mehanisms that use this.[Figure 83 about here.℄In the next extrat, the omment makes it lear that SMP interation withsoft IRQs is not yet a well understood performane area:[Figure 84 about here.℄Here is the ode that atually ats on the soft IRQ, and �elds it to theappropriate handler. [Figure 85 about here.℄This part then makes sure that we don't nest hard and soft IRQs arbitrarilywhih would lead to bad things happening![Figure 86 about here.℄This setion kiks o� the soft IRQ vetors.[Figure 87 about here.℄TaskletsAs we mentioned before in hapter two, Linux reently replaed the whole bot-tom half mehanism for deferred interrupts with two levels - the lowest levelwas soft interrupts, shown above, and is used espeially for networking. Thenext level is the general tasklet framework whih enables proessors in an SMPssytem to pik a deferred interrupt task from a queue.[Figure 88 about here.℄In the ode above, we see the way that tasklets are dequeued when thegeneral handler is alled and then the t->fun() is applied to the t->data.Next, the exat same struture is seen (just the funtion delaration) to handlethe high priority version of the tasklet queue - maybe, eventually in some laterLinux release, tasklets will be in a multi-level queue, although its not leatr thatmany levels of deferred interrupt priority makes a lot of sense when it gives you�ner grain onurreny, but oarse grain multi-proessing is heap![Figure 89 about here.℄The whole tasklet framework has to be kiked into ation, and thats whatwe see here: [Figure 90 about here.℄



CHAPTER 5. PROTOCOL IMPLEMENTATION FRAMEWORK 61Bottom HalvesIn the past, we had bottom halves. We still have a lot of legay ode written interms of these, so the ode must be alled from the tasklet framework. It justfollows the rules about serialization outlined in hapter two:[Figure 91 about here.℄This installs the bh in the tasklet queue.[Figure 92 about here.℄This sets up the whole soft IRQ and tasklet system and starts it going.[Figure 93 about here.℄5.4 Devie Level, bottom up, one level upMoving up one leevel from generi interrupts, we take a look at network deviesupport.Sine many years ago, operating systems have provided a standard abstra-tion/interfae for lasses of devie, so that higher level operating system (andappliation) software an be ommon aross all suh devies. Unix traditionallydivides devies into 2 lasses, Charater (low rate, interative, serial line typ-ially) and Blok (Disk, Display, et). Its possible to squeeze network deviesinto the blok mode paradigm, but its messy:- Linux adds a 3rd type of devie- network. This is disussed in some detail in hapter two.Typially, devie has name to plae it in the �le namespae, but also hasidenti�er: Unix has major/minor numbers. A driver is a struture (lass) witha set of entry points (funtions/methods). At boot (or module load) time,the devie is initialised by alling its init() funtion - this resets the devie, andinstalls any relevant interrupt handlers and so on. It then registers with the OS.The rest of the time, we manage I/o with devie with open,lose, queue xmit,and interrupts/noti�ationsDevie driver details manages spei�s like:� Bus interfae/memory/I/o address of devie registers� DMA and timer hip use� Irqs, etNotie the assymetry of input and output - output is requested, whereasinput arrives unexpetedly (I.e. at this level we ould never sensibly implementa devie driver by polling!) Input results in pakets being queued, and netif rx()alled to �nd out whih higher level protool funtion to dispathThe traditional athall interfae is via the iotl() all. This allows one toset and get anumber of network spei� devie ontrol parameters - e.g.� Link up/down� Broadast address



CHAPTER 5. PROTOCOL IMPLEMENTATION FRAMEWORK 62� Arp -see later� Mtu� Statistiss. etWe an see these by saying ifonfig <dev>. The ommand netstat -iwill tell you what network devies you have. We look at this further in haptersix.Address resolution is done either algorithmially, or through a table, orthrouw a helper task whih runs the Address Resolution Protool (ARP). Arpis invoked from output when the IP address is known but the destanation linklayer (or stritly, Media Aess Control) address is unknown. Arp is demuxedin netif rx() for input frames with ARP type - it makes sure that it enterstable updates and maintains these with a lifetime so that they expire when notused in a timely fashion. It an be overridden by on�guration managementIn general, output is multiplexed by indiating frametype (IP, ARP, orother). Input demuxes, by looking at frametype, and using to upall the righthigher level (from inside netif rx(), alled from the input interrupt)As disussed before, bu�er disiplines are asymetri: for output, the higherlevel alloates bu�er, alls stak of send routines, and the lowest level frees,while for input, the low level has a pool, hands up to upper level, whih, whendone with a bu�er, frees.What if paket is not for us? Basially, will either bridge, route, or disardBridging is intensive (requires the ethernet interfae to be in promisuous mode,whih is most expensive in paket disard!). We don't disuss that further.Routing is a builtin part of linux and requires a forwarding table, and isdisussed in muh more detail in hapters eight and nine. Disard is often themost ommon ase and requires eÆient handling. There has been lots of goodwork on eÆient �ltering mainly from the implementation of network monitoringanfd �rewall mehanisms, whih are disussed in hapter ten.Most hardware (driver level) bath paket handling to redue the interruptount to muh less than one per paket. This is good for performane, althoughit results potentially in bursts of IP pakets arriving to the higher levels (or forforwarding). This doesn't ause problems too often in the ommon ases, andan be ontrolled using network shedulers and shapers, as disussed in hapternine..Now we take a detailed look at a spei� network devie by walking thoughthe driver ode.5.4.1 Network Devie Driver APIWe overed the overall view of drivers in hapter two. In this setion, we take alook at the spei�s of a network devie in more detail, and then use a lassiexample of an ethernet driver for a very well known devie to provide somespei�s.The Linux network devie driver interfae information is basially all held inone general data struture - it is fairly horrible, as it ombines various protoollayers in one plae!!!Here is the main network devie data struture.[Figure 94 about here.℄



CHAPTER 5. PROTOCOL IMPLEMENTATION FRAMEWORK 63Common aross all network devies is initialisation.[Figure 95 about here.℄Then we have the generi network devie data and statistis, inluding MACaddresses - for a LAN ard we haev to support broadast address(es) as well asuniast, and various modes suh as promisuous, where the ard aepts framesto all addresses, not jsut those in its address �tler table.[Figure 96 about here.℄In hapter nine, we'll see how output queueing disiplines are attahed to adevie - here we see that the generi network driver level is where the hooks forthis are: [Figure 97 about here.℄[Figure 98 about here.℄5.4.2 Network ReeptionThis is a generi reeive handle/demultiplex funtion alled from reeive inter-rupts from all network devie drivers.[Figure 99 about here.℄5.4.3 A spei� devie driver - 3501This is a 3Com Ethernet ard driver from Linux 2.4. This is a pretty old devie,but it has enough intelligene to show some of the features of Linux. In fat,some of its limitations also mean that a driver for it must also exhibit somelassi workarounds for well known devie problems - some devie problemsnever go away even in state-of-the-art hardware!The net devie struture illustrates what data is assoiated with the hard-ware spei�s of network devie, inluding bus interfae and memory and inter-rupt priority as well as external ard spei�s.Basially, we are usually given an I/O address that a ard is memory mappedto, and then a given ard has a number of registers for ontrol and status - inthis ase there are also addresses we an read internal on�guration bak fromthe ard (e.g. Manufaturer assigned Ethernet address for example).[Figure 100 about here.℄The transmission and reeption are (typially) seperated out, and there arestatus bits that indiuate spei� onditions assoiated with the type of link(Ethernets have lots of ways that frames or the media an present problems,and devie manufatuers like to enable the devie driver writer to be able to getat all of these - in most axes, the ations in the driver are simple (do nothingexept ount statistis) and its up to network managers to look at the statistisand notie problems! [Figure 101 about here.℄



CHAPTER 5. PROTOCOL IMPLEMENTATION FRAMEWORK 643501 InitialisationHere we see initialisation of the devie. There are some spei�s to do withinterfaing to the operating system so that the data is available and the driverfor the ard an be started. We see the retrieval of the station or MAC addressfrom the ard here. [Figure 102 about here.℄Here we probe to �nd the IRQ that the devie is on.[Figure 103 about here.℄If all is well so far, we try to alloate spae for the net devie struture.[Figure 104 about here.℄This setion of the startup �lls in the devie struture wth the funtionpointers for this spei� driver. If all is well, it then does the generi Ethernetinitialisation (sine there is a lot in ommon aross all Ethernet devies).[Figure 105 about here.℄3C501 Start transmissionDMA network devies have quite a lot of autonomy (i.e they an get on withquite a lot of work in parallel with the proessor(s)). SOmetimes, though, theyan be quite slow about some phases so it is ommon pratie to seperate outthe work, and make as few (and as short) ritial regions as possible.[Figure 106 about here.℄The next few ode extrats show the ontinuation of the transmission startupode. Essentially (as the omments indiate) we are telling the ard that thereis data ready to send, and where it is, then we tell it to \go away and send it",and interrupt us when done.[Figure 107 about here.℄[Figure 108 about here.℄[Figure 109 about here.℄3501 interrupt handlingAt the top level, we have to handle a generi devie interrupt from this devieand �gure out then what atually happened that it is trying to tell us about(i.e. another example of de-multiplexing!).[Figure 110 about here.℄So we read the status from the ard to �gure out whih event triggered this.[Figure 111 about here.℄



CHAPTER 5. PROTOCOL IMPLEMENTATION FRAMEWORK 65In many ases it may have been an error ondition (suh is life on a CS-MA/CD network!). In a few ases, we are done with something , and we wantto get on with the next piee of work so we all netif wake queue to �nd whatmore there might be to send.[Figure 112 about here.℄[Figure 113 about here.℄Of ourse, there is also the ase that we have reeived a paket. Then wewant to deal with that to. [Figure 114 about here.℄Many problems an still be present even though the hardware has delivereda paket and an interrupt to say so. We have to hek for these (remember thePostel quote at the start of hapter three).[Figure 115 about here.℄Here we start the work of reeiving a paket in earnest. We hek for simplyillegal paket lengths for example.[Figure 116 about here.℄Finally, if all is well, we all netif rx on the soket bu�er that has thepaket data. [Figure 117 about here.℄3501 devie spei� statistis[Figure 118 about here.℄5.4.4 link driver level on�gThe widely used netstat -i ommand, shows data suh as this:[Figure 119 about here.℄Meanwhile, the ifonfig ommand reveals:[Figure 120 about here.℄3501 multiast supportHere is how the driver supports multiast:[Figure 121 about here.℄3501 module supportFinally, here is the interfae to the kernel so that the devie driver an beinstalled as a module: [Figure 122 about here.℄



CHAPTER 5. PROTOCOL IMPLEMENTATION FRAMEWORK 665.5 Top Down: Soket Glue LevelIn the previous part of this hapter, we've looked very myuh bottom up fromthe generi to the spei�s of driver (link) lever support for networking.In the previous hapter, we looked at the API used to program networkedappliations. Now, working further down from the top level, we an look athow the user/system interfae level maps onto kernel ode, and the kernel odelooks as follows.First, as this level was omplex, there are a lot of programmers to give dueredit to. [Figure 123 about here.℄There is a opy of the GNU General Publi Liense here too:[Figure 124 about here.℄Moving on, we an see the set of C prototypes for the set of exported fun-tions from this API. [Figure 125 about here.℄As explained in hapter two, the soket ode is yet another variant of thevirtual �le system API, so it must provide the mappings for the generi funtionstherein. These are wrapped up in the file operations struture:[Figure 126 about here.℄Slightly more \bottom up", again, we also have to have linkage to the setof protools that the soket layer supports. This is done through an array ofnet proto family strutures, eah one holding pointers to the relevant inputand output funtions (and others) for that protool family. These are disussedbriey in hapter three, and also in hapter seven on transport protools.[Figure 127 about here.℄Loking SoketsAs disussed in hapter three and four, this is the layer in whih a lot of onur-reny an our (between user proesses and kernel transport protools) thusthere neesd to be support for mutual exlusion and synhronisation. Here issome of it. [Figure 128 about here.℄Eah CPU needs to keep opies of this data.[Figure 129 about here.℄When moving bu�ers beteen a user proerss and the soket layer (atually,any virtual �le system instane), we need to hek that the bu�er is atuallyowned by the user, so that we don't make any terrible privilege violations.Cheks need to happen from user to kernel;[Figure 130 about here.℄We also hek bu�ers when opying data from the kernel to the user.[Figure 131 about here.℄



CHAPTER 5. PROTOCOL IMPLEMENTATION FRAMEWORK 675.5.1 Virtual File System Soket instane funtionsNow we an look at the atual instanes of the virtual �le system funtions thatimplement the soket (i.e. protool interfae) funtions.This funtion returns �le system status - for a soket, thats not really terriblymeaningful, but we try. [Figure 132 about here.℄Read a blok from a \�le".[Figure 133 about here.℄The following operations really make very little sense at all on sokets (ofany address family!). [Figure 134 about here.℄\Seeking" is another thing that we do on storage devie type �le systems,but doesn't make a whole lot of sense on a soket!!![Figure 135 about here.℄Memory-mapping a soket doesn't really make sense![Figure 136 about here.℄Mapping soket and �le desriptorsNow we need to map desriptors so that we an use �le system managementode on soket desriptors as if the are �le desriptors.The �rst funtion �nds a spare �le desriptor:[Figure 137 about here.℄We then need to map inodes to soket desriptors and vie versa.[Figure 138 about here.℄The next part �lls in the �le funtion points and other administrative partsof the struture. [Figure 139 about here.℄We need to map the other way too:[Figure 140 about here.℄[Figure 141 about here.℄We need to allow free passage between the inode and soket desriptor spae.Here is where we alloate and assoiate the relevant numbers:[Figure 142 about here.℄Of ourse, we also need to be able to return these identi�ers to the pool offree ones: [Figure 143 about here.℄This was all for the onveniene of the operating system so that we havea single uni�ed interfae between the system all ode and various lower levelservies, both �le system, and inter-proess ommuniation, inluding a uni�edset of identi�ers.



CHAPTER 5. PROTOCOL IMPLEMENTATION FRAMEWORK 68Bak to the VFS soket ode instanesNow we return to looking at more isntanes of soket funtions that implementvirtual �le system funtions - here is the ode for aessing the open() all:[Figure 144 about here.℄Then we need the inverse of this to deal with tearing things down (eitherexpliitly or after proess exits).[Figure 145 about here.℄Finally, some real work is involved when we want to atually send or reeivemessages on a soket: [Figure 146 about here.℄We also need to support the read() all:[Figure 147 about here.℄Similarly, there's also the write() system all:[Figure 148 about here.℄Non ontiguous I/O bu�er parametersThe following routines manage the alls that users make with non-ontiguousbu�ers (iove[℄ strutures).[Figure 149 about here.℄The funtion above is a servie funtion for the seperate handlers here:[Figure 150 about here.℄When a user proess alls the sendto() soket API all, it maps into this:[Figure 151 about here.℄More of this sendto() (probably a datagram) follows.[Figure 152 about here.℄When a user proess als revfrom(), it maps to this ode. This means wehave a user who wants to reeive a paket (typially a datagram).[Figure 153 about here.℄[Figure 154 about here.℄[Figure 155 about here.℄



CHAPTER 5. PROTOCOL IMPLEMENTATION FRAMEWORK 69Soket layer VFS funtion for iotlThe iotl() all really is an all purpose, swiss-army-knife of a system all![Figure 156 about here.℄Polling, as disussed in hapter four, is like selet(), only simpler.[Figure 157 about here.℄Closing a soket frees up the appropriate resoures of ourse.[Figure 158 about here.℄Asynhronous events on soketsThe use of asynhronous input was disussed in hapter four. Here we seehow it is mapped throught the virtual �le system again onto the soket ode.Asynhronous input events are of ourse more likely on a network interfae thana disk!The soket layer assoiates a list of funtions to all with the soket via aallbak �eld whih are then invoked by the lower layers as neessary. Notieareful loking of the soket to avoid inonsisteny in all baks during hangesto the list! [Figure 159 about here.℄Here's some more of the funtion.[Figure 160 about here.℄And the next part: [Figure 161 about here.℄Here's where we handle removing a allbak from the list.[Figure 162 about here.℄The next piee of ode atually �elds the asynhronous alls.[Figure 163 about here.℄Creating a soket [Figure 164 about here.℄Start the module up if it isn't already going![Figure 165 about here.℄Assoiate the mdoule with the right protool:[Figure 166 about here.℄



CHAPTER 5. PROTOCOL IMPLEMENTATION FRAMEWORK 70Creating a soket pairSoket pairs are a useful way to emulate a pipe.[Figure 167 about here.℄[Figure 168 about here.℄[Figure 169 about here.℄



CHAPTER 5. PROTOCOL IMPLEMENTATION FRAMEWORK 71Bind, Listen, AeptAll three of these funtions are assoatied with the proess of binding one orother end of a onnetion to an identier (e�etively an IP address) or an ativeprotool assoiation (i.e. transport level onnetion).bind() takes the soket and assoiates the loal end of it with an address(typially, an IPv4 or IPv6 address):[Figure 170 about here.℄tt listen() deals with awaiting an inbound onnetion request:[Figure 171 about here.℄aept() is alled when an inbound onnetion request informs the appli-ation by a return value from listen():[Figure 172 about here.℄And there's some more work here on aepting a onnetion.[Figure 173 about here.℄If all is well, we go ahead.[Figure 174 about here.℄At the other end of things, the ative (lient) end of a protool alls this toause the protool to try to setup a onnetion to a given remote address.[Figure 175 about here.℄



CHAPTER 5. PROTOCOL IMPLEMENTATION FRAMEWORK 72Book keeping of onnetion identi�ersWe an ask the soket layer for the addresses that the loal, or far end of a\onnetion" are bound to.[Figure 176 about here.℄In this ase, it is like asking \Where did a onnetion ome from"?[Figure 177 about here.℄Setting various soket layer parameters (see previous hapter for the use andmeaning of these!). [Figure 178 about here.℄Getting various soket parameters (see previous hapter!).[Figure 179 about here.℄BSDisms - these alls are derived spei�ally from BSD UnixAs well as reading, writing, sendto, revfrom and the iove versions, we alsohave the interfae for message like strutures that derives from the BSD Unixfamily. [Figure 180 about here.℄[Figure 181 about here.℄[Figure 182 about here.℄[Figure 183 about here.℄Other VFS alls [Figure 184 about here.℄[Figure 185 about here.℄[Figure 186 about here.℄[Figure 187 about here.℄



CHAPTER 5. PROTOCOL IMPLEMENTATION FRAMEWORK 73Assoiating a protool with the soket layerWe an dynamially install protool families at run time.[Figure 188 about here.℄We may also want to remove soket protools, so they need to be de-registered. [Figure 189 about here.℄[Figure 190 about here.℄Then the soket VFS module itself may be installed or removed at runtimeto, as needed. [Figure 191 about here.℄And we also need to keep statistis (per CPU) on the soket module layer.[Figure 192 about here.℄



CHAPTER 5. PROTOCOL IMPLEMENTATION FRAMEWORK 745.6 Sideways: A day in the life of a soket bu�erLinux has a fairly omplex sophistated network bu�er type, whih is somewhatdi�erent than other opensoure operating systems that have been doumented.This piture 193 statially tries to shows the regions of the sk bu� struture- these hange dnamially as a referene to a bu�er is moved up and downthe stak. Essentially, bu�ers are alloated at the produer end of a produer-onsumer hain, passed through the protool layers, and freed bak to the poolat the onsumer end. Thus for input, drivers alloate bu�ers, and pass them upthrough the demultiplexing layers up to the soket layer, where data is opiedinto user spae, and the bu�er freed. For output, the data is opied from userspae into bu�ers alloated by the transport protool and passed down throughthe layers until it is transmitted.Notie that if this disipline is followed systematially, there is at most oneopy (ignoring the DMA from a devie into memory) and that even this an beelimiated (and has been in some researh Linux systems) by arrying out thekernel/user spae mapping via memory management and marking the bu�er asopy-on-write. [Figure 193 about here.℄The sk buff struture is ritial to understanding the networking ode. It isused to hold a plethora of di�erent types of network data, although prinipally,this is paket bu�ers (inluding their nested headers and so forth).In the next two listings in �gures 194 and 195, you an see the way thatthese strutures are part of a linked list, and an in fat be on several lists.They an be owned by a soket that is sending or about to reveive them (highlevel interfae), and have a link to a devie that they either arrived or will besent on (low level interfae). There is a timestamp assoiated with when theywere last timestamped (depends on the use or last protool that touhed the�eld and how it wishes to ommuniate with the next - this an be partiulalryuseful in sheduling paket output, as disussed in hapter nine).[Figure 194 about here.℄The soket bu�er struture overlays a number of possible interpretationsof the atual ontents of the memory it points to - the headers have to inludetransport, network and link layer information for fast aess and multiplexing/de-multiplexing, but for eah protool layer the union of all types of di�erent paketheader for the di�erent availalble protools at that layer is used for progrmamingonveniene. [Figure 195 about here.℄



CHAPTER 5. PROTOCOL IMPLEMENTATION FRAMEWORK 75Manipulating sk buffsThere are a number of funtions for manipulating soket bu�ers. Here are thede�nitions of the publially available ones.[Figure 196 about here.℄



CHAPTER 5. PROTOCOL IMPLEMENTATION FRAMEWORK 765.6.1 Alloating a Soket Bu�er[Figure 197 about here.℄[Figure 198 about here.℄In TCP, there is a wrapper funtion for this, alled tp allo skb()[Figure 199 about here.℄Here we see the de�nition of the standard funtions for aessing the skbuffstruture. [Figure 200 about here.℄



CHAPTER 5. PROTOCOL IMPLEMENTATION FRAMEWORK 775.6.2 Alloating and freeing a soket bu�er from the globalpool [Figure 201 about here.℄The following extrat from the skbuff ode desribes the alloation of asoket bu�er in some detail:[Figure 202 about here.℄The ode to alloate a soket bu�er alls lower level kernel funtions toatually alloate the right type of memory.[Figure 203 about here.℄[Figure 204 about here.℄[Figure 205 about here.℄



CHAPTER 5. PROTOCOL IMPLEMENTATION FRAMEWORK 785.6.3 Manipulating Soket Bu�ers[Figure 206 about here.℄The following funtion opies form, but not ontent, bumps referene ount![Figure 207 about here.℄Here's the global data part of the ode to manipulate soket bu�ers.[Figure 208 about here.℄[Figure 209 about here.℄Finally, we get to the ode whih sets up the atual pool of bu�ers.[Figure 210 about here.℄



CHAPTER 5. PROTOCOL IMPLEMENTATION FRAMEWORK 795.7 A day in the life of a Protool Control BlokHere is the relevant data for the protool ontro lblok vis-a-vis the state of astream type soket in the INET protool familiy![Figure 211 about here.℄[Figure 212 about here.℄[Figure 213 about here.℄[Figure 214 about here.℄There is a lot more to the TCP state mahine than this, but we'll look atthat in the next but one hapter.5.7.1 Soket and Route related transport stateFor historial reasons, some state assoiated with the transport protool is keptin the soket struture (it is, in any ase, per onnetion per proess for on-netion oritented uniast protools, so this is not a terrible error, although infuture for reliable multiast transport protools with multiple senders and re-eiving proesses potentially on the same mahine, this ould be a problem).The route related state is disussed in hapter eight. In any ase, one of themost formidable data strutures in the Linux ommuniations protool stakimplementaton is ontained in the innoently named �le sok.h:Along this is the tp opt strut, whih is disussed in detail in hapter seven.[Figure 215 about here.℄There is also IP level information (e.g. strut ipv6 pinfo and strutinet opt, and then soket level data itself:[Figure 216 about here.℄[Figure 217 about here.℄[Figure 218 about here.℄[Figure 219 about here.℄[Figure 220 about here.℄[Figure 221 about here.℄[Figure 222 about here.℄[Figure 223 about here.℄[Figure 224 about here.℄



CHAPTER 5. PROTOCOL IMPLEMENTATION FRAMEWORK 805.7.2 Future of the soket strutureThere is a omment to the e�et that its desired by the ode authors to tidythis all up, whih desribes a muh more elegant solution:[Figure 225 about here.℄



CHAPTER 5. PROTOCOL IMPLEMENTATION FRAMEWORK 815.7.3 Referene COuntingFurther on, there are two more important faets of the soket state maintenaneode. Firstly we see the referene ounting:[Figure 226 about here.℄[Figure 227 about here.℄[Figure 228 about here.℄[Figure 229 about here.℄



CHAPTER 5. PROTOCOL IMPLEMENTATION FRAMEWORK 825.7.4 Sokets and RoutesNext we see the ode to assoiate a soket with a route[Figure 230 about here.℄[Figure 231 about here.℄[Figure 232 about here.℄Penultimately, there is a set of funtions to queue data safely to and fro masoket (remembering that a soket is shared between user proess and kernelthreads): [Figure 233 about here.℄[Figure 234 about here.℄Finally, we have some maros to ontrol synhronisation between user andkernel via soket wait queues:[Figure 235 about here.℄



CHAPTER 5. PROTOCOL IMPLEMENTATION FRAMEWORK 835.7.5 Soket Credentials Manager InterfaeIts neessary to ontrol use of resoures in the soket interfae - this is donethrough keeping a list of redentials for aess to soket bu�ers (basially, typialunix user and group identi�er information).An example funtion is illustrated in �gure 236 whih maps between givenredentials and atual proess rights.[Figure 236 about here.℄The interfae to this ode is like this:[Figure 237 about here.℄



CHAPTER 5. PROTOCOL IMPLEMENTATION FRAMEWORK 845.7.6 A brief with omparison BSD Style Stak Infras-trutureBy way of ontrast, lets look at the way that the BSD Unix kernel might ahievethe synhronisation: [Figure 238 about here.℄[Figure 239 about here.℄Here is a brief outline of what the pseudo-funtions above do:[Figure 240 about here.℄



CHAPTER 5. PROTOCOL IMPLEMENTATION FRAMEWORK 855.8 SummaryIn this hapter, we have looked at the general support for protools in the kernel,from network devie driver and software interrupts, through to the soket glue,taking in the soket bu�er data strutures and the protool multiplexing anddemultiplexing layers along the way.In the next hapter, we look at the network layer protool IP, itself, and itsassoiated management protools.



Chapter 6Infrastruture Protools\Three things are inevitable in life: death, taxes and middleware." - anonymous.6.1 RoadmapIn this hapter, we over the protools that provide an internetworking infras-truture, that is to say IP (versions 4 and 6), and the assoiated managementprotools suh as ARP, DHCP and ICMP and IGMP.We introdue the basi onepts of the MAC Address, IPv4 Address andlook at proposed IPv6 Addressing, and Multiast Addressing. We then look atautoon�guration inluding ARP, and IPv6 stateless autoon�guration.Then we look at IP host paket proessing for sending and reeiving and,briey forwarding.6.2 IP

86



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 876.2.1 Internet Protool Output[Figure 241 about here.℄[Figure 242 about here.℄[Figure 243 about here.℄[Figure 244 about here.℄[Figure 245 about here.℄[Figure 246 about here.℄[Figure 247 about here.℄[Figure 248 about here.℄[Figure 249 about here.℄[Figure 250 about here.℄[Figure 251 about here.℄[Figure 252 about here.℄[Figure 253 about here.℄[Figure 254 about here.℄[Figure 255 about here.℄[Figure 256 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 886.2.2 FragmentationHere is where IP output loops over a bu�er that is bigger than the MTU sizeand generates fragments to send:[Figure 257 about here.℄[Figure 258 about here.℄[Figure 259 about here.℄[Figure 260 about here.℄[Figure 261 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 89Non fragmented transmissionIt is ommon that the transport layer has used MTU disovery to �nd the max-imum paket size tolerable on a path so that fragmentation then subsequentlyis not neessary. In this ase, we want super-fast ode to handle the situation.[Figure 262 about here.℄[Figure 263 about here.℄[Figure 264 about here.℄Here is the atual tight loop over the transport paket bu�er, outputtingfragments: [Figure 265 about here.℄[Figure 266 about here.℄[Figure 267 about here.℄[Figure 268 about here.℄[Figure 269 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 90Non ontiguous bu�ersAs in hapter �ve, we need to handle non on�guous bu�ers. It would beexelent if this ould be done aross the entire stak without generating paketopies or new sk buff alloations![Figure 270 about here.℄The next ase is dealing with a ommon ase, where we have a prototypepaket but reeived from somewhere (e.g. ICMP request) and we need to gen-erate the pajet going the other way.[Figure 271 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 91Initialisation [Figure 272 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 926.2.3 Internet Protool InputReeiving IP pakets - �rst of all, there is a brief disussion of IP reassemblyhaking. [Figure 273 about here.℄[Figure 274 about here.℄[Figure 275 about here.℄[Figure 276 about here.℄[Figure 277 about here.℄[Figure 278 about here.℄[Figure 279 about here.℄[Figure 280 about here.℄[Figure 281 about here.℄[Figure 282 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 936.2.4 Internet Protool Forwarding[Figure 283 about here.℄[Figure 284 about here.℄[Figure 285 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 946.2.5 Internet Protool Fragmentation Support Funtions[Figure 286 about here.℄[Figure 287 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 95Memory alloation and freeing for fragments[Figure 288 about here.℄[Figure 289 about here.℄[Figure 290 about here.℄[Figure 291 about here.℄[Figure 292 about here.℄[Figure 293 about here.℄[Figure 294 about here.℄[Figure 295 about here.℄[Figure 296 about here.℄[Figure 297 about here.℄[Figure 298 about here.℄[Figure 299 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 96Re-assemblyThe inverse of fragmentation is re-assembly. THis is not stritly an inverse,sine fragmentatio nan our at any, and many hops along a route whereverthe MTU on an output link is smaller than the MTU on the input link. However,reassembly is only done at the reeiving end system. The other part of reassmblythat is omplex is that it requires a timer (the only timer in the IP layer) sineone needs to deal with lost or out of order delivery of fragements (and to beable disard fragments for pakets whih will never be omplete).[Figure 300 about here.℄[Figure 301 about here.℄[Figure 302 about here.℄[Figure 303 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 976.2.6 Internet Protool OptionsIP options in IPv4 are urious things. They have a high potential value, butsine (for over 2 deades) they have remained relatively un-unsed, most routersproess them in the slow path. The slow path is the unommon ase ode, andontains many more heks than so-alled it fast path proessing. In fat, whenrotuer vendors throw hardware solutions at a problem, they are ommittingdesigns to silion whih is ostly, so typia;y. they redue the number of optionsto zero.Nevertheless, we need to handle them beause of hosts requirements. Theloos and strit soure route and reord options would be very useful if they werewidely implemented, although they do represent a nasty seurity hole in theapability for an ISP to do \traebak".The \router alert" is beoming an interesting exeption to this, sine it istypially used only oasionally in the stream of pakets that rely on its e�et.IPv6 makes a di�erent design deision to seperate out hop-by-hop optionsfrom end-to-end options and give a handle to routers to �nd the next-headereasily. We'll look at this later in this hapter.[Figure 304 about here.℄[Figure 305 about here.℄[Figure 306 about here.℄[Figure 307 about here.℄[Figure 308 about here.℄[Figure 309 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 98Option ClearingThis is the Preamble to proessing options.[Figure 310 about here.℄Next, we deal with No-op and option end ase.[Figure 311 about here.℄Proess Loose and Strit Soure Route Options.[Figure 312 about here.℄Route reord [Figure 313 about here.℄Timestamp option proessing.[Figure 314 about here.℄[Figure 315 about here.℄Router Alert option handling.[Figure 316 about here.℄[Figure 317 about here.℄[Figure 318 about here.℄[Figure 319 about here.℄[Figure 320 about here.℄[Figure 321 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 996.2.7 Internet Protool Soket Glue[Figure 322 about here.℄[Figure 323 about here.℄[Figure 324 about here.℄[Figure 325 about here.℄[Figure 326 about here.℄[Figure 327 about here.℄[Figure 328 about here.℄[Figure 329 about here.℄[Figure 330 about here.℄[Figure 331 about here.℄[Figure 332 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 100Setting Soket OptionsIn the previous hapter we saw the generi soket layer for dealing owth soketoptions. Here we have the IP protool spei� part of that funtion. Otherprotool families would have di�erent instanes of this ode.[Figure 333 about here.℄[Figure 334 about here.℄[Figure 335 about here.℄[Figure 336 about here.℄Multiast sokket options [Figure 337 about here.℄[Figure 338 about here.℄[Figure 339 about here.℄[Figure 340 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 101Getting Soket OptionsGetting soket options is just the inverse of setting them.[Figure 341 about here.℄[Figure 342 about here.℄[Figure 343 about here.℄[Figure 344 about here.℄[Figure 345 about here.℄6.3 AddressingLink and network addresses have spei� �nite lifetimes and sopes. In fat,so of ourse do names (as in Domain Names), and this means that we need toonsider binding names to addresses from one level to the next.address data strutures We have the IP and Link layer data strutures.address formats We have the spei�ed formats for addresses as disussed ear-lier.on�guration/management We an override binding and sope rules throughmanagement.



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 102ARP Management [Figure 346 about here.℄[Figure 347 about here.℄[Figure 348 about here.℄[Figure 349 about here.℄[Figure 350 about here.℄[Figure 351 about here.℄[Figure 352 about here.℄[Figure 353 about here.℄[Figure 354 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 103ARP solitiation [Figure 355 about here.℄[Figure 356 about here.℄[Figure 357 about here.℄[Figure 358 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 104Send an ARP [Figure 359 about here.℄[Figure 360 about here.℄[Figure 361 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 105ARP Reeption [Figure 362 about here.℄[Figure 363 about here.℄[Figure 364 about here.℄[Figure 365 about here.℄[Figure 366 about here.℄[Figure 367 about here.℄[Figure 368 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 106ARP User Interfae [Figure 369 about here.℄[Figure 370 about here.℄[Figure 371 about here.℄[Figure 372 about here.℄[Figure 373 about here.℄[Figure 374 about here.℄[Figure 375 about here.℄[Figure 376 about here.℄[Figure 377 about here.℄[Figure 378 about here.℄[Figure 379 about here.℄[Figure 380 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 107ARP Initialisation and Usage Example[Figure 381 about here.℄[Figure 382 about here.℄6.4 Network Level Debugging - ICMP



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 108[Figure 383 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 109[Figure 384 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 110[Figure 385 about here.℄[Figure 386 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 111[Figure 387 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 112[Figure 388 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 113Now we look at the data assoiated with running ICMP.[Figure 389 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 114[Figure 390 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 115[Figure 391 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 116[Figure 392 about here.℄[Figure 393 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 117[Figure 394 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 118[Figure 395 about here.℄[Figure 396 about here.℄[Figure 397 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 119Avoid reursive ICMP errors[Figure 398 about here.℄[Figure 399 about here.℄[Figure 400 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 120Handle unreahables orretly[Figure 401 about here.℄[Figure 402 about here.℄[Figure 403 about here.℄[Figure 404 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 121[Figure 405 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 122[Figure 406 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 123[Figure 407 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 124[Figure 408 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 125[Figure 409 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 126[Figure 410 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 127[Figure 411 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 128[Figure 412 about here.℄[Figure 413 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 129[Figure 414 about here.℄6.5 Group Management - IGMPA reasonable fration of the Internet supports multiast, partiularly in tierone ISPs and in aademi and researh networks where the aess networksare LANs. The Host Group membership system is managed through the host-router ommuniations protool, Internet Group Management Protool. TheLinux implementation is overed here.6.5.1 IGMPIn this setion we take a tour around IP multiast support in Linux. Multiast isa triky onept and is intimately bound up between host and router funtions,so rather than defer the main disussion to the hapter on routing, we lookthrough most of the ode here. The rationale is also that UP multiast makesuse of enapsulation (tunnels) whih are also disussed here as they are parthost, part router funtionality![Figure 415 about here.℄[Figure 416 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 130IGMP timers to manage state[Figure 417 about here.℄[Figure 418 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 131IGMP Transmission [Figure 419 about here.℄[Figure 420 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 132IGMP Reeption [Figure 421 about here.℄[Figure 422 about here.℄[Figure 423 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 1336.5.2 Mangeing the group/interfae state[Figure 424 about here.℄[Figure 425 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 134User/Group Management layer[Figure 426 about here.℄[Figure 427 about here.℄[Figure 428 about here.℄[Figure 429 about here.℄[Figure 430 about here.℄[Figure 431 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 135Devie Events that inuene Group State[Figure 432 about here.℄[Figure 433 about here.℄[Figure 434 about here.℄[Figure 435 about here.℄[Figure 436 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 136[Figure 437 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 137[Figure 438 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 1386.5.3 Multiast Forwarding[Figure 439 about here.℄[Figure 440 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 139Virtual Inferfae support for Multiast[Figure 441 about here.℄[Figure 442 about here.℄[Figure 443 about here.℄[Figure 444 about here.℄[Figure 445 about here.℄[Figure 446 about here.℄[Figure 447 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 140Multiast Cahe [Figure 448 about here.℄[Figure 449 about here.℄[Figure 450 about here.℄[Figure 451 about here.℄[Figure 452 about here.℄[Figure 453 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 141[Figure 454 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 142Multiast forwarding and Lookup[Figure 455 about here.℄[Figure 456 about here.℄[Figure 457 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 143User management of multiast forwarding ahe[Figure 458 about here.℄[Figure 459 about here.℄[Figure 460 about here.℄[Figure 461 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 144Multiast soket options[Figure 462 about here.℄[Figure 463 about here.℄[Figure 464 about here.℄[Figure 465 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 1456.5.4 Multiast Transmission[Figure 466 about here.℄[Figure 467 about here.℄[Figure 468 about here.℄[Figure 469 about here.℄[Figure 470 about here.℄[Figure 471 about here.℄[Figure 472 about here.℄[Figure 473 about here.℄[Figure 474 about here.℄[Figure 475 about here.℄[Figure 476 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 1466.5.5 PIM Spei�s[Figure 477 about here.℄[Figure 478 about here.℄[Figure 479 about here.℄[Figure 480 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 147Router User to Kernel Mangement[Figure 481 about here.℄[Figure 482 about here.℄[Figure 483 about here.℄[Figure 484 about here.℄[Figure 485 about here.℄6.5.6 Starting Multiast[Figure 486 about here.℄6.6 NATs, Tunnels and Other HaksThese three (NAT, IP in IP and GRE) are very similar - note also that the mul-tiast tunnel support is quite homomorphi too! Network Address Translationis overed further in hapter ten in some more detail.



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 1486.7 Network Address TranslationNetwork Address Translation is popular wherever one has a shortage of ad-dresses, and is frequently also used as part of simple site seurity, espeially inonjuntion with �rewalls. [Figure 487 about here.℄[Figure 488 about here.℄[Figure 489 about here.℄[Figure 490 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 1496.8 Tunnels6.8.1 IP in IP Tunnels[Figure 491 about here.℄[Figure 492 about here.℄[Figure 493 about here.℄[Figure 494 about here.℄[Figure 495 about here.℄[Figure 496 about here.℄[Figure 497 about here.℄[Figure 498 about here.℄[Figure 499 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 150ICMP in IP in IP tunnels[Figure 500 about here.℄[Figure 501 about here.℄[Figure 502 about here.℄[Figure 503 about here.℄[Figure 504 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 151[Figure 505 about here.℄[Figure 506 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 152Data in IP in IP Tunnels[Figure 507 about here.℄[Figure 508 about here.℄[Figure 509 about here.℄[Figure 510 about here.℄[Figure 511 about here.℄[Figure 512 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 153Management of IP in IP Tunnel[Figure 513 about here.℄[Figure 514 about here.℄[Figure 515 about here.℄[Figure 516 about here.℄[Figure 517 about here.℄[Figure 518 about here.℄[Figure 519 about here.℄[Figure 520 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 1546.8.2 GRE Tunnels[Figure 521 about here.℄[Figure 522 about here.℄[Figure 523 about here.℄[Figure 524 about here.℄[Figure 525 about here.℄[Figure 526 about here.℄[Figure 527 about here.℄[Figure 528 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 155Reeive Data in GRE Tunnels[Figure 529 about here.℄[Figure 530 about here.℄[Figure 531 about here.℄[Figure 532 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 156Transmit Data in GRE Tunnels[Figure 533 about here.℄[Figure 534 about here.℄[Figure 535 about here.℄[Figure 536 about here.℄[Figure 537 about here.℄[Figure 538 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 157ICMP in GRE TunnelsCare needs to be taken in mapping the auses of ICMP messages when theemanate within or outside a tunnel.[Figure 539 about here.℄[Figure 540 about here.℄[Figure 541 about here.℄[Figure 542 about here.℄[Figure 543 about here.℄[Figure 544 about here.℄[Figure 545 about here.℄[Figure 546 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 158GRE iotl [Figure 547 about here.℄[Figure 548 about here.℄[Figure 549 about here.℄[Figure 550 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 159GRE Broadast [Figure 551 about here.℄[Figure 552 about here.℄[Figure 553 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 160GRE Management and Initialisation[Figure 554 about here.℄[Figure 555 about here.℄[Figure 556 about here.℄[Figure 557 about here.℄[Figure 558 about here.℄[Figure 559 about here.℄6.9 IP version 6To a large extent, the IPv6 ode is modelled on the IPv4 ode, so we needonly look at the salient plaes that it is di�erent. IPv6 is both more ompelx,and simpler. For example, its stateless autoon�guration means that a lot ofassoiated protools are not required. On the other hand, this means that thisbuilt in funtionality is more omplex.



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 1616.9.1 IPv6 Header De�nitions[Figure 560 about here.℄IPv6 interfae header de�nitions for INET address family.[Figure 561 about here.℄[Figure 562 about here.℄[Figure 563 about here.℄[Figure 564 about here.℄[Figure 565 about here.℄[Figure 566 about here.℄[Figure 567 about here.℄[Figure 568 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 1626.9.2 IPv6 API [Figure 569 about here.℄[Figure 570 about here.℄Flow labels an be set by appliation programmers - using this is desribedin the IProute2 doumentation.[Figure 571 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 1636.9.3 IPv6 Address (Auto)-Con�gurationNot surprisingly, the most omplex part of IPv6 is the addressing, sine thatis where it has both more bits, and more ways of alloating them than itsanestor,IPv4.An IPv6 address an have di�ernt sope, suh as loopbak, link loal, siteloal, and so on. [Figure 572 about here.℄It an be uniast, or multiast or anyast. It an also be IPv4 ompatible.[Figure 573 about here.℄Addresses need to be alloated when devies ome up, and fred up whendevies go o�ine.When sending a paket, we also need to hoose an address arefully![Figure 574 about here.℄[Figure 575 about here.℄[Figure 576 about here.℄[Figure 577 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 164Deriving an IPv6 addressMultiast address management is not so di�erent from IPv4. There are alsoaddresses for tunnels (for SIT, see later).Typially we build an address from a LAN interfae's MAC address and aroute pre�x. [Figure 578 about here.℄The uniast address an start with the LAN devie address. It an thenhave a route based pre�x added.[Figure 579 about here.℄[Figure 580 about here.℄[Figure 581 about here.℄[Figure 582 about here.℄[Figure 583 about here.℄[Figure 584 about here.℄[Figure 585 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 165IPv6 Address ManagementAddresses are managed through timers, whih limit their lifetime.Addresses an also be managed manually. There are a bunh of parametersthat an be ontrolled by the system:[Figure 586 about here.℄[Figure 587 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 1666.9.4 IPv6 Neighbour DisoveryIPv6 is trying to be as free of manual on�guration as possible. Thus it triesto disover from its environment any on�guration neessary. One thing thatneeds �nding is neighbours.[Figure 588 about here.℄Essentially, if a network supports broadast, then this is used to propagatemessages to �nd out \who is out there'. An example of suh a message is theneighbour advertisement. It is like ARP, but uses the ICMPv6 message formats.We'll just look at this one - others are all similarly onstruted.[Figure 589 about here.℄[Figure 590 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 167Neighbour Disovery - Router AdvertisementInbound messages may inlude router advertisements, for example:[Figure 591 about here.℄[Figure 592 about here.℄[Figure 593 about here.℄[Figure 594 about here.℄[Figure 595 about here.℄Other messages inlude redirets and errors.



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 1686.9.5 IPv6 InputAs with IPv4, IPv6 input is alled on demultiplexing a paket (see disussionin hapters three and four). This ends up here:[Figure 596 about here.℄[Figure 597 about here.℄This ends up alling ip6 rv finish() via the Network Filter Hook again,whih then routes the paket to the appropriate demultiplexing (e.g. forwarding,or loal reeption to a transport protool) via the normal pattern:[Figure 598 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 1696.9.6 IPv6 OutputOutput is pretty straightforward. As usual we have to go via the Network FilterHook. [Figure 599 about here.℄Then the hard work is done in the atual transmit funtion:[Figure 600 about here.℄[Figure 601 about here.℄The paket building is a little more omplex due to the IPv6 option stru-tures: [Figure 602 about here.℄[Figure 603 about here.℄[Figure 604 about here.℄[Figure 605 about here.℄[Figure 606 about here.℄[Figure 607 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 1706.9.7 IPv6 Forward Funtion[Figure 608 about here.℄[Figure 609 about here.℄[Figure 610 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 1716.9.8 IPv6 Soket GlueThe soket glue ode is slightly di�erent than for IPv4 beause the soket optionsare slightly di�erent as you would expet! Here is an exerpt:[Figure 611 about here.℄Addressing. [Figure 612 about here.℄[Figure 613 about here.℄Paket Options. [Figure 614 about here.℄Multiast parameters [Figure 615 about here.℄Multiast membership [Figure 616 about here.℄Path parameters. [Figure 617 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 1726.9.9 IPv6 Flow LabelFlow labels are a unique feature of IPv6 that an be used as fast routing tableindexes. They may refer to a session at a higher level (hene the name ow),and thus also index ow state suh as di�erentiated or integrated servies asdisussed in hapter nine.Here is an exerpt of the ow label management ode.[Figure 618 about here.℄[Figure 619 about here.℄[Figure 620 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 1736.9.10 Extension HeadersIPv6 has a number of extension headers - to illustrate what may be present, letslook at the funtion used to skip them for ICMP, whih doesnt want to onsiderthem at all: [Figure 621 about here.℄[Figure 622 about here.℄



CHAPTER 6. INFRASTRUCTURE PROTOCOLS 1746.9.11 Simple Internet TransitionSIT is like a GRE tunnel: [Figure 623 about here.℄[Figure 624 about here.℄6.9.12 E�et on transport of IPv6 of noteIn general, IPv6 has as little impat on transport and above as possible. TheTCP and UDP pseudoheaders used for heksums have to be modi�ed sine theyinlude parts of the IP header (inluding addresses. The modules linux/net/ipv6/tp ipv6.and linux/net/ipv6/udp. inorporate the relevant hanges. These are rela-tively minor.6.10 SummaryIn this hapter, we looked at the implementation of the Internet infrastruture.The network is built out of links that arry IP pakets. IP pakets haev tobe framed for transmitted and reeption, and so we looked at the Ether LoalArea Network as an example of this, and overed a speiif driver for this. IPaddresses need to be translated into link layer addresses, and so we looked atthe Address Resolution Protool. IP pakets ause problems, and these mustbe reported from time to time, and so we looked at the ICMP protool. Penul-timately, there are some things that require additional levels of enpasulation,and so we looked at tunnels. Finally, IP is running out of address spae, and soa replaement, IPv6 has been designed and implemented, and so we looked atthe Linux implementation of that.In the next hapter, we look at end-to-end protools suh as TCP and UDPand RTP, whih run over this infrastruture.



Chapter 7Transport7.1 RoadmapThis hapter talks about end-to-end transfer of data aross IP networks. TheInternet provides a number of di�erent transport mehanisms, the most ommonones are TCP (Transmission Control Protool) and UDP (User Datagram Pro-tool)1. TCP provides a onnetion-oriented, reliable, stream-based transportand UDP an unreliable onnetionless datagram-based one. RTP is a newerprotool designed for the transport of Real Time Streams, suh as video andaudio. In this hapter we will examine the workings of UDP, TCP and RTP,and their implementations in Linux.The servies transport protools have to provide over a wide range, inlud-ing:MultiplexingReliabilityFlow ControlCongestion ControlFramingSynhronisationThis hapter overs the UDP protool, by analysis of its use in the anatomy ofa DNS lookup. and the TCP protool, inluding the anatomy of ow providingservie to HTTP, for a single web page download; We also take a brief look atRTP.7.2 IntrodutionTransport protools handle the end-to-end transfer of data between two IP-onneted hosts. Eah paket reated by the transport layer is addressed to the1As with most aronyms on the Internet the abbreviation is more important and well-known than the expansion 175



CHAPTER 7. TRANSPORT 176destination host, and transported by the network layer. Higher layer protoolsand servies will make use of transport layer to transport their protools. Reallfrom hapter XXX that the network layer (and below) devies, suh as swithesand routers, store no state about the onnetions established or ows traversingthrough them. So any state information needed to maintain ommuniationmust be stored by the end-system hosts.7.3 UDP|User Datagram ProtoolUDP is muh more simple than TCP so we will disuss its operation �rst.7.3.1 IntrodutionUDP is a onnetionless, unreliable datagram servie. This means that there isno onnetion information maintained and therefore eah paket arries its ownaddressing information. By unreliable we mean:� that there is no guarantee that the data will be reeived by the destinationproess,� that if it is reeived that it may ontain errors.� that pakets may arrive out-of-sequene, i.e. in a di�erent order to the onewith whih they were transmitted.UDP provides a multiplexing servie over the basi IP funtionality, and a simpleform of error detetion.7.3.2 MultiplexingAlthough most people will refer to hosts ommuniating over a network (suhas the Internet), in reality it is software proesses that ommuniate. Devies inthe Network layer (suh as routers) will use the IP address information to routethe pakets to hosts. The host must then proess the paket and eventuallyroute the data arried to the appropriate software proess. In the same waythat a sailing ship needs to know both the ountry of its destination and theport of disembarkation, a port is used to identify the proess that the datais destined. Ports are transport layer information. In the TCP/IP suite portnumbers are 16 bit quantities.Many hosts provide a set of server software proesses suh as web servers.These servers listen for potential data pakets or onnetions on so-alled well-known ports. A mapping between servie names and port numbers is in the/et/servies �le. A sample is shown in �gure 625. Eah line onsists of aservie name suh as ftp, followed by a port number and protool[Figure 625 about here.℄7.3.3 UDP paket header anatomyThe UDP datagram ontains an 8-byte header and is arried within an IPdatagram. When arrying UDP data the IP protool �eld is set to 17. TheUDP header is shown in �gure ??.



CHAPTER 7. TRANSPORT 177[Figure 626 about here.℄The only transport layer failities that UDP provides over and above that ofthe IP datagram layer is that of multiplexing and a heksum for rudimentaryerror heking.Not only does UDP o�er the disadvantage of no reliability in transmission,but also it annot adapt to the network onditions. If the network is too highlyloaded for the ommuniation to take plae the UDP onnetion will be poor,and also have an adverse e�et on other traÆ on the network. The TCPtransport desribed in the later in this hapter provides this extra funtionality.7.3.4 Transport Layer linkageThis setion desribes the funtions that link the transport layer to the soketlayer above and the network layer below.Soket to Transport LayerA soket's life is one of reate, operate on and lose. This setion desribes howthe user spae alls are passed through to kernel funtions. We will use theexample of soket reation to show this.Soket state information is maintained in a number of strutures:� strut soket, whih is a protool independent struture.� strut sok, whih ontains transport layer information. In most of the funtions, theurrent sokets sokstruture is alled skThe main soket ode is in net/soket.. Funtions in this �le are oded to all funtions spei� to the type ofsoket reated.When a soket is reated (soketall) there is a all to sys_soket. This alls sok_reateand then maps the soket to a �le desriptor. This desriptor is passed bakto the user proess for future operations on the soket. sok_reatealloates the soket and then alls the reate funtion for the family of soketsbeing reated (in the ase of an IP network soket PF_INET.Here referene is made to the net_familiesarray, so we now need to travel to the initialisation ode for the linux net-working in order to see how this and other strutures are initialised.The net_familiesarray is initialised when the kernel is booted in the inet_initfuntion in net/ipv4/af_inet.. This funtion is part of the ode run at boot up as an be seen fromthe printed message at the start of the funtion. One of the �rst operations ininet_init



CHAPTER 7. TRANSPORT 178is to register the inet family of sokets with the soket funtionality. Thenthe protools are added to a hash table of protools. These funtions are inprotool..The inet family is registered with the sok_registerall, whih is a funtion in soket., whih stores the family operations struture. This struture ontains thefamily name and a reate funtion for the soket family|inet_reateThe reate funtion for PF_INETsokets is inet_reate, whih is the funtion alled as net_families[family℄->reatein sok_reate. inet_reatealloates and initialises the sok struture. An important part of theinitialisation is the assignment of the soket operations struture to the ops�eld. The two main types of IP soket (SOCK_STREAMand SOCK_DGRAM) eah have a set of funtions assoiated with their operations. These areinet_stream_opsand inet_dgram_ops, whih are statially initialised in net/ipv4/af_inet..A further important struture to be initialised is the protstruture whih ontains spei� funtions for eah protool type. udp_protand tp_protare stati strutures in net/ipv4/udp.and net/ipv4/tp_ipv4.. This use of sets of funtion pointers allows for a great use of generi odein the the soket and inet funtions. When the soket is reated there is a allto prot->initto initialise the soket.To summarise the above on startup the protool family (PF_INET) is �rst registered. Eah soket reated has a set of soket operations (eitherinet_stream_opsor inet_dgram_ops). Eah protool, tp or udp, has a set of protool funtions (tp_protor udp_prot). Throughout the ode alls are made to these funtions.The �rst operation on most sokets after reation will be a onnet all. Thisappears in the kernel as sys_onnetin net/ipv4/soket.. Here the soket is found (by looking up its �le desriptor) and the memoryblok ontaining the address this soket is to be onneted to is moved to thekernel. Then the the onnetfuntion out of sok->opsis alled. For udp this will be inet_dgram_onnet(in af_inet.), whih itself alls onnetin the sk->prot



CHAPTER 7. TRANSPORT 179struture, whih for udp will be udp_onnet. Other soket operations are passed through to the relevant funtion in thisway. [Figure 627 about here.℄[Figure 628 about here.℄IP Layer LinkageThe af_speifistruture ontains funtions whih pass data to and from the network layer.This is set to ipv4_speifiwhen the soket is initialised. See �gure 10.6.[Figure 629 about here.℄7.3.5 The sokstrutureThis struture holds information relevant to a partiular soket. Thisinformation inludes values suh as the port numbers, destination address et.It is delared in linux/inlude/net/sok.h, see �gure 628 for the part of the struture that stores the soure anddestination addresses and ports. Whenever a soket option is hanged or queriedthen the kernel stores the value of the option in this struture. The tp_pinfounion ontains a strut tp_optwhih itself ontains important tp information, whih we will over in theTCP setion below.Soket strutures are alloated by the sk_alloall. Eah soket maintains a referene ount. When this reahes zero thesoket an be freed from memory (sk_free). The sok_holdand sok_putinrement and derement the referene ounts. These are implemented inlinux/net/sok.and linux/net/sok.h. [Figure 630 about here.℄7.3.6 DNS look-upThe Domain Name Servie is responsible for onverting names to addresses onthe Internet. The atual servie is not desribed in this hapter, but we will usea DNS look-up as an example of an appliation that uses a UDP transport. InC the funtion gethostbynameis the programming interfae to this protool. If we take a simple programthat performs a look-up and simply outputs it to the sreen we observe the straeoutput in �gure 629. This output has been edited to only show the informationappropriate to the DNS request and response. Here a all to soket



CHAPTER 7. TRANSPORT 180reates a datagram (i.e. UDP) soket and onnets it to the DNS server.As UDP is a datagram based protool, this onnet simply updates struturesin the operating system rather than generating network traÆ. An datagramssent to this soket that are unaddressed will be forwarded using this onnetioninformation. A DNS paket is then formed and sent. The program must nowwait for a reply and also be ready to timeout if a reply is not forthoming.Eventually a message is available and the revfromall allows it to be read. The soket is then losed.[Figure 631 about here.℄We an now trae the path of this request through the Linux kernel to theIP layer and then the response from the IP layer bak to the appliation.The soket is �rst reated and then onneted (udp_onnet, see 630), whih as this is a datagram soket doesn't result in any traÆaross the network, but a modi�ation of the kernel strutures. Spei�ally arouting table entry is reated for this destination address and this entry addedto the soket struture.The appliation library now builds a DNS request paket and passes this tothe kernel with the sendmsg all. This is passed on by soket.to udp_sendin net/ipv4/udp., �gure. One of the operations of sendmsgis the alulation of the UDP heksum. This heksum provides for somerudimentary error heking at the reeiver and is alulated over the entire udppaket and also some �elds from the IP layer (a fake header) see �gure ??. Theheksum value is the one's omplement of the sum of all the 16 bit words to beheked. This is inserted into the heksum �eld. At the reeiver, the stak ansimply add the values together and an all ones sum indiates a orret paket.The paket is passed to the datagram (IP) layer via the ip build xmit()all. Note that the all to ip build xmit()all's seond parameter is a funtion pointer. This pointer an take oneof two values depending on whether the paket's heksum is to be alulatedor not. In either ase the purpose of this funtion is to opy the data fromuserspae to the IP layer diretly and if neessary alulate the heksum as thedata are opied. A further optimisation here would be to opy the data fromuser spae diretly to the interfae adaptor ard. Figure 632 shows the buildingof the udp header and the eventual transmission of the paket.The request traverses the Internet to one or many servers and eventuallya response is reeived. This is proessed by the infrastruture protools andbu�ered. The paket arrives at the udp layer via a all to udp_rv, this funtion is the handler funtion stored in the inet_protoolstruture, see hapter ??. udp_rv�rst validates the paket (udp_heksum_init). If this hek is passed and the paket is a multiast or broadast paketthen it is delivered using udp_v4_mast_deliver. Otherwise the paket's soket is searhed for (udp_v4_lookup). This funtion is shown in �gure 633If the soket is found then the data is queued. If a soket is not found thenthis ould be due either to an errored paket, or an attempted ommuniationto a port without a bound proess. If the former ase the heksum failure



CHAPTER 7. TRANSPORT 181will ause the paket to be silently dropped and in the latter an ICMP portunreahable message is returned to the sender, �gure 634UDP (and TCP) heksums are performed over the entire segment andan additional pseudo-header, whih inludes some IP layer �elds (addresses,protool type, length et). This provides some extra integrity if the IP heksumhas failed to ath errored pakets. For reasons of performane the heksumsare alulated as the pakets are opied from user spae to the kernel, see linux/net/ore/iove.When the appliation is ready to reeive a message it alls either rev,revfrom or revmsg whih arrive in udp. as a all udp_revmsg(). Here if a datagram is available it is taken from the datagram layer(skb_rev_datagram) and opied to user spae. As with transmit a heksum alulation is doneas the data are opied and if this fails then an error returned. After this thesoure address of the the datagram is plaed into a sokaddrstruture for opying to the parameter of a revfromor revmsgall.When the appliation has �nished using the soket lose will be alled, thispasses to the kernel as sok_release, whih then alls the release operation for the protool|inet_release. This in turn alls the lose operation|udp_lose, whih in turn alls inet_sok_release. Here the resoures used by the soket begin to be released bak to thesystem. A point to note is that although this mahine has �nished with thesoket and its ommuniation, there may be pakets in the network still arriving.The system is left in a state to handle these.[Figure 632 about here.℄[Figure 633 about here.℄[Figure 634 about here.℄[Figure 635 about here.℄[Figure 636 about here.℄7.4 TCP|Transmission Control ProtoolIn addition to muliplexing TCP provides other transport layer servies to theappliation layer. These are reliability, ow ontrol and ongestion ontrol.These are desribed here and followed by a desription of the TCP paket headerand the stak implementation in Linux.7.4.1 TCP Transport FuntionalityReliabilityThe data are sent and reeived by the appliation arrive in exatly the sameorder, none are lost, none are repeated and none are subjet to errors in trans-mission. These aims are aheived in a number of ways. Firstly, eah segment is



CHAPTER 7. TRANSPORT 182heksumed in the same way as the UDP heksum desribed above. If a paketfails the heksum test then it is dropped and treated by the reeiving stak as aloss. Seondly, eah segment transmitted is subjet to an aknowledgement. Ifthe aknowledgement does not arrive after a predetermined time interval thenthe segment may be retransmitted. The alulation of the optimum timeoutinterval is important for eÆieny and the estimator funtionality is desribedlater in this hapter. Thirdy, eah paket is given a sequene number. If twopakets arrive with the same value then a dupliate has been deteted and theseond may be disarded. Sequene numbering also provides for detetion ofout-of-order arrivals and allows the reeiving stak to reorder these saving onretransmissions.Connetion OrientedAs the IP layer is a simple datagram only layer TCP adds the onept of aonnetion at the transport layer. There is a handshake between the senderand the reeiver at the start of a ommuniation in order for eah end to agreeon whether they wish to ommuniate and also some spei� ommuniationparameters.TCP is also a streaming protool rather than the datagram based UDP. Thismeans that two proesses ommuniating with TCP are onneted simply by apipe, where data are sent in one end and reeived out of the other. There is norelationship between the size of the data bloks sent into this pipe, the size ofthe databloks read from the pipe and the size of the data bloks as they aresent over the network.Flow ControlIn the simple ase the sender ould wait for every paket sent to be aknowledgedor timeout before sending the next paket. This, while being relatively easy toimplement, is rather ineÆient on bandwidth use.For example a 100Mbps pipe between two geographially separate endpointswith a round trip time of say 5ms, will only allow one new paket every 5ms, ifan aknowledgement has to be awaited between pakets. For 1000byte paketsthis will be an e�etive bandwidth use of only (1000�8)0:005 bps, whih is 1.6Mbps,i.e. 1.6% of the available bandwidth.On the other hand, a sending stak annot simply send the data as fast aspossible or else there will be problems in both the network and the reeivingsystem. If a fast sender is sending to a slow reeiver then the data may allarrive, but not be proessed fast enough. This an lead to the situation wheredata are ompleting their journey aross the network, but being dropped attheir destination. In order to prevent this TCP uses ow ontrol.Flow ontrol employs a mehanism alled a sliding window, see �gure 635.All data falls into one of the following ategories:� data that have been sent and aknowledged,� data that have been sent but not aknowledged,� data that an be sent but haven't been yet,� data that an't yet be sent.



CHAPTER 7. TRANSPORT 183The data in the enter two ategories represent those data that the reeiveris willing to reeive. These data are enompassed by a window|the slidingwindow. As aknowledgment are reeived for data at the left hand edge of thewindow the whole window an slide to the right bringing further data into theategory of data that an be sent.[Figure 637 about here.℄Congestion ControlIn the disussion of ow ontrol above we reall that there an be networkrelated problems to senders sending too fast. If a sender with a high bandwidthonnetion to its network is sending to a reeiver, and at some point in the paththere is a lower bandwidth link, then as soon as the sender starts sending toofast for the lower bandwidth link there will be loss. This is alled ongestion.Congestion an also our when a number of onnetions are sharing a link andeah is trying to make as muh use as possible of the available bandiwdth. TCPongestion ontrol makes sure that a TCP onnetion in either of the two aboveases reeives a fair share of the available bandwith. De�nition of fair in theseases is generally a ontentious issue.Congestion ontrol employs another window in the data to be transmitted.This windows is alled a ongestion window and ontrols to the amount of datathat an be sent into the network unaknowledged. The ongestion windowinreases in size while the network is unongested and desreases when onges-tion is deteted. Currently ongestion is deteted by detetion of a lost paket.Expliit Congestion Noti�ation (ECN) is a tehnique where ongestion in thenetwork is deteted and the sending sites informed by setting of a TCP headerbit in the returning data stream.The inreases and dereases in the ongestion window size are spe�ed inRFC 2581. A TCP onnetion an be in one of two states: slow start or on-gestion avoidane. In slow start, the Congestion Window inreases in size bydoubling after an amount of data equal to the ongestion window's size has beensent, until a threshold is reahed. After this, ongestion avoidane is enteredwhen the ongestion window inreases by the value of the MSS. If at any pointloss is deteted then the threshold is set to half the urrent ongestion windowsize and the ongestion window size set to the MSS. The onnetion returns toslow start. This is TCP TAHOE. TCP RENO is an enhanement where at theonset of ongestion the onnetion redues the threshold as before, but sets theongestion window to the threshold and enters ongestion avoidane.7.4.2 HTTP requestWe will use the example of an HTTP request to illustrate the operations of TCPin the Linux protool stak. The request is a single html page from a loal webserver. Figure 636 shows an editted version of the strae output from the webbrowser (lynxin this ase). Figure 637 shows the output from tpflow, whih is a program that prints out appliation layer data from snoopedpakets. Figure 10.6 shows the output from tpdumpfor this operation.



CHAPTER 7. TRANSPORT 184[Figure 638 about here.℄[Figure 639 about here.℄[Figure 640 about here.℄In order to see the strae of exeution on a server proess we will employthe nprogram. First we set up n as a tp listener on port 5656 and onnet toit using a telnet session. The session is then losed down. The resultant straeon the n session is shown in �gure 638[Figure 641 about here.℄Examining �gure 10.6 losely we an see that the �rst three pakets arethe onnetion setup 3-way handshake, the next four are the data transfer,one paket in eah diretion and their aknowledgments and the �nal three theonnetion lose down. Note that the aknowledgment of the �rst FIN paketis piggybaked onto the lient's FIN.From the strae output in 636, we an see that the sequene of signi�antoperations on the soket is onnet, write, read and lose (the soket will alreadyhave been reated by this point).On the server side (from �gure 638) the signi�ant operations are soket,bind, listen, aept, read and lose. Most servers will also write in response toa read.7.4.3 TCP headerThe TCP header has a large number of �elds and is shown in �gure 639[Figure 642 about here.℄7.4.4 TCP implementationThe TCP stak has to respond to a number of external and internally generatedevents. These are:User requests |These ome through the soket layer as onnet, send, rev,lose (and other) alls.Network Events |These ome from the network layer as datagrams arrive.Time Events |These ome via interrupts from timers running in the kernel.files linux/net/ipv4/tp_*.Unlike UDP, TCP needs to maintain state about eah onnetion. WithUDP the message to be sent passes through the kernel into a single (possiblyfragmented) datagram on its own. With TCP, beuase reliability, ow andongestion ontrol need to be maintained then the data have to be bu�ered andinformation onerning the urrent state of the onnetion stored. This is donein the proess ontrol blok.



CHAPTER 7. TRANSPORT 1857.4.5 TCP statesTCP an be in a number of states, these are listed in 640. The proess ofonnetion setup and tear down is ontrolled as in the State Transition Diagramshown in �gure 641. This is opied diretly from RFC 793, whih details thetransition between these states.[Figure 643 about here.℄[Figure 644 about here.℄7.4.6 TCP StruturesThese are all oordinated per TCP onnetion through the Transmission ControlBlok data struture. The values are desribed in RFC793, and key values willbe illustrated in the text below. The sokstruture is a large struture where these values are held. This ontains anumber of other strutures, inluding a strut tp_optalled af_tpin the union tp_pinfo. This struture is usually refered to as tp, by an assignment at the start of eah funtion that uses it, see �gure�g:tp[Figure 645 about here.℄[Figure 646 about here.℄[Figure 647 about here.℄[Figure 648 about here.℄[Figure 649 about here.℄[Figure 650 about here.℄The tp_skb_bstruture ontains information about the urrent TCP onnetion on a persegment basis. Aess to this struture is via the TCP_SKB_CB. See �gure ?? [Figure 651 about here.℄7.4.7 TCP CodeThis setion takes a walk through of the salient features of the TCP stak. Theorder is the intuitive of the typial TCP operations rather than arhiteturalor proedural. We initially look at onnetion setup, from a server and lientperspetive and the demultiplexing of individual segments to their soket own-ers. Then we go on to over tear down, whih will omplete a look at the statemahine in the previous �gures. The next stage to examine is the sending ofdate, the ations taken on reeiving segments and what to do in the event oftimeouts. Finally we look at other features of TCP, inluding ongestion on-trol, PAWS (Protetion against Wrapped Sequene numbers), window salingand SACK (Seletive Aknowledgments).



CHAPTER 7. TRANSPORT 186Connetion SetupThe lient side of onnetion setup auses a all to tp_onnet. Here various �elds in the tp_optstruture are initialised and an soket bu�er for the SYN segment �lled.This is transmitted at the end of the funtion.Meanwhile the server has reated a soket, bound it to a port (bind) andhas alled listen to wait for a onnetion. This hanges the state of the soketto listening. The tp_rv_state_proessfuntion proesses the inoming data.When the server replies with its own SYNACK paket this will be proessedby tp_rv_synsent_state_proessTCP demultiplexingThe soket strutures for listening and established onnetions are stored forsearhing in the tp_hashinfostruture. This is searhed on the arrival of a segment to determine whihsoket is required. This searh whih is done by __tp_v4_lookup(and other funtions with similar names) is for established onnetions basedon a has value of the soure and destination addresses and ports|tp_hashfn. For listening onnetions the hash value, alulated by tp_lhashfnis simply based on the listening port number.Send and ReeiveThe appliation sends data by writing to the soket. This passes through thesoket linkage and beomes a all to tp_sendmsgin linux/net/tp., see �gure 649 The urrent MSS is determined. The data to be send iswithin the msgstruture and assigned to iov, whih is an array of iovlenbloks. If the soket is not in an errored state or a half shutdown state thentransmission an begin. [Figure 652 about here.℄[Figure 653 about here.℄We now loop though the message bloks and build segments. As TCP is byteoriented the bloks an be divided and joined in order to ahieve full segmentswhere possible. First the soket bu�er at the end of the write queue is examined.If this doesn't exist, (say beause it has been transmitted and aknowledged) orit is full, then a new soket bu�er is alloated. If there is room then the spaeleft is alulated. By the end of �gure 651 opyontains the number of bytes that an be added to this sk_buff. [Figure 654 about here.℄



CHAPTER 7. TRANSPORT 187This data now needs to be opied into the soket bu�er, somememory may need to be found. Data is opied from the user using thesum_and_opy_from_userfuntion, alled either from skb_add_data()or tp_opy_to_page(), �gure /ref�g:sendloopmemory1{ 653.[Figure 655 about here.℄[Figure 656 about here.℄The rest if the funtion is shown in �gure ??{ ??. If the length of the datain this soket bu�er is still not as big as the MSS then the loop is ontinued.[Figure 657 about here.℄[Figure 658 about here.℄The soket bu�er are sent to the network layer with tp_transmit_skb, whih at this stage is ether alled via tp_push_oneor __tp_push_pending_framesand tp_write_xmit. This latter funtion attempts to send eah paket in the send queue, see ??.Prior to transmission of a paket there is a all to tp_snd_test, see �gure 657. Note that TCP_SKB_CB(skb)->end_seqis the sequene number of the last byte in the soket bu�er, tp->snd_unais the next expeted aknowledgment number and tp->snd_wndis the urrent advertised reeive window from the other end of the onnetion.This is the sliding window protool in ation.[Figure 659 about here.℄[Figure 660 about here.℄tp_transmit_skbis the funtion that builds the TCP header inluding any option �elds,eventually heksumming the paket via the tp->af_speifi->send_hek() all, whih maps to tp_v4_send_hek, and transmitting the bu�er with tp->af_speifi->queue_xmit(skb), whih is atually ip_queue_xmit. Note that a lone of the bu�er passed whih means that the original issaved in the ase of a retransmission being required.[Figure 661 about here.℄[Figure 662 about here.℄[Figure 663 about here.℄[Figure 664 about here.℄



CHAPTER 7. TRANSPORT 188We now onsider the reeiving of data at the other end of the onnetion.Pakets are reeived by the IP layer and forwarded to the TCP layer via thetp_v4_rv, whih is part of the net_familystruture for TCP. See �gure 662{ ??.[Figure 665 about here.℄[Figure 666 about here.℄First the paket's header information (from th->) is opied to the soket bu�ers TCP_SKB_CBblok. The the paket's soket is found, see setion 7.4.7. Now the soketbu�er is either added to the soket baklog, for future proessing, or passed totp_v4_do_rv. The fig:tpprequeprovides for an optimisation if the urrent user proess is the one owningthe soket, see ?? [Figure 667 about here.℄tp_v4_do_rv, see �gure ?? in the onnetion setup setion, fast paths if the soket is inan established state to tp_rv_established, this being the most ommon state, and also that whih requires fastestproessing. [Figure 668 about here.℄[Figure 669 about here.℄[Figure 670 about here.℄[Figure 671 about here.℄[Figure 672 about here.℄The fast path in this funtion uses the header predition in RFC 1323, i.e.is the expeted sequene number the same as that of the inoming paket. Herethe timestamp option if present is deoded, PAWS (see later) heked. If thepaket is empty, then we all tp_ak. If it is too small then it is disarded and if it ontains data then it is queuedfor the owning soket. There is another optimisation here if the urrent proessis the task that owns the soket, as the data an be opied diretly to the iove. The heksum is heked in this funtion, and the tp->rv_nxtvalue updated.In the slow path �rst PAWS is heked (see later). Then whether the paketis in sequene is heked with the tp_sequenefuntion, �gure 670 and 671.[Figure 673 about here.℄[Figure 674 about here.℄



CHAPTER 7. TRANSPORT 189If an out of sequene paket ours then a dupliate ACK is sent, with a allto tp_send_dupak(). If the suesful ase a all to tp_ak_snd_hek(and __tp_ak_snd_hek) will send an immediate ak or a shedule a delayed ak. Figure 672.[Figure 675 about here.℄When an aknowledgement paket is reeived a all is made to tp_ak, see 673 and 674. [Figure 676 about here.℄[Figure 677 about here.℄At the end of tp_rv_establishedtp_data_queueis alled. This is show in �gures 675{ 678. Here the fast path is the mostommon paket, i.e. in sequene and in the urrent window. Again there is anoptimisation if the urrent task is that owning the soket, otherwise memorymust be reserved and the soket bu�er queued. The rv_nxtvariable an be updated for the urrent onnetion and if the soket bu�erontained some data then tp_event_data_revis alled to shedule an ak. If there are pakets on the out-of-order queuethen this segment may have �lled a gap, in whih ase an immmediate akshould be sheduled. Eventually the soket bu�er an be freed if the data hasalready been opied (i.e. eaten > 0) otherwise the sk->data_readyis alled whih auses the task owning the soket to awake.The next fastest path is reeipt of a retransmitted paket, whih is indiatedto the sender and then dropped.The next fastest is a zero window probe, see later.The remaining part of the funtion deals with out-of-order arrivals.[Figure 678 about here.℄[Figure 679 about here.℄[Figure 680 about here.℄[Figure 681 about here.℄TCP is generally driven by reeiving aks from the far end of the onnetionor data from the user. However, there will be situations where timers are neededto keep things going. There are three main timers in TCP� The retransmission timer|used if a paket is unaknowledged to ause aretransmission, this is also used if the reeive window from the other endis zero to keep probing and give the opportunity for the window to growagain.� The delayed ak timer|used to send a delayed ak, if it hasn't been sentfor another reason.



CHAPTER 7. TRANSPORT 190� The keep alive timer|used to keep a very low level of traÆ over an idleonnetion.This funtions are in tp_timer.. See �gure 679 [Figure 682 about here.℄Congestion ControlThe sender's ongestion window is stored in the tp_optstruture as snd_wnd. This is initialised in tp_init_metriseither on reeipt of a SYN segment (for a host reeiving a onnetion) intp_rv_state_proess, or on aknowledgment of a sent SYN segment (for a host initiating aonnetion) in tp_rv_state_proess.The ongestion window is heked, along with other things, as a bu�er issent see ??.If the onnetion window is smaller than rhe slow start threshold (ssthresh) the onnetion is in \slow start" state. If larger then it is in \CongestionAvoidane". The size of the ongestion window inreases in di�erent waysdepending on this state. Figure 680 shows the inrease in the ongestion window,this is alled one per ak from tp_ak. [Figure 683 about here.℄Seletive Aknowledgement|SACKModern tp/ip implementations suh as the one desribed in this book employ aseletive aknowledgment mehanism known as SACK RFC2018. Sak employsa tp options �eld to indiate reeived segments that annot be simply aked,as there would be gaps in the aked stream. The tp_optstruture uses the following variables in SACK:� eff_saksto indiate the number of saks to send with next paket.� seletive_aksan array of sak bloks (eah sak blok is simply the sequene number ofthe beginning and end of the blok)� dsakto indiate a dupliate sak should be sent� dupliate_sakinformation about this D-SACK.These are set by the tp reeive data funtions, �gure 681{ 683 and used toadd options to generated pakets �gure 684



CHAPTER 7. TRANSPORT 191[Figure 684 about here.℄[Figure 685 about here.℄[Figure 686 about here.℄[Figure 687 about here.℄When a SACK option omes in the relevant soket bu�er is marked as re-eived and not retransmitted. A reeiver still has to option to drop the paket(an at known as reneging), see �gure 685[Figure 688 about here.℄When a segment is aknowledged by the usual tp aknowledgement meh-anism the fat that they have been saked need no longer be reorded.Protetion against wrapped sequene numbers|PAWSThis is an high performane extension to TCP desribed in RFC 1323. Onhigh bandwidth long distane links there is a danger that the sequene ountwill wrap round while there are still valid older segments in the network. ThePAWS algorithm prevents this by using a timestamp option, whih arries annon-dereasing integer. The basi idea is that a segment an be disarded if itstimestamp is less than some other reently reeived timestamp. The followingvariables in tp_optare used:� rv_tsvalThe timestamp in this segment� ts_reentThe most reently reeived timestamp� ts_reent_stampThe time ts_reentbeame valid [Figure 689 about here.℄Round trip estimationIn order to get the most out of a TCP onnetion in terms of bandwidth utilisa-tion, an aurate method to determine the round trip time for timeout purposesis needed. The mehanism is desribed in [8℄, and shown implemented in �g-ure 687{ 688 [Figure 690 about here.℄[Figure 691 about here.℄[Figure 692 about here.℄



CHAPTER 7. TRANSPORT 192Window SalingThe TCP header allows for 16 bits to indiate the reeived window size. Withever inreasing bandwidth and distane this is no longer suÆient to keep eÆ-ieny. The TCP window sale option on synhronization allows for this valueto be saled. This is desribed in RFC1323. The option is sent only in SYNpakets, as it is only these that an be guaranteed to be arried to the reeiver.See �gure 690 and �gure 691.[Figure 693 about here.℄[Figure 694 about here.℄7.4.8 TCP behaviourLooking at some detail at TCP, latest theory and measurement by Padhye etal. (1998), shows how it really behaves.[Table 15 about here.℄B = min( WmRTT ; 1RTTq2bp3 + T0min(1; 3q3bp8 )p(1 + 32p2) ) (7.1)This equation is for long lived transfers. There is more reent work byCardwell and others on short lived transfers (whih the majority of the Webusage onsists of today). However, just looking at this equation for now, wean see a lot of single instane spei� parameters whih a�et the performaneradially. For exampleWm, and the range of T0 and b in implementations ouldbe quite large. Another problem here whih we should onsider when thinkingabout priing is the range of values for RTT - in some theoretial work, RTT isused as a measure of resoure use. However, it is atually a real value measuredfrom the path delay, and as suh, is suspet when used for omparability of e.g.satellite versus terrestrial hops. Another problem with suh proposals is that theloss rate p is onsidered as ongestion feedbak, and therefore as a proportionalresoure utilisation indiation. However, it depends on the instantaneous loadin the queue seen by a single paket, not the average over some period. Lossis also due to interferene on wireless networks, and so is a very noisy \signal".Proposed Internet replaements for loss suh as Expliit Congestion Noti�ationalso need speifying with regard to the sampling interval: if a swith measuresongestion over some interval, this must be known to the soures that reeiveongestion feedbak, out of band, so that they an estimate the signi�ane ofsome number of pakets arriving with the ECN bit set.Reliable multiast protools (for games, share dealing and software and newsdistribution) suh as the family of protools using Handley and Floyd's \TCPFriendly Multiast Congestion Control" use similar adaption tehniques to thatwhih TCP employs. However, one additional level of omplexity is that theseprotools also have self-organising repair server mehanisms. These will alterthe traÆ patterns again.Similar evolution is ourring in the streamed multimedia traÆ ows thatemanate from Internet Radio and TV sites, with TCP-like adaption being theapparent goal for Real Audio and Video, the most ommonly used produt forsuh servies in the Internet.



CHAPTER 7. TRANSPORT 1937.5 ManagementThe following ommands on linux an be used to monitor the transport layer:� Netstat - an display ative onnetions, for example netstat -awill display all ative and listening onnetions.� Tpdump - an trae pakets on wire by puttign system into promisuousmode at driver level (says \reognize all frames as for me") and passingup through a �lter to an appliation whih an further proess or dumpto a sreen.� ethereal (www.ethereal.om) will provide a graphial display of network traÆ.7.6 TCP vs UDPAs we have seen TCP overomes many of the problems with UDP, but at whatost. TCP is a muy more heavyweight protool, than UDP. Indeed it an beseen simply from the number of pages of this book how muh more e�ort isneeded in its desription and implementation. However, there are some ir-umstanes where UDP is the better transport mehanism. These inlude suit-ations where memory and resoures are limited suh as initial boot-o�-networkoperations on diskless workstations where a full TFTP (Trivial File TransferProtool) implemenation, whih runs over UDP, an be implemented in a fewbytes of ROM ode and minimal RAM requirements. Other times where use ofUDP may bene�t the situation are when the lightweightness an provide a per-formane advantage. An example here is DNS over a LAN, when a quik nameresolution is required and in a LAN enviroment there is often enough resouresto be relatively assured of a suessful ommunmiation. UDP an also be usedwhen another mehanism is responisble for portioning out the bandwidth for ex-ample ommuniation over RSVP established sessions. The Real-Time-Protool(RTP) is a protool designed to arry real-time traÆ, suh as video and audio,over the Internet. It users UDP as its transport mehanism.7.7 RTP|Real Time ProtoolThe Realtime protool is designed to arry muiltimedia ows over the Internet.Whether RTP is a transport layer protool or an appliation layer protool isa ommonly debated point. For the argument that RTP is appliation layerare: RTP data pakets are arried in UDP segments (a transport layer servie),and RTP is usually implemented in user spae. For the ontrary arguement arethe fat that RTP provides a number of additional servies to appliation layer,these are synronisation and framing. RFC1889 desribes RTP and an numberof other rfs desribe di�erent payload formats for partiular media types. RTPis generally implemented as a user library and not in the kernel so is beyondthe sope of this work.



CHAPTER 7. TRANSPORT 1947.8 Writing a new Transport LayerIf you are developing a new transport layer whih uses IP as its networking layerand sokets as the appliation API, then linking it with the existing protoolsuites beomes simply a matter of writing the appropriate linkage funtions and�lling in the funtion holding strutures. see setion 7.3.47.9 SummaryThis hapter examined transport protools and their implementation. The fa-ilities provided by the transport layer, i.e. Multiplexing, Reliability, Flow andCongestion Control, Synhronisation, Framing, have eah been examined andtheir implementations detailed. A omparison of popular transport protools:TCP, UDP and RTP has been made and instrutions on writing your owntransport layer given.



Chapter 8Routing\I'm not sure that the ability to reate routing diagrams similar to pretzels withmad ow disease is atually a marketable skill. " - Steve Levin8.1 RoadmapThis hapter is about Internet plumbing and path �nding. Here we disuss howwe interonnet links of di�erent types and, having done so, how we �nd ourway from A to B aross a omplex topology. Linux supports a variety of routingprotools, and Linux systems, running on PC or other hardware platforms, arein widespread use as low ost solutions for low to medium performane routers(though not entirely modest - up to 100baseT loal, and OC-3 wide area linksare easily supported, and there are no obvious reasons not to build up to a Gbpsrouter!).There are two main omponents to a router: Forwarding and Routing. Theforwarding task is arried out on eah and every paket and involves looking upthe destination (and possibly other data from the paket) in a forwarding table,and using the result to deide whih interfae to transmit the paket on. Thisis a kernel proedure. The routing task iinvovles the business of building andmaintaining the forwarding table, and is arried out asynhronously, usually bya user spae proess. There are a variety of routing protools whih are used inthe internet, but the basi tasks are the same.In this hapter, we review the omponents of the routing system and thenlook at Linux kernel support for the forwarding information base, and ontrolof it from routing protools in user spae.8.2 IntrodutionAn IP routing system takes the work of �nding a path away from end systems.As with the postal servie, end users and systems need only know the loation(address) of a reipient to get information there. An end system disovers anaddress by being given it. Typially, and end user uses a DNS name, whih islooked up in the name server system, and results in the appliation softwarebeing given an IP address. The end system software then uses this address asthe handle for ommuniation with the \far end". The infrastruture of the195



CHAPTER 8. ROUTING 196Internet Protool layer, in end systems routers and links, onspire to deliver thepakets to the right plae, based on the destination address in IP pakets. Therouting system may optionally onsult other �elds in the IP header to provideenhaned servies.To do all this, routers have to onsult maps. The maps have to be on-struted somehow, and there are a variety of approahes to doing this.Forwarding Deision Frequeny The forwarding deision is taken most of-ten. We an deide whih route a paket will take seperately for eahpaket, or we might �x our deision for a number of pakets in a row, oreven for a number of pakets for a given user, perhaps for some on�guredamount of time. Whihever way a forwarding system worked, it seemsthat we do not want to arry out any omplex alulation, and we espe-ially want to avoid any exhange of information with any other routersjust so as to be able to forward one paket.Information about the world annot be distributed in�nitely quikly Ina physial transport system (e.g. postal servie or freeway system forars) where information an be sent about remote onditions by radio, ina ommuniations network, the state of a link some way away an onlybe learned as quikly as the users' own data an travel. In other words,our information about the rest of the world is out of date. This meansthat it does not make sense to hange what route we use too often. Atone extreme, we an �x the route taken by pakets manually, via someon�guration tool, or through network management. In fat, it is quiteommon to do this e�etively in parts of the network where there areno hoies anyhow - this is alled setting up a default route. As onelooks \further into the network", this does not make sense, sine thereare alternative possible paths through the network, and it wuld seem ashame not to be able to use them if our main (default) hoie link or pathfails. Thus it is usual to on�gure �xed, or even default routes only onend-systems or non multi-homed (see later) site aess routers.Routing Calulation Frequeny We ould re-alulate routes every timethere was a new ow (e..g a new TCP session, or a new Web download).This might make sesnse if ows lasted a long time, sine we might alsobe able to arry out some lever load balaning, provided we were ableto tell the \rest of the world" about our new ow, and whih paths wewere onsidering for it. In pratie, on the Internet ows are short lived,so most urrent routing protools do not onsider re-alulating routessimply based on short term information. It is more ommon to arry outa routing alulation based on one of two fators:1. topology hange - a link outage or repair, or new link installationtriggers an update. Of ourse it may be neessary to dampen downthe trigger if a link has an intermitten status, to avoid putting toomuh traÆ load (and omputational e�ort) onto other routers.2. long term traÆ hange - a long term traÆ monitoring system mayinput data into the route omputation - urrently, this is regarded assomewhat of a blak art (also known as a \researh topi").



CHAPTER 8. ROUTING 197It is also usual to have periodi exhanges (\soft state" refreshes) to makesure that everyone has a onsistent view of the world.Routing Update Data Soures The input data for a routing alulation anbe delivered from a entral monitoring system to eah router, or from therouter's neighbours, hop-by-hop, or may be distributed by eah routerooding information to all the other routers in an area. Eah approahhas its advantages. Central systems may fail, depriving the routers ofupdates, but a entralised system takes this load o� the routers. A hop-by-hop advertisement is simple, but leads to potential inonsisteny. Aooding approah an lead to a onsistent view, but requires some traÆontrol for the route updates.Routing Update Data Distribution The way the routing data is dis-tributed is partly a onsequene of the soures of data for routing al-ulation. However, n general, routing data is high priority, sine withoutit, user data is unlikely to be delivered to the right plae, or via the rightpath. Routing data may ow over di�erent hannels than the users data.If so, it is important for a routing protool to maintain status informationabout the users' atual data path, sine it is no longer impliit in the re-eption of routing update data over a link that the users' data will travelso easily!If a ooding appriah is used to distribute routing data, from or to a man-agement node, or from eah router to all others in an area, the ood mustbe onstrained not to loop. This may entail a simpli�ed baseline routingomputation (e.g. building a spanning tree amongst all the routers) �rst.Routing Calulation Loation Having aumulated information about thestate of the network, we need to ompute the best routes. This mightbe done at a entral nodel whih would then distribute atual path in-formation to eah and every router, or, more realistially, an be doneautonomously at eah router. CPU power is heap. Memory is reason-ably heap. Thus it makes sense to gain the advantage of timeliness, andindependane from failure of other nodes, by distributing (and to some ex-tent, e�etively repliating) the omputation of the routes at every router.Routing Update Data Semantis Route updates arry link status informa-tion. At its simplest, this is a binary up/down indiation. However, in-reasingly network operators wish to selet routes based on more omplexmetris. These measurements an inlude: propagation delay; urrentmean queueing delay; link apaity; monetary ost; loss statistis, andmany other possibilities.In speial irumstanes, other ounter-intuitive approahes have been takenin the design of routing systems. For example, in ad ho radio networks, randomrouting is sometimes used. In systems with very limited omputational resoures(e.g. CPU, memory), Hot Potatoe routing is used ,where pakets are forwardedbased only on urrent loal information, suh as hoosing the output link withthe shortest urrent queue.In pratie, at the moment, Internet routing has largely distributed andadaptive. Forwarding deision (frequent) is largely deoupled from routing al-ulation (oasional). These design hoies made make the forwarding task



CHAPTER 8. ROUTING 198relatively simple, but the routing protool and map omputation task (RIB andFIB) relatively omplex: A few other tasks need to be aomplished:Neighbour Disovery A router starts out either on�gured with informationabout \who is down the end of them there links" or else has to �nd it outby probing or listening.status A router maintains some idea of the state of its neighbours, again typi-ally by peridially saying hello - this will sometimes be authentiated. Itis part of a spei� routing protool what the exat details are for this.Distribution Routers ollaborate. They exhange views with eah other aboutthe state of the net as well as eah other. There are atually two funda-mentally di�erent approahes to the atual details of this. The ommon\heap and heerful" way is alled distane-vetor. Eah router tells itsneighbours everything it knows and has learned so far. This is disussedlater in this hapter The more respetable method is alled link-state.Here, eah router oods reports about the state of links that it looks after,to all the other routers in a domain, or an area.Saling As the Internet grows, the potential load on the links, router CPUand memory systems also grows. Sine network growth in the last twodeades has been exponential, this would not bode well for network servieproviders or operators. Lukily, several tehniques exist to redue the loadon the network routing and forwarding system.� Hierahial addressingMost networks employ some kind of hierarhial addressing. In manynetworks, suh as the postal system and the telephone network, ad-dresses in use are variable in length. Only as muh of an addressas neessary need be quoted to make it unique for the area withinwhih it is being used. When onstruting routes for the whole world,however, the full address must be used. Thus when sending a letterto someone else in the same ity, the author doesn't have to quote theity name or ountry name, when the post oÆes of the world on-strut their routing tables to be able to deliver letters to anywherein the world, they need to be able to distinguish 10 Downing St,London from 10 Downing St, Cambridge and both of these from 10Downing St, New York, NY, USA.In the Internet, addresses are �xed in length, but a tehnique alledClassless Inter-Domain Routing is used to provide the hierarhialaddresses within a �xed length �eld. This relies on assoiating avariable length mask with an address in use in a routing area, andexhanging the mask as well as the address when building up mapsof the world. We look at this more below.� Hierahial routingIn large networks, it is generally the ase that di�erent regions in thenetwork have more or less onnetivity. If a region is onneted tothe rest of the world only via a single link (\single homed"), then itseems unneessary to bother the rest of the world with the details ofthe internal topology of the region.



CHAPTER 8. ROUTING 199It is also the ase that we often deploy new routing protools in partof the network at a time rather than having a \ag day", when weupgrade (or downgrade) the entire net.Thus it is important to separate routing into regions. This is donein two di�erent ways in Internet Routing. Firstly, routing proto-ols are divided into intra-domain and inter-domain. Here, the term\domain" refers to the autonomous management of routing, and notany other aspet of networking. Intra-domain routing domains areseparated from eah other by inter-domain routing protools. In IPnetworks, these are known as IGPs and EGPs. Seondly, within adomain, a routing protool may have expliit on�guration manage-ment mehanisms for dividing routers and links into sub-domains. Inthe internet, there are several examples of this, ranging from subnetrouting, up to area routing (in OSPG and ISIS). We will revisit thisbriey at the end of this hapter.Routing Table Constrution It is an internal matter for a routing daemonhow it onstruts its routing information base. The entries will essentiallylist all the peer routers, and typially all possible destination pre�xes, aswell as some destinations known about but urrently unreahable. Themost general data struture for this would be a graph of nodes (routers)and edges (links), with the edges labelled with the various metris formaking route (or forwarding) deisions. Assoiated with any node andedge would be the soure of the information about it, and the time that thelast information was reeived. Of ourse, in pratie, given all informationarrives either from, or via neighbours, this data ould be built around asmaller data struture, suh as a list of neighbours, and the list of updates,with a single entry for the last update time - it really depends on thegranularity of information in the routing protool.Forwarding Table Computation At the end of eah update epoh, a ompu-tation is arried out by the routing daemon, to derive the new forwardinginformation base (\FIB"). This is then downloaded into the forwardingengine - in linux terms, the kernel �b is updated by the routing proess.This an and often is manual, of ourse.In distane-vetor algorithms, the data distribution is the omputation.A router reeives a vetor of destinations and metris from a neighbour,and simply replaes the forwarding entry for the next hop with the newvalue, if the new value is better.In link state protools, a more omplex proedure is needed to derive theforwarding table from the set of route updates. At the end of the routeupdate ooding epoh, the network graph is built, simply by adding allthe updates together in a "jig-saw puzzle". Subsequently, Dijkstra's wellknown graph walking algorithm an be used to arry out a forward searhfrom the urrent router to all other routers (and the networks attahed tothose routers). This �nds the path from \here to there" with the lowestmetri. If paths with di�erent metris need to be onsidered (or multiplealternate paths for load balaning or instant failover), then the algorithman be alled multiple times.



CHAPTER 8. ROUTING 200Typially, we an imagine that this only ours for the entire routingsystem very oasionally. Most updates may result in loal parts of thegraph being hanges, and there are several tehniques for inrementallyomputing a \Dijkstra", and keeping the CPU ost to a minimum.Forwarding is simple. However, the lookup of an entry is ompliated by thefat that the proedure typially involves an algorithm alled \longest math"due to Classless Inter-Domain Routing. There are a variety of data struturesthat have been used to keep this proedure fast and also to keep the assoiatedforwarding tables small, and we desribe the one urrently used in Linux in thishapter.The rest of this hapter disusses simple forwarding and routing in Linux.More omplex routing protools are not part of any standard release, but arerather seperate produts that are available from the networking ommunity (e.g.gated). In the future, we hope this may hange, as open soure produes somehigh quality routing protool daemons.A omplete disussion of routing protool design is outside the sope of thisbook!In the next setion, we take a look at the Linux kernel support for forwardinginformation.8.3 Forwarding Table Computation8.3.1 IP AddressingEah paket arrives with some information in it about where it wants to go andhow it wants to be treated. The simplest data we an lookup in our forwardingtable in an IPv4 data paket is the destination address.IPv4 addresses are 32 bits long. This makes a simple table lookup somewhatunrealisti. Even if eah entry in the table just had the 32 bit IP address ofthe next hop (ignoring other important information!), we would need 4 � 232bytes of memory in every router (16 Gigabytes of memory!). In other networkprotool worlds, suh as onnetion oriented paket networks, this approah istaken, sine the number of entries used for forwarding eah paket is limited tothe maximum number of onurrent onnetions, and this is typially a smallernumber. In fat, we will see later how MPLS an make use of this idea Infat, we will see later how MPLS an make use of this idea. It has the addedbonus of being eÆient (a single aess yle time to return the data). Thismeans it has potential for low ost hardware implementation. If we know thatwe are building hardware with a limited number of ows and a limited numberof interfaes that the next hop an be reahed on, we an limit the table size tosomething quite tratable. However ,this would not be in line with the Internetphilosohpy of generality, exibility, or software implementations, whih is whatwe are mainly onerned with here.Staying with the idea of a \at" (i.e. unstrutured) 32-bit address, a pro-grammer's �rst thought when onfronted with this type of problem is to lookat a hash table.Hash tables rely on some knowledge that the distribution of used entriesis relatively sparse, and relatively evenly sattered in some sense. With someknowledge of the distribution of atually assigned IP addresses, a hash funtion



CHAPTER 8. ROUTING 201an be designed whih maps the address, from a possible 32-bit value or 232entries, into a smaller identi�er spae. For example, if we know that there areonly 65536 assigned net numbers in the world, we ould have a table with amere 100,000 entries (a few spare to be on the safe side!), and hoose the hashfuntion to be modulo, in this ase, modulo 216.IP addresses are not assigned ina perfet uniform random distribution, sothis will lead lmost inevitably to ollisions or lashes in entries in the hast table.These are dealt with by haining a linked list from the entries that ollide. Thisalso needs a marker to say if the entry is an entry, or is part of a hain.[Figure 695 about here.℄The hash funtion takes somewhat longer to ompute than a table o�set. Itthen subsequently requires a table o�set in any ase, and typially, this resultsin a possible linked list searh too. This is onsiderably more ostly in CPUthan in memory. However, the relative osts of CPU and memory are in favourof this kind of approah as a basis for modern route lookups for IP like networks.Considering trends in urrent memory performane and pries, it would be adeade or more away before we ould onsider diret route lookup, If you on-sider IPv6 addresses, whih are 128 bits long, any likely full table is ompletelyout of the question.Of ourse, life is more omplex than this: IP addresses are e�etively stru-tured into several parts. IPv4 uniast addresses are in two parts. IPv6 addressesmay have more omponents depending on the sheme in use. IP multiast ad-dresses are yet another kettle of �sh, and we look at IP multiast later in thishapter,For now, lets just onsider IPv4. An IPv4 has a network part and a hostpart, together making up the full 32 bits. Historially, a site was alloated IPv4network address taken from one of three lasses of the address spae. The ideawas that there were typially three di�erent size networks: the ore networkssuh as the ARPANET and SATNET - these would be given 8-bit networkaddresses (lass A), and there ould be only ever up to 256 of them; the sitenetworks suh as Berkeley, MIT, UCLA and UCL - These were given 16 bitnetwork numbers, (lass B) and there ould be 65536 of them, eah with 65536hosts on!; �nally, there would be small loal networks, with only 256 hosts onthem - but there ould be up to 224 of these, that is 16,777,216 Class C networknumbers.There are two big problems with this approah: �rstly, not only does \onesize �ts all" not apply, but in fat three sizes didn't �t all either; many networkshave a topology that allows more than 256 hosts to be attahed loally, but ifgiven a Class C network, not all these hosts would be reahable; onversely,many networks only attahed 100 hosts to a lass B network! More ritially,the routing system had to know about all the addresses, yet in pratie (andthis is not unrelated to the �rst point), many sites had a single way to reahthe whole world, even when they had several networks \internally".The �rst step away from a globally visible network numbering system wasthe introdution of subnet addressing. The seond step away from a globallyvisible topology was the hierarhial alloation of addresses to organisations.Consideration of the size and topologial loation of an organisation would leadto the assignment of a network number, together with a mask, whih indiates



CHAPTER 8. ROUTING 202how many bits of the address are atually free to be used for alloation to hosts,and how many are for advertising the network as reahable to the next \level"of the topology.The downside of this is that it leads to the requirement for hosts, and routers,and routing protools to know or disover the mask assoiated with their regionof the network. The upside is that it leads to the possibilitiy that address pre�xesmay now be hierarhially aggregated. In other words, in the \edge" of thenetwork, we only are about routes towards the \ore", while in the ore of thenetwork, we only need now about the highest levels of aggregation. Hopefully,these would usually be long masks, or shorter network pre�xes, leading to aredution in routing table requirements.[Figure 696 about here.℄The sheme has worked very well for loal and global routing table man-agement for several years. Reent trends in multi-homeing have emerged fromthe requirement for sites to have high avaialbility. If multi-homing for a site isdone \transparently" this requires network providers to advertise the site pre�xthrough at lease one path along whih the address is not aggregatable.An important onsideration for implementors of lassless inter-domain rout-ing is that a router must now ompare destination addresses in pakets withmultiple possible routing entries. Whih routing entry is the orret one topik? Clearly, the most spei� entry is the one \nearest" the destination.Given the way that addresses are now hierahially alloated and assigned, thismeans that the best math is the longest math, or in other words the one withthe longest number of bits mathing in the pre�x in the destination address andthe routing entry address after the routing entry mask has been applied.A naive approah to implementation might be to arry out a linear searh ofthe routing table. This may be all right in loal routers, but in the routers nearerthe ore of the Internet, we �nd tens of thousands of route entries. If a singlehash table is used, we do not know the order with whih entries with di�erentlength pre�xes will our. Other solutions are required, otherwise we end upwith a linear searh, whih results in the same order of number of lookups, forevery single paket to be forwarded as there are route entries, whih an be verylarge.Trees and Tries The old BSD Unix approah to the forwarding table was tokeep three levels of information: host, route, and default. The searhinvolved hashing into the host table, and if a miss ourred, hashing intothe route table, and then �nally, if that failed, searhing the list of defaultgateways. Later, in 4.3BSD, radix trees were develped[?℄. These are aform of Patriia Trie - a trie is just a name for the types of tree datastruture whih stored information at eah internal node as well as at theleaves. The 4.3BSD Radix tree is a binary tree, whih, starting at theroot, stores the pre�x address and mask \so far". As you move downthe tree, more bits are mathed going one way down the tree. If theydon't math, the other branh holds the entry required. This sort ofdata struture an result in eÆient average performane for forwardingtable lookup times, on the order of ln(numberofentries), whih for largerouting tables is quite a gain (e.g. for 65536 route entries, average of



CHAPTER 8. ROUTING 203around 16 omparisons). Of ourse, the worst ase performane is thelength of the address, or 32 omparisons for an IPv4 address.Cahes The next stage in the evolution of forwarding table lookup shemeswas the idea of adding a ahe of most reently used routes in front of thestandard FIB. Before looking in the standard FIB, the forwarding odewill look up a destiantion in a route ahe, whih is hopefully a smallertable, and an be searhed more quikly. This idea sounds good, until yourealise that the performane advantage of ahing depends on the patternof aess over time. Spei�ally, ahign relies on temporal loality - thismeans that if a sequene of lookups resulting do in fat tend to referenethe same subset of destinations, and this subset only hanges muh slowerthan the rate of atual pakets arriving, then a ahe an be a big win.In pratie, it depends where you are in the net whether this is true ornot - ertainly, aording to measurements made my some experts for orerouters, there doesn't appear to be a great deal of temporal loality. TheInternet is \all over the plae"[14℄. On the other hand, a given site routermay see pakets go by with a very foussed set of destinations.Multiple Hash Tables It was observed that one ould have a hash table foreah possible pre�x length. A re�nement of this is to see that, rather thansearhing all of these di�erent tables linearly, one an do a binary searh bypre�x lengths, starting with the most ommon[12℄. This is straightforwardomputing. Even with an IPv6 address of 128 bits, this will take 8 hashlookups to �nd the longest mathing entry.Trie Compression A more reent approah still is is to try to improve over theradix tree by ompressing the trie in some way[13℄. This sheme involvesreduing the number of levels in the trie by inreasing the degree of thenodes.Content Addressable Memory - CAMs A CAM is a ustom piee of hard-ware that is addressed by its ontent - an 32-bit wide CAM would be adevie whih is aessed by presenting it with an input value (e.g. theIP destination) and returns another value (i.e. the next hop) if the inputvalue is in its ontents. Generally CAMs get expensive if the width islarge, and require an exat math. Due to the interest in fast IP paketforwarding (and therefore fast lookup) there are a number of re�nementsto these devies, suh as ternary CAMs. Ternary CAMs allow 3 values foreah input bit, inluding a \don't are". This allows multiple mathes tobe done in parallel - the order of the results typially implies preferene.8.3.2 FIB PurposeForwarding tables are onsulted for every paket to be sent from a system.An entry is indexed by IP destination address, and has to store this and theassoiated mask, as well as information that may be used to time out an entry,and metris. The returned value from looking up an entry will typially be thenext hop IP router. Loal routing (i.e. link level mehanisms) are then used todeliver a paket to the next IP hop.The forwarding table data strutures in Linux are pretty sophistiated, aswell as being lose to state-of-the art in eÆieny.



CHAPTER 8. ROUTING 2048.3.3 FIB ImplementationThe diagram below illustrates how the FIB data is stored in the Linux 2.4 kernel.[Figure 697 about here.℄8.3.4 FIB InterfaeIn the rtattr data struture695, we an see the generality of information thatould be added in the FIB. In priniple, we have soure and destination basedrouting, input and output interfaes, priority, multipath, protool based and soon. The �elds are typially added into a FIB entry by a all via the rtnetlinksoket, from a routing daemon, or from the superuser running the IP ommand,whih we look at later. [Figure 698 about here.℄As desribed before, the �nal result after the long smart haul of looking upa forwarding information base entry is the next hop. This data struture696is relatively simple either we are told the IP address of the next hop gateway,or output devie (or both) - the output devie is all that is needed if we havea point-to-pont link,. for example, where the atual IP address of the nexthop is irrelevant. Linux also supports multipath routing, where we an loadbalane traÆ aross several links. It also indiates the distane (\sope") tothe destination. [Figure 699 about here.℄FIB information is not just a single \next hop". There is other data, as shownin 697. This inluds the possibility of multipath, soure based preferenes andsome entry maintenane data that we'll look at later.[Figure 700 about here.℄As desribed before, the lookup in the FIB essentially returns one or morenext hops - the ase for multiple next hops is generally urrently only whenwe have multi-path routing operating, when traÆ is being balaned over morethan one link. We an see the di�erent metris, and other parameters thatneed to be mathed for some typesof lookup, suh as protool, preferene andpriority, and then there are a number of internal management �elds suh as thetree referene, lient referene, and liveness (fib dead) and ags �elds.[Figure 701 about here.℄The overall struture 697 is omplex. Usually, FIB related funtions returnthe fib result type698 as a referene parameter, with the fib info *fi �eldpointing at the appropriate entry. returnThe fib table struture is a more generi interfae to the �b, inludingpointers to the various FIB aess funtions, so that new FIB funtions an bewritten per routing system. Currently, only the set of lookup funtions in thefib hash module are de�ned so the pointers are only initialled to point at therespetive fn funtions. [Figure 702 about here.℄



CHAPTER 8. ROUTING 2058.3.5 FIB CodeThe FIB implementation is split into four main parts. There is a front end(fib frontend), whih is the externally visible interfae to the FIB. Then thereis the fib rules module, whih implements the set of ways that we pik a nexthop - we need to disriminate one from aother potentially by poliy or metri, aswell as simply on longest math. Thirdly we have the fib semantis module,whih deals with the arane de�nitions of what nexthop really means - thisis well desribed in the omment 728. Finally, there is the fib hash module,whih implements the set of hash funtions desribed earlier in this hapter.



CHAPTER 8. ROUTING 206The Frontend [Figure 703 about here.℄[Figure 704 about here.℄[Figure 705 about here.℄[Figure 706 about here.℄[Figure 707 about here.℄[Figure 708 about here.℄[Figure 709 about here.℄[Figure 710 about here.℄[Figure 711 about here.℄



CHAPTER 8. ROUTING 207Aessing FIB Statistis[Figure 712 about here.℄[Figure 713 about here.℄[Figure 714 about here.℄[Figure 715 about here.℄[Figure 716 about here.℄[Figure 717 about here.℄[Figure 718 about here.℄



CHAPTER 8. ROUTING 208FIB Event Handler [Figure 719 about here.℄



CHAPTER 8. ROUTING 209[Figure 720 about here.℄[Figure 721 about here.℄[Figure 722 about here.℄



CHAPTER 8. ROUTING 210Sematis - what it all means[Figure 723 about here.℄[Figure 724 about here.℄[Figure 725 about here.℄[Figure 726 about here.℄[Figure 727 about here.℄[Figure 728 about here.℄



CHAPTER 8. ROUTING 211What is a \next hop"? [Figure 729 about here.℄[Figure 730 about here.℄



CHAPTER 8. ROUTING 212The FIB Big PitureThe omment below goes a long way to explaining how this works.[Figure 731 about here.℄



CHAPTER 8. ROUTING 213Cheking for next hop [Figure 732 about here.℄[Figure 733 about here.℄



CHAPTER 8. ROUTING 214Creating a new a FIB entry[Figure 734 about here.℄[Figure 735 about here.℄[Figure 736 about here.℄[Figure 737 about here.℄[Figure 738 about here.℄



CHAPTER 8. ROUTING 215Looking up FIB entry [Figure 739 about here.℄



CHAPTER 8. ROUTING 216[Figure 740 about here.℄



CHAPTER 8. ROUTING 217Aessing more FIB statistis[Figure 741 about here.℄[Figure 742 about here.℄[Figure 743 about here.℄



CHAPTER 8. ROUTING 218Taking an RT netling request[Figure 744 about here.℄[Figure 745 about here.℄[Figure 746 about here.℄



CHAPTER 8. ROUTING 219Interfae state hanges, update relevent FIB[Figure 747 about here.℄[Figure 748 about here.℄[Figure 749 about here.℄



CHAPTER 8. ROUTING 220Multipath Routing [Figure 750 about here.℄[Figure 751 about here.℄



CHAPTER 8. ROUTING 221FIB Pro FSAs well as RTNetlink, we also haev the pro fs interfae to modules.[Figure 752 about here.℄



CHAPTER 8. ROUTING 222Rules is rulesNow we an look at the rules for forwarding:[Figure 753 about here.℄[Figure 754 about here.℄[Figure 755 about here.℄[Figure 756 about here.℄[Figure 757 about here.℄[Figure 758 about here.℄[Figure 759 about here.℄[Figure 760 about here.℄[Figure 761 about here.℄[Figure 762 about here.℄[Figure 763 about here.℄[Figure 764 about here.℄[Figure 765 about here.℄



CHAPTER 8. ROUTING 223Lookup - Making it all go fast![Figure 766 about here.℄[Figure 767 about here.℄[Figure 768 about here.℄[Figure 769 about here.℄[Figure 770 about here.℄



CHAPTER 8. ROUTING 224Zone InformationNext we need to look for the right zone.[Figure 771 about here.℄Then we look for the atual entry.[Figure 772 about here.℄Or �nd a dead one. [Figure 773 about here.℄or a default: [Figure 774 about here.℄[Figure 775 about here.℄



CHAPTER 8. ROUTING 225Adding a FIB EntryNow we look at the ase of adding (updating) entries.[Figure 776 about here.℄[Figure 777 about here.℄[Figure 778 about here.℄[Figure 779 about here.℄[Figure 780 about here.℄[Figure 781 about here.℄



CHAPTER 8. ROUTING 226Adding a FIB Entry [Figure 782 about here.℄[Figure 783 about here.℄[Figure 784 about here.℄[Figure 785 about here.℄



CHAPTER 8. ROUTING 227Management [Figure 786 about here.℄[Figure 787 about here.℄[Figure 788 about here.℄[Figure 789 about here.℄



CHAPTER 8. ROUTING 228[Figure 790 about here.℄



CHAPTER 8. ROUTING 229Starting it all up [Figure 791 about here.℄8.4 MultiastThe IP Protool supports one-to-all, one-to-many and many-to-many deliveryof pakets. Linux supports these failities through normal host support forbroadast and multiast addressing and through multiast forwarding supportin the kernel. Again, as with uniast routing, if you want a routing daemon,you have to urrently go elsewhere (Gated has support for most of the ommonmultiast rotuing protools).The Internet Standard Multiast servie provides what some people refer toas \any-to-many" delivery of IP pakets. In the same way that anyone an senda normal IP paket to any IP uniast destination address, anyone an send anIP multiast addressed paket to any groupA group is de�ned by an IP multiast address and the urrent set of reeiverswho have expressed an interest in the group. As we disussed in hapter six,membership is ahieved via the Internet Group Management Protool.Many appliations exist for whih there is a single sender and many reipi-ents. So long as the number of reipients is less than the number of hosts at asite, or on a network, then multiast is useful. Some appliaitons exist wherethere are also several senders (usually, in fat almost always, these senders arealso reeivers).A group is de�ned in terms of a set of hosts. The e�et of multiast routingis that a single transmission, results in reeiption at many reeivers Optimisetransmissions: e.g. redue dupliationMultiast addresses, at least in IPv4, are Class D and are in the dotteddeimal notation, in the range 224.0.0.0 - 239.255.255.255, as disussed inhapter one and �ve. Instead of referring to a host interfae, an IP multiastaddress refers to a group of interfaes. IGMP and the soket API allows appli-ations to indiate their membership of groups. Some addresses are reserved forinternal management of multiast (e.g. for IGMP memsssages and for multiastrouting messages).There's a wide variety of appliations for multiast. Many are single-soure,but there are a few important ones that have multiple senders. For example,voie and multimedia onferening is quite often touted as a good example ofa many-to-many appliation, although some higher level systems implement itas a set of point-to-point ows, between lients and a distribution server whihiuses a one-to-many IP multiast hannel bak to al lthe lients.Classi single soure appliations inlude software update and distribution,and news distribution.Other multiple sender appliations may in the future inlude mutli-playergames and distributed simulations. Currently, though, most of these are serverbased.IP multiast support an be seperated into three omponents: loal networksupport; wide area internet router support, and general traÆ management,inluding soped transmission using the IP TTL header �eld and other failities.Features of IP multiast are that a group of hosts is identi�ed by a Class D



CHAPTER 8. ROUTING 230address. Appliations use a transport protool (not TCP, but somethign usuallybased on UDP, or else some novel transport protool suh as PGM) to arryout any higher level end-to-end funtions required over IP multiast (reliability,synhronsiation, session management et et).Multiast systems an be dvidied into leaf nodes (hosts) and intermediatenodes (routers). The routing system onspires to onstrut delivery trees, ratehthan simple paths. It is ritial to understand that IP multiast supports dy-nami membership with a leaf-initiated join paradigm. This means that thereis a lot of potential ontrol traÆ as hosts join and leave a multiast group.Another (typial in line with the Internet design philosphy) feature is that anon-group member an send to group (subjet to any �rewalls et).Most IP routers in the world are multiast apable. However, not all ofthe Internet has multiast enabled - partiulalry true in dial-up and other lowbandwidth aess links. [Figure 792 about here.℄As desribed in hapter six, IGMP is used to oordinate group membershipbetween hosts and �rst hop routers on the loal net. On a given loal link, justas with IP uniast,. there is a need to translate or map IP addresses to MACaddress. For a point-to-point link this is trivial, but for an IEEE 802 type net,there's a bit more to it: Unlike uniast addresses where ARP is typially used,IP multiast employs algorithmi resolution from layer 3 to layer 2 addressessine it is quik, easy, and distributed, and doesn't ;ead to any of the broadaststorms assoiated with mison�gured ARP servies.THe MAC address format is illustrated in the diagram 16. The IANA hasarried out a MAC address alloation, and the algorithm is to take the last23-bits of Class D address, and superimpose these on the MAC pre�x assigned.Note that unfortunately, this is not a 1-1 mapping, whih means that potentially,several IP multiast addresses may share a given MAC address - the mappingis designed to make this unlikely, but in this event, host �ltering required atIP layer to reognize addresses for whih the host does have reeivers. In fat,due to hardware limitastions in many LAN ards, it is quite likely that a hostthat is a member of more that a few groups will have to do this �ltering inany ase - this is beause the only way to reeive multiat to more groups thanthe LAN ard an reognize is to enable promisuous reeption of all multiast(or in the worst ase, all frames!). In this ase, the IP level maintains a list ofative groups and rejets silently all other pakets addressed to other groups.Of ourse, this represents a load on the host proessor![Table 16 about here.℄[Figure 793 about here.℄8.4.1 Dense Mode, Data-driven Multiast RoutingThe routers onspire to deliver pakets to sites where there are members. In thesimplest routing approah, not something used mu nowadays, but ilustrative ofa neat idea, the path from sender to reeivers is built in a data driven manner.As soon as someone sends an IP multiast destined paket, the routers deliverit out all interfaes exept the shortest path bak towards the sender (i.e. the



CHAPTER 8. ROUTING 231interfae it ame in; althoguh an RPF hek an be performed to elimate loopsfor pakets that traverse a net while the routing is settling down after a hange).In this approah, the pakets would ood everywhere in the Internet, whih ispretty big nowadays. If there were more than a very modest number of multiastdata soures, this would be a very bad idea indeed. Thus the multiast shemedesribed here then employs another trik: Networks with no group membersare pruned from tree. Routers with no site members send routing messages up-stream towards the soure to indiate that they have no need of traÆ for thisgroup. Of ourse, with dynami membership, we might suddenly �nd someoneat suh a site gains a member for a group where previously they had prunedthemselves from the soure tree. We must somehow allow tree to re-grow, andthis is done by using a new message between dense mode routers alled a prunemessage. In some senses this just extneds the idea of IGMP join (as a graftmessage extends the idea of IGMP leave) towards a soure.To keep life safe from lost messages, the prune state whih supresses datadistribution is periodially subjet to timeout and removal, whih leads to re-ooding of the data. Downstream nodes without reeivers prune again.Of ourse, this sheme doesn't sale at all. However, it ilustrates the basiidea of distribution trees and state management. It also resulted in a modest,but important hange to routing, whih is that the forwarding engine needs toupdate the routing information base as a result of routes being installed (atleast for multiast) data driven, as well as beause of router-router updates, orappliations signalling.8.4.2 Sparse and Single Soure MultiastThe now widely used alternatives to dense mode multiast are sparse mode andsingle soure. THese both leverage o� the idea of an expliit graft messageowing from downstream nodes to join tree up towards a distribution point,known as the rendezvous point (\RP"). In the latter ase, the rendezvous pointis at the soure (i.e. single only) soure itself. In both ases the data drivennature of ooding and pruning is avoided entirely, but the distribution treesmay be sub-optimal - swithing from RP to soure based tree is a on�gurationoption one the rendezvous with a reeiver has been made.8.5 QoS RoutingTraditional routing involves seletion by destination address only. THis meansthat it is hard to load balane or provide sensible hoies of path or route toaord with non default performane requirements. Traditional routers haveone optimal path to destination, and the routing metris are single values. ForQoS routing, multiple paths would be possible, and alternative paths wouldhave di�erent QoS properties. Routing updates need to inlude QoS parameterinformation, and the route seletion must use destination address, soure ad-dress, ToS, et. The whole integrated servies system anmd to a lesser extentdi�erentiated servies require some way to inform routers about these extrarequirements.Note that data driven route update leads to a kernel-to-user signal or upallrequirement.



CHAPTER 8. ROUTING 2328.6 Routing Table ConstrutionCurrently, there is no standard open soure user spae routing protool forLinux. There are a number of projets that have produed routing protooldaemons that are widely used. The most prominent full spei�ation system isthe Gated pakage from Merit.8.6.1 GateDGateD is a large system whih implements a signi�ant fration of the Internetrouting protool suite. Currently, it onsists of three main piees, omprising aore set of ommon ode, a routing database system, and a olletion of protoolmodules whih implement the following standards:� RIPv1 and RIPv2RIP is the Routing Information Protool. It is a distane vetor protool.RIPv2 inorporates masks in the routing updates, and so an supportlassless inter-domain routing properly. It is useful mainly in small sitenetworks.� OSPFv1 and OSPv2OSPF is the Open Shortest Path First routing protool. This is full in-dustrial strength hierarhial link-state routing system, and sales quitewell to large orporate intranets, or modest sized ISPs.� IS-ISIS{IS is the Intermediate System-Intermedia System protool, derivedfrom DECNet routing, and then, via the International Organisation forStandardisation (ISO), introdued into the IETF as a multi-protool link-state hierarhial routing protool. It has very similar properties to OSPF,although it is de�ned (the paket headers) are a little more general. Someoperators laim it sales a little better. Others disagree. It is probably amatter of implementation detail (the devil is always in the details!).� EGPv2EGP is the Exterior gateway Protool, the original inter-domain reaha-bility mehanism in the 1980s.� BGP2, BGP3, BGP4 and BGP+BGP4 is the state-of-the-art Border Gateway Protool, whih supports apath-vetor routing algorithm, and allows ISPs to laim whih destiantinsthey advertise as reahable aross their border (wherther for ingress, egressor transit. It provided unilateral, and bilateral poliy ontrol but notmulti-lateral ontrol. A path vetor algoruthm is like a distane vetoralgorithmwith the entire path spelled out in the update rather than merelylistign the destination and a single metri. The BGP3 to BGP4 evolutioninluded the update to provide CIDR.� DVMRP



CHAPTER 8. ROUTING 233DVMRP is the Distane Vetor Multiast Routing Protool, now largely ahistori milestone in the evolution of multiast. It is a dense mode (oodand prune) mehanism, and so is rather a dangerous beast to let looseoutside of a small site network. In fat, its probably fairly dangerousanywhere exept on a broadast medium subnet.� MSDP, PIMPIM is the Protool Independant Multiast routing protool. It providesDense Mode, Sparse Mode, and Single Soure multiast routing. PIMDM (Dense Mode) is like DVMRP but without its own uniast routingomputation to derive the reverse paths from. Instead, it depends on theexistene of uniast routing in some other form, and uses some API toextrat the reverse paths from the RIB or FIB. PIM SM (sparse mode) issimilar, but oriented around a Rendez-vous point, as desribed earlier inthis hapter.MSDP is the multiast soure distribution protool, whih is the nearestthing we have to a multiast inter-domain routing protool right now. Itdistributed between designated routers in a domain, the existene (liveli-ness) of a soure in one domain, for reeivers in another. It does not havegood saling properties.� RIPv6RIPv6 is RIP re-enigneered to support the larger address spae and ad-dress alloation shems in IPv6.� ICMP and IGMPGateD supports ICMP and IGMP, but then if it runs on a Linux box,these are native to the kernel in anyase.GateD (\GATEway Daemon") was implemented at a time when the USfederal agenym the National Siene Foundation, funded and operated a USontinent -wide researh and eduation network as part of the Internet. At thattime, state-of-the art routers did not really support the linespeeds or full rangeof protools needed for suh a omplex system, so it was neessary for the agenyto ommission it own. GateD is not part of the open soure world, and as suh,we will not disuss it in great detail here. However, it is fairly omprehensive,and has been used as the basis for further development by a number of folks, sois worth of attention. It runs on most ommon platforms inluding Linux.A similar pakage alled Zebra is also avaialble - this supports BGP-4 pro-tool as desribed in RFC1771 as well as RIPv1, RIPv2 and OSPFv2. Whilepreviously under the GPL, at the time of writing, the status of this system wasunlear.There are a number of good books on IP routing whih we refer the readerto for details, e.g [15℄.8.6.2 Route Control and TraÆ Control MaintenaneA routing protool on Linux runs in user spae. In some senses it is an applia-tion, whih makes use of a transport protool (UDP for some routing protools,



CHAPTER 8. ROUTING 234TCP for others, e.g. BGP) to exhange messages with peers.1However, the fortunate side-e�et of a routing protool is to ompute aforwarding information base (FIB) from the Routing Information Base (RIB)that it gleans from its exhanges with its peers.As far as the interfae between the routing daemon and other routing remotepeer daemons, normal soket programming is just �ne. Whether the daemon ismulti-threaded or not is not of interest here.Management tools suh as routing daemons need a ontrol hannel to aessthe forwarding information base. This hannel is also needed for traÆ on-trol tools to be able to on�gure paket lassi�ers for ustomising forwardingtreatments as disussed in the next hapter, as well as for setting up �lters forseurity and aess ontrol, as disussed in hapter ten.Lets review ommuniation between user spae and kernel. In hapter onewe had a look at how system alls allow user proesses to use kernel servies.However, the kernel is really a onduit through whih the user proess aessesan extnerl resoure (�le systems, ommuniations with other omputers, in-put/output to the user et et).What is di�erent here is that the Linux does not use a simple map of thekernel memory the way that other Unix systems have done. While it doesprovide /pro �le system, whih is a lot more onvenient than earlier shemssuh as reading /dev/kmem, there is a requirement for a protool to ommuniatein both diretions between the kernel and user spae. The sheme is part ofa histor starting with a mehanism alled msg whih allows appliations tolook at anilliary data assoiated with a paket or a soket, but whih are notnroam parts of the soket payload. For example, the normal soket interfae(as desribed in hapters four and nine) does not allow aess to the TTL �eldof the IP header of an inbound, yet for some appliations this is important orat least useful. Subsequent to this, a more general mehanism alled netlinkwas developed, whih allows a new type of soket PF NETLINK to be reatedfor ommuniation between appliation spae (e.g. a routing daemon suh asgated) and kernel spae. This provides an unreliable message protool, on topof whih a partiular appliation must build its own level of reliability (and owand resoure ontrol). It also has the beginings of support for allbaks. Finally,the urrent interfae is rtnetlink.rtnetlink APIAll rtnetlink messages onsist of a netlink message header and appended at-tributes. There are a set of onvenient maros for aessing the attributes.rtnetlink_soket =soket(PF_NETLINK, int soket_type, NETLINK_ROUTE);int RTA_OK(strut rtattr *rta, int rtabuflen);void *RTA_DATA(strut rtattr *rta);unsigned int RTA_PAYLOAD(strut rtattr *rta);strut rtattr *RTA_NEXT(strut rtattr *rta, unsigned int1In fat, routing protools are the best example of a peer-to-peer appliation. Almostall other appliations until the reent emergene of gnutella, have been lient-server based.Routing is the most inherently, fundamentally distributed appliation.



CHAPTER 8. ROUTING 235rtabuflen);unsigned int RTA_LENGTH(unsigned int length);unsigned int RTA_SPACE(unsigned int length);Here is an example of the use of Creating a rtnetlink message to set a MTUof a devie.strut {strut nlmsghdr nh;strut ifinfomsg if;har attrbuf[512℄;} req;strut rtattr *rta;unsigned int mtu = 1000;int rtnetlink_sk = soket(PF_NETLINK, SOCK_DGRAM, NETLINK_ROUTE);memset(&req, 0, sizeof(req));req.nh.nlmsg_len = NLMSG_LENGTH(sizeof(strut ifinfomsg));req.nh.nlmsg_flags = NLM_F_REQUEST;req.nh.nlmsg_type = RTML_NEWLINK;req.if.ifi_family = AF_UNSPEC;req.if.ifi_index = INTERFACE_INDEX;req.if.ifi_hange = 0xffffffff; /* ???*/rta = (strut rtattr *)(((har *) &req) +NLMSG_ALIGN(n->nlmsg_len));rta->rta_type = IFLA_MTU;rta->rta_len = sizeof(unsigned int);req.n.nlmsg_len = NLMSG_ALIGN(req.n.nlmsg_len) +RTA_LENGTH(sizeof(mtu));mempy(RTA_DATA(rta), &mtu, sizeof (mtu));send(rtnetlink_sk, &req, req.n.nlmsg_len);Some rtnetlink messages have optional attributes after the initial header:strut rtattr{ unsigned short rta_len; /* Length of option */unsigned short rta_type; /* Type of option *//* Data follows */};These attributes should be only manipulated using the RTA * maros or lib-netlink. Here are all the message types:RTM_NEWLINK, RTM_DELLINK, RTM_GETLINKCreate, remove or get information about a speifinetwork interfae.



CHAPTER 8. ROUTING 236RTM_NEWADDR, RTM_DELADDR, RTM_GETADDRAdd, remove or reeive information about an IPaddress assoiated with an interfae.RTM_NEWROUTE, RTM_DELROUTE, RTM_GETROUTECreate, remove or reeive information about a network route.RTM_NEWNEIGH, RTM_DELNEIGH, RTM_GETNEIGHAdd, remove or reeive information about a neighbour table entryRTM_NEWRULE, RTM_DELRULE, RTM_GETRULEAdd, delete or retrieve a routing rule.RTM_NEWQDISC, RTM_DELQDISC, RTM_GETQDISCAdd, remove or get a queueing disipline.RTM_NEWTCLASS, RTM_DELTCLASS, RTM_GETTCLASSAdd, remove or get a traffi lass.RTM_NEWTFILTER, RTM_DELTFILTER, RTM_GETTFILTERAdd, remove or reeive information about a traffifilter.



CHAPTER 8. ROUTING 237The Route Interfae ode that handles this[Figure 794 about here.℄[Figure 795 about here.℄[Figure 796 about here.℄[Figure 797 about here.℄[Figure 798 about here.℄[Figure 799 about here.℄



CHAPTER 8. ROUTING 2388.7 Host routingA Linux end system host needs to hoose a route over whih to send pakets,but we do not really wish to inur the whole lookup overhead that is assoiatedwith the omplex ontrol for a full blown router. Thus there is another level APIto the routign system whih keeps a ahe of reently used routes - this wouldnot be eÆient for a forwarding engine unless its workload showed remarkableloality of referene, but is likely to work well for lient and server mahienswhere the length and number and loality of ows means that many paketswill hit the ahe. The ahe is maintained in the kernel and linked to from thesoket struture (as desribed in hapter �ve). It is looked up by a simple hashkey, whih is mathed in the table itself:[Figure 800 about here.℄The table is as follows: [Figure 801 about here.℄[Figure 802 about here.℄[Figure 803 about here.℄[Figure 804 about here.℄[Figure 805 about here.℄[Figure 806 about here.℄[Figure 807 about here.℄[Figure 808 about here.℄[Figure 809 about here.℄[Figure 810 about here.℄[Figure 811 about here.℄



CHAPTER 8. ROUTING 2398.8 Managing IP level state information - theIP ommandFrom user spae, the ip ommand ats to glue all the rtnetlink API alls togetherinto a single appliation for manual on�guration, or aess to statistis. Forthose familair with BSD like Unix, this ommand inroproates the ombiendfuntionality of the ifonfig, route, netstat, arp and other appliations.Many of the things managed by this ommand have been overed in haptersix.The ommand is well doumented in the system releases, so we just sumam-rise its apabilities here.ip [ Options ℄ Objet [ Command ℄ [ Arguments ℄℄Options -V, -s, -f -r , for version, statistis, family (inet, inet6 or link), anduse DNS instead of IP addresses.Objet this is what we are tryting to manage - eah orresponds roughly to aseperate ommand on other systems, with the exeption of �rewalls andtraÆ ontrol, whih are managed through seperate ommands whih wedisuss in hapter nine and hapter ten respetively. This an be link,address, neighbour, route, multiast address, multiast route or tunnel.Command takes some ation on the objet named, typially, add, delete, set,show or other objet spei� ommand.Now we look at these in more detail:link - basially manage link devie level information.e.g. ip link set f dev <name> | [up|down℄ | arp [on|off℄ |multiast [on|off℄ | dynami [on|off℄ | txqlen <n> | mtu <n>| address <link address> | broadast link broadast address>g or ip link showThe latter ommand an produe a lot of output, for example:1: lo: <LOOPBACK,UP> mtu 3856 qdis noqueuelink/loopbak 00:00:00:00:00:00 brd 00:00:00:00:00:002: eth0: <BROADCAST,MULTICAST,UP> mtu 1500 qdis pfifo_fast qlen 100link/ether 00:0:4f:d3:db:3 brd ff:ff:ff:ff:ff:ff3: tap0: <BROADCAST,MULTICAST,NOARP> mtu 1500 qdis noqueuelink/ether fe:fd:00:00:00:00 brd ff:ff:ff:ff:ff:ff4: teql0: <NOARP> mtu 1500 qdis noop qlen 100link/void5: dummy0: <BROADCAST,NOARP> mtu 1500 qdis nooplink/ether 00:00:00:00:00:00 brd ff:ff:ff:ff:ff:ff6: bond0: <BROADCAST,MULTICAST,MASTER> mtu 1500 qdis noqueuelink/ether 00:00:00:00:00:00 brd ff:ff:ff:ff:ff:ff7: eql: <MASTER> mtu 576 qdis noop qlen 5link/slip8: tunl0�NONE: <NOARP> mtu 1480 qdis nooplink/ipip 0.0.0.0 brd 0.0.0.0



CHAPTER 8. ROUTING 2409: gre0�NONE: <NOARP> mtu 1476 qdis nooplink/gre 0.0.0.0 brd 0.0.0.010: sit0�NONE: <NOARP> mtu 1480 qdis nooplink/sit 0.0.0.0 brd 0.0.0.0The output shows the interfae name and index, the devie link operationmode (e.g. LOOPBACK, BROADCAST, MULTICAST) and status. themaximum transfer unit size in operation, the queueing disipline in use (ifany, with queue length on�gured), the MAC address type and value andbroadast value, and so on.Another example of this is if we run ip-s link show eth0 o nthe mahineabove:2: eth0: <BROADCAST,MULTICAST,UP> mtu 1500 qdis pfifo_fast qlen 100link/ether 00:0:4f:d3:db:3 brd ff:ff:ff:ff:ff:ffRX: bytes pakets errors dropped overrun mast2805243643 31255469 28 0 28 0TX: bytes pakets errors dropped arrier ollsns1423998005 15674317 0 0 1 815994Here we an see the paket level statistis seen by the devive. This showslink level spei� properties too suh as ollisions, overruns and arrierlost ounts, for ethernets, and for a SLIP interfae this would also showompressed pakets.address - on�gure or list address(s) of interfae/devie.This an be used as ip address add f [dev <name>| loal<address>℄ | peer <address> [default℄ | broadast <address>|label <name> | sope <sope value>℄ gHere the only new value is sope, whih an be global, site, link orhost.neighbour - setup or examine an ARP entry or neighbour disovery aheinformationFor example, ip neighbour add fto <address> | dev <name> | nud<state> g Here the only non-obvious parameter is nud whih refers toan \neighbour unreaahble detetion" and allows you to on�gure the wayin whih the system deides (or doesn't deide) a neighbour has beomeunreaahble.route - look at or add routing entriesHere we an set route attributes and types as well as just n�guring entries.Types of route inlude uniast, unreaahble, blakhole, prohibit,loal, broadast, throw, nat, anyast and multiast. NAT isexplained in hapter ten.ip route add fto <prefix>| to <type> <prefix> | tos <TOS> |<dsfield TOS> | metri <n> | preferene <n> | table <tableid> | dev <name> | via <address> | sr <address> | realm<realm id> | mtu <n> | window <n> | rtt <n> | rttvar <n> |



CHAPTER 8. ROUTING 241ssthresh <n> | wnd <n> | advmss <n> | nexthop <next hop> |sope <sope val> | protool <rtproto> | onlink | equalize gTHe only new thigns here are rtproto, whih desribes whether a route isaquired by rediret, from kernel autoon�guration, at boot time, througfstati addition or by router disovery; and the multipath parameter,equalization.maddress - manage multiast addressesmroute - manage multiast routing ahe entitries These two are similar tothe uniast address and route management ommand options.tunnel manage tunnel entriesrule manage tunnel entries These last two are ovred in more detail in hapterten.8.9 SummaryIn this hapter, we have looked at routing and the forwarding lookup supportneeded in a modern sysem, for fast paket proessing. We will see later on thatthere are other ways in whih paket headers need to be mathed. In partiularin hapter ten, we take a look at �rewall protetion, where �lters an be de�nedto exlude (or exlusively inlude) pakets of ertain patterns.In the next hapter, we look at another part of the forwarding proess, thatof providing spei�ed performane (\treatments") to di�erent paket ows.



Chapter 9Forwarding\Sometimes in order to be orret an implementation must meet ertain perfor-mane onstraints. " - Radia Perlman, 1998.9.1 RoadmapThis hapter is about how traÆ is ontrolled in the Internet. The key oneptassoiated with Internet traÆ is the idea of a ow. A ow is a sequene ofpakets from a soure or related set of soures to a reeiver or set of reeivers.The simplest instane of a ow is a single TCP onnetion. A more omplex owmight be a Virtual Private Network, whih might be implemented as a olletionof paths from a olletion of sites requireing some overall resoures (minimumrate) but no spei� treatment for an partiular paket or TCP onention.There are three main models for traÆ management in general:end-to-end end-to-end traÆ management is either adaptive or non -adaptive- adaptive appliations and users employ ongestion avoidane, as imple-mented by TCP, for example, as desribed in hapter seven. TCP reatsto ongestion signals from paket loss, or from expliit ongestion noti�a-tion. These signals are generated by routers through queue managementproedues whih we look at in this hapter.Non adaptive appliations and users simply send what they have whenthey have it - usually, video, audio and gaming appliations are non-adaptive, and employ UDP (usually with RTP above it) to arry pakets.These appliations require some type of network path that is engineered fortheir requirements. This an be done by provisioning the path well enoughwhen it is installed, or by some type of dynami resoure reservation nearthe time the path is needed. Resoure reservation requires traÆ to begiven some type of preferential sheduling in routers. We'll look at thistoo in this hapter. Resoure reservation is arried out using some type ofsignaling protool suh as RSVP or else is done out-of-band by phone all,fax or email to the network provider who then uses network managementto on�gure routers along relevant path or paths. This installs state inthese routers assoiated with the soures and destinations requireing thispreferential treatment. 242



CHAPTER 9. FORWARDING 243edge-to-edge It is urrently ommon for networks to have plenty of apaity inthe \ore", but be limited in the aess (dial ip and network aess points).In this sort of situation it is possible to manage traÆ in many plaes in thenetworks in large aggregations. This type of traÆ management is alled\Di�erentiated Servies" and is the subjet of muh work in the Internettoday. As disussed in the previous hapter, routers already aggregatetable entries for the basi forwarding task. It is possible that preferentialperformane requirements for traÆ for many sets of soures and sinksfollow similar aggregation patterns, in whih ase the state assoiated withgiving this traÆ di�erent sheduling and forwarding treatment an bekept in small tables. If this is not the ase, and one needs this informationfor spei� ows, then this is usually referred to as \Integrated Servies".hop-by-hop The basi building blok that implements di�erent treatment fordi�erent ows is the atual forwarding treatment within a given hop orrouter. A router an apply a variety of di�erent sheduling or queueingalgorithms to a sequene of pakets. The default sedule is FIFO, or \�rstin �rst out". The default queue management proedure is to drop paketsthat ar�ve at a full queue.There are lots of ways the queues an be implemented. For example,routers an queue on input or output or a hybrid mixture. Mostsystems,Linux inluded, are output queued. There are are other proedures re-quired to monitor the queue oupany, to deide what to do on overload,to mark or drop traÆ that has behaved badly, to re-ondition a sequeneof pakets to redue its burstiness (\shaping") and to oordiante theseations with other routers to provide a onsistent and fair servieThis hapter overs those aspets of the forwarding treatments desribedabove urrently in the Linux 2.4 kernel.9.2 IntrodutionThe problem with vanilla IP is that it provides merely a \best-e�ort" servie.When we say best-e�ort, what we realy mean is that the servie o�ers no guar-antees. The word \best" is misleading. In pratie, a network path made out ofarbitrary links and routers, with an arbitrary mix of traÆ has unpreditableperformane. The avaialble apaity (whether in bits per seond, or pakets perseond) will vary paket by paket. The delay experiened at eah hop, and endto end, will vary paket by paket. The hanes of a paket being lost due tonoise or ongestion will vary moment by moment.In pratie, the situation are not that terrible. While the performane isunpreditable, most appliations use TCP for end-to-end servies, whih pro-vides reliability and arries out ongestion avoidane and ontrol, as desribedin hapter seven. There are two main ontributions to traÆ variation, whihwill inuene the network resoures available to a given IP ow, and thereforethe performane seen by a user: �rstly, when TCP onnetions start, they ex-pand the rate they send at fairly quikly; seondly, at some times of the day,there are a large number of onnetions starting (or �nishing) at roughly thesame time (e.g. start of day, or just after a new web page is announed at a



CHAPTER 9. FORWARDING 244site or on a popular em`-mai llist). Connetion durations vary - most of theInternet traÆ is normally web downloads, and web pages follow a Zipf distri-bution of page-size. Having said that, we should allow for web page popularityas well. Most of the time, there is a mix of shorter and longer TCP onnetions,known olloquially as mie and elephants, with the total number of onnetionsvarying relatively slowly. This means that traÆ in the enter of the networkvaries relatively slowly, unless there are orrelated events. Atually harater-ising the behaviour of a mix of TCP ows is quite a large topi of researh, andwell outside the sope of this book. To make matters more omplex, there area number of appliations whih are emerging whih are based on UDP, whihdo not generally respond to ongestion signals neessarily. If traÆ from thesegrows, then \best e�ort" may beome even less preditable.Traditionally, then, IP data transfer has followed the traditional view thatdatagrams are stritly individual pakets, with no relationship between onepaket and the next. There was no reognition of ows: the fat that a sequeneof pakets with some �elds onstant might be reognized, or even extnerallylassi�ed and spei�ed as belonging to some session or set of sessions that wantonsistent treatment, and some kind of performane guarantees was overlooked.In fat the requirement for this sort of spei�ation is present not only forreasons of performane, but also for seurity, as we will see in hapter ten.Thus the spirit of the onnetionless network, with no signalling, was pre-served for over two deades of the Internet. This enabled very simple mindedimplementation of the forwarding task in a router, based on per-datagram for-warding, with extremely simple table look-ups. We saw in the previous hapterthat the sole basis for �guring out what to do with a paket is normally justthe destinatio naddress of the paket. We also saw in hapter three that thesimplest way that a paket an be forwarded is to append the bu�er to an out-put queue. In this senario, there is no examination of the type of traÆ. Thismeans that there an be speial treatment, or no priority traÆ. Of ourse,in an underloaded network, as eah paket is appended to a queue, the paketfrom the head of the queue is being transmitted, or has already been sent, sothe variation in delay an be quite low. Also, the available apaity to a givenow is, by de�nition, more than adequate in an over-rpvisioned network - supplyexeeds demand.In pratie, most links in the Internet are not over-provisioned. Some orenetworks may be, but simple eonomis mean that aess links are always loseto what is a�ordable. Even in wealthy parts of the world, given we often pro-vision links on quite long intervals (e.g. months or years) and demand keepsgrowing, its likely that near the end of any provisioning period a link is over-loaded. Dial-up and other slow links are always lower apaity than any modernomputer system an transmit at. TCP soures will always attempt to �ll upsuh links.Another faet of the Internet that leads to unpreditable performane isalso a result of a design strength. The Internet routing system is opportunisti.What this means is that almost as soon as a better route appears (perhapsbeause a new link is installed, or a broken one repaired), the routing systemmay alter the path taken by pakets from soure to destination, leading to astep up (or down) in performane, e.g. in delay or throughput or errors.Dynami routing hanges our reasonable frequently in today's Internet.Given that a typial route an only route pakets for a given destination to a



CHAPTER 9. FORWARDING 245single next hop at any one time, this means that we do not see �xed-paths.The onsequene of this is that we also see no �xed quality of servie (QoS).QoS is a muh over-used term - what we really mean is not quality, but quan-tiative performane guarantees, whih may be absolute, or relative perentageof apaity, or delay, or may be expressed in terms of statistis (averages andhanes of deviations).As we imply above, the ombination of soure behaviour (whether TCP orUDP based), the traÆ patterns made by the olletion of ative soures and thedestinations they talk to, and the dynami routing behaviour of the network,leads to the performane seen by any given ow as highly variable. At the levelof a given hop, this is beause the pakets are being mixed together after therouting deision has been made into a single, �rst-in, �rst-out (FIFO) queue.We an start bottom up, to �x this, by adding more sophistiated shedulingin the routers. Rather than FIFO queues, whih o�er a �rst ome, �rst served(FCFS) model and no examination of type of traÆ, we ould start to o�er somedi�erentiation in the way that we treat di�erent pakets belonging to di�erentows.At the most intuitive level, we an think of the problem as being the lak ofpriority for traÆ. When a link is busy, who gets to go next? Do pakets forma simple \fair" queue behind eah other, or do we think in terms of keepingsome history about whose pakets are whose, and make sure that ows get afair share of a link? If we don't do this, some soure sending pakets twie asfast will get twie the hane at the link. Another onsideration is that we maywish to give pakets an advantage over others. If so, how do we mark paketsto indiate priority?Lukily, a �eld in the IP paket header was set aside early on for indiatingType of Servie. Although this was not widely used aross Internet in earlyimplementaitons of host and router software, it is now seeing a new surge ofinterest.From some users perspetive, the requirement is not to give priority or fairservie simply to a single ow. It is often more immediately important to o�ersome servie guarantees to aggregations of traÆ, For example, an organisationmay need some minimum throughput for all the traÆ from a partiular soure,but to any destination, or all traÆ to a partiular destination, but from anysoure, or both from and to spei�ed soures and destinations.The IP FIB holds data for �guring out where to send traÆ next based onlyon destination IP pre�x whih is one form of aggregate. What other indiationof aggregation might be useful? Over the last deade there have been manyattempts to answer the questions:� Can we do better than best-e�ort?� What support do real-time ows need in the network?� What support an we provide in the network?� Alternatives to FCFS?At the same time, the Internet ommunity has also been adding failities formobility, and many to many ommuniation, whih should not be exluded fromenjoying any enhaned servie models. To aess these enhnaed servies, weneed to onsider end-system appliation-level interfaes, remote aess to router



CHAPTER 9. FORWARDING 246level support through in band signaling, out of band signaling, or management.Above all, no new mehanism should threaten the salability of the Internet toomuh to be worth o�ering. The other side of the QoS oin is that there mustbe inentives or priing shemes for servies that ontrol use.In pratie, IP runs on links, and there are many di�erent link level tehnolo-gies employed in the Internet. In their native form, these link layer tehnologieso�er a wide range of di�erent apabilities in terms of performane guarantees.For example a naked Ethernet LAN has non deterministi delay. On the otherhand, a point-to-point serial line has a well known delay made from two om-ponents: the time to serialise a paket, and the propagation time for the paketover the distane the link traverses.The Internet is inherently heterogeneous (aggresively so!). There is no om-mon layer two, thus there is no well de�ned support for QoS without de�ningthe mapping between any IP level mehanism and eah and every link layer inuse on any path that is to o�er an enhaned servie over best e�ort.9.2.1 Integrated ServiesOne of the great debates in the Internet ommunity has been about QoS require-ments. It is ertainly not well understood what users will use (and pay for).In the early days, the �rst steps towards enhaned servies was the de�nitionof the Integrated Servies Paket Network (ISPN). Here a standard set of QoSservie-levels was de�ned, with detailed servie type desriptions. The Servieinterfae inludes a omplex signaling protool alled RSVP, whih we look atbriey later. This is out-of-band in the sense that it is sent separately fromusers data pakets. In teleom terms it is \in-band", in that it travels downthe same wires as the users data, but it is additional to the users data. Suh asignaling protool is assumed to be the interfae to a network level mehanismalled admission ontrol. Admission ontrol is basially a deision funtion thatuses the information from a signaled request, together with urrent and reentinformation abotu the onditions in the network to ompute whether the ser-vie requested an be satis�ed. If so, the reservation, or \all", is aeptedor admitted, otherwise it will be rejeted. In IP networks, if a reservation isrejheted, this does not stop someone sending pakets. It merely means thatthey wil lonly be forwarded with best e�ort. If a reservation is aepted, thenall the routers along a path must respet the new servie level for the traÆ -in other words, they all have to be able to reognize the traÆ belonging to thereservation (all or ow - all the terms are interhangable). If the reservationneeds preferential treatment, all the routers along the path need to apply theappropriate sheduling rules to pakets from the ow, o�ering prioritisation anddi�erentiation of its traÆ.As we will see later in this traÆ, Linux o�ers a very sophistiated hoie ofsheduling mehanisms to ahieve this.THis a QoS servie-level is assoiated with quite a lot of additional funtion-ality, inluding appliation ow desription, traÆ desription, paket handlingas well as poliing to make sure users or appliations dont misuse their reserva-tion.The servie interfae for integrated servies has a set of ommon proedures,data strutures and parameters, inluding a signalling protool, the admissionontrol funtion to hek request an be honoured, and the sheduling systems,



CHAPTER 9. FORWARDING 247paket lassi�ation to provide prioritisation of traÆ as well as queue manage-ment.9.2.2 Admission Test for Integrated Servies GuaranteedServie [Table 17 about here.℄d = bg + (N � 1)PFg +N PNr (9.1)One example of this is illustrated in �gure 809, whih plots the apaityneeded for typial 64kbps PCM oded voie alls paketised using RTP and arange of typial Internet line speeds, a delay bound as needed for interativevoie, and the over-alloation needed. Note the presene of hop ount as partof the equation. [Figure 812 about here.℄The problems with this equation based soure spei�ation are many andvarious. Some inlude the following:Buket Rate An appliation an hoose to send at many di�erent rates - au-dio, video, gaming and data appliations an all be on�gured to orre-spond loosely to some user pereived quality. However, this orrespon-dene has to be haraterised for eah and every appliation, and for awide range of values of the data rate. As new oding and ompressiontehniques emerge rapidly, this means that it is very hard for the user tohoose a meaningful number here.Burstiness Just as the rate is hard to assess, the burstiness is even harder -this is also dependent on ontent as well as implementation.Paket size The paket size, and other parameters of note are an artifat ofthe network design as well as host omputer software. Why should theuser be onerned with hoosing or setting these?One problem with this type of soure model is that it is over-spei�ed. An-other more serious problem is that it appears to be oriented more towardsoptimising for the network provider, not the user. Lastly, asking the user tostate parameters inluding network spei� ones requires the provider to revealinternal fators about their network - this may undermine their ompetitiveedge with other providers.9.2.3 Network ArhitetureThere are quite a few assumptions in the Internet work on adding other serviemodels about network hierarhy. In general one of the main assumptiosn tomake any sort of traÆ management tratable is tha trhe network is organisedinto well de�ned levels. This then allows appropriate tehniques to be deployedin the right tier of the network.



CHAPTER 9. FORWARDING 248Aess network Here there is low multiplexing (tens or hundreds of ows atany given link or router), and on any given link low traÆ rates (omparedto typial omputng systems performane).Distribution network Here, ISPs provide interonnetivity at loal level, andtraÆ rates are medium. Again, there is a low level of multiplexing onany given link (hundreds or thousands of ows).Core network bakbone This is where we see a high volume of traÆ, andvery high degrees of multiplexing. Here is where in todays Internet, we seesystems approahing the limits of eletronis (and pure hardware swith-ing) let alone software systems.[Figure 813 about here.℄Between these various tiers, we see administrative boundaries. Eah tier isknown as an \Autonomous System" (AS). This simply means that it is managedirrespetive of the management rules internal to the other systems. Typially, anAS makes its own hoies of intra-domain routing shemes, internal poliies forseurity and traÆ engineering, inluding routing metris and link preferenes.Intra-domain protools might be RIPv2 or OSPFv2 or ISIS.Between these domains, we provide interonnetion of ASs via inter-domainrouting. Here interonnetivity information is exhanged (and onstrained) us-ing the Border Gateway Protool (BGP).When enhaning servies over best e�ort, the hierarhy and struture of thenetwork interonnet, and di�erenes in onsiderations at di�erent levels, andintra- versus inter- domain have all to be understood and respeted.In general, resoure reservation (sitting above, or \after" routing), and traÆengineering (sitting below, or \before" routing) are omplex researh topis.9.3 Mixing TraÆ onto the wireIn a better-than-best-e�ort Internet, di�erent appliations will expet di�erentperformane. First we have to understand what di�erent appliations o�er interms of traÆ (generation) pro�les. This an be aptured by looking at thepaket size distributions, and inter-departure times for pakets from a soure.We then need to understand how these timeings should be reprodued at thefar end so as to meet traÆ timing onstraints.Routers that use FCFS queues have no knowledge of appliation, and noknowledge of traÆ patterns. If di�erent traÆ types share same network path,we an see what ours by onsidering three di�erent appliations as illustratedin 811. [Figure 814 about here.℄At the router, we see 3 input lines. In an FCFS system, these would beservied round-robin at router. Lets assume the traÆ is mixed onto a singleoutput line with a single output bu�er. Assuming the line speed on output isthe sum of input line speeds, we an see what happens to the traÆ. THe steadyaudio rate at the soure ends up being severly disrupted by the variable ratesand larger paket sizes of the other appliations, even though the average rate



CHAPTER 9. FORWARDING 249of al lthe appliations is respeted. THis is a senariou without any ongestion.If there was any overload, we would also inur loss, whih ould be very bad foran audio appliation.. [Figure 815 about here.℄If we hose to onsider di�erent output line speeds, it would not a�et thepattern of the relative spaing of pakets - just the absolute. At one extreme,the line speed ould be so fast that the largest paket possible takes less timeto serialize and transmit as the smallest paket on the input lines. In this ase,the send (and other) audio pakets would \work ahead" of where they \shouldbe".In a full network, we need to nonsider these sorts of pitures but with theoverall traÆ pattern. Di�erent appliations have di�erent soure models, andthe reeive side expets some similar arrival patter. There is also the possibilitythat there are many uses of an appliation (some e-mail users even expet nearrealtime turnaround of e-mail responses, while some audio users do not mindlong delays before audio response or plauout).The rules for traÆ aggregation, as you move through the tiers in the networkhierarhy are not obvious. One might expet life to be easy if the network traÆfollows the hierarhy. In other words, provided we see more multiplexing as weview the network from aess towards the ore, then perhaps the hanes ofdisruption aused to one ow by others might derease. However, it is veryhard to model this. In fat it is not at all obvious that this is right exept invery simple, and from experiene, rare irumstanes. The Internet has a habitof forming hot spots whih move with alarmign frequeny - this makes suhassumptions frequently invalid.9.3.1 Performane ParametersWe an take a top-down view of how to improve over best-e�ort servie, bythinking about user needs, instead of just router mehanisms. There are someobvious performane parameters we need to onsider. Some of these are inputto the performane deision proess, others are results of it:Paket sizes A large paket size is good for general data, sine it ammortizesthe paket header overhead (and paket handling overheads) eÆientlyover a lot of data. It is router friendly, but leads to higher hanes of slowdown for real-time traÆ,On the other hand, a small paket size is good for real-time data sineit entails less delay at soure (olleting audio or video samples, or textinput), and lower hop -by-hop serialisation times whih leads to less end-to-end delay. For a given stream of ow, small pakets also have a bettertolerane to loss. They will possibly lead to less jitter. Howeverm theyare less eÆient in terms of header overhead, and not router-friendly (interms of input interrupts/paket proessing time).Delays The end-to-end delay, the delay a user is onerned with is made of sev-eral omponents: The propagation time (at the speed-of-light or lose);



CHAPTER 9. FORWARDING 250The transmission time, made from the data rate, and the network ele-ments' (router, swith) ontributions inluding bu�ering (queuing), pro-essing and so on, as well as pure end-system proessing, whih will beappliation spei�.Delay bounds Could an enhaned servie inlude a possible delay bound?Well, there is no hoie in the speed of light! Also, in todays Internet, pathsare not known by the end user in advane, and are subjet to hange due todynami routing. The inuene of other traÆ and varying traÆ patterns, inliding loalised traÆ and time-of-day e�etsmeans that deterministidelay is often impratial, but not impossible.delay variation and End-to-end jitter Variation in delay is the per-paketdelay hanges. It an be ontributed to by e�ets at reeiver, suh asvariable paket arrival rate and variable data rate for ow. For non-real-time appliations, this does not represrnt a problem. For real-timeappliations, a reeiving appliation may need jitter ompensation.Causes of jitter inlude Media aess (LAN, and Modem aess delays forassymetri ode lines) and FIFO queuing where there is no notion of aow. For traÆ aggregation, a mix of di�erent appliations the variationin load on routers due to loalised load/ongestion and dynami pathhanges an all lead to jitter.loss End-to-end loss an be ompensated for by Non-real-time by re-transmission, e.g.:TCP. For Real-time appliations, it is possible to maskloss by using forward error orretion and redundant enoding. It analso be this an be via media spei� �ll-in at reeiver. If loss persists,mit is often an indiation of ongestion. Many newer realtime appliationsare adaptive: they adjust ow onstrution, and the resulting output rateaording to a \TCP-rate-equivalent" formula, so that they look, to anetwork provider, like a smoohtly varyig TCP soure.Causes of loss inlude paket-drop at routers due to short or medium orlong term ongestion, or traÆ ontrat violations aused by mis-behavingsoures. More systemi, but less sinister auses of problem an be souresynhronisation, and exessive load due to failure in another part of thenetwork or simplt abnormal traÆ patterns, e.g. new download.Note that paket re-ordering, due to misbehaviour of a load balaningsheme, or mison�guration of routers, or odd interations between re-transmission and re-routing, may be seen as loss by some reeivers.Throughput Throughput is also often referred to as bandwidth, wrongly butwe're stuk with that.The end-to-end data rate is subjet to short-term hanges, during the life-time of a ow over say seonds (on the order of round trip times) as wellas long-term hanges, during the ourse of a day on the order of hoursThis is partly a result of protool behaviour suh as TCP ongestion on-trol and ow ontrol, partly beause of human reatons to pereived per-formane, and partly beause of the normal daily patterns of life andInternet usage.



CHAPTER 9. FORWARDING 251Changes to the data rate available on a path our for several spei�reasons reasons. Di�erent onnetivity may beome avaialble, the dynamirouting system may then hoose di�erent paths, and it may even do so inresponse to router-based measurements of loss and/or delay.9.3.2 Probing or measurement based admission ontrol?Can we use probes to detet delay, jitter loss and data rate?There are of ourse a well known set of network tools suh as ping, traerouteand pathhar, whih will report the urrent end-to-end delay and loss statistis,the delay hop by hop along a path and even estiamte he link apaity on all thehops on a path.Probes load the network and therefore they a�et the system being mea-sured. Measurement is triky! They are useful for medium- to long-term di-agonostis, and will give some indiation of whether a partiular appliation willget its required network performane for the nearterm future. However, theydon't o�er any di�erentiation or protetiopn against vaguaries of other peoplesbehaviour.9.4 Elasti and Inelasti Appliations - toler-ane for variation?We an broadly partition appliations into these two lasses.Elasti Examples of elasti appliations (patient!) inlude:E-mail, whih is asynhronous (in the very general, user-entered meaningof the term). A message is not real-time, delivery in several minutes isaeptable; File transfer, whih is interative servie, and requires quiktransfer but a slower transfer may be aeptable; Network �le servie,whih is an interative servie, similar to �le transfer, and where a fastresponse is required (usually over LAN); WWW, whih is interative, andis really a ombination of a user interfae and a �le aess mehanism(!),where a fast response is required; in the latter ase, of ourse, one mightswith to a di�erent model when QoS sensitive ontent existed on WWWpages. [Table 18 about here.℄Inelasti Examples of inelasti appliations (impatient!) inlude:Streaming musi, video and voie, whih are not interative, abd whereend-to-end delay not important, and also end-to-end jitter not important,and �nally the data rate and loss are very important; Real-time voie,whih is person-to-person, and interative and it is extremely importantto ontrol the end-to-end delay, the end-to-end jitter, the end-to-end lossand the end-to-end data rate.[Table 19 about here.℄



CHAPTER 9. FORWARDING 252We an �ll in some of the detail for these sets of applation (and usage)requirements by speifying the parameters for QoS for them:Delay As we disussed earlier, it isn't really realisti to request maximum delayvalue beause there is no simple user ontrol over end-to-end network pathin IP. It is possible to �nd atual values for the maximum end-to-end delay,DMAX in some ases, as well as the minimum end-to-end delay, DMIN.Jitter It is not possible in general to request end-to-end jitter value sine thiswould essentially be equivalent to turning a pake swithed network intoa Time Division Multiplexing system, with all the assoiated ineÆien-ies. However, we an approximate the maximum jitter from DMAX andDMIN. We an evaluate DMIN dynamially, and hoose some sensible sta-tistial bound for DMAX, for example the 99th perentile. The jitter valuehas a ontribution from the transport-level and below, so protools therehave to onvey this information (see the disussion on RTCP in haptereleven), as well as a ontribution from the appliation-level.Loss Loss is not really a QoS parameter for IP networks. It is not some thingyou really want to request as suh, it is more something you want toavoid. How would a router honour a request for a spei�ed loss level?Loss is in any ase related the data rate. It is very hard to guarantee.Probabilisti loss levels may be feasiable. As better understanding of therelationship between loss and the ongesiton feebdka signal emerge forTCP and TCP-like transport protools. we an imagine using loss (e.g.via RED; see later) to provide some level of ontrol of best e�ort, ahiveingmore salable and aurate traÆ management and ongestion ontrol.Paket size Path MTU disovery (see hapter six) reveals the smallest maxi-mum transfer unit that the links on a given route support. The appliaitonmay use smaller pakets ,but using larger paket sizes than the MTU(and inurring fragmentation) is regarded as a bad idea. The users paketsize hoie, and the path MYU, may be used by routers to help with bu�eralloation and are also vital parameters to the delay evaluation proess inadmission ontrol.Data rate This is the key performane parameter, but how an we speify thisfor appliations that are not �xed (onstant bit) rate? Data appliationsare inhernetly bursty. Voie and other multimedia soures use variablerate ompression and silene suppression, so they do not send at a singlerate. How do we apture the rate information?We an speify the mean data rate, the peak rate, the length of time asoure spends sending traÆ at the peak rate. How do we then alloateresoures? If we alloate at peak rate, we , waste resoures when anappliation sends slower. If we alloate less resoures, we take a risk.Real-time ows may be onstant bit rate, but an also be variable bit rateA given appliation-level ow is made of a number of appliation dataunits (ADU) and we an speify a rate in terms of these. We would likethe API for programmers for this to be both appliation-friendly as wellas tehnology neutral.



CHAPTER 9. FORWARDING 2539.4.1 Network Soure behaviour Charaterization: Leakyand Token BuketsThe most ommon ways to apture the de�nition of a traÆ soure behaviouris via a leaky or token buket spei�ation:Leaky Buket This has two parameters:B : buketsize[Bytes℄L : leakrate[B=sorb=s℄ (9.2)Data pours into the buket and is leaked out, with traÆ always on-strained to rate L. B=L is maximum lateny at transmission.[Figure 816 about here.℄Token buket This has three parameters:b : buketsize[B℄r : buketrate[B=sorb=s℄p : peakrate[B=sorb=s℄ (9.3)Buket �lls with tokens at rate r, starts full. The presene of tokens allowdata transmission, and a burst is allowed at rate p, while the amount ofdata sent is limited to be < rt+ b[Figure 817 about here.℄9.5 Paket Forward Sheduling and Queue Man-agementLinux has a omplex support for sheduling and queue management. Let's startout by looking at these in the abstrat:In the simple router shemati below in 815 we see a router with a numberof input lines. These have no input bu�ering (at least nothing outside of whatis on the atual NIC). We see a paket lassi�er, whih an employ informationfrom poliy-based lassi�ation, to selet the orret output queue, one theforwarding/routing tables have inidated the right output interfae. Betweenthe input network interfae ard and output network interfae ard, there is aswithing fabri. Of ourse, on a PC platform, this is nothing so grand - itsa PCI bus. Pakets are taken from the output bu�er (queue) by a sheduler,whih hooses whih paket from the output queue is to be servied next. Thepaket sheduler (in linux) is driven from interrupts, of whih we'll say morelater. [Figure 818 about here.℄9.6 Queueing DisiplinesThe default, simplest queueing disipline we an imagine is probably FIFO (FirstIn First Out) or FCFS (First Come First Served).



CHAPTER 9. FORWARDING 254This employs a Null paket lassi�er. Pakets are queued to outputs in orderthey arrive, and there is no paket di�erentiation. There is no history or state,and, as a result, no notion of ows of pakets. Anytime a paket arrives, itis servied as soon as possible. FCFS is a what is alled a \work-onserving"sheduler. This is de�ned as a sheduker whih is never idle so long as anypakets are waiting. Work onserving shedulers have the propert that if youwish to redue the delay of one ow, you neessarily inrease the delay of oneor more others. An interesting useful result to remember is that we an notgive all ows a lower delay than they would get under FCFS with any othersheduling sheme.One an imagine \non-work onserving" disiplines. These are shedulerswhih an be idle even if the are pakets waiting. In priniple, this allows forsome possible smoothing of paket ows. Instead of serving a paket as soonas it arrives, we what until paket is eligible for transmission. This eligibilityould be de�ned by a �xed time per router, or a �xed time aross network. Theresult of this (for a given ow) is less jitter. It makes the downstream traÆmore preditable and the output ow is ontrolled, leading to less bursty traÆ.Another onsequene then is that we need less bu�er spae. In the router, workonserving sheudlers require less bu�er in output queues, and the reduiton injitter means that end-systems need little or no de-jitter bu�ering. However, itneessarily leads )(for the same network) to higher end-to-end delay, and an beomplex in pratise, possibly requiring lok-synhronisation at routers. In fat,at one extreme, a time-division-multiplex (digital iriot swithed network) isan example of this approah.There are a number of sheduling dimensions:Priority levels If we implement a priority system how many levels shouldthere be? It is not obvious why you want more than two or three. Sinehigher priority queues servies �rst, this approah an ause starvationlower priority queues, unless we have some sort of admission ontrol forthe overal oupany of the higher priority servie in the network, or onany given path.Work-onserving or not We must deide if delay/jitter ontrol is required.Is the ost of implementation of delay/jitter ontrol in network aeptable?In pratie it isn't.Degree of aggregation What is the ow granularity? Do we have per-appliation ow or per-user or per end-system? It is a question of tradeo�between the ost of implementation of the shedulign system (in terms ofstate, state setup messages, lassi�ation frequeny and omplexity) andthe granulatiry of ontrol.Serviing within a queue Can we get away with FCFS within queue?Should we hek for other parameters? What other added proessingoverhead may there be (e.g. network management/logging). What kindof queue management do we need in an \emergeny"?9.6.1 Common Sheduling DisiplinesLet's now look at some of the more ommon systems for piking whih paketto send next, and when to send it.



CHAPTER 9. FORWARDING 255Priority Queueing We have K queues: 1 <= k <= KQueue k + 1 has greater priority than queue k. In other words, higherpriority queues are servied �rst. This is very simple to implement and hasa low proessing overhead. It o�ers relative priority in pratie (assumignwe keep no history), and this o�ers no deterministi performane bounds.In terms of fairness and protetion, it is not max-min fair and it hazardsthe risk of starvation of lower priority queues.Generalized Proessor Sharing - GPS This is a work-onserving sheme,and on paper: it serves an in�nitesimally small amount of data from owi and then visits the next ows round-robin. This provides a max-min fairshare to eah ow. It an provide weighted max-min fair share, however,in pratie it is not diretly implementable. Instead, it is used as a baselineabstrat referene for omparing other shedulers.Weighted Round Robin This is the simplest attempt at an implementableapproximation to GPS. The queues are visited round-robin in proportionto weights assigned. Sine di�erent ows have di�erent mean paket sizes,the weight has to be divided by mean paket size for eah queue. Beausemean pakets size unpreditable, this may ause unfairness.The servie is max-min fair over long timesales. We must have more thanone visit to eah ow/queue. This means that there are deviations fromfairness for short-lived ows.De�it Round Robin DRR does not need to know mean paket size. Eahqueue has de�it ounter (d): initially, this is set to zero. The DRRsheduler attempts to serve one quantum of data from a non-empty queue:if size <= quantum + dpaket at head servedd = quantum + d - sizeelsed += quantumQueues that are not served during a round, build up redits. The quan-tum is normally set to be the maximum expeted paket size. Thisensures that one paket is served per round, per non-empty queue.RFB : 3T=r(T = maxpktservietime; r = linkrate) It works best forows with small paket sizes and is �ne for small number of ows.Weighted Fair Queueing The WFQ sheduler is also based on GPS. It ise�etively a GPS emulation, whih is designed to produe �nish-numbersfor pakets in the queue. The simpli�ation is that sheme is a pakettimesale instead of the GPS timesale whih serves pakets bit-by-bitround-robin The �nish-number is the time that a paket would have om-pleted servie, under the ideal (bit-by-bit) GPS. Pakets are tagged withthe �nish-number, then tje smallest �nish-number aross the queues isserved �rst in the next round.The round is a yle of exeution de�ned by an idealizedbit-by-bit round-robin server. The �nish-number alulated



CHAPTER 9. FORWARDING 256from round number. If the queue is empty, the �nish-number is the numberofbitsinpaket + round � numberIf queue non-empty, the �nish-number ishighesturrentfinishnumberforqueue+ numberofbitsinpaket.When a ow ompletes (empty queue), there is one less ow in the round,so R inreases more quikly. This, as more ows omplete, R inreasesmore quikly et. et. Beause of this, WFQ needs to evaluate R eah timepaket arrives or leaves, whih an be a signi�ant proessing overhead.In additon to the shedule,r we have to have a bu�er drop poliy to handleoverloads. If pakets arrives at full queue, we an drop pakets alreadyin queued, in order of dereasing �nish-number for example. This an beused for best-e�ort queuing, or for providing guaranteed data rate anddeterministi end-to-end delay. WFQ is used in real world, as is DRR.There are several alternatives also available, inluding self-loked fair-queuing (SCFQ), worst-ase fair weighted fair queuing (WF2Q) and aneat statistial approximation, stohasti fairness queueing (SFQ).9.6.2 Class Based QueueingAs well as organising sheudling with a traÆ lass, we need to have a way ofmanageing a set of di�erent traÆ lasses, potentially with a range of di�er-ent, appropriate sheudling algorithms. There are two spei� approahes tothis ommonly today, and Linux supports both within a more general frame-work as we shall see later. One is Class Based Queuing, and the other is theso-alled \Clark/Shenker/Zhang" arhiteture (after the three well-known re-searhers who devised it).What is needed is a framework for organising hierarhial link sharing.Firstly, link apaity is shared between organisations, with di�ering levels ofaggregaton. There is no reason to suppose that the sheduler and aggregaitonlevel follow the same hierarhy, so it is neesary to support both lass-basedalloation, and poliy-based lass seletion. Sne the Internet is all about shar-ing resoures, it should be possible, within the onstraints of poliy, to use thelass hierarhy to assign apaity/priority to eah node, but also to allow anode to borrow any spare apaity from parent. Fine-grained ows are possible.CBQ is this is a queuing mehanism whih employs a set of shedulers with thelassi�ation framework, as illustrated below in 816.[Figure 819 about here.℄9.7 Queue ManagementHaving revised sheduling, whioh addresses the problems of whih output queueto visit, and whih paket to transmit from output queue, let's now take a lookat queue management.Queue management entails the tasks of ensuring bu�ers are available, us-ing memory management to look after resoures, and deals with the details oforganising pakets within queue, and espeially paket dropping when queue isfull, for example when triggering ongestion ontrol.



CHAPTER 9. FORWARDING 257Congestion is typially aused (as we have seen before) by a range of mis-fortunes inluding: misbehaving soures; soure synhronisation; routing insta-bility and network failure ausing re-routing.Congestion ould hurt many ows, so we need to manage it somehow. Typ-ially, we drop pakets. We an also mark pakets with the newly de�ned `Ex-pliit Congestion Noti�ation" bit. Key questions are do we drop new paketsuntil queue lears, or do we admit new pakets, drop existing pakets in queue?How muh history, expliitly or impliitly onerning \misbehaving ows", dowe keep?Paket drop mehanisms inlude:Drop-from-tail Given a FIFO queue, tail-drop is learly easy to implement.Of ourse delayed pakets at within queue may expire.Drop-from-head This may be harder to implement (espeialyl if some of atransmit queue is no longer owned by the IP level but is in the bu�ferowned by (or even on) the NIC. The idea here is that old pakets purged�rst, and this ought to be good for real time, and even better for TCP. Inpraie its not widely implementedRandom drop Random drop, espeially in its Random Early Detetion guise,is popular.If the random number is hosen arefully, to be uniform (proportional tothe queue length), this is in some senses, fair, sine if all soures behavingthey are equally likely to see the drop; if there are misbehaving soures,then they will be proportionally more heavily penalised.Flush queue When a queue is overloaded, there is also the option to drop allpakets in queue. This is simple, and would mean that all the ows thatare adaptive should bak-o�. However it is ineÆient, and possibly unsafe,sine all the bakked o� ows will startup again in a synhronised fashion,unlike random drop.Intelligent drop Various Fair drop mehanisms have been proposed, some-times based on level four (transport spei�) information siuh as portnumbers. These may need a lot of state information, akthough it shouldbe possible to make them fairer.The reation to paket drops is well de�ned for non-real-time appliationsusing TCP. Paket drop is to be interpreted as ongestion whih leads to a slowdown in transmission rate, as desribed in hapter seven under Slow start andongestion avoidane. This leads to a happy network!Real-time UDP ows have less obvious hoies. For transient loss, paketdrop an be onealed by an appliation spei� �ll-in at reeiver. However, westill need to employ an appliation-level ongestion ontrol. Nonetheless owdata rate adaptation may not be suited to audio/video. Real-time ows maynot adapt but then this hurts adaptive ows. Queue management ould protetadaptive ows, so perhaps smart queue management required.9.7.1 Random Early DetetionRandom Early Detetion is a re�nement of simple random drop. The intentionis to spot ongestion before it happens. The idea is that a dropped paket an



CHAPTER 9. FORWARDING 258be used to provide a pre-emptive ongestion signal. Sine this means that thatsoure slows down, it prevents real ongestion. Whih pakets to drop? Well,we an monitor ows spei�ally, but that leads to a high ost in state andproessing overhead vs. overall performane of the network.The probability of paket drop is related queue length. If we monitor thequeue length value via an exponential average, we smooths the RED proessreation to small bursts. This punishes sustained heavy traÆ. Pakets an bedropped or marked as o�ending, via ECN. RED-aware routers more likely todrop o�ending pakets. Soure must be adaptive. Setting RED parameters isquite omplex.9.8 Linux Forwarding Treatment ArhitetureThe bulk of the ode in the Linux implementation is by Alexey Kuznetsov, andis an exellent example of the use of C for both low level eÆieny, and high levellarity. Muh along the lines disussed above, the ode provides omprehensivesupport for best e�ort, di�erentiated and integrated servies forwarding, as wellas lean interfaes for adding experimental failities.The ode is heavily oriented around an \Objet Oriented" struture, whihan be onfusing sine the word \Class" is used in a speial way in QoS, forexample onsider the terms: Quality of Servie, Class of Servie and Grade ofServie.We'll refrain from using strit objet oriented programmers terminologywhen talking about this ode (espeialyl sine it is atually written in C). How-ever, it is useful to bear it in mind if you have been trained that way.9.8.1 Output InterfaeThe way that the sequene of queueing disipliens is invoked in linux is illus-trated in �gure ??. One the route has been deided for a paket, the outputinterfae is known. Then the paket is queued for output on the devie byalling the enqueue funtion for the devie. This invokes the wakeup funtionin an e�ort to send the paket just sent. Of ourse it is entirely possible thatthere are earlier pakets queued that were too early, or that this paket is tooearly. So the next step is that wakeup alls restart whih attempts to fundany paket fro mthe queueing disipline for the devie that is ready. If thereare any, restart alls the devie spei� hard start xmit funtion to transmitthe paket. If there are output failures, the paket is put bak in the pool ofpakets ready to go by alling requeue.[Figure 820 about here.℄There are (as is typial in networking ode) two other ways that a paketmay get pulled out of its queue and put through this proess. Firstly, a timerbased event may �re that will all wakeup. Certain queueing disiplines requirethis as we've seen earlier. Seondly, the net bh will invoke wakeup anytime ithas �nished proessing any pakets that it queues. These two togetehr makesure that we never forget any pakets in the queue!



CHAPTER 9. FORWARDING 2599.8.2 Queue DisiplineAny queueing disipline involves a standard olletion of funtions. The atualspei�s depend on the disiplines, whih we have desribed early and will listand walk through below. Here we just desribe the generi Qdis ops interfae:init Initialize the queueing disiplinedestroy tear down and remove the queueing disipline, learing the lasses,�lters and events, and freeing up assoiated resoures.reset lears all queues in a disipline, anels all timers and restores it to apristine ondition.dump aesses on�guration and state data from the queueing disipline.enqueue adds a paket to the queueing disipline - see later for a disussion ofhow a lass based queueing disipline works.dequeue removes the appropriate paket from the queueing disipline (pre-sumambly for sending!). There may, of ourse, not be any pakets ready.requeue restores a dequeue paket to its original plae in a queuring disipline,typially beause of some output problem.drop remove a paket from the queue.Queueing disiplines are registered through the sheduling API (see later),or they register themselves if they start as modules. There is an interfaebetween the route attribute struture (rtattr) and the queueing disiplines,whih allows information to be exhanged via the rtnetlink interfae to traÆmanagement appliations in an analgous way to the way that routeing table datais exhanged between user spae rotuign daemons and the kernel forwardingtables (�bs, desribed in the previous hapter).9.8.3 Class/TypeOne of the really nie things about the Linux traÆ management failities isthe exibility of the queueing disiplines. Part of this is due to the faility tohave lass based queueing disiplines. A queueing disipline an assign its ownlass, or the lass an be de�ned by a user. Essentially, the lass identi�er spaeis normally used to reate a lassi�ation hierarhy (athough arbitrary graphsof lasses of queues would in some sense be possible - its meaning, on the otherhand, would be hard to asertain!).graft this adds a new queueing disipline to a lass.delete this makes sure nooe is using the lass, and then removes it.hange this mdi�es the properties of the lassdump lass this is the analog of dumping a queueing disipline - it returnslass data.



CHAPTER 9. FORWARDING 260get this looks up a lass based on its lass identi�er and returns the internalidenti�er - it inrements the usage ount for alass.put this derements the usage ount for a lass - if it reahes zero, the lassmay be removed.walk this iterates over the lasses of a queuing disipline and returns diagnostidata for all the lasses in the queueing disipline.bind tf this assoiates or binds an instane of a �lter to a lass.unbind tf this removes an instane of a �lter from a lass. bind and unbindare similar to get and put (see ode later).tf hain this returns the head of a list of �lters for a lass.9.8.4 �lter, or lassi�erPakets that are enqueued for a lass based queeuing disipline need to belassi�ed before the orret queue an be hosen to put them on.There are two main ways that this an happen. Firstly, a paket may belassi�eds by the user, using the skb->priority �eld to fold a lass identi�er(seetable from a loal appliation via a setsokopt() all). More normally,enqueue alls t lassifiy() to �nd the orret lassi�aiton.This works by walking the list of �lters assoiated with the lassed basedqueueing disipline. [Figure 821 about here.℄Filter funtions:init initialize a �lterdelete removes a �lterdump return state information for a �lter or �lter elementget look up a �lterputhange modify �lter propertieswalk interate over all elelments of a �lter and alllassify lassi�y a paket aording to a �lterFilters are also strutured by IP protool (skb->protool).[Figure 822 about here.℄9.9 The Classi�er Code



CHAPTER 9. FORWARDING 2619.9.1 Classi�ersLinux has a quite rih mehanism for lassifying pakets int the various queueingdisiplines. First we look at the API to this system.[Figure 823 about here.℄[Figure 824 about here.℄[Figure 825 about here.℄[Figure 826 about here.℄[Figure 827 about here.℄[Figure 828 about here.℄[Figure 829 about here.℄[Figure 830 about here.℄[Figure 831 about here.℄[Figure 832 about here.℄[Figure 833 about here.℄[Figure 834 about here.℄



CHAPTER 9. FORWARDING 262Classi�er Statistis [Figure 835 about here.℄[Figure 836 about here.℄[Figure 837 about here.℄[Figure 838 about here.℄



CHAPTER 9. FORWARDING 263Universal ClassifersThe u32 lassi�er is suh a ommon thing to need that it has its own form.[Figure 839 about here.℄[Figure 840 about here.℄[Figure 841 about here.℄



CHAPTER 9. FORWARDING 264And there are lookup and other funtions:[Figure 842 about here.℄[Figure 843 about here.℄



CHAPTER 9. FORWARDING 265Starting up the Classi�er System[Figure 844 about here.℄[Figure 845 about here.℄[Figure 846 about here.℄[Figure 847 about here.℄[Figure 848 about here.℄[Figure 849 about here.℄[Figure 850 about here.℄



CHAPTER 9. FORWARDING 266Managing the lassi�er, inluding walkign a lassi�ation tree and alling agiven allbak (e.g. to dump out statistis).[Figure 851 about here.℄[Figure 852 about here.℄[Figure 853 about here.℄



CHAPTER 9. FORWARDING 267RSVP [Figure 854 about here.℄[Figure 855 about here.℄[Figure 856 about here.℄[Figure 857 about here.℄[Figure 858 about here.℄[Figure 859 about here.℄[Figure 860 about here.℄[Figure 861 about here.℄[Figure 862 about here.℄[Figure 863 about here.℄[Figure 864 about here.℄[Figure 865 about here.℄[Figure 866 about here.℄[Figure 867 about here.℄[Figure 868 about here.℄[Figure 869 about here.℄



CHAPTER 9. FORWARDING 268Why oh why (alexey?)is all this in the header �le not the C �le!!!???



CHAPTER 9. FORWARDING 269[Figure 870 about here.℄Inludes the header above!



CHAPTER 9. FORWARDING 270Route ClassifersThis type of lassi�er works by reonginizing the route that this paket is taking.[Figure 871 about here.℄[Figure 872 about here.℄[Figure 873 about here.℄[Figure 874 about here.℄[Figure 875 about here.℄[Figure 876 about here.℄[Figure 877 about here.℄[Figure 878 about here.℄



CHAPTER 9. FORWARDING 271Firewall ClassifersThis lassi�er is based on a �rewall rule.[Figure 879 about here.℄[Figure 880 about here.℄[Figure 881 about here.℄[Figure 882 about here.℄[Figure 883 about here.℄



CHAPTER 9. FORWARDING 272Changing the CLassi�er[Figure 884 about here.℄[Figure 885 about here.℄[Figure 886 about here.℄[Figure 887 about here.℄



CHAPTER 9. FORWARDING 273TC ClassifersThese lassi�ers follow the traÆ ontrol rules.[Figure 888 about here.℄[Figure 889 about here.℄[Figure 890 about here.℄[Figure 891 about here.℄[Figure 892 about here.℄[Figure 893 about here.℄[Figure 894 about here.℄[Figure 895 about here.℄[Figure 896 about here.℄[Figure 897 about here.℄9.10 queueing disiplineLinux 2.4 supports a wide variety of queueing disiplines, ranging from simpleelementary shedulers, through to the omplex, multi-tiered ompound systems.The urrent list is:FIFO - This represents the default, best e�ort Internet Servie.Priority - This is the simplest way to ahieve some leevl of traÆ di�erentiationRED - This is the well-known queue management tehnique for distributingfairness amongst rate-adaptive (\TCP-friendly") ows.Generalized RED - A Linux speial version of REDDi�erentiated Servie Marker - The queueing disipline needed to domarking rather than dropping.Stohasti Fairness Queue SFQ is an approximate tehnique for fairness.Token Buket Flow - A Token Buket poliing queue.TraÆ Equalizer - TraÆ Equalization is an EPFL speialCBQ - CBQ and CSZ are tehniques for ombining other queueing displinesinto a struture. This is not neessarily hierarhial, but usually).CSZ David Clark, Sott Shenker and Lixia Zhang arried out some of theearliest Integrated Servies researh.ATM VC Manager In the losing years of the 2nd millenium, Internet orenetworks were often built around level 2, ATM swithed infrastruture.This is a way to manage the IP QoS overlay ontop of the ATM layer -other tehniques (e.g. MPLS) are evolving.



CHAPTER 9. FORWARDING 2749.11 Sheduler FrameworkThe API to the entire sheduling system looks like this:9.11.1 Sheduling API[Figure 898 about here.℄[Figure 899 about here.℄[Figure 900 about here.℄[Figure 901 about here.℄[Figure 902 about here.℄[Figure 903 about here.℄[Figure 904 about here.℄[Figure 905 about here.℄



CHAPTER 9. FORWARDING 275[Figure 906 about here.℄[Figure 907 about here.℄[Figure 908 about here.℄[Figure 909 about here.℄[Figure 910 about here.℄[Figure 911 about here.℄[Figure 912 about here.℄[Figure 913 about here.℄



CHAPTER 9. FORWARDING 276[Figure 914 about here.℄[Figure 915 about here.℄



CHAPTER 9. FORWARDING 277Changing sheduler disipline parameters[Figure 916 about here.℄[Figure 917 about here.℄[Figure 918 about here.℄



CHAPTER 9. FORWARDING 278RTNetlink to Sheduler Interfae[Figure 919 about here.℄



CHAPTER 9. FORWARDING 279[Figure 920 about here.℄



CHAPTER 9. FORWARDING 280[Figure 921 about here.℄[Figure 922 about here.℄



CHAPTER 9. FORWARDING 281[Figure 923 about here.℄[Figure 924 about here.℄[Figure 925 about here.℄[Figure 926 about here.℄



CHAPTER 9. FORWARDING 282[Figure 927 about here.℄



CHAPTER 9. FORWARDING 283Atually sheduling pakets.[Figure 928 about here.℄



CHAPTER 9. FORWARDING 284[Figure 929 about here.℄[Figure 930 about here.℄



CHAPTER 9. FORWARDING 285Starting up Paket Sheduling[Figure 931 about here.℄[Figure 932 about here.℄[Figure 933 about here.℄



CHAPTER 9. FORWARDING 2869.11.2 Sheduler Framework[Figure 934 about here.℄[Figure 935 about here.℄[Figure 936 about here.℄[Figure 937 about here.℄[Figure 938 about here.℄



CHAPTER 9. FORWARDING 287[Figure 939 about here.℄[Figure 940 about here.℄[Figure 941 about here.℄[Figure 942 about here.℄[Figure 943 about here.℄[Figure 944 about here.℄



CHAPTER 9. FORWARDING 288Generi ShedulerHere is a generi example of a sheduler whih ats to try to Help larify theAPI. [Figure 945 about here.℄



CHAPTER 9. FORWARDING 289[Figure 946 about here.℄



CHAPTER 9. FORWARDING 290[Figure 947 about here.℄[Figure 948 about here.℄



CHAPTER 9. FORWARDING 291[Figure 949 about here.℄



CHAPTER 9. FORWARDING 292[Figure 950 about here.℄



CHAPTER 9. FORWARDING 293[Figure 951 about here.℄



CHAPTER 9. FORWARDING 294[Figure 952 about here.℄[Figure 953 about here.℄



CHAPTER 9. FORWARDING 295[Figure 954 about here.℄



CHAPTER 9. FORWARDING 296[Figure 955 about here.℄



CHAPTER 9. FORWARDING 2979.12 Class Based QueueingCBQ is a framework, or if you prefer, a meta-disipline within whih sub-disiplines are plaed. Initially, a �lter will run to lassi�er a paket, whihwill then be handed to the CBQ disipline - within this disipline, the same�lter/lassify/queue steps are reursively re-run to devide whih sub-lass thepaket belongs to. This an go on as long as you like. The CSZ frameworkdisussed later is similar. [Figure 956 about here.℄[Figure 957 about here.℄[Figure 958 about here.℄[Figure 959 about here.℄[Figure 960 about here.℄[Figure 961 about here.℄[Figure 962 about here.℄[Figure 963 about here.℄



CHAPTER 9. FORWARDING 298The Atual Classi�er [Figure 964 about here.℄[Figure 965 about here.℄[Figure 966 about here.℄



CHAPTER 9. FORWARDING 299Using a Class [Figure 967 about here.℄[Figure 968 about here.℄



CHAPTER 9. FORWARDING 300Marking a Class [Figure 969 about here.℄



CHAPTER 9. FORWARDING 301CBQ Queueing Ations [Figure 970 about here.℄[Figure 971 about here.℄



CHAPTER 9. FORWARDING 302The overlimit funtion. [Figure 972 about here.℄[Figure 973 about here.℄[Figure 974 about here.℄[Figure 975 about here.℄[Figure 976 about here.℄[Figure 977 about here.℄[Figure 978 about here.℄[Figure 979 about here.℄



CHAPTER 9. FORWARDING 303We need to propagate the oupanty of eah hild up to the top of the CBQtree to make sure we get the underlimit/overlimit and borrow ations orret:[Figure 980 about here.℄



CHAPTER 9. FORWARDING 304Then we propgate this to eah level.[Figure 981 about here.℄[Figure 982 about here.℄[Figure 983 about here.℄



CHAPTER 9. FORWARDING 305If a level is underlimit, we may need to lend apaity.[Figure 984 about here.℄



CHAPTER 9. FORWARDING 306If we are dequeueing a paket, whih is �rst?[Figure 985 about here.℄[Figure 986 about here.℄[Figure 987 about here.℄[Figure 988 about here.℄[Figure 989 about here.℄[Figure 990 about here.℄[Figure 991 about here.℄[Figure 992 about here.℄[Figure 993 about here.℄



CHAPTER 9. FORWARDING 307Initialising the CBQ mahinery.[Figure 994 about here.℄[Figure 995 about here.℄[Figure 996 about here.℄



CHAPTER 9. FORWARDING 308Now manage the whole shebang.[Figure 997 about here.℄[Figure 998 about here.℄[Figure 999 about here.℄



CHAPTER 9. FORWARDING 309Here's the ore part of CBQ[Figure 1000 about here.℄



CHAPTER 9. FORWARDING 310[Figure 1001 about here.℄



CHAPTER 9. FORWARDING 311[Figure 1002 about here.℄



CHAPTER 9. FORWARDING 312[Figure 1003 about here.℄



CHAPTER 9. FORWARDING 313[Figure 1004 about here.℄



CHAPTER 9. FORWARDING 314[Figure 1005 about here.℄



CHAPTER 9. FORWARDING 315Clark/Shenker/Zhang ShedulingClark, Shenker and Zhang[19℄ suggested a di�erent struture for a hierarhiallassi�ation arhiteture. [Figure 1006 about here.℄



CHAPTER 9. FORWARDING 316[Figure 1007 about here.℄[Figure 1008 about here.℄[Figure 1009 about here.℄[Figure 1010 about here.℄[Figure 1011 about here.℄[Figure 1012 about here.℄



CHAPTER 9. FORWARDING 317The Code and Data Strutures are similar to CBQ so we don't over thosehere.



CHAPTER 9. FORWARDING 3189.13 Queue ManagementAs disussed earlier, queue management is really about what to do when thequeue oupany is beoming a soure of problems.9.13.1 Best E�ort (a.k.a FIFO) ShedulerHere we see the lassi set of standard queue management funtions for thesimplest (default) ase, that of FIFO queueing.[Figure 1013 about here.℄[Figure 1014 about here.℄[Figure 1015 about here.℄[Figure 1016 about here.℄[Figure 1017 about here.℄[Figure 1018 about here.℄



CHAPTER 9. FORWARDING 319Then we have to also have reshaping versions of all of those funtions![Figure 1019 about here.℄[Figure 1020 about here.℄[Figure 1021 about here.℄[Figure 1022 about here.℄



CHAPTER 9. FORWARDING 320Estimate rates [Figure 1023 about here.℄



CHAPTER 9. FORWARDING 321[Figure 1024 about here.℄[Figure 1025 about here.℄[Figure 1026 about here.℄[Figure 1027 about here.℄



CHAPTER 9. FORWARDING 322Here we see what the polier funtions look like:[Figure 1028 about here.℄[Figure 1029 about here.℄[Figure 1030 about here.℄[Figure 1031 about here.℄[Figure 1032 about here.℄[Figure 1033 about here.℄[Figure 1034 about here.℄



CHAPTER 9. FORWARDING 3239.13.2 Ingress QueueingIngress queueing is useful when we want to give a spei� forwarding behaviourbased on what the input proess looks like for paket proessing.[Figure 1035 about here.℄[Figure 1036 about here.℄[Figure 1037 about here.℄[Figure 1038 about here.℄[Figure 1039 about here.℄[Figure 1040 about here.℄



CHAPTER 9. FORWARDING 324[Figure 1041 about here.℄



CHAPTER 9. FORWARDING 325[Figure 1042 about here.℄



CHAPTER 9. FORWARDING 3269.13.3 Di�erentiated Servies MarkerDi�erentiated servies is based on paket marking. The DSCode points have tobe on�gured, aording to various ters or lassi�ers, then ated upon, basedon the sorue behaviour. [Figure 1043 about here.℄[Figure 1044 about here.℄[Figure 1045 about here.℄[Figure 1046 about here.℄[Figure 1047 about here.℄[Figure 1048 about here.℄[Figure 1049 about here.℄[Figure 1050 about here.℄[Figure 1051 about here.℄[Figure 1052 about here.℄[Figure 1053 about here.℄[Figure 1054 about here.℄[Figure 1055 about here.℄[Figure 1056 about here.℄[Figure 1057 about here.℄[Figure 1058 about here.℄[Figure 1059 about here.℄



CHAPTER 9. FORWARDING 3279.13.4 RED and FriendsRandom early detetion is one of several salable queue management tehniques.[Figure 1060 about here.℄[Figure 1061 about here.℄[Figure 1062 about here.℄[Figure 1063 about here.℄[Figure 1064 about here.℄



CHAPTER 9. FORWARDING 3289.13.5 Expliit Congestion Noti�ationExpliit Congestion Noti�ation (ECN) is an alternative to paket droppingwhih TCP an at on (as disussed in hapter six).[Figure 1065 about here.℄



CHAPTER 9. FORWARDING 329RED Enqueue and Dequeue funtionsHere's an interesting omment too![Figure 1066 about here.℄[Figure 1067 about here.℄[Figure 1068 about here.℄Here is how we map the randomness into the queue position.[Figure 1069 about here.℄[Figure 1070 about here.℄[Figure 1071 about here.℄[Figure 1072 about here.℄[Figure 1073 about here.℄[Figure 1074 about here.℄



CHAPTER 9. FORWARDING 3309.13.6 GREDGRED is a generalized version of RED that inludes thwe idea of a 1 bit penaltybox (Red In/Out) for TCPs that do not \onform" to their ontrat. It isstruturally very similar to RED so we don't inlude a detailed disussion ofthe ode here.



CHAPTER 9. FORWARDING 3319.13.7 Token Buket QueueThe token buket was desribed earlier in the hapter.[Figure 1075 about here.℄[Figure 1076 about here.℄[Figure 1077 about here.℄[Figure 1078 about here.℄[Figure 1079 about here.℄[Figure 1080 about here.℄[Figure 1081 about here.℄[Figure 1082 about here.℄[Figure 1083 about here.℄[Figure 1084 about here.℄[Figure 1085 about here.℄[Figure 1086 about here.℄



CHAPTER 9. FORWARDING 3329.13.8 Ingress Queueing[Figure 1087 about here.℄



CHAPTER 9. FORWARDING 333[Figure 1088 about here.℄[Figure 1089 about here.℄



CHAPTER 9. FORWARDING 3349.13.9 Priority QueueingPriority queueing is just about the simplest way to implemt traÆ di�erentia-tion. [Figure 1090 about here.℄[Figure 1091 about here.℄[Figure 1092 about here.℄[Figure 1093 about here.℄[Figure 1094 about here.℄Change some parameters.[Figure 1095 about here.℄



CHAPTER 9. FORWARDING 3359.13.10 Stohasti Fairness Queueing[Figure 1096 about here.℄[Figure 1097 about here.℄



CHAPTER 9. FORWARDING 3369.13.11 Priority Queueing[Figure 1098 about here.℄



CHAPTER 9. FORWARDING 3379.13.12 Stohasti Fairness Queueing[Figure 1099 about here.℄[Figure 1100 about here.℄[Figure 1101 about here.℄[Figure 1102 about here.℄[Figure 1103 about here.℄[Figure 1104 about here.℄[Figure 1105 about here.℄[Figure 1106 about here.℄[Figure 1107 about here.℄[Figure 1108 about here.℄



CHAPTER 9. FORWARDING 3389.13.13 Link Equalization[Figure 1109 about here.℄[Figure 1110 about here.℄[Figure 1111 about here.℄[Figure 1112 about here.℄[Figure 1113 about here.℄[Figure 1114 about here.℄[Figure 1115 about here.℄[Figure 1116 about here.℄[Figure 1117 about here.℄[Figure 1118 about here.℄[Figure 1119 about here.℄[Figure 1120 about here.℄[Figure 1121 about here.℄[Figure 1122 about here.℄



CHAPTER 9. FORWARDING 3399.13.14 Pro�ling [Figure 1123 about here.℄[Figure 1124 about here.℄[Figure 1125 about here.℄[Figure 1126 about here.℄[Figure 1127 about here.℄



CHAPTER 9. FORWARDING 340Almesberger/EPFL ATM VC ShedulingATM is a pretty speial ase, where a level two network does the real work, butwe an interfae to this - Almesberger[1℄ did some nie work here providing alean integrated interfae.



CHAPTER 9. FORWARDING 341[Figure 1128 about here.℄[Figure 1129 about here.℄[Figure 1130 about here.℄[Figure 1131 about here.℄[Figure 1132 about here.℄[Figure 1133 about here.℄[Figure 1134 about here.℄[Figure 1135 about here.℄



CHAPTER 9. FORWARDING 342Now we have to worry about virtual iruit management too![Figure 1136 about here.℄



CHAPTER 9. FORWARDING 343In a way, the level two inherits hanges from the level three. If we werereally lever, we might think of ATM (and any MPLS type QoS aware network)as being a leaf level below the IP leaf level![Figure 1137 about here.℄[Figure 1138 about here.℄[Figure 1139 about here.℄[Figure 1140 about here.℄



CHAPTER 9. FORWARDING 344Here we have more general level of management[Figure 1141 about here.℄[Figure 1142 about here.℄[Figure 1143 about here.℄[Figure 1144 about here.℄[Figure 1145 about here.℄[Figure 1146 about here.℄[Figure 1147 about here.℄[Figure 1148 about here.℄[Figure 1149 about here.℄[Figure 1150 about here.℄9.14 Managing Forwarding Treatment Informa-tion - the TC CommandLinux now has a sophistiated (and omplex) traÆ ontrol failities - theseould be managed through some distributed resoure reservation or traÆ en-gineering algorithm, or manually setup at eah site. The TC ommand is anappliation that lets you on�gure the failities on a spei� Linux. system9.14.1 TraÆ Control - Using The Tool******************************#!/bin/shTC=/sr/iproute2/t/tDEV="dev eth0"efrate="2Mbit"MTU="1.5kB"#$TC qdis add $DEV handle 1:0 root dsmark indies 64 set_t_index#$TC filter add $DEV parent 1:0 protool ip prio 1 tindex mask 0xf shift 2$TC qdis add $DEV handle 1:0 root dsmark indies 64$TC qdis add $DEV parent 1:0 handle 2:0 prio## EF lass: Maximum about one MTU sized paket allowed on the queue#$TC filter add $DEV parent 1:0 protool ip prio 1 handle 0x22 tindex \lassid 2:1$TC qdis add $DEV parent 2:1 tbf rate $efrate burst $MTU limit 2.5kB



CHAPTER 9. FORWARDING 345$TC filter add $DEV parent 1:0 protool ip prio 2 handle 0x2f tindex mask0xff\ lassid 2:2$TC qdis add $DEV parent 2:2 handle 3:0 gred setup DPs 2 default 2 grio## AF lass#$TC filter add $DEV parent 1:0 protool ip prio 3 handle 0x24 tindex \lassid 3:1$TC qdis add $DEV handle 3: gred limit 90KB min 55KB max 65KB \burst 90 avpkt 1000 bandwidth 10Mbit DP 1 probability 0.05 prio 2## BE lass#$TC filter add $DEV parent 1:0 protool ip prio 3 handle 0x26 tindex \lassid 3:2$TC qdis add $DEV handle 3: gred limit 90KB min 35KB max 50KB burst 90 \avpkt 1000 bandwidth 10Mbit DP 2 probability 0.1 prio 39.14.2 TraÆ Control - How the Tool is implemented[Figure 1151 about here.℄9.14.3 TC Command UsageThe TC ommand usage is fairly omplex, sine there are three inter-twinedtypes of objet one an set up. As desribed earlier, we have a �lter type, alass, and then the atual queuing disipline, with its parameters. Normally,one uses t to selet a queueing disipline for a devie, then attahes a �lter tothe devie to diret pakets to the appropriate queue. In more omplex ases,this reurses via CBQ or CSZ and the use of lass identi�ers, as well as �lters.t [ OPTIONS ℄ OBJECT { COMMAND | help }where OBJECT := \{ qdis | lass | filter \}OPTIONS := \ { -s[tatistis℄ | -d[etails℄ | -r[aw℄ \} }TC qdis ommandAs disussed in the rest of this hapter, the queueing disipline is ur-rently one of f atm | [p|b℄fifo | tbf | prio | hfs | hpfq | sfq |bq | sz | red | gred | dsmark | ingress | et. gt qdis [ add | del | replae | hange | get ℄ dev STRING[ handle QHANDLE ℄ [ root | ingress | parent CLASSID ℄[ estimator INTERVAL TIME_CONSTANT ℄



CHAPTER 9. FORWARDING 346[ [ QDISC_KIND ℄ [ help | OPTIONS ℄ ℄ }We an be adding a base queue disiple, optionally with a handle, or wean be adding one as a hild in a lass hierarhy (usually previously de�ned viabq or sz), or we an be adding an estimator. One exeptional ase is ingressqueueing (see later).The estimator takes an interval and a time onstant over whih the estimatedeays. This is used to monitor queue oupany, without running too manyyles up doing so!When we add or modify a given queueing disipline, there are on�gurationparameters we also must setup. The options eah queueing disiple an beon�gured with are (roughly) as follows:atm IP over ATM an setup ATM parameters as part of a lass hierarhy.These inlude the type of ATM VC in use, and the VC lass (in the ATMsense, in other words, UBR, VBR, et); The ATM AAL level parame-ters suh as SDU (paket size, usually 9280 bytes), and any ATM leveladdressing information (e.g. whether E164 or ISO addresses are used toindentify the \link" layer next hop address, or in other words the ATMVC end point.atm ( pv <addr> | sv <addr> [ sap <sap> ℄ ) | qos <qos> [sndbuf <bytes> ℄ | hdr <hex> | exess ( <lass id> | lp )lip�fo FIFO takes one parameter, whih is the maximum queue length.[p|b℄fifo [limit <n>℄tbf The token buket �lter takes a queue length, limit, and a lateny (inmiroseonds), or a burst spei�ation in terms of a bu�er and a burstlength, as well as mean and peak rate parameters. Also, it an take anMTU parameter and a maximum path unit paket size parameter.tbf limit <bytes> burst <bytes>[/<bytes>℄ rate <kbps> [ mtu<bytes>[/<bytes>℄ ℄prio Priority queues are on�gured with a number of bands, then a map of theidenti�ers (so that they an be used later in a �lter).prio bands <n> priomap <P1> <P2> ...hfs The Hierarhial Fair Servive urve is not part of the urrent release.hpfq Hierarhial Paket Fair Queueing is not in the urrent release at the timeof writing.sfq Stohasti Fairness queueing an be setup with a perturbation and a quan-tum, whih represent the input to the statistial nature of the nature ofthis approximate fair queueing tehnique.sfq [ perturb <seonds> ℄ [ quantum <bytes> ℄



CHAPTER 9. FORWARDING 347bq bq bandwidth <bps> rate <bps> maxburst <npkts> [ avpkt <bytes> ℄[ minburst <npkts> ℄ [ bounded ℄ [ isolated ℄[ allot <bytes> ℄ [ mpu <bytes> ℄ [ weight <rate> ℄[ prio <n> ℄ [ ell <bytes> ℄ [ ewma <log> ℄[ estimator <interval> <time onstant> ℄[ split <lass id> ℄ [ defmap <mask>/<hange> ℄orbq bandwidth <bps> avpkt <bytes> [ mpu <bytes> ℄[ ell <bytes> ℄ [ ewma <log> ℄sz is not urrently implemented.red RED sets up the parameters for random early detetion, basially in linewith the researh that desribes red - for example the minimum and max-imum threshold and average number of pakets in the queue that triggerand set the drop (or marking) probability (markign if ECN is set).red limit <bytes> min <bytes> max <bytes> avpkt <bytes>burst <n pakets> red probability <probability> bandwidth<kbps> [ en ℄gred GRED inludes a range of drop probabilities suitable, for example for thedi�ernetiated servies AF lass.gred DP drop-probability limit <bytes> min <bytes> max<bytes> gred avpkt <bytes> burst <n pkts> probability <prob>bandwidth <kbps> gred [prio value℄ gred setup DPs <no. ofDPs> default <default DP> [grio℄dsmark Di�ernetiated Servies Marking, involves setting up a set of indiiesto a set of mask/value pairs.dsmark indies <indies> [ default index <default index> ℄ [set t index ℄ingress takes an IP address as a parameter.t qdis list will show the urrent set of queueing disiplines instanti-ated.TC lass ommandt lass [ add | del | hange | get ℄ dev <string>[ lassid <lass id> ℄ [ root | parent <lass id> ℄[ [ <qdis kind> ℄ [ help | <options> ℄ ℄ }Essentially, lass identi�ers are attahed to queueing disiplines, and are ei-ther a root, or are attahed to parent lasses. A lass an also have an estimatorattahed.



CHAPTER 9. FORWARDING 348TC �lter ommandt filter [ add | del | hange | get ℄ dev <string>[ pref <priority> ℄ [ protool <protool> ℄[ estimator <interval> <time onstant> ℄[ root | lassid <lass id> ℄ [ handle <filter id> ℄[ [ <filter type> ℄ [ help | <options> ℄ ℄t filter show [ dev <string> ℄ [ root | parent <lass id> ℄Where:FILTER_TYPE := { rsvp | u32 | fw | route | et. }FILTERID := ... format depends on lassifier, see thereOPTIONS := ... try t filter add <desired FILTER_KIND> helpFilters are either setup as per RSVP ow spei�ation, or on spei� un-signed 32 bit identi�ers, or aording to a route lassi�er, or �nally as a �rewall�lter. Filers have a handle, and an have a parent, a priority, a preferene andpossibly a protool, as well as possibly also adding an estimator.9.15 BSDReent releases of BSD Unix have added a lass based queueing whih wasdeveloped by Kenjiro Cho in the Wide Projet in Japan. This system predatesthe Linux system, and is quite similar, although less general in its urrent form.As in the Linux ode, it has a lassi�er, a queueing disipline, and a poliingsystem (alled a regulator). The pipeline for these omponenets is the sameas in the Linux CBQ struture, but less general in that the order is not re-programmable.Readers familiar with the BSD network devie output interfae will see im-mediately how it �ts in:ip_output()allsif_output()whihlassifiesenqueuesif_start()dequeues a paket andregulates itOther funtions manage the queue parameters suh as maximum length.There are a variety of possibile regulators, but the deault one is a otken buketone, whih has a rate and buket size as in the Linux ase..



CHAPTER 9. FORWARDING 3499.16 SummaryIn this hapter we have looked at the various forwarding treatments that Linuxo�ers as a routing platform, and the tools to manage the paket forwardingsheduler, queue manager and assoiated drop behaviours.In the next hapter, we look at Inter-Proess Communiation.



Chapter 10Seurity10.1 RoadmapIn this hapter will we onsider some of the seurity failties o�ered by the linuxkernel. The main seurity featureas are implemetned as part of the net�lterwork. This enables �rewalls and masquerading routers to be built. Towards theend of the hapter there will be a disussion of IPSe and SSL.10.2 Seurity Senarios10.2.1 FirewallsA �rewall is a mehanism plaed between the internet and the operating systemand appliations of the host you wish to protet. Traditional �rewalls wereplaed on or near the main gateway router, but there is now a trend of personal�rewalls whih run on the system being proteted. The purpose of a �rewallis to blok traÆ whih may maliious in nature. Suh traÆ ould be attaksthat exploit holes in the operating system or attempt denial of servie attakson a host. Using a �rewall is akin to loking the front door of your home, ratherthan �tting individual loks on eah of the inseure doors inside. One maindoor an protet a large number of smaller doors. In this way a site systemadministrator an protet their users with neessarily involving the users in theprotetion.10.2.2 NAT|Network Address TranslationNAT is a sheme to translating parts of an IP datagram|notably the soure anddestination addresses and ports. The purpose of NAT is to provide other serviessuh as Port Forwarding, Transparent Proxying and Masquerading. NAT worksby monitoring ertain parts of pakets and if they math a partiular patternthen modifying the paket aordingly before forwarding it.Masquerading This is a sheme where a LAN ontaining many hosts an beonneted to the Internet even if the ISP has provided only a single IP ad-dress for a single host. One mahine is on�gured as masquerading routerand this translates pakets in and out of the network ating on behalf of350



CHAPTER 10. SECURITY 351(masquerading as) individual hosts on the LAN. Consider the network in�gure 1149. Here a masquerading router \M" is routing pakets from 3hosts on a private network \A", \B" and \C". Consider the ase whenHOST A wishes to download a web page from some site on the internet,alled say W with an address of 3.4.5.6. A's pakets will be initially senttowardsM , with the IP soure address of A and an ephemeral port a, andwith destination address of D, port 80. M will rewrite the paket insertingits own IP address as the soure and its own ephemeral soure port (m).The paket will travel aross the Internet and eventually a response paketwill be found. This will be addressed towards M : m, but, the NAT odein M will math this paket and rewrite it addressing it toward A : a. See�gure 1150, and note that A's address and port never make it outside ofthe masqueraded LAN. [Figure 1152 about here.℄[Figure 1153 about here.℄Port Forwarding Consider the situation where a orporate web server is be-hind a masquerading, �re-walling router. Any we request from outsidethe organisation needs to be direted towards this mahine's web serverport. However, as this mahine is within a masqeuraded network, then itsIP address is not globally valid. The solution is to publish the �rewall'saddress F as the web servie and forward requests arriving at the �rewallto the atual mahine, using NAT. See �gure 1151. Here an inoming webrequest from a mahine out on the Internet R is forwarded to the web-server W . W generates its reply and sends the result bak to M whihtranslates it for its return path to R.[Figure 1154 about here.℄Transparent Proxying A transparent proxying server allows for a servie tobe proxied on an intermediate host, with the knowledge, and thereforereon�guration of the lient mahine. By proxying we mean an additionalservie being performed on behalf of the lient. The usual example ofproxying is a ahing web server. Here a server monitors requests andstores (ahes) the responses. If a seond or further request for the sameweb page arrives this an be responded to with the saved data immediatelywithout waiting for a response from the origin host. Another bene�t ofproxy-ahes is that they an run on a �rewalling mahine forwardingrequests from a proteted domain within an organisation. See 1153. Herehost A is using M is a proxying web ahe. Therefore, any web pagerequests are sent to M using port 3128 in this example. M then makes ahek of its stored objets and if the requested objet is not available thenit itself request the page from the atual site W : 80 (this informationwill be in the HTTP GET message). The site responds and M relays theresponse to A. Host A must be on�gured to allow this mode of operationby informing the browser to request pages from the web ahe rather thanthe origin web site. A transparent web ahe employs port forwarding to



CHAPTER 10. SECURITY 352prevent this need for reon�guration and thus save system administratorstime and improve ISP pro�ts (or redue losses). See �gure 1153. Theweb ahe mahine takes all pakets with 80 as a destination port (i.e.most web traÆ) forwards it to some appliation level ahing software.If there is a math in the ahe then response an be formulated and theorresponding IP header information plaed in the response paket. I.e.plae the destination address/port of the request in the response soureaddress/port. If the page is not ahed then the ahe an request it usingthe address of the original requesting mahine. To both the web serverand the browsing host the operation of the ahe goes unnotied exeptpossibly the improvement or redution in performane.[Figure 1155 about here.℄[Figure 1156 about here.℄It is possible for masquerading, �rewalling and transparent proxying funtion-ality to be ombined on a single mahine. This is left as an exerise for thereader.Eah of the above funtionalities is available through the net�lter system inlinux whih is desribed now10.3 Net�lter10.3.1 IntrodutionThe net�lter ode allows hooks to be plaed in the paket ow. If we onsidera linux box ating as a router then a hook an be plaed at the following plaes(see 1154:1. after input before the routing stage NF_IP_PRE_ROUTING2. after input if the paket is for the loal mahine NF_IP_LOCAL_IN3. if the paket is to be forwarded NF_IP_FORWARD4. before the paket is output NF_IP_POST_ROUTING5. if the paket is reated loally NF_IP_LOCAL_OUT[Figure 1157 about here.℄Net�lter allows the following ations to be performed at a �ltering hook.� ACCEPT|Indiates that the paket should be allowed to ontinue, i.e.the next hook should be alled.� DROP|The paket should be dropped by the kernel.� STEEL|The paket will be handled by another proess.� QUEUE|The pakets should be queued for proessing, usually this is topass a paket to user spae.� REPEAT|repeat the all to this hook.



CHAPTER 10. SECURITY 35310.3.2 IP TablesIPtables is a mehanism where a list of rules an be applied to seleted pakets.Inluded within the linux kernel are a set of default tables whih support:� �ltering� mangling� onnetion traking� nattaking �ltering as example, see net/ipv4/netfilter/iptable_filter.. Here a struture is build whih is hooked into just the NF_IP_LOCAL_IN, NF_IP_FORWARDand NF_IP_LOCAL_OUThooks. rules are then added to the table under ontrol of user spae programswhih indiate whih pakets math and should be dropped.10.3.3 SummaryIPtables is a omplex and extendable seurity system involving both user andkernel spae ode. This setion has onentrated on the deep kernel ode. Formore information on the user spae ode and setting up IPtables seured systemsrefer to ***IPtables refs***10.4 IPSeIPSe is an IP datagram layer seurity system that introdues extra headers forauthentiation (Authentiation Header|AH) and enryption (EnapsulationSeurity Protool|ESP) of individual pakets. IPse is desribed in RFCs2401{2412. An implementation of IPse is not urrently part of the Linux kernel.10.5 SSLThe seure sokets layer uses a ombination of publi key and symmetri keyryptography to provide a seure transport layer between hosts. Its most om-mon implementation is within web browsers for aess to seure web sites andthe SSH program to allow seure ommuniation and logins between hosts. Cur-rently SSH is entirely implenented by user spae programs.10.6 SummaryThis hapter has taken a look at net�lter ode in the linux kernel, and how it anbe used to provide seurity for sites and users. A brief mention has been made ofIPSe and SSL, but these are not part of the linux kernel at the time of writing,although the FreeSWAN projet does provide an IPSe implementation.



AfterwordWhen I started writing this, I ompared it to the task faed by the translaterswho prepared the famous King James' 1st, Bible - they were no the �rst toattempt a translation from Latin, nor the last. Nor was a large part of thebook originally written in Latin (but rather in Aramai and Greek in the oldand new testaments respetively). Similarly, this book is in English, but isabout the Linux ommuniations stak, whih is written in C, and implementsa system designed by the Internet pioneers in RFCs, written in the semi-formallanguage used by protool spei�ers. Furthermore, there already is a \KingJames' translation" of one C implementation, so I guess I have to think of thisas a new english version!As is the ase, muh has been lost in the translation, and while I (like SpikeMilligan and mathematis) speak C like a native, and have written RFCs, thatonly means that I must take the blame even more readily for any suh errors.Thats all for now, folks!!
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Glossary� AAL - ATM (see ATM) Adaptation LayerAALs are framing and protool layers between the ell transmission layerand layer three (IP).� ACK - ommon abbreviation for Aknowledgement� AdspeAn Adspe is an objet in a Path message that arries a pakage of OPWAadvertising information. See OPWA.� Admission Control - Call Admission, CAC, Deision TraÆ (pakets) areallowed to ow beause of some deision based on past, urrent and ex-peted onditions.1. The deision an be based on parameters in the paket (simplest isthe destination address- so alled destination based routing), ToS,Preedene, urrent traÆ load (e.g. bu�er overload alls for "allbloking" or paket dropping. Whih paket gets dropped from anoverloaded queue is an interesting wqquestion (see RED). Keepingqueues short (under load) is a good thing.2. The deision an also be based on out-of-band signaled parametersabout the traÆ ow (see QoS and RSVP), and on downstream on-ditions (is QoS available all the way(s) to the destination?). Suhinformation on downstream onditions is typially dissemianted byQoS routing protools.� ADU - Appliation Data UnitThe unit of transmission or reetion from an appliation protool suh asFTP or HTP.� AF - Assured ForwardingOne of the Di�erentiated Servies lasses or behaviours. De�ned in termsof loss preferene.� Aggregation (see Sale) TraÆ an be aggregated - the Internet does statmuxing urrently - it also aggreates state about traÆ ows for destiantionbased routing by aggregating addresses hierarhially (see CIDR). Otherforms of aggregation are possible -355



CHAPTER 10. SECURITY 3561. routing onsiderations (link state advertisements) an be onstrainedto areas, and then inter-area routing onsidered seperately.2. traÆ ow onditions downstream an be aggregated by routing area.� AIMD - \Additive Inrease, Multipliative Derease"The ontrol law for a TCP like protool when seeing no or some ongestionindiation.� Alternate Path RoutingA routing tehnique where multiple paths, rather than just the shortest(typially opportunisti) path, between a soure and a destination areutilized to route traÆ. One of the objetives of alternate path routingmight be to distribute load among multiple paths in the network (or,onversely to redue dependene on single mode/path failure).� API - Appliation Programming InterfaeThe set of funtions and parameters needed by a higher level protool touse a lower level protool.� Appletalk - a Proprietary family of protools de�ned by said manufatur-ers systems.� ARP - Address Resolution ProtoolUsed to map dynamially between layer three (IP) addresses and layertwo (MAC) addresses.ARPA, DARPA - Defene Advaned Researh Projet Ageny -US DoDresearh funding ageny that underwrote a lot of the invention and dis-overy of the Internet.� ARPANETThe researh network funded by the Advaned Researh Projet Ageny(ARPA) on whih the Internet protools were �rst developed.� AS - Autonomous SystemAn AS runs a single routing protool (e.g. RIP or OSPF) and interfaesto other ASs via an inter-domain routing protool, today, BGP.� ASM - assemblymnemoni version (human readable) of mahine program language� Assured ForwardingPHB for Di�erentiated Servie that allows multiple forwarding lasses with(orthoganally) multiple drop priorities. Aimed at supported mixes of RT-P/UDP and TCP traÆ. Might use RED� ATM - Asynhronous Transfer Mode - .f. B-ISDN - a "link layer" tehnol-ogy whih may be used to optimise paket transfer times by ut-throughpaket forwarding (aka IP Swithing) - has its own entire arhiateture(.f. B-ISDN) for traÆ management.



CHAPTER 10. SECURITY 3571. VCI/VPI -Virtual Ciruit Identi�er - Path Identi�er - used as a 2-level tag fora ow.2. UBR, VBR(rt|nrt), ABR, CBRUn-spei�ed, Variable, Avaialble and Constant Bit Rate servielasses3. MCR, PCR, SCRMean, Peak, Sustainable Cell Rate4. CDV, BTCell Delay Variation, Burst Tolerane5. RM ellsResoure Management6. PNNI, IPNNIPrivate Network Network Interfae - signaling and QoS routing fromthe ATM Forum� ATMPVC Permanent Virtual Ciruit - a on�gured resoure on an ATMlevel two network.� Autonomous System (AS)A routing domain whih has a ommon intradomain routing protool andadministrative authority.� Class - aka. pro�le, template, .f. generalized Port Spei�ationA traÆ lass is a ontrat type - a ontrat is a ontrat type, plus a setof vvalues for the paraemters for that type - the ontrat type spei�edsthe parameters of the admission ontrol....for example:1. Best E�orthas no parameters (beyond sorue+destiantio naddress and ToS andpreedene!)2. Controlled LoadSpei�es a ontrat whih looks to the soure(sink) like a lightlyloaded network with the spei�ed mean rate... borrowing of apaitybetween a ow that has a burst at a higher rate and ones that areurrently lower rate is possible....the ontrol of this over the shorttime frame is a fator in seleting a paket sheduling algorithm.(.f. shedule)3. Guaranteed ServieThis is very like the ATM CBR ontrat....but it is also like the VBRrt servie - it spei�es delay bounds as well as throughput parameters- these are atually implemented end to end and hop by hop, soare somewhat di�erent from the CDV parameter whih is a traÆbehaviour spei�ation rather than a ontrat request!4. SlakA term in RSVP for how to divvy up variation along the hops of apath



CHAPTER 10. SECURITY 3585. Controlled Delay This and the next two are three proposed servieontrats6. Committed Rate7. Preditive� AX25The amateur paket radio network's version of the old X.25 protool, usedto mask errors on the paket radio network, so that it an arry IP paketsmore e�etively.� BGP - Border Gateway ProtoolThe inter-domain routing protool in use worldwide today.� Blokade stateBlokade state helps to solve a "killer reservation" problem.� BPF - Berkeley Paket FilterProgrammable mehanism for general paket lassi�ation.� BSD - Berkeley Standard De�nitionOne of the main family trees of Unix alongside System V and Linux, andothers.� CAM - Content Addressable MemoryCAMs are useful for various \assoiative" type lookup operations wherewe want to �nd the index position of something via its value rather thanthe other way around.� CBQ - Class Based QueueingThis is an arhiteture for integrating a number of servie levels imple-mented by a variety of queueing disiplines, and assoiating them witholletions or aggregates of users (e.g. by ageny or address pre�x).� CIDR - Classless Inter-Domain RoutingAddress Aggreagation - urrently used to ompat destination based for-warding tables - ould be used for soures or even for logial (e.g. multiastlass D or mobile) addresses, but isn't yet.� Classi�er - an implementation of a rule to deide the provenane of apaket, and assign it to a lass.� CongestionA sate of the network and its o�ered load where traÆ is partially or largelynot being arried usefully - e.g. traÆ ows aross a link to a bottlenekonly to be dropped. Also, in multiservie networks with reservations, anrefer to high all bloking probability - atually, this is simply sarity ofresoure.



CHAPTER 10. SECURITY 359� CrankbakA tehnique where a ow setup is reursively baktraked along the partialow path up to the �rst node that an determine an alternative path tothe destination.� CSMA - Collision Sense Multiple AessBuilding blok for shared media network mediation.� CSZ - Clark, Shenker and ZhangAlternative model to CBQ (see above).� wnd - ongestion windowThis is an important parameter in the TCP ongestion avoidane algo-rithm disussed in hapter seven.� DECNET - the Digital Equipment Corporation's old network arhiteture� Destination RoutingCurrent standard way that route is hosen for eah and every paket inthe Internet - the destination address is used to look up the "shortest"(by some metri, whetehr hop ount, highest throughput, lowest delay orwhat) path out of the graph that is the network mesh map, whih mayhave multiple potential di�erent paths. To selet more than one path,one ould use external state (e.g. random number, traÆ load from othersoures) but this might lead to high degrees of pakets arriving out of orderat a destination - to use more than a single path, one needs to distinguishows based on other information - e.g. soure, or soure + ToS (+Pre-endene(+signaled QoS)) or generalized port information. Alternatively,a fast lookup key assoiated with this information ,whatever it is, uldbe installed - e.g. by the signaling protool, or by impliit reoginition ofthe existene of a "ow", by a "tag" or "ow label" installation protool.suh tags might be hop spei�.� DHCP - Dynami Host Con�guration ProtoolUsed to autoon�gure a omputer when its onneted or booted on a newnetwork.� Di�erentiated ServiesClass of Servie rather than Quality of Servie. Uses edge devies and PerHop Behaviours instead of hop-by-hop and end to end servies. Typialy,subsription based rather than signaled. Allows aggregation by lass.� DMA - Diret Memory AessMeans for an I/O devie to send and reeive data fro mmemory withoutinvolving the CPU.� DNS - Domain Name SystemThe servie that maps human-useful names for omputers and servies toIP addresses.



CHAPTER 10. SECURITY 360� DRR - De�it Round RobinA ommon and eÆient approximation to Weighted Fair Queueing.� DVMRP - Distane Vetor Multiast Routing Protool.a depreated routing protool for IP multiast� Daemon - \Always-on" unix user-spae proess that handles various ser-vie requests, and enhanes kernel level funtionality.� Datagram - an IP paket.� E.164 - the addressing used in ATM networks� ECN - Expliit Congestion Noti�ation.A means to feedbak information to end systems about inipient onges-tion at a router in the Internet by expliit (binary) marking of IP pakets.� ECONET - - low performane, low prie loal net tehnology.� EGP - Exterior Gateway ProtoolOld term and protool for inter-domain routing.� Entry poliingTraÆ poliing done at the �rst RSVP- (and poliing-) apable router ona data path. aka ingress poliing� Ethernet - a family of Loal Area Network tehnologies in very widespreaduse.� Expedited ForwardingA PHB for di� serve designed to ahieve virtual leased line. typially, usespriority queue.� Expliit sender seletionA (reservation) style attribute; all reserved senders are to be listed expli-itly in the reservation message. See also "wildard sender seletion".� FCFS - First Come First Served -E�etively the same as FIFO-� FF styleFixed Filter reservation style in RSVP, whih has expliit sender seletionand distint attributes.� FIFO - First In First OutA simple queueing disipline.� FilterSpeTogether with the session information, in RSVP de�nes the set of datapakets to reeive the QoS spei�ed in a owspe. The �lterspe is usedto set parameters in the paket lassi�er funtion.



CHAPTER 10. SECURITY 361� FlowA sequene of pakets from a soure to a destiantion (possible a group)onsittuging a single ativity (e.g. transfer of a �le, a web page, a au-dio/video stream et et) that are usefully temporally as well as spatiallyorrelated!� Flow LabelA shortut key for looking up a ow ratehr than the set of typial IP (TCPand UDP) protool �elds that routers seem poor at loking at (though hostsseem to manage somehow:-)� Flow Identi�erAn IPv6 �elds that might serve as a globlly alloated ow id, or mightnot...� Flow set-upThe at of determining the path for a ow, and attempting to establishstate in routers along the ow path to satisfy its QoS requirement.� Flow desriptorThe ombination of a owspe and a �lterspe.� FlowspeDe�nes the QoS to be provided for a ow. The owspe is used to setparameters in the paket sheduling funtion to provide the requestedquality of servie. A owspe is arried in a FLOWSPEC objet. Theowspe format is opaque to RSVP, and is de�ned by the Integrated Ser-vies Working Group.� Flow Admission Control (FAC)A proess by whih it is determined whether a link or a node has suÆientresoures to satisfy the QoS required for a ow. FAC is typially appliedby eah node in the path of a ow during ow set-up to hek loal resoureavailability.� Gateway - older term for router.� GPL - Gnu Publi LienseA liense often used to protool open soure software.� GPS - Global Positioning SystemSatellite based loation system.� GRE - Generi Routing Enapsulationgeneralized reursive tunnelling.� GUI - Graphial User InterfaeX Windows et.� HTML - Hyper-Text Markup Language



CHAPTER 10. SECURITY 362� HTTP - Hyper-Text Transfer Protool� IANA - Internet Assigned Numbers Authority - assigns odepoints in In-ternet Protools.� ICMP - Internet Control Message Protool - IP layer diagnosti and errorreporting protool� IETF - Internet Engineering Task Fore - Internet standards workinggroups body.� IGMP - Internet Group Management Protool - IP multiast managementprotool.� IGP- Interior Gateway Protool - generi term for protools used withina single AS (see above) - e.g. OSPF, ISIS, et.� Integrated Servies Internet� Integrated Servie over Spei� Link Layers[Table 20 about here.℄� IP ow (or simply "ow")An IP paket stream from a soure to a destination (uniast or multiast)with an assoiated Quality of Servie (QoS) (see below) and higher leveldemultiplexing information. The assoiated QoS ould be "best-e�ort".� IPC - Inter-Proess Communiation - mehanism suh as sokets.� IPSe - Internet Protool Seurity- term for both arhiteture and meh-anisms.� IPX - Novell network layer three protooo..� IPv4, IPv6 - main two versiosn of IP extant.� IRQ - Interrupe ReQuest - logial hannel for interrupt from a devie onPC hardware.� ISP - Internet Servie Provider - generi term for organisations and om-panies that provide arriage for IP.� ISR - Interrupt Servie Routing - software handler for dealing with inter-rupts� ITU - International Teleom Union - standards body for teleommunia-tions.� Generalized Port Spei�ationRSVP uses this to identify an IPv4 ow. The omponent of a sessionde�nition that provides further transport or appliation protool layerdemultiplexing beyond DestAddress. See "session".



CHAPTER 10. SECURITY 363� Higher-level admission ontrolA proess by whih it is determined whether or not a ow set-up shouldproeed, based on estimates of the overall resoure usage by the ow.Higher-level admission ontrol may result in the failure of a ow set-upeven when FAC at eah node along the ow path indiates resoure avail-ability.� Killer reservation problemThe killer reservation problem desribes a ase where a reeiver attempt-ing and failing to make a large QoS reservation prevents smaller QoSreservations from being established.� LAN - Loal Area Network� LIHThe LIH (Logial Interfae Handle) is used to help deal with non- RSVPlouds.� LILO - LInux LOader - the �rst stage disk bootstrap program for Linux.� Linux - Linux is not Unix, really.� Loal repairAllows RSVP to rapidly adapt its reservations to hanges in routing.� LRU - least reently used - ahe replaement strategy� PolieWhen traÆ spei�es a servie ontrat, it should keep to it (espeially ifthere are tarrif (whetehr per use or per subsription based) onsiderations.To hek this, traÆ is typially monitored as it is plaed into appropaitewquues for appropriate shedules - if a ontrat is exeeded, pakets anbe treated in a number of ways:1. Move to a "lower" lassThis an be triky given the lower lass may have a poliy assoiatedwith it....e.g. maybe it gets an overal minimum share...2. DropThis is easy, esp. with RED.3. Mark as in "breah of ontrat"No �eld urrently in IP to do this, unless the paket was in a lassbeaudser of priority or preendene, in whih ase the �eld ould beoverwritrten, but this would invalidate the IP (v4 header) heksumunless restored after the urrent piee of network....� Merge poliingTraÆ poliing that takes plae at data merge point of a shared reserva-tion.



CHAPTER 10. SECURITY 364� MergingThe proess of taking the maximum (or more generally the least upperbound) of the reservations arriving on outgoing interfaes, and forwardingthis maximum on the inoming interfae.� MFC - Multiast Forwarding Cahe - fast lookup struture for ommonlyused IP multiast routing entries.� MMU Memory Management Unit� MPLS - Multi-Protool Label Swithing - generalized version of ATM.� MPOA - Multi-protool Over ATM� MSDP - Multiast Soure Distribution Protool - part of IP multiastinter-domain routing framework.� MSS - Maximum Segment Size - largest paket TCP will try to sendwhatever the size of the User Request. Generally set or disovered to tryto avoid or minimize IP fragmentation (see MTU). Allows for TCP header.� MTU - Maximum Transfer Unit - largest paket IP an send withoutfragmentation (see MSS).� Multiast path (or Multiast Tree)A subtree of the network topology in whih all the leaves and zero or moreinterior nodes are members of the same multiast group. A multiast pathmay be per-soure, in whih ase the subtree is rooted at the soure.� Nagle - researher, known in TCP ommunity for algorithm used to redueIP/TCP paket ount for slow intermittent appliations.� NAT - Network Address Translator - Mehanism to map between loallysigni�ant IP addresses and globally alloated ones so that a site an movewithout renumbering its hosts, or an share a small pool of addressesamongst a small set of ative hosts drawn from a larger internal pool.� Net�lter - mehanisms for paket �ltering in Linux (see hapter ten)� Netlink - mehanism for user to kernel ommuniation to manage networklayer systems.� Netstat- ommonly used appliation to get IP and lower level statistis.� NFS - Network File System - popular unix �le sharing protool� NHOPAn RSVP objet that arries the Next Hop information in RSVP ontrolmessages.� NIC - Network Interfae Card (e.g. 3Com 3509 Ethernet board).� NIS - Network Information Servie - loal only servie like DNS only moreextensible.



CHAPTER 10. SECURITY 365� NNTP - Network News Transfer Protool - for Bboards.� NSF - National Siene Foundation - popular US researh funding ageny.� NTFS - NT File System. A �le system type supported by Linux� OPWAAbbreviation for "One Pass With Advertising". Desribes a reservationsetup model in whih (Path) messages sent downstream gather informa-tion that the reeiver(s) an use to predit the end-to-end servie. Theinformation that is gathered is alled an advertisement. See also "Adspe".� OSPF - Open Shortest Path First - ommonly used Intra-domain IP rout-ing protool.� OpenSSL - Implementation of Seure Soket Layer system.� Quality-of-Servie (QoS)A set of servie requirements to be met by the network while transportinga ow. Quality of Servie or route:RSVP de�nes some �elds that arry QoS desriptions - the atual meanings of these are as per the int-serv lasses/templates. Given a servie lass,a ow also is overed by:1. Tspe The traÆ spe - what the owe atually looks like2. a leaky buket spe Rspe The QoS desired.3. a leaky buket spe ADSpe Advertised ow spe used by OPWA4. OPWA - One Path With Advertising see below� Path stateInformation kept in routers and hosts about all RSVP senders.� PathErrPath Error RSVP ontrol message.� PathTearPath Teardown RSVP ontrol message.PHBPer Hop Behaviour - a servie desription based around behaviour ratherthan mehanism, and loal, rather than path gobal. See Expedited andAssured Forwarding groups.� PHOPAn objet that arries the Previous Hop information in RSVP ontrolmessages.� PIM - Protool Independant Multiast - prevalent routing protool nowfor IP multiast pakets.� PPP - Point-to-point protool - widely used link layer for arrying IP onserial lines.



CHAPTER 10. SECURITY 366� PVC, PVP, Permanent Virtual Ciruit/Path - on�gured VC or VP onan ATM network.� Qdis- queueing disipline - see below.� QoS-based routingA routing mehanism under whih paths for ows are determined basedon some knowledge of resoure availability in the network as well as theQoS requirement of ows.� Queue ManagementQueues exist to smooth traÆ in a statistially multiplexed network. In aTDM multiplexed network, queues don't hard hever happen.� RED - Random Early DetetionA tehnoque for ontrolling best e�ort queue lenghts - miught also e suedon out-of-ontrat pakets within a lass better than best e�ort.� Reservation styleDesribes a set of attributes for a reservation, inluding the sharing at-tributes and sender seletion attributes.� Resv messageReservation request RSVP ontrol message.� ResvConfReservation Con�rmation RSVP ontrol message, on�rms suessful in-stallation of a reservation at some upstream node.� ResvErrReservation Error ontrol message, indiates that a reservation requesthas failed or an ative reservation has been preempted.� ResvTearReservation Teardown RSVP ontrol message, deletes reservation state.� RIP - Routing Information Protool - simple, but e�etive intra-domainrouting protool ommonly used on modest sized site networks.� RspeThe omponent of a owspe that de�nes a desired QoS. The Rspe formatis opaque to RSVP, and is de�ned by the Integrated Servies WorkingGroup of the IETF.� Route (ToS, QoS, QoR)Type of servie is a well understood �eld in the IPv4 header - some systemseven implemnet setting it -some forwarding software (e.g. slip drivers) usethis, but fre routers. QoS - refers to a route derived from onsideration ofnetwork topology, edge osts and traÆ onditions. QoR refers to routesderived soley from edge �xed parameters...



CHAPTER 10. SECURITY 367� Route pinningA mehanism to keep a ow path �xed for a duration of time.� RSVP - Resoure Reservation ProtoolThe proposed Internet signaling protool.� RTP, RTCP - Realtime Transport Protool and Real-time Transport Con-trol Protool� RTNetlink - ontrolling and mangeing the routing systems between thekernel and user spae.� RTT - Round Trip Time- one of the ritial perfomane parameters for aTCP ow.� SCFQ - Self Cloked Fair Queueing� SE styleShared Expliit reservation style, whih has expliit sender seletion andshared attributes.� SessionAn RSVP session de�nes one simplex uniast or multiast data ow forwhih reservations are required. A session is identi�ed by the destinationaddress, transport-layer protool, and an optional (generalized) destina-tion port.� Shared styleA (reservation) style attribute: all reserved senders share the same re-served resoures. See also "distint style".� Soft stateControl state in hosts and routers that will expire if not refreshed withina spei�ed amount of time.� Signal - see RSVP� SheduleA neat way to think about sheduling ois to take a piture of a resoureshare over time and piture how it is dereased by someone else asking forspeial irumstanes.1. FIFO/FCFSFirst In First Out - a strange, but widespread servie disipline in IP(and multiprotool) routers2. Drop Poliy - Drop Tail, Drop Head, Random (.f RED)When the queue is full, whih paket gets lost?3. Priority QueueWhen there is more than one paket ina queue , whih gets fowarded?Note priority queueing an starve lower priority pakets of ever seeingservie



CHAPTER 10. SECURITY 3684. Preendene QueueingPriority Queue basedn the preeedene bits i nthe IP header5. Custom QueueingA (proprietary, but ommonly used if by other names) sheme to giveertain ows a minimum performane through "hardwired" lasssi�-ations and minimumqueue servie rates.6. Fair Queueing (FQ)Round robin7. Weighted Fair Queueing (WFQ)Rounder robin (rounding error is to allow for variable length pakets- "weight" in WFQ sometiems used to refer to unfair share - atually,its the P in PGPS - see GPS and PGPS!).8. Virtual ClokA servie sheme for TDM that still stat muxes.9. Generalized Proessor Sharing (GPS)The theorty of WFQ - uid ow10. Paket Generalized Proessor Sharing (PGPS)The pratie of WFQ - paket ow11. Earliest Due Date (EDD)A neat alternative sheduler for delay bounding� ServieA single paket annot be said to see a servie ontrat. A ow of pak-ets an see a statistial properties with distributions suh as interarrivaland departure times, drop probabilities, re-ordering probabilities, erroringprobabilities and so on. The di�erene between distributions before andafter servie are the result of the sedulign disipline, vombined possibltywith the other traÆ (espeially true for best e�ort and priority queueing).The atate mathematis theory is suh that we typially annot derive any-thing beyound mean and bounds (if they exist) for typial servie lassesand worst ase traÆ. The Internet lrgely survives beause of FIFO anddrop tail's amazing ability to survive many traÆ arrival patterns andunder engineering. RED appears to improve this.� Sale (see aggregation)QoS requires state. State has osts in memory and in messages to establishit. The state may simply be a onstant inrease over the state needed fordetaintion routing - however, suually destiantions are heavily aggregated(e.g. at least by network number, but also by CIDR et). Flows are peruser, and may be present in muh larger numbers than host ids 9althoughif the phone net is anything to go by this is not true - they typially have<1� ShapetraÆ may be wihin ontrat, but inur extra jitter due to burst s of othertraÆ when goign through a swith. THe jury is still out on whether



CHAPTER 10. SECURITY 369one should then re-shape the traÆ to its mean rate - typially, if a pathhas 2* bandwidth* delay of bu�ering, then it an sustain any burstiness -however, there may be stat muxing synergy to haveing a minimum (andmaximum) amount of burstiness -there is probably some statistial ther-modynami theory that ould show this (e.g. di�usion model, or lattiegas oupany analogy) but its byond me right now...� SoureA host or router that an be identi�ed by a unique uniast IP address.� Soure RoutingA tehnique for seleting a path out of many at the soure - requiresnetwork to deliver hoe to the soure, and sorue to be able to indiatehoie in paket, or in signaling. Useful for poliies (f. long haul POTSprovider seletion) but not for saling.� SSH - Seure Shell.� StateInurred from Route, QoS, QoR and signaled information.� Tag SwithingA tehnique for optinmisign the lookup for forwarding pakets - reduesrouter memory limits by a onstant fator. See ARIS, ow labeling - anbe used on per ow by detetion (autoorrelation of destination and time)or by route (output port) or by appliation....� SYN - \Synhronize" - a bit set in the TCP header to indiate part of the3-wat handshale to start a onnetion (by setting initial sequene numbersand other initial state).� TarrifA tarrif struture has a per paraemter, per servie lass prie struturewhih may inlude time of day, or even other-traÆ related fators. Themore omplexthe servie model and the tarrif struture, the more expen-sive it is to ollet usage based revenue.� Tasklet - ultra-lightweight way to shedule families of low level kernelevents inluding software and othe deferred interrupts.� TBF, Token Buket/Leaky Buket[Table 21 about here.℄� TSpeA traÆ parameter set that desribes a ow. The format of a Tspe isopaque to RSVP and is de�ned by the Integrated Servie� UDP - User Datagram Protool.� Uniast destinationA host or router that an be identi�ed by a unique uniast IP address.



CHAPTER 10. SECURITY 370� VFS - Virtual File System� Virtual Ciruit/Channel CallNot an IP onept......yet.... or ever, if we an help it...� VJ-CC - Van Jaobson Congestion ControlEnd to end arguments - a ontrol theoreti model based sheme for limitingtraÆ going in to the network based on history - given a delayed feedbakloop of what has arrived, what an we say about what an be sent? hard(but not impossible) to apply to multiast ows.Van has perpetrated this algorithm no less than 3 times:1. Congestion Control2. Adaptive Playout (in Vat)3. Class Based Queueing and RED� VOIP- Voie Over IP - \killer" appliation for QoS.� WFQ - Weighted Fair Queueing� WF styleWildard Filter reservation style, whih has wildard sender seletion andshared attributes.� Wildard sender seletionA (reservation) style attribute: traÆ from any sender to a spei� sessionreeives the same QoS. See also "expliit sender seletion".� WRR - Weighted Round Robin� UDP enapsulationA way for hosts that annot use raw sokets to partiipate in RSVP byenapsulating the RSVP protool (raw) pakets in ordinary UDP pakets.See Setion APPENDIX C for more information.



Bibliography[1℄ \Linux TraÆ Control - Implementation Overview" Werner Almesberger,Teh Report, EPFL, Switzerland[2℄ \Linux - Advaned Networking Overview", Sravanan Rhadakkrishnan,Teh Report, University of Kansas, Lawrene, USA[3℄ \Network Bu�ers and memory Management", Alan Cox,Kernel Korner, Linux Journal, Vol 1, No. 30, Ot 1996,http://www.ss.om/lj/issue30/kk30.html[4℄ \Linux IP Networking", Glenn Herrin, from Masters ProjetReport, Computer Siene, University of New Hampshirehttp://pubpages.unh.edu/ gherrin/projet/linux-net.html[5℄ \Linux Kernel Internals", Mihael Bek et al, Addison Wesley, Harlow,England 1997, ISBN 0 201 33143 8[6℄ \Linux IP Staks Commentary", In depth Code Annotation Coriolis OpenPress Stephen T Sathell, H.B.J. Cli�ord, 2000 ISBN 1 57610 470 2[7℄ \Understanding the Linux Kernel" Daniel Bovet and Maro CesatiO'Reilly, Jan 2001. ISBN 0 596 00002 2[8℄ \TCP/IP Illustrated, Vol 1, 2 and 3"W Rihard Stevens, Addison WelsleyProfessional Computing Series, 1992, 1994, 1996 ISBN 0 201 63354-X[9℄ \End-to-End Arguments in System Design" JH Saltzer, DP Reed, DDClark ACM Transations on Computer Systems, 2, 4, pp 277-288 Novem-ber 1984[10℄ \Unix Systems for Modern Arhitetures" Symmetri Multiproessing andCahing for Kernel Programmers Curt Shimmel, 1994 Addison WesleyProfessional Computing Series ISBN 0 201 63336 8[11℄ \The GNU Coding Standards" Rihard Stallman et al,http://www.gnu.org/prep/standards to.html[12℄ \Salable High Speed IP Routing Lookups", Marel Waldvogel (ETH),George Varghese (Washington University), Jon Turner (Washington Uni-versity), and Bernhard Plattner (ETH) Computer Communiation Re-view, a publiation of ACM SIGCOMM, volume 27, number 4, Otober1997. ISSN # 0146-4833 371



BIBLIOGRAPHY 372[13℄ \Small Forwarding Tables for Fast Routing Lookups", M. Degermark, A.Brodnik, S. Carlsson and S. Pink, ACM SIGCOMM, Cannes, Frane, vol.27, no. 4, pp. 3-15, Ot. 1997.[14℄ \Trends in Wide Area IP TraÆ Patterns", Sean MCreary and KimberlyC. Cla�y, in Pro. of ITC Speialist Seminar on IP TraÆ Measurement,Modeling and Management, (Monterey, California), Sep. 2000.[15℄ OSPF: Anatomy of an Internet Routing Protool John T. Moy, Addison-Wesley, 1998, 368 pp. ISBN 0-201-63472-4[16℄ \Generalized Proessor Sharing", Abhey Parekh, PhD Thesis, MIT Lab-oratory for Deision Systems, MIT 1993.[17℄ \Modelling TCP Throughput: A Simple Model and its Empirial Val-idation", J. Padhye, V. Firoiu, D. Towsley, J. Kurose, Proeedings ofSigomm'98, Vanouver, CA, September 1998.[18℄ \Strawman spei�ation for TCP friendly (reliable) multiast ongestionontrol (TFMCC)", M. Handley, S. Floyd, B. Whetten, IRTF, reliablemultiast working group, work in progress, 1999.[19℄ "Supporting real-time appliations in an integrated servies paket net-work: arhiteture and mehanism," David D. Clark, Sott Shenker andLixia Zhang, in sigomm, (Baltimore, Maryland), pp. 14{26, Aug. 1992.[20℄ \Link-sharing and Resoure Management Models for Paket Networks"Floyd, S., and Jaobson, V.. IEEE/ACM Transations on Networking,Vol. 3 No. 4, pp. 365-386, August 1995[21℄ \Managing TraÆ with ALTQ", Kenjiro Cho, in 1999 USENIX AnnualTehnial Conferene, (Montery, California, USA), Jun 1999.[22℄ \Implementing Real-Time Paket Forwarding Poliies using Streams," IanWakeman, Atanu Ghosh, Jon Crowroft, Van Jaobson and Sally Floyd,in USENIX 1995 Tehnial Conferene, (New Orleans, Louisiana), Jan.1995.[23℄ \Operating System Conepts" A Silbershatz, J Peterson, 1988, AddisonWesley, ISBN 0-201-18769-4[24℄ \Computer Organisation and Design" The Hardware Software Interfae,D A Patterson, J L Hennessy, 1998 Morgan Kau�man Publishers ISBN1-55860-491-X[25℄ \Computer networking: A Top Don Approah Featuring the Internet" JKurose, K. Ross, 2001, Addison Wesley, ISBN 0-201-47711-4[26℄ \The Clik modular router", Eddie Kohler, Robert Morris, Benjie Chen,John Jannotti, and M. Frans Kaashoek ACM Transations on ComputerSystems 18(3), August 2000, pages 263-297.[27℄ \Linux Routers: A primter for Network Administrators", Tony Manill,2001 Prentie Hall, ISBN 0-13-086113-8



BIBLIOGRAPHY 373[�re℄ `Firewalls and Internet Seurity : Repelling the Wily Haker", by WilliamR. Cheswik, Steven M. Bellovin (Contributor), Paperbak 2nd edition(Otober 2001) Addison-Wesley Pub Co; ISBN: 020163466X



BIBLIOGRAPHY 374RFCs Cited in ode.RFCs are the famous \Request for Comment" series of douments about theInternet Protool Suite. Some are standards and some are purely informational(and some are historial or just mere entertainment!). There are many points inthe Linux kernel ode (and elsewhere) that implementors refer to the relevantRFC. Here we give the list. See http://www.ietf.org for availability, andstatus information about these douments and the protools and servies theydesribe.0791 Internet Protool. J. Postel. Sep-01-19810793 Transmission Control Protool. J. Postel. Sep-01-1981.0815 IP datagram reassembly algorithms. D.D. Clark.℄ Jul-01-1982.0826 Ethernet Address Resolution Protool: D.C. Plummer.℄ Nov-01-1982.0950 Internet Standard Subnetting Proedure. J.C. Mogul, J.℄ Postel. Aug-01-1985.0961 OÆial ARPA-Internet protools. J.K. Reynolds, J.℄ Postel. De-01-1985.1042 Standard for the transmission of IP datagrams over IEEE℄ 802 networks.J. Postel, J.K. Reynolds. Feb-01-1988.1048 BOOTP vendor information extensions. P.A.℄ Prindeville. Feb-01-1988.1051 Standard for the transmission of IP datagrams and ARP℄ pakets overARCNET networks. P.A. Prindeville. Mar-01-1988.1063 IP MTU disovery options. J.C. Mogul, C.A. Kent, C. Partridge,℄ K.MCloghrie. Jul-01-1988.1112 Host extensions for IP multiasting. S.E. Deering.℄ Aug-01-1989.1122 Requirements for Internet hosts - ommuniation layers.℄ R.T. Braden.Ot-01-1989.1191 Path MTU disovery. J.C. Mogul, S.E. Deering.℄ Nov-01-1990.1201 Transmitting IP traÆ over ARCNET networks. D.℄ Provan. Feb-01-1991.1323 TCP Extensions for High Performane. V. Jaobson, R. Braden,℄ D.Borman. May 1992.1337 TIME-WAIT Assassination Hazards in TCP. R. Braden. May℄ 1992.1390 Transmission of IP and ARP over FDDI Networks. D. Katz.℄ January1993.1414 Identi�ation MIB. M. StJohns, M. Rose. January℄ 1993.1469 IP Multiast over Token-Ring Loal Area Networks. T.℄ Pusateri. June1993.



BIBLIOGRAPHY 3751483 Multiprotool Enapsulation over ATM Adaptation Layer 5.℄ JuhaHeinanen. July 1993.1490 Multiprotool Interonnet over Frame Relay. T. Bradley,℄ C. Brown, A.Malis. July 1993.1512 FDDI Management Information Base. J. Case, A.℄ Rijsinghani. Septem-ber 1993.1577 Classial IP and ARP over ATM. M. Laubah. January℄ 1994.1584 Multiast Extensions to OSPF. J. Moy. Marh℄ 1994.1589 A Kernel Model for Preision Timekeeping. D. Mills. Marh℄ 1994.1626 Default IP MTU for use over ATM AAL5. R. Atkinson. May℄ 1994.1701 Generi Routing Enapsulation (GRE). S. Hanks, T. Li,℄ D. Farinai, P.Traina. Otober 1994.1702 Generi Routing Enapsulation over IPv4℄ networks. S. Hanks,℄ T. Li, D.Farinai, P. Traina. Otober 1994.1762 The PPP DECnet Phase IV Control Protool (DNCP). S. Senum.℄ Marh1995.1812 Requirements for IP Version 4℄ Routers. F. Baker. June℄ 1995.1826 IP Authentiation Header. R. Atkinson. August 1995.℄1883 Internet Protool, Version 6℄ (IPv6) Spei�ation. S. Deering,℄ R. Hinden.Deember 1995.1885 Internet Control Message Protool (ICMPv6) for the℄ Internet ProtoolVersion 6℄ (IPv6). A. Conta, S. Deering. Deember 1995.1945 Hypertext Transfer Protool { HTTP/1.0. T. Berners-Lee,℄ R. Fielding& H. Frystyk. May 1996.2003 IP Enapsulation within IP. C. Perkins. Otober℄ 1996.2067 IP over HIPPI. J. Renwik. January℄ 1997.2131 Dynami Host Con�guration Protool. R. Droms. Marh℄ 1997.2133 Basi Soket Interfae Extensions for IPv6. R. Gilligan,℄ S. Thomson, J.Bound, W. Stevens. April 1997.2207 RSVP Extensions for IPSEC Data Flows. L. Berger, T.℄ O'Malley.September 1997.2402 IP Authentiation Header. S. Kent, R. Atkinson. November℄ 1998.2460 Internet Protool, Version 6℄ (IPv6) Spei�ation. S.℄ Deering, R. Hinden.Deember 1998.2481 A Proposal to add Expliit Congestion Noti�ation (ECN) to℄ IP. K.Ramakrishnan, S. Floyd. January 1999.



BIBLIOGRAPHY 3762516 Method for Transmitting PPP Over Ethernet (PPPoE). L. Mamakos,℄ K.Lidl, J. Evarts, D. Carrel, D. Simone, R. Wheeler. February 1999.2553 Basi Soket Interfae Extensions for IPv6. R. Gilligan,℄ S. Thomson, J.Bound, W. Stevens. Marh 1999.2581 TCP Congestion Control. M. Allman, V. Paxson, W. Stevens. April℄1999.2582 The NewRenoModi�ation to TCP's Fast Reovery Algorithm.℄ S. Floyd,T. Henderson. April 1999.2861 TCP Congestion Window Validation. M. Handley, J. Padhye,℄ S. Floyd.June 2000.2988 Computing TCP's Retransmission Timer. V. Paxson, M.℄ Allman.November 2000.



Code AuthorsThe following is a list of addresses that we extrated from the soure ode - itis possible that some have been missed here, but they, and those here deservethe redit for the system we have been writing about.hexum�bankinf.banki.huTim_Alpaerts�toyota-motor-europe.omAage Kvalnes <aage�s.uit.no>Adam Sulmiki <adam�far.umd.edu>Al Longyear <longyear�netom.om>Alan Cox, <alan.ox�linux.org>Alexey Kuznetsov, <kuznet�ms2.inr.a.ru>Andrey V. Savohkin <saw�msu.ru>Arnaldo Carvalho de Melo <ame�onetiva.om.br>, 08/11/1999Arnt Gulbrandsen, <agulbra�nvg.unit.no>Charles Hedrik, <hedrik�klinzhai.rutgers.edu>hihjen�sf.us.edu and tsusheng�sf.us.eduhris�ybernet.o.nzMartin Mares <mj�atrey.karlin.mff.uni.z>Corey Minyard <wf-rh!minyard�relay.EU.net>Dag Brattli <dag�brattli.net>Dave Airlie, University of Limerik, Ireland <airlied�linux.ie>David Hinds <dhinds�allegro.stanford.edu>David S. Miller (davem�aip.rutgers.edu)Donald Beker, <beker�super.org>E.M. Serrat emserrat�geoities.omEduardo Marelo Serrat <emserrat�geoities.om>Emmanuel Roger <winfield�freegates.be>emserrat�geoities.omErik Shoenfelder, <shoenfr�ibr.s.tu-bs.de>Florian La Rohe <rzsfl�rz.uni-sb.de>Fred Baumgarten, <d6iq�insu1.ete.uni-karlsruhe.de>Fred N. van Kempen, <waltje�uWalt.NL.Mugnet.ORG>Fred N. van Kempen, <waltje�uwalt.nl.mugnet.org>Gerald J. Heim, <heim�peanuts.informatik.uni-tuebingen.de>Herv Eyhenne <eyhenne�info.enserb.u-bordeaux.fr>Horst von Brand <vonbrand�sleipnir.valparaiso.l>Ian P. Morris <I.P.Morris�soton.a.uk>Issam Chehab <ihehab�madge1.demon.o.uk>377



BIBLIOGRAPHY 378J Hadi Salim (hadi�nortelnetworks.om) 1998,1999Jaques Gelinas (jaques�soluorp.q.a)Jamal Hadi Salim, <hadi�nortelnetworks.om> 990601Jay Shulist <jshlst�turbolinux.om>Jay Shulist <jshlst�turbolinux.om>Jean II - HPL `00 - <jt�hpl.hp.om>Jean Tourrilhes <jt�hpl.hp.om>Jrme de Vivie <devivie�info.enserb.u-bordeaux.fr>Jes Sorensen, <Jes.Sorensen�ern.h>Jim Freeman <jfree�aldera.om>Joerg Reuter DL1BKE <jreuter�yaina.de>John MDonald <jm�dataprotet.om>Jonathan Naylor <g4klx�g4klx.demon.o.uk>Jorge Cwik, <jorge�laser.satlink.net>Jos Vos <jos�xos.nl> 15/2/1996.jreuter�yaina.deKleen <ak�mu.de>Laurene Culhane, <loz�holmes.demon.o.uk>Lawrene V. Stefani, <stefani�lkg.de.om>Lennert Buytenhek <buytenh�gnu.org>Linus Torvalds, <Linus.Torvalds�helsinki.fi>majordomo�oss.sgi.omMar Santoro <ultima�sniker.emoti.om>Mar Zyngier <mzyngier�freesurf.fr>Mark Evans, <evansmp�uhura.aston.a.uk>Mark.Bush�prg.ox.a.ukMarko Kiiskila arnil�s.tut.fiMartijn van Oosterhout <kleptogimp�geoities.om>Matthew Dillon, <dillon�apollo.west.oi.om>Mihael Neuling <Mihael.Neuling�rustorp.om.au>Mike <pall�rz.uni-karlsruhe.de>Mike Shaver <shaver�ingenia.om>MvS ( miquels�drinkel.ow.org)Olaf Kirh <okir�monad.swb.de>p.norton�omputer.orgPatrik Caulfield <patrik�pandh.demon.o.uk>Paul Norton <pnorton�ts.om>Paul Russell <Paul.Russell�rustorp.om.au>Pedro Roque <roque�di.f.ul.pt>Pekka Riikonen <priikone�poesidon.pspt.fi>Philip Blundell <philb�gnu.org><greg�aldera.om>by Mihael Callahan <allahan�maths.ox.a.uk>ro�di.uminho.ptReport soket alloation statistis [mea�utu.fi℄Rihard Underwood <rihard�wuzz.demon.o.uk>Rik Sladkey <jrs�world.std.om>Ross Biro, <bir7�leland.Stanford.Edu>Rusty Russell (rusty�rustorp.om.au)Sam Lantinga (slouken�s.udavis.edu)



BIBLIOGRAPHY 379Stefan Beker, <stefanb�yello.ping.de>Steve Whitehouse <SteveW�ACM.org>Thomas Davis, <ratbert�radiks.net>,Thomas Lopati <tl�dataprotet.om>Tim Kordas <tjk�nostromo.eeap.wru.edu>Tim MaKenzie(tym�dibbler.s.monash.edu.au)Trond Myklebust <trond.myklebust�fys.uio.no>Vineet Abraham <vma�iol.unh.edu>Wesley Craig <netatalk�umih.edu>Willy Konynenberg <willy�xos.nl> 10/5/96.Tim Alpaerts, Tim_Alpaerts�toyota-motor-europe.om



Index

380



Index

381



Listingslinux/net/khttpd/waitheaders. . . . . . . . . . . . . . . . . . . . . . . 384linux/inlude/linux/ip.h . . . . . . . . . . . . . . . . . . . . . . . . . . 388linux/inlude/linux/tp.h . . . . . . . . . . . . . . . . . . . . . . . . . 390linux/inlude/linux/posix types.h . . . . . . . . . . . . . . . . . . . . . 393linux/inlude/asm{i386/types.h . . . . . . . . . . . . . . . . . . . . . . 394linux/inlude/linux/types.h . . . . . . . . . . . . . . . . . . . . . . . . 395linux/inlude/linux/types.h . . . . . . . . . . . . . . . . . . . . . . . . 396linux/inlude/linux/types.h . . . . . . . . . . . . . . . . . . . . . . . . 397linux/kernel/shed. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 399linux/kernel/shed. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 400linux/kernel/shed. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 401linux/kernel/shed. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 402linux/kernel/shed. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 403linux/kernel/shed. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 404linux/kernel/shed. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 405linux/kernel/shed. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 406linux/kernel/shed. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 407linux/arh/i386/kernel/entry.S . . . . . . . . . . . . . . . . . . . . . . 408linux/arh/i386/kernel/entry.S . . . . . . . . . . . . . . . . . . . . . . 409linux/init/main. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 410linux/init/main. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 411linux/init/main. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 412linux/fs/devies. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 413linux/fs/blok dev. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 414linux/net/ore/dev. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 415linux/net/ore/dev. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 416linux/net/ore/dev. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 417linux/net/ore/dev. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 418linux/net/ore/dev. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 419linux/net/ore/dev. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 420linux/net/ore/dev. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 421linux/net/ore/dev. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 422linux/inlude/linux/netdevie.h . . . . . . . . . . . . . . . . . . . . . . 424linux/inlude/linux/timer.h . . . . . . . . . . . . . . . . . . . . . . . . 425linux/inlude/linux/timer.h . . . . . . . . . . . . . . . . . . . . . . . . 426linux/kernel/timer. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 427linux/kernel/timer. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 428linux/net/ipv4/tp output. . . . . . . . . . . . . . . . . . . . . . . . . 431382



LISTINGS 383linux/net/ipv4/ip output. . . . . . . . . . . . . . . . . . . . . . . . . 432linux/net/ore/dev. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 433linux/net/ore/dev. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 434linux/net/ore/dev. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 435linux/net/ore/dev. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 436linux/net/ore/sok. . . . . . . . . . . . . . . . . . . . . . . . . . . . 437linux/net/ipv4/udp. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 438linux/net/ipv4/udp. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 439linux/net/ipv4/udp. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 440linux/net/ipv4/udp. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 441linux/net/ipv4/udp. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 442linux/net/ipv4/udp. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 443pix/sok. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 448pix/sok. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 449pix/sok. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 450pix/poll. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 451pix/nbio. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 454pix/asynh. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 456linux/inlude/linux/in.h . . . . . . . . . . . . . . . . . . . . . . . . . . 457linux/inlude/linux/in6.h . . . . . . . . . . . . . . . . . . . . . . . . . 458linux/inlude/linux/tqueue.h . . . . . . . . . . . . . . . . . . . . . . . 462linux/inlude/linux/tqueue.h . . . . . . . . . . . . . . . . . . . . . . . 463linux/inlude/linux/tqueue.h . . . . . . . . . . . . . . . . . . . . . . . 464linux/inlude/linux/tqueue.h . . . . . . . . . . . . . . . . . . . . . . . 465linux/kernel/softirq. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 466linux/kernel/softirq. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 467linux/kernel/softirq. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 468linux/kernel/softirq. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 469linux/kernel/softirq. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 470linux/kernel/softirq. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 471linux/kernel/softirq. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 472linux/kernel/softirq. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 473linux/kernel/softirq. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 474linux/kernel/softirq. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 475linux/kernel/softirq. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 476linux/inlude/linux/netdevie.h . . . . . . . . . . . . . . . . . . . . . . 477linux/inlude/linux/netdevie.h . . . . . . . . . . . . . . . . . . . . . . 478linux/inlude/linux/netdevie.h . . . . . . . . . . . . . . . . . . . . . . 479linux/inlude/linux/netdevie.h . . . . . . . . . . . . . . . . . . . . . . 480linux/inlude/linux/netdevie.h . . . . . . . . . . . . . . . . . . . . . . 481linux/net/ore/dev. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 482linux/drivers/net/3501. . . . . . . . . . . . . . . . . . . . . . . . . . 483linux/drivers/net/3501. . . . . . . . . . . . . . . . . . . . . . . . . . 484linux/drivers/net/3501. . . . . . . . . . . . . . . . . . . . . . . . . . 485linux/drivers/net/3501. . . . . . . . . . . . . . . . . . . . . . . . . . 486linux/drivers/net/3501. . . . . . . . . . . . . . . . . . . . . . . . . . 487linux/drivers/net/3501. . . . . . . . . . . . . . . . . . . . . . . . . . 488linux/drivers/net/3501. . . . . . . . . . . . . . . . . . . . . . . . . . 489linux/drivers/net/3501. . . . . . . . . . . . . . . . . . . . . . . . . . 490linux/drivers/net/3501. . . . . . . . . . . . . . . . . . . . . . . . . . 491



LISTINGS 384linux/drivers/net/3501. . . . . . . . . . . . . . . . . . . . . . . . . . 492linux/drivers/net/3501. . . . . . . . . . . . . . . . . . . . . . . . . . 493linux/drivers/net/3501. . . . . . . . . . . . . . . . . . . . . . . . . . 494linux/drivers/net/3501. . . . . . . . . . . . . . . . . . . . . . . . . . 495linux/drivers/net/3501. . . . . . . . . . . . . . . . . . . . . . . . . . 496linux/drivers/net/3501. . . . . . . . . . . . . . . . . . . . . . . . . . 497linux/drivers/net/3501. . . . . . . . . . . . . . . . . . . . . . . . . . 498linux/drivers/net/3501. . . . . . . . . . . . . . . . . . . . . . . . . . 499linux/drivers/net/3501. . . . . . . . . . . . . . . . . . . . . . . . . . 500linux/drivers/net/3501. . . . . . . . . . . . . . . . . . . . . . . . . . 501linux/drivers/net/3501. . . . . . . . . . . . . . . . . . . . . . . . . . 504linux/drivers/net/3501. . . . . . . . . . . . . . . . . . . . . . . . . . 505linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 506linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 507linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 508linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 509linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 510linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 511linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 512linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 513linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 514linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 515linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 516linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 517linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 518linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 519linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 520linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 521linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 522linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 523linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 524linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 525linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 526linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 527linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 528linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 529linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 530linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 531linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 532linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 533linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 534linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 535linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 536linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 537linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 538linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 539linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 540linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 541linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 542linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 543



LISTINGS 385linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 544linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 545linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 546linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 547linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 548linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 549linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 550linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 551linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 552linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 553linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 554linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 555linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 556linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 557linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 558linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 559linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 560linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 561linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 562linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 563linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 564linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 565linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 566linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 567linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 568linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 569linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 570linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 571linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 572linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 573linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 574linux/net/soket. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 575linux/inlude/linux/skbu�.h . . . . . . . . . . . . . . . . . . . . . . . . 577linux/inlude/linux/skbu�.h . . . . . . . . . . . . . . . . . . . . . . . . 578linux/inlude/linux/skbu�.h . . . . . . . . . . . . . . . . . . . . . . . . 579linux/net/ore/skbu�. . . . . . . . . . . . . . . . . . . . . . . . . . . 580linux/net/ore/skbu�. . . . . . . . . . . . . . . . . . . . . . . . . . . 581linux/inlude/net/tp.h . . . . . . . . . . . . . . . . . . . . . . . . . . 582linux/net/ore/skbu�. . . . . . . . . . . . . . . . . . . . . . . . . . . 583linux/net/ore/skbu�. . . . . . . . . . . . . . . . . . . . . . . . . . . 584linux/net/ore/skbu�. . . . . . . . . . . . . . . . . . . . . . . . . . . 585linux/net/ore/skbu�. . . . . . . . . . . . . . . . . . . . . . . . . . . 586linux/net/ore/skbu�. . . . . . . . . . . . . . . . . . . . . . . . . . . 587linux/net/ore/skbu�. . . . . . . . . . . . . . . . . . . . . . . . . . . 588linux/net/ore/skbu�. . . . . . . . . . . . . . . . . . . . . . . . . . . 589linux/net/ore/skbu�. . . . . . . . . . . . . . . . . . . . . . . . . . . 590linux/net/ore/skbu�. . . . . . . . . . . . . . . . . . . . . . . . . . . 591linux/net/ore/skbu�. . . . . . . . . . . . . . . . . . . . . . . . . . . 592linux/net/ore/skbu�. . . . . . . . . . . . . . . . . . . . . . . . . . . 593linux/inlude/net/tp.h . . . . . . . . . . . . . . . . . . . . . . . . . . 594



LISTINGS 386linux/inlude/net/tp.h . . . . . . . . . . . . . . . . . . . . . . . . . . 595linux/inlude/net/tp.h . . . . . . . . . . . . . . . . . . . . . . . . . . 596linux/inlude/net/tp.h . . . . . . . . . . . . . . . . . . . . . . . . . . 597linux/inlude/net/sok.h . . . . . . . . . . . . . . . . . . . . . . . . . . 598linux/inlude/net/sok.h . . . . . . . . . . . . . . . . . . . . . . . . . . 599linux/inlude/net/sok.h . . . . . . . . . . . . . . . . . . . . . . . . . . 600linux/inlude/net/sok.h . . . . . . . . . . . . . . . . . . . . . . . . . . 601linux/inlude/net/sok.h . . . . . . . . . . . . . . . . . . . . . . . . . . 602linux/inlude/net/sok.h . . . . . . . . . . . . . . . . . . . . . . . . . . 603linux/inlude/net/sok.h . . . . . . . . . . . . . . . . . . . . . . . . . . 604linux/inlude/net/sok.h . . . . . . . . . . . . . . . . . . . . . . . . . . 605linux/inlude/net/sok.h . . . . . . . . . . . . . . . . . . . . . . . . . . 606linux/inlude/net/sok.h . . . . . . . . . . . . . . . . . . . . . . . . . . 607linux/inlude/net/sok.h . . . . . . . . . . . . . . . . . . . . . . . . . . 608linux/inlude/net/sok.h . . . . . . . . . . . . . . . . . . . . . . . . . . 609linux/inlude/net/sok.h . . . . . . . . . . . . . . . . . . . . . . . . . . 610linux/inlude/net/sok.h . . . . . . . . . . . . . . . . . . . . . . . . . . 611linux/inlude/net/sok.h . . . . . . . . . . . . . . . . . . . . . . . . . . 612linux/inlude/net/sok.h . . . . . . . . . . . . . . . . . . . . . . . . . . 613linux/inlude/net/sok.h . . . . . . . . . . . . . . . . . . . . . . . . . . 614linux/inlude/net/sok.h . . . . . . . . . . . . . . . . . . . . . . . . . . 615linux/inlude/net/sok.h . . . . . . . . . . . . . . . . . . . . . . . . . . 616linux/inlude/net/sok.h . . . . . . . . . . . . . . . . . . . . . . . . . . 617linux/inlude/net/sok.h . . . . . . . . . . . . . . . . . . . . . . . . . . 618linux/net/ore/sm. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 619linux/inlude/net/sm.h . . . . . . . . . . . . . . . . . . . . . . . . . . 620linux/net/ipv4/ip output. . . . . . . . . . . . . . . . . . . . . . . . . 624linux/net/ipv4/ip output. . . . . . . . . . . . . . . . . . . . . . . . . 625linux/net/ipv4/ip output. . . . . . . . . . . . . . . . . . . . . . . . . 626linux/net/ipv4/ip output. . . . . . . . . . . . . . . . . . . . . . . . . 627linux/net/ipv4/ip output. . . . . . . . . . . . . . . . . . . . . . . . . 628linux/net/ipv4/ip output. . . . . . . . . . . . . . . . . . . . . . . . . 629linux/net/ipv4/ip output. . . . . . . . . . . . . . . . . . . . . . . . . 630linux/net/ipv4/ip output. . . . . . . . . . . . . . . . . . . . . . . . . 631linux/net/ipv4/ip output. . . . . . . . . . . . . . . . . . . . . . . . . 632linux/net/ipv4/ip output. . . . . . . . . . . . . . . . . . . . . . . . . 633linux/net/ipv4/ip output. . . . . . . . . . . . . . . . . . . . . . . . . 634linux/net/ipv4/ip output. . . . . . . . . . . . . . . . . . . . . . . . . 635linux/net/ipv4/ip output. . . . . . . . . . . . . . . . . . . . . . . . . 636linux/net/ipv4/ip output. . . . . . . . . . . . . . . . . . . . . . . . . 637linux/net/ipv4/ip output. . . . . . . . . . . . . . . . . . . . . . . . . 638linux/net/ipv4/ip output. . . . . . . . . . . . . . . . . . . . . . . . . 639linux/net/ipv4/ip output. . . . . . . . . . . . . . . . . . . . . . . . . 640linux/net/ipv4/ip output. . . . . . . . . . . . . . . . . . . . . . . . . 641linux/net/ipv4/ip output. . . . . . . . . . . . . . . . . . . . . . . . . 642linux/net/ipv4/ip output. . . . . . . . . . . . . . . . . . . . . . . . . 643linux/net/ipv4/ip output. . . . . . . . . . . . . . . . . . . . . . . . . 644linux/net/ipv4/ip output. . . . . . . . . . . . . . . . . . . . . . . . . 645linux/net/ipv4/ip output. . . . . . . . . . . . . . . . . . . . . . . . . 646linux/net/ipv4/ip output. . . . . . . . . . . . . . . . . . . . . . . . . 647



LISTINGS 387linux/net/ipv4/ip output. . . . . . . . . . . . . . . . . . . . . . . . . 648linux/net/ipv4/ip output. . . . . . . . . . . . . . . . . . . . . . . . . 649linux/net/ipv4/ip output. . . . . . . . . . . . . . . . . . . . . . . . . 650linux/net/ipv4/ip output. . . . . . . . . . . . . . . . . . . . . . . . . 651linux/net/ipv4/ip output. . . . . . . . . . . . . . . . . . . . . . . . . 652linux/net/ipv4/ip output. . . . . . . . . . . . . . . . . . . . . . . . . 653linux/net/ipv4/ip output. . . . . . . . . . . . . . . . . . . . . . . . . 654linux/net/ipv4/ip output. . . . . . . . . . . . . . . . . . . . . . . . . 655linux/net/ipv4/ip input. . . . . . . . . . . . . . . . . . . . . . . . . . 656linux/net/ipv4/ip input. . . . . . . . . . . . . . . . . . . . . . . . . . 657linux/net/ipv4/ip input. . . . . . . . . . . . . . . . . . . . . . . . . . 658linux/net/ipv4/ip input. . . . . . . . . . . . . . . . . . . . . . . . . . 659linux/net/ipv4/ip input. . . . . . . . . . . . . . . . . . . . . . . . . . 660linux/net/ipv4/ip input. . . . . . . . . . . . . . . . . . . . . . . . . . 661linux/net/ipv4/ip input. . . . . . . . . . . . . . . . . . . . . . . . . . 662linux/net/ipv4/ip input. . . . . . . . . . . . . . . . . . . . . . . . . . 663linux/net/ipv4/ip input. . . . . . . . . . . . . . . . . . . . . . . . . . 664linux/net/ipv4/ip input. . . . . . . . . . . . . . . . . . . . . . . . . . 665linux/net/ipv4/ip forward. . . . . . . . . . . . . . . . . . . . . . . . . 666linux/net/ipv4/ip forward. . . . . . . . . . . . . . . . . . . . . . . . . 667linux/net/ipv4/ip forward. . . . . . . . . . . . . . . . . . . . . . . . . 668linux/net/ipv4/ip fragment. . . . . . . . . . . . . . . . . . . . . . . . 669linux/net/ipv4/ip fragment. . . . . . . . . . . . . . . . . . . . . . . . 670linux/net/ipv4/ip fragment. . . . . . . . . . . . . . . . . . . . . . . . 671linux/net/ipv4/ip fragment. . . . . . . . . . . . . . . . . . . . . . . . 672linux/net/ipv4/ip fragment. . . . . . . . . . . . . . . . . . . . . . . . 673linux/net/ipv4/ip fragment. . . . . . . . . . . . . . . . . . . . . . . . 674linux/net/ipv4/ip fragment. . . . . . . . . . . . . . . . . . . . . . . . 675linux/net/ipv4/ip fragment. . . . . . . . . . . . . . . . . . . . . . . . 676linux/net/ipv4/ip fragment. . . . . . . . . . . . . . . . . . . . . . . . 677linux/net/ipv4/ip fragment. . . . . . . . . . . . . . . . . . . . . . . . 678linux/net/ipv4/ip fragment. . . . . . . . . . . . . . . . . . . . . . . . 679linux/net/ipv4/ip fragment. . . . . . . . . . . . . . . . . . . . . . . . 680linux/net/ipv4/ip fragment. . . . . . . . . . . . . . . . . . . . . . . . 681linux/net/ipv4/ip fragment. . . . . . . . . . . . . . . . . . . . . . . . 682linux/net/ipv4/ip fragment. . . . . . . . . . . . . . . . . . . . . . . . 683linux/net/ipv4/ip fragment. . . . . . . . . . . . . . . . . . . . . . . . 684linux/net/ipv4/ip fragment. . . . . . . . . . . . . . . . . . . . . . . . 685linux/net/ipv4/ip fragment. . . . . . . . . . . . . . . . . . . . . . . . 686linux/net/ipv4/ip options. . . . . . . . . . . . . . . . . . . . . . . . . 687linux/net/ipv4/ip options. . . . . . . . . . . . . . . . . . . . . . . . . 688linux/net/ipv4/ip options. . . . . . . . . . . . . . . . . . . . . . . . . 689linux/net/ipv4/ip options. . . . . . . . . . . . . . . . . . . . . . . . . 690linux/net/ipv4/ip options. . . . . . . . . . . . . . . . . . . . . . . . . 691linux/net/ipv4/ip options. . . . . . . . . . . . . . . . . . . . . . . . . 692linux/net/ipv4/ip options. . . . . . . . . . . . . . . . . . . . . . . . . 693linux/net/ipv4/ip options. . . . . . . . . . . . . . . . . . . . . . . . . 694linux/net/ipv4/ip options. . . . . . . . . . . . . . . . . . . . . . . . . 695linux/net/ipv4/ip options. . . . . . . . . . . . . . . . . . . . . . . . . 696linux/net/ipv4/ip options. . . . . . . . . . . . . . . . . . . . . . . . . 697



LISTINGS 388linux/net/ipv4/ip options. . . . . . . . . . . . . . . . . . . . . . . . . 698linux/net/ipv4/ip options. . . . . . . . . . . . . . . . . . . . . . . . . 699linux/net/ipv4/ip options. . . . . . . . . . . . . . . . . . . . . . . . . 700linux/net/ipv4/ip options. . . . . . . . . . . . . . . . . . . . . . . . . 701linux/net/ipv4/ip options. . . . . . . . . . . . . . . . . . . . . . . . . 702linux/net/ipv4/ip options. . . . . . . . . . . . . . . . . . . . . . . . . 703linux/net/ipv4/ip options. . . . . . . . . . . . . . . . . . . . . . . . . 704linux/net/ipv4/ip sokglue. . . . . . . . . . . . . . . . . . . . . . . . . 705linux/net/ipv4/ip sokglue. . . . . . . . . . . . . . . . . . . . . . . . . 706linux/net/ipv4/ip sokglue. . . . . . . . . . . . . . . . . . . . . . . . . 707linux/net/ipv4/ip sokglue. . . . . . . . . . . . . . . . . . . . . . . . . 708linux/net/ipv4/ip sokglue. . . . . . . . . . . . . . . . . . . . . . . . . 709linux/net/ipv4/ip sokglue. . . . . . . . . . . . . . . . . . . . . . . . . 710linux/net/ipv4/ip sokglue. . . . . . . . . . . . . . . . . . . . . . . . . 711linux/net/ipv4/ip sokglue. . . . . . . . . . . . . . . . . . . . . . . . . 712linux/net/ipv4/ip sokglue. . . . . . . . . . . . . . . . . . . . . . . . . 713linux/net/ipv4/ip sokglue. . . . . . . . . . . . . . . . . . . . . . . . . 714linux/net/ipv4/ip sokglue. . . . . . . . . . . . . . . . . . . . . . . . . 715linux/net/ipv4/ip sokglue. . . . . . . . . . . . . . . . . . . . . . . . . 716linux/net/ipv4/ip sokglue. . . . . . . . . . . . . . . . . . . . . . . . . 717linux/net/ipv4/ip sokglue. . . . . . . . . . . . . . . . . . . . . . . . . 718linux/net/ipv4/ip sokglue. . . . . . . . . . . . . . . . . . . . . . . . . 719linux/net/ipv4/ip sokglue. . . . . . . . . . . . . . . . . . . . . . . . . 720linux/net/ipv4/ip sokglue. . . . . . . . . . . . . . . . . . . . . . . . . 721linux/net/ipv4/ip sokglue. . . . . . . . . . . . . . . . . . . . . . . . . 722linux/net/ipv4/ip sokglue. . . . . . . . . . . . . . . . . . . . . . . . . 723linux/net/ipv4/ip sokglue. . . . . . . . . . . . . . . . . . . . . . . . . 724linux/net/ipv4/ip sokglue. . . . . . . . . . . . . . . . . . . . . . . . . 725linux/net/ipv4/ip sokglue. . . . . . . . . . . . . . . . . . . . . . . . . 726linux/net/ipv4/ip sokglue. . . . . . . . . . . . . . . . . . . . . . . . . 727linux/net/ipv4/ip sokglue. . . . . . . . . . . . . . . . . . . . . . . . . 728linux/net/ipv4/arp. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 729linux/net/ipv4/arp. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 730linux/net/ipv4/arp. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 731linux/net/ipv4/arp. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 732linux/net/ipv4/arp. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 733linux/net/ipv4/arp. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 734linux/net/ipv4/arp. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 735linux/net/ipv4/arp. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 736linux/net/ipv4/arp. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 737linux/net/ipv4/arp. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 738linux/net/ipv4/arp. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 739linux/net/ipv4/arp. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 740linux/net/ipv4/arp. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 741linux/net/ipv4/arp. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 742linux/net/ipv4/arp. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 743linux/net/ipv4/arp. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 744linux/net/ipv4/arp. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 745linux/net/ipv4/arp. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 746linux/net/ipv4/arp. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 747



LISTINGS 389linux/net/ipv4/arp. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 748linux/net/ipv4/arp. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 749linux/net/ipv4/arp. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 750linux/net/ipv4/arp. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 751linux/net/ipv4/arp. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 752linux/net/ipv4/arp. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 753linux/net/ipv4/arp. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 754linux/net/ipv4/arp. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 755linux/net/ipv4/arp. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 756linux/net/ipv4/arp. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 757linux/net/ipv4/arp. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 758linux/net/ipv4/arp. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 759linux/net/ipv4/arp. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 760linux/net/ipv4/arp. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 761linux/net/ipv4/arp. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 762linux/net/ipv4/arp. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 763linux/net/ipv4/arp. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 764linux/net/ipv4/arp. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 765linux/net/ipv4/imp. . . . . . . . . . . . . . . . . . . . . . . . . . . . 766linux/net/ipv4/imp. . . . . . . . . . . . . . . . . . . . . . . . . . . . 767linux/net/ipv4/imp. . . . . . . . . . . . . . . . . . . . . . . . . . . . 768linux/net/ipv4/imp. . . . . . . . . . . . . . . . . . . . . . . . . . . . 769linux/net/ipv4/imp. . . . . . . . . . . . . . . . . . . . . . . . . . . . 770linux/net/ipv4/imp. . . . . . . . . . . . . . . . . . . . . . . . . . . . 771linux/net/ipv4/imp. . . . . . . . . . . . . . . . . . . . . . . . . . . . 772linux/net/ipv4/imp. . . . . . . . . . . . . . . . . . . . . . . . . . . . 773linux/net/ipv4/imp. . . . . . . . . . . . . . . . . . . . . . . . . . . . 774linux/net/ipv4/imp. . . . . . . . . . . . . . . . . . . . . . . . . . . . 775linux/net/ipv4/imp. . . . . . . . . . . . . . . . . . . . . . . . . . . . 776linux/net/ipv4/imp. . . . . . . . . . . . . . . . . . . . . . . . . . . . 777linux/net/ipv4/imp. . . . . . . . . . . . . . . . . . . . . . . . . . . . 778linux/net/ipv4/imp. . . . . . . . . . . . . . . . . . . . . . . . . . . . 779linux/net/ipv4/imp. . . . . . . . . . . . . . . . . . . . . . . . . . . . 780linux/net/ipv4/imp. . . . . . . . . . . . . . . . . . . . . . . . . . . . 781linux/net/ipv4/imp. . . . . . . . . . . . . . . . . . . . . . . . . . . . 782linux/net/ipv4/imp. . . . . . . . . . . . . . . . . . . . . . . . . . . . 783linux/net/ipv4/imp. . . . . . . . . . . . . . . . . . . . . . . . . . . . 784linux/net/ipv4/imp. . . . . . . . . . . . . . . . . . . . . . . . . . . . 785linux/net/ipv4/imp. . . . . . . . . . . . . . . . . . . . . . . . . . . . 786linux/net/ipv4/imp. . . . . . . . . . . . . . . . . . . . . . . . . . . . 787linux/net/ipv4/imp. . . . . . . . . . . . . . . . . . . . . . . . . . . . 788linux/net/ipv4/imp. . . . . . . . . . . . . . . . . . . . . . . . . . . . 789linux/net/ipv4/imp. . . . . . . . . . . . . . . . . . . . . . . . . . . . 790linux/net/ipv4/imp. . . . . . . . . . . . . . . . . . . . . . . . . . . . 791linux/net/ipv4/imp. . . . . . . . . . . . . . . . . . . . . . . . . . . . 792linux/net/ipv4/imp. . . . . . . . . . . . . . . . . . . . . . . . . . . . 793linux/net/ipv4/imp. . . . . . . . . . . . . . . . . . . . . . . . . . . . 794linux/net/ipv4/imp. . . . . . . . . . . . . . . . . . . . . . . . . . . . 795linux/net/ipv4/imp. . . . . . . . . . . . . . . . . . . . . . . . . . . . 796linux/net/ipv4/imp. . . . . . . . . . . . . . . . . . . . . . . . . . . . 797



LISTINGS 390linux/net/ipv4/igmp. . . . . . . . . . . . . . . . . . . . . . . . . . . . 798linux/net/ipv4/igmp. . . . . . . . . . . . . . . . . . . . . . . . . . . . 799linux/net/ipv4/igmp. . . . . . . . . . . . . . . . . . . . . . . . . . . . 800linux/net/ipv4/igmp. . . . . . . . . . . . . . . . . . . . . . . . . . . . 801linux/net/ipv4/igmp. . . . . . . . . . . . . . . . . . . . . . . . . . . . 802linux/net/ipv4/igmp. . . . . . . . . . . . . . . . . . . . . . . . . . . . 803linux/net/ipv4/igmp. . . . . . . . . . . . . . . . . . . . . . . . . . . . 804linux/net/ipv4/igmp. . . . . . . . . . . . . . . . . . . . . . . . . . . . 805linux/net/ipv4/igmp. . . . . . . . . . . . . . . . . . . . . . . . . . . . 806linux/net/ipv4/igmp. . . . . . . . . . . . . . . . . . . . . . . . . . . . 807linux/net/ipv4/igmp. . . . . . . . . . . . . . . . . . . . . . . . . . . . 808linux/net/ipv4/igmp. . . . . . . . . . . . . . . . . . . . . . . . . . . . 809linux/net/ipv4/igmp. . . . . . . . . . . . . . . . . . . . . . . . . . . . 810linux/net/ipv4/igmp. . . . . . . . . . . . . . . . . . . . . . . . . . . . 811linux/net/ipv4/igmp. . . . . . . . . . . . . . . . . . . . . . . . . . . . 812linux/net/ipv4/igmp. . . . . . . . . . . . . . . . . . . . . . . . . . . . 813linux/net/ipv4/igmp. . . . . . . . . . . . . . . . . . . . . . . . . . . . 814linux/net/ipv4/igmp. . . . . . . . . . . . . . . . . . . . . . . . . . . . 815linux/net/ipv4/igmp. . . . . . . . . . . . . . . . . . . . . . . . . . . . 816linux/net/ipv4/igmp. . . . . . . . . . . . . . . . . . . . . . . . . . . . 817linux/net/ipv4/ipmr. . . . . . . . . . . . . . . . . . . . . . . . . . . . 818linux/net/ipv4/igmp. . . . . . . . . . . . . . . . . . . . . . . . . . . . 819linux/net/ipv4/igmp. . . . . . . . . . . . . . . . . . . . . . . . . . . . 820linux/net/ipv4/igmp. . . . . . . . . . . . . . . . . . . . . . . . . . . . 821linux/net/ipv4/ipmr. . . . . . . . . . . . . . . . . . . . . . . . . . . . 822linux/net/ipv4/ipmr. . . . . . . . . . . . . . . . . . . . . . . . . . . . 823linux/net/ipv4/ipmr. . . . . . . . . . . . . . . . . . . . . . . . . . . . 824linux/net/ipv4/ipmr. . . . . . . . . . . . . . . . . . . . . . . . . . . . 825linux/net/ipv4/ipmr. . . . . . . . . . . . . . . . . . . . . . . . . . . . 826linux/net/ipv4/ipmr. . . . . . . . . . . . . . . . . . . . . . . . . . . . 827linux/net/ipv4/ipmr. . . . . . . . . . . . . . . . . . . . . . . . . . . . 828linux/net/ipv4/ipmr. . . . . . . . . . . . . . . . . . . . . . . . . . . . 829linux/net/ipv4/ipmr. . . . . . . . . . . . . . . . . . . . . . . . . . . . 830linux/net/ipv4/ipmr. . . . . . . . . . . . . . . . . . . . . . . . . . . . 831linux/net/ipv4/ipmr. . . . . . . . . . . . . . . . . . . . . . . . . . . . 832linux/net/ipv4/ipmr. . . . . . . . . . . . . . . . . . . . . . . . . . . . 833linux/net/ipv4/ipmr. . . . . . . . . . . . . . . . . . . . . . . . . . . . 834linux/net/ipv4/ipmr. . . . . . . . . . . . . . . . . . . . . . . . . . . . 835linux/net/ipv4/ipmr. . . . . . . . . . . . . . . . . . . . . . . . . . . . 836linux/net/ipv4/ipmr. . . . . . . . . . . . . . . . . . . . . . . . . . . . 837linux/net/ipv4/ipmr. . . . . . . . . . . . . . . . . . . . . . . . . . . . 838linux/net/ipv4/ipmr. . . . . . . . . . . . . . . . . . . . . . . . . . . . 839linux/net/ipv4/ipmr. . . . . . . . . . . . . . . . . . . . . . . . . . . . 840linux/net/ipv4/ipmr. . . . . . . . . . . . . . . . . . . . . . . . . . . . 841linux/net/ipv4/ipmr. . . . . . . . . . . . . . . . . . . . . . . . . . . . 842linux/net/ipv4/ipmr. . . . . . . . . . . . . . . . . . . . . . . . . . . . 843linux/net/ipv4/ipmr. . . . . . . . . . . . . . . . . . . . . . . . . . . . 844linux/net/ipv4/ipmr. . . . . . . . . . . . . . . . . . . . . . . . . . . . 845linux/net/ipv4/ipmr. . . . . . . . . . . . . . . . . . . . . . . . . . . . 846linux/net/ipv4/ipmr. . . . . . . . . . . . . . . . . . . . . . . . . . . . 847



LISTINGS 391linux/net/ipv4/ipmr. . . . . . . . . . . . . . . . . . . . . . . . . . . . 848linux/net/ipv4/ipmr. . . . . . . . . . . . . . . . . . . . . . . . . . . . 849linux/net/ipv4/ipmr. . . . . . . . . . . . . . . . . . . . . . . . . . . . 850linux/net/ipv4/ipmr. . . . . . . . . . . . . . . . . . . . . . . . . . . . 851linux/net/ipv4/ipmr. . . . . . . . . . . . . . . . . . . . . . . . . . . . 852linux/net/ipv4/ipmr. . . . . . . . . . . . . . . . . . . . . . . . . . . . 853linux/net/ipv4/ipmr. . . . . . . . . . . . . . . . . . . . . . . . . . . . 854linux/net/ipv4/ipmr. . . . . . . . . . . . . . . . . . . . . . . . . . . . 855linux/net/ipv4/ipmr. . . . . . . . . . . . . . . . . . . . . . . . . . . . 856linux/net/ipv4/ipmr. . . . . . . . . . . . . . . . . . . . . . . . . . . . 857linux/net/ipv4/ipmr. . . . . . . . . . . . . . . . . . . . . . . . . . . . 858linux/net/ipv4/ipmr. . . . . . . . . . . . . . . . . . . . . . . . . . . . 859linux/net/ipv4/ipmr. . . . . . . . . . . . . . . . . . . . . . . . . . . . 860linux/net/ipv4/ipmr. . . . . . . . . . . . . . . . . . . . . . . . . . . . 861linux/net/ipv4/ipmr. . . . . . . . . . . . . . . . . . . . . . . . . . . . 862linux/net/ipv4/ipmr. . . . . . . . . . . . . . . . . . . . . . . . . . . . 863linux/net/ipv4/ipmr. . . . . . . . . . . . . . . . . . . . . . . . . . . . 864linux/net/ipv4/ipmr. . . . . . . . . . . . . . . . . . . . . . . . . . . . 865linux/net/ipv4/ipmr. . . . . . . . . . . . . . . . . . . . . . . . . . . . 866linux/net/ipv4/ipmr. . . . . . . . . . . . . . . . . . . . . . . . . . . . 867linux/net/ipv4/ipmr. . . . . . . . . . . . . . . . . . . . . . . . . . . . 868linux/net/ipv4/ipmr. . . . . . . . . . . . . . . . . . . . . . . . . . . . 869linux/net/ipv4/ip nat dumb. . . . . . . . . . . . . . . . . . . . . . . . 870linux/net/ipv4/ip nat dumb. . . . . . . . . . . . . . . . . . . . . . . . 871linux/net/ipv4/ip nat dumb. . . . . . . . . . . . . . . . . . . . . . . . 872linux/net/ipv4/ip nat dumb. . . . . . . . . . . . . . . . . . . . . . . . 873linux/net/ipv4/ipip. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 874linux/net/ipv4/ipip. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 875linux/net/ipv4/ipip. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 876linux/net/ipv4/ipip. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 877linux/net/ipv4/ipip. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 878linux/net/ipv4/ipip. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 879linux/net/ipv4/ipip. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 880linux/net/ipv4/ipip. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 881linux/net/ipv4/ipip. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 882linux/net/ipv4/ipip. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 883linux/net/ipv4/ipip. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 884linux/net/ipv4/ipip. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 885linux/net/ipv4/ipip. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 886linux/net/ipv4/ipip. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 887linux/net/ipv4/ipip. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 888linux/net/ipv4/ipip. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 889linux/net/ipv4/ipip. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 890linux/net/ipv4/ipip. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 891linux/net/ipv4/ipip. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 892linux/net/ipv4/ipip. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 893linux/net/ipv4/ipip. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 894linux/net/ipv4/ipip. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 895linux/net/ipv4/ipip. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 896linux/net/ipv4/ipip. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 897



LISTINGS 392linux/net/ipv4/ipip. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 898linux/net/ipv4/ipip. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 899linux/net/ipv4/ipip. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 900linux/net/ipv4/ipip. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 901linux/net/ipv4/ipip. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 902linux/net/ipv4/ipip. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 903linux/net/ipv4/ip gre. . . . . . . . . . . . . . . . . . . . . . . . . . . . 904linux/net/ipv4/ip gre. . . . . . . . . . . . . . . . . . . . . . . . . . . . 905linux/net/ipv4/ip gre. . . . . . . . . . . . . . . . . . . . . . . . . . . . 906linux/net/ipv4/ip gre. . . . . . . . . . . . . . . . . . . . . . . . . . . . 907linux/net/ipv4/ip gre. . . . . . . . . . . . . . . . . . . . . . . . . . . . 908linux/net/ipv4/ip gre. . . . . . . . . . . . . . . . . . . . . . . . . . . . 909linux/net/ipv4/ip gre. . . . . . . . . . . . . . . . . . . . . . . . . . . . 910linux/net/ipv4/ip gre. . . . . . . . . . . . . . . . . . . . . . . . . . . . 911linux/net/ipv4/ip gre. . . . . . . . . . . . . . . . . . . . . . . . . . . . 912linux/net/ipv4/ip gre. . . . . . . . . . . . . . . . . . . . . . . . . . . . 913linux/net/ipv4/ip gre. . . . . . . . . . . . . . . . . . . . . . . . . . . . 914linux/net/ipv4/ip gre. . . . . . . . . . . . . . . . . . . . . . . . . . . . 915linux/net/ipv4/ip gre. . . . . . . . . . . . . . . . . . . . . . . . . . . . 916linux/net/ipv4/ip gre. . . . . . . . . . . . . . . . . . . . . . . . . . . . 917linux/net/ipv4/ip gre. . . . . . . . . . . . . . . . . . . . . . . . . . . . 918linux/net/ipv4/ip gre. . . . . . . . . . . . . . . . . . . . . . . . . . . . 919linux/net/ipv4/ip gre. . . . . . . . . . . . . . . . . . . . . . . . . . . . 920linux/net/ipv4/ip gre. . . . . . . . . . . . . . . . . . . . . . . . . . . . 921linux/net/ipv4/ip gre. . . . . . . . . . . . . . . . . . . . . . . . . . . . 922linux/net/ipv4/ip gre. . . . . . . . . . . . . . . . . . . . . . . . . . . . 923linux/net/ipv4/ip gre. . . . . . . . . . . . . . . . . . . . . . . . . . . . 924linux/net/ipv4/ip gre. . . . . . . . . . . . . . . . . . . . . . . . . . . . 925linux/net/ipv4/ip gre. . . . . . . . . . . . . . . . . . . . . . . . . . . . 926linux/net/ipv4/ip gre. . . . . . . . . . . . . . . . . . . . . . . . . . . . 927linux/net/ipv4/ip gre. . . . . . . . . . . . . . . . . . . . . . . . . . . . 928linux/net/ipv4/ip gre. . . . . . . . . . . . . . . . . . . . . . . . . . . . 929linux/net/ipv4/ip gre. . . . . . . . . . . . . . . . . . . . . . . . . . . . 930linux/net/ipv4/ip gre. . . . . . . . . . . . . . . . . . . . . . . . . . . . 931linux/net/ipv4/ip gre. . . . . . . . . . . . . . . . . . . . . . . . . . . . 932linux/net/ipv4/ip gre. . . . . . . . . . . . . . . . . . . . . . . . . . . . 933linux/net/ipv4/ip gre. . . . . . . . . . . . . . . . . . . . . . . . . . . . 934linux/net/ipv4/ip gre. . . . . . . . . . . . . . . . . . . . . . . . . . . . 935linux/net/ipv4/ip gre. . . . . . . . . . . . . . . . . . . . . . . . . . . . 936linux/net/ipv4/ip gre. . . . . . . . . . . . . . . . . . . . . . . . . . . . 937linux/net/ipv4/ip gre. . . . . . . . . . . . . . . . . . . . . . . . . . . . 938linux/net/ipv4/ip gre. . . . . . . . . . . . . . . . . . . . . . . . . . . . 939linux/net/ipv4/ip gre. . . . . . . . . . . . . . . . . . . . . . . . . . . . 940linux/net/ipv4/ip gre. . . . . . . . . . . . . . . . . . . . . . . . . . . . 941linux/net/ipv4/ip gre. . . . . . . . . . . . . . . . . . . . . . . . . . . . 942linux/inlude/linux/ipv6.h . . . . . . . . . . . . . . . . . . . . . . . . . 943linux/inlude/net/ipv6.h . . . . . . . . . . . . . . . . . . . . . . . . . . 944linux/inlude/net/ipv6.h . . . . . . . . . . . . . . . . . . . . . . . . . . 945linux/inlude/net/ipv6.h . . . . . . . . . . . . . . . . . . . . . . . . . . 946linux/inlude/net/if inet6.h . . . . . . . . . . . . . . . . . . . . . . . . 947



LISTINGS 393linux/inlude/net/if inet6.h . . . . . . . . . . . . . . . . . . . . . . . . 948linux/inlude/net/if inet6.h . . . . . . . . . . . . . . . . . . . . . . . . 949linux/inlude/net/if inet6.h . . . . . . . . . . . . . . . . . . . . . . . . 950linux/inlude/net/if inet6.h . . . . . . . . . . . . . . . . . . . . . . . . 951linux/inlude/linux/in6.h . . . . . . . . . . . . . . . . . . . . . . . . . 952linux/inlude/linux/in6.h . . . . . . . . . . . . . . . . . . . . . . . . . 953linux/inlude/linux/in6.h . . . . . . . . . . . . . . . . . . . . . . . . . 954linux/net/ipv6/addronf. . . . . . . . . . . . . . . . . . . . . . . . . . 955linux/net/ipv6/addronf. . . . . . . . . . . . . . . . . . . . . . . . . . 956linux/net/ipv6/addronf. . . . . . . . . . . . . . . . . . . . . . . . . . 957linux/net/ipv6/addronf. . . . . . . . . . . . . . . . . . . . . . . . . . 958linux/net/ipv6/addronf. . . . . . . . . . . . . . . . . . . . . . . . . . 959linux/net/ipv6/addronf. . . . . . . . . . . . . . . . . . . . . . . . . . 960linux/net/ipv6/addronf. . . . . . . . . . . . . . . . . . . . . . . . . . 961linux/net/ipv6/addronf. . . . . . . . . . . . . . . . . . . . . . . . . . 962linux/net/ipv6/addronf. . . . . . . . . . . . . . . . . . . . . . . . . . 963linux/net/ipv6/addronf. . . . . . . . . . . . . . . . . . . . . . . . . . 964linux/net/ipv6/addronf. . . . . . . . . . . . . . . . . . . . . . . . . . 965linux/net/ipv6/addronf. . . . . . . . . . . . . . . . . . . . . . . . . . 966linux/net/ipv6/addronf. . . . . . . . . . . . . . . . . . . . . . . . . . 967linux/net/ipv6/addronf. . . . . . . . . . . . . . . . . . . . . . . . . . 968linux/net/ipv6/addronf. . . . . . . . . . . . . . . . . . . . . . . . . . 969linux/net/ipv6/addronf. . . . . . . . . . . . . . . . . . . . . . . . . . 970linux/net/ipv6/ndis. . . . . . . . . . . . . . . . . . . . . . . . . . . . 971linux/net/ipv6/ndis. . . . . . . . . . . . . . . . . . . . . . . . . . . . 972linux/net/ipv6/ndis. . . . . . . . . . . . . . . . . . . . . . . . . . . . 973linux/net/ipv6/ndis. . . . . . . . . . . . . . . . . . . . . . . . . . . . 974linux/net/ipv6/ndis. . . . . . . . . . . . . . . . . . . . . . . . . . . . 975linux/net/ipv6/ndis. . . . . . . . . . . . . . . . . . . . . . . . . . . . 976linux/net/ipv6/ndis. . . . . . . . . . . . . . . . . . . . . . . . . . . . 977linux/net/ipv6/ndis. . . . . . . . . . . . . . . . . . . . . . . . . . . . 978linux/net/ipv6/ip6 input. . . . . . . . . . . . . . . . . . . . . . . . . . 979linux/net/ipv6/ip6 input. . . . . . . . . . . . . . . . . . . . . . . . . . 980linux/net/ipv6/ip6 input. . . . . . . . . . . . . . . . . . . . . . . . . . 981linux/net/ipv6/ip6 output. . . . . . . . . . . . . . . . . . . . . . . . . 982linux/net/ipv6/ip6 output. . . . . . . . . . . . . . . . . . . . . . . . . 983linux/net/ipv6/ip6 output. . . . . . . . . . . . . . . . . . . . . . . . . 984linux/net/ipv6/ip6 output. . . . . . . . . . . . . . . . . . . . . . . . . 985linux/net/ipv6/ip6 output. . . . . . . . . . . . . . . . . . . . . . . . . 986linux/net/ipv6/ip6 output. . . . . . . . . . . . . . . . . . . . . . . . . 987linux/net/ipv6/ip6 output. . . . . . . . . . . . . . . . . . . . . . . . . 988linux/net/ipv6/ip6 output. . . . . . . . . . . . . . . . . . . . . . . . . 989linux/net/ipv6/ip6 output. . . . . . . . . . . . . . . . . . . . . . . . . 990linux/net/ipv6/ip6 output. . . . . . . . . . . . . . . . . . . . . . . . . 991linux/net/ipv6/ip6 output. . . . . . . . . . . . . . . . . . . . . . . . . 992linux/net/ipv6/ip6 output. . . . . . . . . . . . . . . . . . . . . . . . . 993linux/net/ipv6/ipv6 sokglue. . . . . . . . . . . . . . . . . . . . . . . 994linux/net/ipv6/ipv6 sokglue. . . . . . . . . . . . . . . . . . . . . . . 995linux/net/ipv6/ipv6 sokglue. . . . . . . . . . . . . . . . . . . . . . . 996linux/net/ipv6/ipv6 sokglue. . . . . . . . . . . . . . . . . . . . . . . 997



LISTINGS 394linux/net/ipv6/ipv6 sokglue. . . . . . . . . . . . . . . . . . . . . . . 998linux/net/ipv6/ipv6 sokglue. . . . . . . . . . . . . . . . . . . . . . . 999linux/net/ipv6/ipv6 sokglue. . . . . . . . . . . . . . . . . . . . . . . 1000linux/net/ipv6/ip6 owlabel. . . . . . . . . . . . . . . . . . . . . . . . 1001linux/net/ipv6/ip6 owlabel. . . . . . . . . . . . . . . . . . . . . . . . 1002linux/net/ipv6/ip6 owlabel. . . . . . . . . . . . . . . . . . . . . . . . 1003linux/net/ipv6/exthdrs. . . . . . . . . . . . . . . . . . . . . . . . . . . 1004linux/net/ipv6/exthdrs. . . . . . . . . . . . . . . . . . . . . . . . . . . 1005linux/net/ipv6/sit. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1006linux/net/ipv6/sit. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1007linux{2.4.4/net/ipv4/af inet. . . . . . . . . . . . . . . . . . . . . . . . 1010linux{2.4.4/net/ipv4/udp. . . . . . . . . . . . . . . . . . . . . . . . . 1011linux{2.4.4/net/ipv4/tp ipv4. . . . . . . . . . . . . . . . . . . . . . . 1011linux{2.4.4/net/ipv4/tp ipv4. . . . . . . . . . . . . . . . . . . . . . . 1012linux{2.4.4/inlude/net/sok.h . . . . . . . . . . . . . . . . . . . . . . 1013linux{2.4.4/net/ipv4/udp. . . . . . . . . . . . . . . . . . . . . . . . . 1015linux{2.4.4/net/ipv4/udp. . . . . . . . . . . . . . . . . . . . . . . . . 1016linux{2.4.4/net/ipv4/udp. . . . . . . . . . . . . . . . . . . . . . . . . 1017linux{2.4.4/net/ipv4/udp. . . . . . . . . . . . . . . . . . . . . . . . . 1018linux{2.4.4/net/ipv4/udp. . . . . . . . . . . . . . . . . . . . . . . . . 1019linux{2.4.4/inlude/net/sok.h . . . . . . . . . . . . . . . . . . . . . . 1029linux{2.4.4/inlude/net/sok.h . . . . . . . . . . . . . . . . . . . . . . 1030linux{2.4.4/inlude/net/sok.h . . . . . . . . . . . . . . . . . . . . . . 1031linux{2.4.4/inlude/net/sok.h . . . . . . . . . . . . . . . . . . . . . . 1032linux{2.4.4/inlude/net/sok.h . . . . . . . . . . . . . . . . . . . . . . 1033linux{2.4.4/inlude/net/tp.h . . . . . . . . . . . . . . . . . . . . . . . 1034linux{2.4.4/net/ipv4/tp. . . . . . . . . . . . . . . . . . . . . . . . . . 1035linux{2.4.4/inlude/net/tp.h . . . . . . . . . . . . . . . . . . . . . . . 1036linux{2.4.4/net/ipv4/tp. . . . . . . . . . . . . . . . . . . . . . . . . . 1037linux{2.4.4/net/ipv4/tp. . . . . . . . . . . . . . . . . . . . . . . . . . 1038linux{2.4.4/net/ipv4/tp. . . . . . . . . . . . . . . . . . . . . . . . . . 1039linux{2.4.4/net/ipv4/tp. . . . . . . . . . . . . . . . . . . . . . . . . . 1040linux{2.4.4/net/ipv4/tp. . . . . . . . . . . . . . . . . . . . . . . . . . 1041linux{2.4.4/net/ipv4/tp output. . . . . . . . . . . . . . . . . . . . . 1042linux{2.4.4/inlude/net/tp.h . . . . . . . . . . . . . . . . . . . . . . . 1043linux{2.4.4/net/ipv4/tp output. . . . . . . . . . . . . . . . . . . . . 1044linux{2.4.4/net/ipv4/tp output. . . . . . . . . . . . . . . . . . . . . 1045linux{2.4.4/net/ipv4/tp output. . . . . . . . . . . . . . . . . . . . . 1046linux{2.4.4/net/ipv4/tp ipv4. . . . . . . . . . . . . . . . . . . . . . . 1047linux{2.4.4/net/ipv4/tp ipv4. . . . . . . . . . . . . . . . . . . . . . . 1048linux{2.4.4/net/ipv4/tp ipv4. . . . . . . . . . . . . . . . . . . . . . . 1049linux{2.4.4/inlude/net/tp.h . . . . . . . . . . . . . . . . . . . . . . . 1050linux{2.4.4/net/ipv4/tp input. . . . . . . . . . . . . . . . . . . . . . 1051linux{2.4.4/net/ipv4/tp input. . . . . . . . . . . . . . . . . . . . . . 1052linux{2.4.4/net/ipv4/tp input. . . . . . . . . . . . . . . . . . . . . . 1053linux{2.4.4/net/ipv4/tp input. . . . . . . . . . . . . . . . . . . . . . 1054linux{2.4.4/net/ipv4/tp input. . . . . . . . . . . . . . . . . . . . . . 1055linux{2.4.4/net/ipv4/tp input. . . . . . . . . . . . . . . . . . . . . . 1056linux{2.4.4/inlude/net/tp.h . . . . . . . . . . . . . . . . . . . . . . . 1057linux{2.4.4/net/ipv4/tp input. . . . . . . . . . . . . . . . . . . . . . 1058



LISTINGS 395linux{2.4.4/net/ipv4/tp input. . . . . . . . . . . . . . . . . . . . . . 1059linux{2.4.4/net/ipv4/tp input. . . . . . . . . . . . . . . . . . . . . . 1060linux{2.4.4/net/ipv4/tp input. . . . . . . . . . . . . . . . . . . . . . 1061linux{2.4.4/net/ipv4/tp input. . . . . . . . . . . . . . . . . . . . . . 1062linux{2.4.4/net/ipv4/tp input. . . . . . . . . . . . . . . . . . . . . . 1063linux{2.4.4/net/ipv4/tp input. . . . . . . . . . . . . . . . . . . . . . 1064linux{2.4.4/net/ipv4/tp timer. . . . . . . . . . . . . . . . . . . . . . 1065linux{2.4.4/net/ipv4/tp input. . . . . . . . . . . . . . . . . . . . . . 1066linux{2.4.4/net/ipv4/tp input. . . . . . . . . . . . . . . . . . . . . . 1067linux{2.4.4/net/ipv4/tp input. . . . . . . . . . . . . . . . . . . . . . 1067linux{2.4.4/net/ipv4/tp input. . . . . . . . . . . . . . . . . . . . . . 1068linux{2.4.4/net/ipv4/tp input. . . . . . . . . . . . . . . . . . . . . . 1069linux{2.4.4/inlude/net/tp.h . . . . . . . . . . . . . . . . . . . . . . . 1070linux{2.4.4/net/ipv4/tp input. . . . . . . . . . . . . . . . . . . . . . 1071linux{2.4.4/inlude/net/tp.h . . . . . . . . . . . . . . . . . . . . . . . 1072linux{2.4.4/net/ipv4/tp input. . . . . . . . . . . . . . . . . . . . . . 1073linux{2.4.4/net/ipv4/tp input. . . . . . . . . . . . . . . . . . . . . . 1074linux{2.4.4/net/ipv4/tp input. . . . . . . . . . . . . . . . . . . . . . 1075linux{2.4.4/inlude/net/tp.h . . . . . . . . . . . . . . . . . . . . . . . 1076linux{2.4.4/net/ipv4/tp input. . . . . . . . . . . . . . . . . . . . . . 1077linux/inlude/net/ip �b.h . . . . . . . . . . . . . . . . . . . . . . . . . 1081linux/inlude/net/ip �b.h . . . . . . . . . . . . . . . . . . . . . . . . . 1082linux/inlude/net/ip �b.h . . . . . . . . . . . . . . . . . . . . . . . . . 1083linux/inlude/net/ip �b.h . . . . . . . . . . . . . . . . . . . . . . . . . 1084linux/inlude/net/ip �b.h . . . . . . . . . . . . . . . . . . . . . . . . . 1085linux/net/ipv4/�b frontend. . . . . . . . . . . . . . . . . . . . . . . . 1086linux/net/ipv4/�b frontend. . . . . . . . . . . . . . . . . . . . . . . . 1087linux/net/ipv4/�b frontend. . . . . . . . . . . . . . . . . . . . . . . . 1088linux/net/ipv4/�b frontend. . . . . . . . . . . . . . . . . . . . . . . . 1089linux/net/ipv4/�b frontend. . . . . . . . . . . . . . . . . . . . . . . . 1090linux/net/ipv4/�b frontend. . . . . . . . . . . . . . . . . . . . . . . . 1091linux/net/ipv4/�b frontend. . . . . . . . . . . . . . . . . . . . . . . . 1092linux/net/ipv4/�b frontend. . . . . . . . . . . . . . . . . . . . . . . . 1093linux/net/ipv4/�b frontend. . . . . . . . . . . . . . . . . . . . . . . . 1094linux/net/ipv4/�b frontend. . . . . . . . . . . . . . . . . . . . . . . . 1095linux/net/ipv4/�b frontend. . . . . . . . . . . . . . . . . . . . . . . . 1096linux/net/ipv4/�b frontend. . . . . . . . . . . . . . . . . . . . . . . . 1097linux/net/ipv4/�b frontend. . . . . . . . . . . . . . . . . . . . . . . . 1098linux/net/ipv4/�b frontend. . . . . . . . . . . . . . . . . . . . . . . . 1099linux/net/ipv4/�b frontend. . . . . . . . . . . . . . . . . . . . . . . . 1100linux/net/ipv4/�b frontend. . . . . . . . . . . . . . . . . . . . . . . . 1101linux/net/ipv4/�b frontend. . . . . . . . . . . . . . . . . . . . . . . . 1102linux/net/ipv4/�b frontend. . . . . . . . . . . . . . . . . . . . . . . . 1103linux/net/ipv4/�b frontend. . . . . . . . . . . . . . . . . . . . . . . . 1104linux/net/ipv4/�b frontend. . . . . . . . . . . . . . . . . . . . . . . . 1105linux/net/ipv4/�b semantis. . . . . . . . . . . . . . . . . . . . . . . 1106linux/net/ipv4/�b semantis. . . . . . . . . . . . . . . . . . . . . . . 1107linux/net/ipv4/�b semantis. . . . . . . . . . . . . . . . . . . . . . . 1108linux/net/ipv4/�b semantis. . . . . . . . . . . . . . . . . . . . . . . 1109linux/net/ipv4/�b semantis. . . . . . . . . . . . . . . . . . . . . . . 1110



LISTINGS 396linux/net/ipv4/�b semantis. . . . . . . . . . . . . . . . . . . . . . . 1111linux/net/ipv4/�b semantis. . . . . . . . . . . . . . . . . . . . . . . 1112linux/net/ipv4/�b semantis. . . . . . . . . . . . . . . . . . . . . . . 1113linux/net/ipv4/�b semantis. . . . . . . . . . . . . . . . . . . . . . . 1114linux/net/ipv4/�b semantis. . . . . . . . . . . . . . . . . . . . . . . 1115linux/net/ipv4/�b semantis. . . . . . . . . . . . . . . . . . . . . . . 1116linux/net/ipv4/�b semantis. . . . . . . . . . . . . . . . . . . . . . . 1117linux/net/ipv4/�b semantis. . . . . . . . . . . . . . . . . . . . . . . 1118linux/net/ipv4/�b semantis. . . . . . . . . . . . . . . . . . . . . . . 1119linux/net/ipv4/�b semantis. . . . . . . . . . . . . . . . . . . . . . . 1120linux/net/ipv4/�b semantis. . . . . . . . . . . . . . . . . . . . . . . 1121linux/net/ipv4/�b semantis. . . . . . . . . . . . . . . . . . . . . . . 1122linux/net/ipv4/�b semantis. . . . . . . . . . . . . . . . . . . . . . . 1123linux/net/ipv4/�b semantis. . . . . . . . . . . . . . . . . . . . . . . 1124linux/net/ipv4/�b semantis. . . . . . . . . . . . . . . . . . . . . . . 1125linux/net/ipv4/�b semantis. . . . . . . . . . . . . . . . . . . . . . . 1126linux/net/ipv4/�b semantis. . . . . . . . . . . . . . . . . . . . . . . 1127linux/net/ipv4/�b semantis. . . . . . . . . . . . . . . . . . . . . . . 1128linux/net/ipv4/�b semantis. . . . . . . . . . . . . . . . . . . . . . . 1129linux/net/ipv4/�b semantis. . . . . . . . . . . . . . . . . . . . . . . 1130linux/net/ipv4/�b semantis. . . . . . . . . . . . . . . . . . . . . . . 1131linux/net/ipv4/�b semantis. . . . . . . . . . . . . . . . . . . . . . . 1132linux/net/ipv4/�b semantis. . . . . . . . . . . . . . . . . . . . . . . 1133linux/net/ipv4/�b semantis. . . . . . . . . . . . . . . . . . . . . . . 1134linux/net/ipv4/�b semantis. . . . . . . . . . . . . . . . . . . . . . . 1135linux/net/ipv4/�b rules. . . . . . . . . . . . . . . . . . . . . . . . . . 1136linux/net/ipv4/�b rules. . . . . . . . . . . . . . . . . . . . . . . . . . 1137linux/net/ipv4/�b rules. . . . . . . . . . . . . . . . . . . . . . . . . . 1138linux/net/ipv4/�b rules. . . . . . . . . . . . . . . . . . . . . . . . . . 1139linux/net/ipv4/�b rules. . . . . . . . . . . . . . . . . . . . . . . . . . 1140linux/net/ipv4/�b rules. . . . . . . . . . . . . . . . . . . . . . . . . . 1141linux/net/ipv4/�b rules. . . . . . . . . . . . . . . . . . . . . . . . . . 1142linux/net/ipv4/�b rules. . . . . . . . . . . . . . . . . . . . . . . . . . 1143linux/net/ipv4/�b rules. . . . . . . . . . . . . . . . . . . . . . . . . . 1144linux/net/ipv4/�b rules. . . . . . . . . . . . . . . . . . . . . . . . . . 1145linux/net/ipv4/�b rules. . . . . . . . . . . . . . . . . . . . . . . . . . 1146linux/net/ipv4/�b rules. . . . . . . . . . . . . . . . . . . . . . . . . . 1147linux/net/ipv4/�b rules. . . . . . . . . . . . . . . . . . . . . . . . . . 1148linux/net/ipv4/�b hash. . . . . . . . . . . . . . . . . . . . . . . . . . 1149linux/net/ipv4/�b hash. . . . . . . . . . . . . . . . . . . . . . . . . . 1150linux/net/ipv4/�b hash. . . . . . . . . . . . . . . . . . . . . . . . . . 1151linux/net/ipv4/�b hash. . . . . . . . . . . . . . . . . . . . . . . . . . 1152linux/net/ipv4/�b hash. . . . . . . . . . . . . . . . . . . . . . . . . . 1153linux/net/ipv4/�b hash. . . . . . . . . . . . . . . . . . . . . . . . . . 1154linux/net/ipv4/�b hash. . . . . . . . . . . . . . . . . . . . . . . . . . 1155linux/net/ipv4/�b hash. . . . . . . . . . . . . . . . . . . . . . . . . . 1156linux/net/ipv4/�b hash. . . . . . . . . . . . . . . . . . . . . . . . . . 1157linux/net/ipv4/�b hash. . . . . . . . . . . . . . . . . . . . . . . . . . 1158linux/net/ipv4/�b hash. . . . . . . . . . . . . . . . . . . . . . . . . . 1159linux/net/ipv4/�b hash. . . . . . . . . . . . . . . . . . . . . . . . . . 1160



LISTINGS 397linux/net/ipv4/�b hash. . . . . . . . . . . . . . . . . . . . . . . . . . 1161linux/net/ipv4/�b hash. . . . . . . . . . . . . . . . . . . . . . . . . . 1162linux/net/ipv4/�b hash. . . . . . . . . . . . . . . . . . . . . . . . . . 1163linux/net/ipv4/�b hash. . . . . . . . . . . . . . . . . . . . . . . . . . 1164linux/net/ipv4/�b hash. . . . . . . . . . . . . . . . . . . . . . . . . . 1165linux/net/ipv4/�b hash. . . . . . . . . . . . . . . . . . . . . . . . . . 1166linux/net/ipv4/�b hash. . . . . . . . . . . . . . . . . . . . . . . . . . 1167linux/net/ipv4/�b hash. . . . . . . . . . . . . . . . . . . . . . . . . . 1168linux/net/ipv4/�b hash. . . . . . . . . . . . . . . . . . . . . . . . . . 1169linux/net/ipv4/�b hash. . . . . . . . . . . . . . . . . . . . . . . . . . 1170linux/net/ipv4/�b hash. . . . . . . . . . . . . . . . . . . . . . . . . . 1171linux/net/ipv4/�b hash. . . . . . . . . . . . . . . . . . . . . . . . . . 1172linux/net/ipv4/�b hash. . . . . . . . . . . . . . . . . . . . . . . . . . 1173linux/net/ipv4/�b hash. . . . . . . . . . . . . . . . . . . . . . . . . . 1174linux/inlude/net/route.h . . . . . . . . . . . . . . . . . . . . . . . . . 1177linux/inlude/net/route.h . . . . . . . . . . . . . . . . . . . . . . . . . 1178linux/inlude/net/route.h . . . . . . . . . . . . . . . . . . . . . . . . . 1179linux/net/ipv4/route. . . . . . . . . . . . . . . . . . . . . . . . . . . . 1180linux/net/ipv4/route. . . . . . . . . . . . . . . . . . . . . . . . . . . . 1181linux/net/ore/rtnetlink. . . . . . . . . . . . . . . . . . . . . . . . . . 1182linux/inlude/net/route.h . . . . . . . . . . . . . . . . . . . . . . . . . 1183linux/inlude/net/route.h . . . . . . . . . . . . . . . . . . . . . . . . . 1184linux/net/ipv4/route. . . . . . . . . . . . . . . . . . . . . . . . . . . . 1185linux/net/ipv4/route. . . . . . . . . . . . . . . . . . . . . . . . . . . . 1186linux/net/ipv4/route. . . . . . . . . . . . . . . . . . . . . . . . . . . . 1187linux/net/ipv4/route. . . . . . . . . . . . . . . . . . . . . . . . . . . . 1188linux/net/ipv4/route. . . . . . . . . . . . . . . . . . . . . . . . . . . . 1189linux/net/ipv4/route. . . . . . . . . . . . . . . . . . . . . . . . . . . . 1190linux/net/ipv4/route. . . . . . . . . . . . . . . . . . . . . . . . . . . . 1191linux/net/ipv4/route. . . . . . . . . . . . . . . . . . . . . . . . . . . . 1192linux/net/ipv4/route. . . . . . . . . . . . . . . . . . . . . . . . . . . . 1193linux/net/ipv4/route. . . . . . . . . . . . . . . . . . . . . . . . . . . . 1194linux/net/shed/ls api. . . . . . . . . . . . . . . . . . . . . . . . . . 1206linux/net/shed/ls api. . . . . . . . . . . . . . . . . . . . . . . . . . 1207linux/net/shed/ls api. . . . . . . . . . . . . . . . . . . . . . . . . . 1208linux/net/shed/ls api. . . . . . . . . . . . . . . . . . . . . . . . . . 1209linux/net/shed/ls api. . . . . . . . . . . . . . . . . . . . . . . . . . 1210linux/net/shed/ls api. . . . . . . . . . . . . . . . . . . . . . . . . . 1211linux/net/shed/ls api. . . . . . . . . . . . . . . . . . . . . . . . . . 1212linux/net/shed/ls api. . . . . . . . . . . . . . . . . . . . . . . . . . 1213linux/net/shed/ls api. . . . . . . . . . . . . . . . . . . . . . . . . . 1214linux/net/shed/ls api. . . . . . . . . . . . . . . . . . . . . . . . . . 1215linux/net/shed/ls api. . . . . . . . . . . . . . . . . . . . . . . . . . 1216linux/net/shed/ls api. . . . . . . . . . . . . . . . . . . . . . . . . . 1217linux/net/shed/ls api. . . . . . . . . . . . . . . . . . . . . . . . . . 1218linux/net/shed/ls api. . . . . . . . . . . . . . . . . . . . . . . . . . 1219linux/net/shed/ls api. . . . . . . . . . . . . . . . . . . . . . . . . . 1220linux/net/shed/ls api. . . . . . . . . . . . . . . . . . . . . . . . . . 1221linux/net/shed/ls u32. . . . . . . . . . . . . . . . . . . . . . . . . . 1222linux/net/shed/ls u32. . . . . . . . . . . . . . . . . . . . . . . . . . 1223



LISTINGS 398linux/net/shed/ls u32. . . . . . . . . . . . . . . . . . . . . . . . . . 1224linux/net/shed/ls u32. . . . . . . . . . . . . . . . . . . . . . . . . . 1225linux/net/shed/ls u32. . . . . . . . . . . . . . . . . . . . . . . . . . 1226linux/net/shed/ls u32. . . . . . . . . . . . . . . . . . . . . . . . . . 1227linux/net/shed/ls u32. . . . . . . . . . . . . . . . . . . . . . . . . . 1228linux/net/shed/ls u32. . . . . . . . . . . . . . . . . . . . . . . . . . 1229linux/net/shed/ls u32. . . . . . . . . . . . . . . . . . . . . . . . . . 1230linux/net/shed/ls u32. . . . . . . . . . . . . . . . . . . . . . . . . . 1231linux/net/shed/ls u32. . . . . . . . . . . . . . . . . . . . . . . . . . 1232linux/net/shed/ls u32. . . . . . . . . . . . . . . . . . . . . . . . . . 1233linux/net/shed/ls u32. . . . . . . . . . . . . . . . . . . . . . . . . . 1234linux/net/shed/ls u32. . . . . . . . . . . . . . . . . . . . . . . . . . 1235linux/net/shed/ls u32. . . . . . . . . . . . . . . . . . . . . . . . . . 1236linux/net/shed/ls rsvp.h . . . . . . . . . . . . . . . . . . . . . . . . . 1237linux/net/shed/ls rsvp.h . . . . . . . . . . . . . . . . . . . . . . . . . 1238linux/net/shed/ls rsvp.h . . . . . . . . . . . . . . . . . . . . . . . . . 1239linux/net/shed/ls rsvp.h . . . . . . . . . . . . . . . . . . . . . . . . . 1240linux/net/shed/ls rsvp.h . . . . . . . . . . . . . . . . . . . . . . . . . 1241linux/net/shed/ls rsvp.h . . . . . . . . . . . . . . . . . . . . . . . . . 1242linux/net/shed/ls rsvp.h . . . . . . . . . . . . . . . . . . . . . . . . . 1243linux/net/shed/ls rsvp.h . . . . . . . . . . . . . . . . . . . . . . . . . 1244linux/net/shed/ls rsvp.h . . . . . . . . . . . . . . . . . . . . . . . . . 1245linux/net/shed/ls rsvp.h . . . . . . . . . . . . . . . . . . . . . . . . . 1246linux/net/shed/ls rsvp.h . . . . . . . . . . . . . . . . . . . . . . . . . 1247linux/net/shed/ls rsvp.h . . . . . . . . . . . . . . . . . . . . . . . . . 1248linux/net/shed/ls rsvp.h . . . . . . . . . . . . . . . . . . . . . . . . . 1249linux/net/shed/ls rsvp.h . . . . . . . . . . . . . . . . . . . . . . . . . 1250linux/net/shed/ls rsvp.h . . . . . . . . . . . . . . . . . . . . . . . . . 1251linux/net/shed/ls rsvp.h . . . . . . . . . . . . . . . . . . . . . . . . . 1252linux/net/shed/ls rsvp. . . . . . . . . . . . . . . . . . . . . . . . . . 1253linux/net/shed/ls route. . . . . . . . . . . . . . . . . . . . . . . . . 1254linux/net/shed/ls route. . . . . . . . . . . . . . . . . . . . . . . . . 1255linux/net/shed/ls route. . . . . . . . . . . . . . . . . . . . . . . . . 1256linux/net/shed/ls route. . . . . . . . . . . . . . . . . . . . . . . . . 1257linux/net/shed/ls route. . . . . . . . . . . . . . . . . . . . . . . . . 1258linux/net/shed/ls route. . . . . . . . . . . . . . . . . . . . . . . . . 1259linux/net/shed/ls route. . . . . . . . . . . . . . . . . . . . . . . . . 1260linux/net/shed/ls route. . . . . . . . . . . . . . . . . . . . . . . . . 1261linux/net/shed/ls fw. . . . . . . . . . . . . . . . . . . . . . . . . . . 1262linux/net/shed/ls fw. . . . . . . . . . . . . . . . . . . . . . . . . . . 1263linux/net/shed/ls fw. . . . . . . . . . . . . . . . . . . . . . . . . . . 1264linux/net/shed/ls fw. . . . . . . . . . . . . . . . . . . . . . . . . . . 1265linux/net/shed/ls fw. . . . . . . . . . . . . . . . . . . . . . . . . . . 1266linux/net/shed/ls fw. . . . . . . . . . . . . . . . . . . . . . . . . . . 1267linux/net/shed/ls fw. . . . . . . . . . . . . . . . . . . . . . . . . . . 1268linux/net/shed/ls fw. . . . . . . . . . . . . . . . . . . . . . . . . . . 1269linux/net/shed/ls fw. . . . . . . . . . . . . . . . . . . . . . . . . . . 1270linux/net/shed/ls tindex. . . . . . . . . . . . . . . . . . . . . . . . 1271linux/net/shed/ls tindex. . . . . . . . . . . . . . . . . . . . . . . . 1272linux/net/shed/ls tindex. . . . . . . . . . . . . . . . . . . . . . . . 1273



LISTINGS 399linux/net/shed/ls tindex. . . . . . . . . . . . . . . . . . . . . . . . 1274linux/net/shed/ls tindex. . . . . . . . . . . . . . . . . . . . . . . . 1275linux/net/shed/ls tindex. . . . . . . . . . . . . . . . . . . . . . . . 1276linux/net/shed/ls tindex. . . . . . . . . . . . . . . . . . . . . . . . 1277linux/net/shed/ls tindex. . . . . . . . . . . . . . . . . . . . . . . . 1278linux/net/shed/ls tindex. . . . . . . . . . . . . . . . . . . . . . . . 1279linux/net/shed/ls tindex. . . . . . . . . . . . . . . . . . . . . . . . 1280linux/net/shed/sh api. . . . . . . . . . . . . . . . . . . . . . . . . . 1281linux/net/shed/sh api. . . . . . . . . . . . . . . . . . . . . . . . . . 1282linux/net/shed/sh api. . . . . . . . . . . . . . . . . . . . . . . . . . 1283linux/net/shed/sh api. . . . . . . . . . . . . . . . . . . . . . . . . . 1284linux/net/shed/sh api. . . . . . . . . . . . . . . . . . . . . . . . . . 1285linux/net/shed/sh api. . . . . . . . . . . . . . . . . . . . . . . . . . 1286linux/net/shed/sh api. . . . . . . . . . . . . . . . . . . . . . . . . . 1287linux/net/shed/sh api. . . . . . . . . . . . . . . . . . . . . . . . . . 1288linux/net/shed/sh api. . . . . . . . . . . . . . . . . . . . . . . . . . 1289linux/net/shed/sh api. . . . . . . . . . . . . . . . . . . . . . . . . . 1290linux/net/shed/sh api. . . . . . . . . . . . . . . . . . . . . . . . . . 1291linux/net/shed/sh api. . . . . . . . . . . . . . . . . . . . . . . . . . 1292linux/net/shed/sh api. . . . . . . . . . . . . . . . . . . . . . . . . . 1293linux/net/shed/sh api. . . . . . . . . . . . . . . . . . . . . . . . . . 1294linux/net/shed/sh api. . . . . . . . . . . . . . . . . . . . . . . . . . 1295linux/net/shed/sh api. . . . . . . . . . . . . . . . . . . . . . . . . . 1296linux/net/shed/sh api. . . . . . . . . . . . . . . . . . . . . . . . . . 1297linux/net/shed/sh api. . . . . . . . . . . . . . . . . . . . . . . . . . 1298linux/net/shed/sh api. . . . . . . . . . . . . . . . . . . . . . . . . . 1299linux/net/shed/sh api. . . . . . . . . . . . . . . . . . . . . . . . . . 1300linux/net/shed/sh api. . . . . . . . . . . . . . . . . . . . . . . . . . 1301linux/net/shed/sh api. . . . . . . . . . . . . . . . . . . . . . . . . . 1302linux/net/shed/sh api. . . . . . . . . . . . . . . . . . . . . . . . . . 1303linux/net/shed/sh api. . . . . . . . . . . . . . . . . . . . . . . . . . 1304linux/net/shed/sh api. . . . . . . . . . . . . . . . . . . . . . . . . . 1305linux/net/shed/sh api. . . . . . . . . . . . . . . . . . . . . . . . . . 1306linux/net/shed/sh api. . . . . . . . . . . . . . . . . . . . . . . . . . 1307linux/net/shed/sh api. . . . . . . . . . . . . . . . . . . . . . . . . . 1308linux/net/shed/sh api. . . . . . . . . . . . . . . . . . . . . . . . . . 1309linux/net/shed/sh api. . . . . . . . . . . . . . . . . . . . . . . . . . 1310linux/net/shed/sh api. . . . . . . . . . . . . . . . . . . . . . . . . . 1311linux/net/shed/sh api. . . . . . . . . . . . . . . . . . . . . . . . . . 1312linux/net/shed/sh api. . . . . . . . . . . . . . . . . . . . . . . . . . 1313linux/net/shed/sh api. . . . . . . . . . . . . . . . . . . . . . . . . . 1314linux/net/shed/sh api. . . . . . . . . . . . . . . . . . . . . . . . . . 1315linux/net/shed/sh api. . . . . . . . . . . . . . . . . . . . . . . . . . 1316linux/inlude/net/pkt shed.h . . . . . . . . . . . . . . . . . . . . . . . 1317linux/inlude/net/pkt shed.h . . . . . . . . . . . . . . . . . . . . . . . 1318linux/inlude/net/pkt shed.h . . . . . . . . . . . . . . . . . . . . . . . 1319linux/inlude/net/pkt shed.h . . . . . . . . . . . . . . . . . . . . . . . 1320linux/inlude/net/pkt shed.h . . . . . . . . . . . . . . . . . . . . . . . 1321linux/inlude/net/pkt shed.h . . . . . . . . . . . . . . . . . . . . . . . 1322linux/net/shed/sh api. . . . . . . . . . . . . . . . . . . . . . . . . . 1323



LISTINGS 400linux/net/shed/sh api. . . . . . . . . . . . . . . . . . . . . . . . . . 1324linux/net/shed/sh api. . . . . . . . . . . . . . . . . . . . . . . . . . 1325linux/net/shed/sh api. . . . . . . . . . . . . . . . . . . . . . . . . . 1326linux/net/shed/sh api. . . . . . . . . . . . . . . . . . . . . . . . . . 1327linux/net/shed/sh generi. . . . . . . . . . . . . . . . . . . . . . . . 1328linux/net/shed/sh generi. . . . . . . . . . . . . . . . . . . . . . . . 1329linux/net/shed/sh generi. . . . . . . . . . . . . . . . . . . . . . . . 1330linux/net/shed/sh generi. . . . . . . . . . . . . . . . . . . . . . . . 1331linux/net/shed/sh generi. . . . . . . . . . . . . . . . . . . . . . . . 1332linux/net/shed/sh generi. . . . . . . . . . . . . . . . . . . . . . . . 1333linux/net/shed/sh generi. . . . . . . . . . . . . . . . . . . . . . . . 1334linux/net/shed/sh generi. . . . . . . . . . . . . . . . . . . . . . . . 1335linux/net/shed/sh generi. . . . . . . . . . . . . . . . . . . . . . . . 1336linux/net/shed/sh generi. . . . . . . . . . . . . . . . . . . . . . . . 1337linux/net/shed/sh generi. . . . . . . . . . . . . . . . . . . . . . . . 1338linux/net/shed/sh bq. . . . . . . . . . . . . . . . . . . . . . . . . . 1339linux/net/shed/sh bq. . . . . . . . . . . . . . . . . . . . . . . . . . 1340linux/net/shed/sh bq. . . . . . . . . . . . . . . . . . . . . . . . . . 1341linux/net/shed/sh bq. . . . . . . . . . . . . . . . . . . . . . . . . . 1342linux/net/shed/sh bq. . . . . . . . . . . . . . . . . . . . . . . . . . 1343linux/net/shed/sh bq. . . . . . . . . . . . . . . . . . . . . . . . . . 1344linux/net/shed/sh bq. . . . . . . . . . . . . . . . . . . . . . . . . . 1345linux/net/shed/sh bq. . . . . . . . . . . . . . . . . . . . . . . . . . 1346linux/net/shed/sh bq. . . . . . . . . . . . . . . . . . . . . . . . . . 1347linux/net/shed/sh bq. . . . . . . . . . . . . . . . . . . . . . . . . . 1348linux/net/shed/sh bq. . . . . . . . . . . . . . . . . . . . . . . . . . 1349linux/net/shed/sh bq. . . . . . . . . . . . . . . . . . . . . . . . . . 1350linux/net/shed/sh bq. . . . . . . . . . . . . . . . . . . . . . . . . . 1351linux/net/shed/sh bq. . . . . . . . . . . . . . . . . . . . . . . . . . 1352linux/net/shed/sh bq. . . . . . . . . . . . . . . . . . . . . . . . . . 1353linux/net/shed/sh bq. . . . . . . . . . . . . . . . . . . . . . . . . . 1354linux/net/shed/sh bq. . . . . . . . . . . . . . . . . . . . . . . . . . 1355linux/net/shed/sh bq. . . . . . . . . . . . . . . . . . . . . . . . . . 1356linux/net/shed/sh bq. . . . . . . . . . . . . . . . . . . . . . . . . . 1357linux/net/shed/sh bq. . . . . . . . . . . . . . . . . . . . . . . . . . 1358linux/net/shed/sh bq. . . . . . . . . . . . . . . . . . . . . . . . . . 1359linux/net/shed/sh bq. . . . . . . . . . . . . . . . . . . . . . . . . . 1360linux/net/shed/sh bq. . . . . . . . . . . . . . . . . . . . . . . . . . 1361linux/net/shed/sh bq. . . . . . . . . . . . . . . . . . . . . . . . . . 1362linux/net/shed/sh bq. . . . . . . . . . . . . . . . . . . . . . . . . . 1363linux/net/shed/sh bq. . . . . . . . . . . . . . . . . . . . . . . . . . 1364linux/net/shed/sh bq. . . . . . . . . . . . . . . . . . . . . . . . . . 1365linux/net/shed/sh bq. . . . . . . . . . . . . . . . . . . . . . . . . . 1366linux/net/shed/sh bq. . . . . . . . . . . . . . . . . . . . . . . . . . 1367linux/net/shed/sh bq. . . . . . . . . . . . . . . . . . . . . . . . . . 1368linux/net/shed/sh bq. . . . . . . . . . . . . . . . . . . . . . . . . . 1369linux/net/shed/sh bq. . . . . . . . . . . . . . . . . . . . . . . . . . 1370linux/net/shed/sh bq. . . . . . . . . . . . . . . . . . . . . . . . . . 1371linux/net/shed/sh bq. . . . . . . . . . . . . . . . . . . . . . . . . . 1372linux/net/shed/sh bq. . . . . . . . . . . . . . . . . . . . . . . . . . 1373



LISTINGS 401linux/net/shed/sh bq. . . . . . . . . . . . . . . . . . . . . . . . . . 1374linux/net/shed/sh bq. . . . . . . . . . . . . . . . . . . . . . . . . . 1375linux/net/shed/sh bq. . . . . . . . . . . . . . . . . . . . . . . . . . 1376linux/net/shed/sh bq. . . . . . . . . . . . . . . . . . . . . . . . . . 1377linux/net/shed/sh bq. . . . . . . . . . . . . . . . . . . . . . . . . . 1378linux/net/shed/sh bq. . . . . . . . . . . . . . . . . . . . . . . . . . 1379linux/net/shed/sh bq. . . . . . . . . . . . . . . . . . . . . . . . . . 1380linux/net/shed/sh bq. . . . . . . . . . . . . . . . . . . . . . . . . . 1381linux/net/shed/sh bq. . . . . . . . . . . . . . . . . . . . . . . . . . 1382linux/net/shed/sh bq. . . . . . . . . . . . . . . . . . . . . . . . . . 1383linux/net/shed/sh bq. . . . . . . . . . . . . . . . . . . . . . . . . . 1384linux/net/shed/sh bq. . . . . . . . . . . . . . . . . . . . . . . . . . 1385linux/net/shed/sh bq. . . . . . . . . . . . . . . . . . . . . . . . . . 1386linux/net/shed/sh bq. . . . . . . . . . . . . . . . . . . . . . . . . . 1387linux/net/shed/sh bq. . . . . . . . . . . . . . . . . . . . . . . . . . 1388linux/net/shed/sh sz. . . . . . . . . . . . . . . . . . . . . . . . . . 1389linux/net/shed/sh sz. . . . . . . . . . . . . . . . . . . . . . . . . . 1390linux/net/shed/sh sz. . . . . . . . . . . . . . . . . . . . . . . . . . 1391linux/net/shed/sh sz. . . . . . . . . . . . . . . . . . . . . . . . . . 1392linux/net/shed/sh sz. . . . . . . . . . . . . . . . . . . . . . . . . . 1393linux/net/shed/sh sz. . . . . . . . . . . . . . . . . . . . . . . . . . 1394linux/net/shed/sh sz. . . . . . . . . . . . . . . . . . . . . . . . . . 1395linux/net/shed/sh �fo. . . . . . . . . . . . . . . . . . . . . . . . . . 1396linux/net/shed/sh �fo. . . . . . . . . . . . . . . . . . . . . . . . . . 1397linux/net/shed/sh �fo. . . . . . . . . . . . . . . . . . . . . . . . . . 1398linux/net/shed/sh �fo. . . . . . . . . . . . . . . . . . . . . . . . . . 1399linux/net/shed/sh �fo. . . . . . . . . . . . . . . . . . . . . . . . . . 1400linux/net/shed/sh �fo. . . . . . . . . . . . . . . . . . . . . . . . . . 1401linux/net/shed/sh �fo. . . . . . . . . . . . . . . . . . . . . . . . . . 1402linux/net/shed/sh �fo. . . . . . . . . . . . . . . . . . . . . . . . . . 1403linux/net/shed/sh �fo. . . . . . . . . . . . . . . . . . . . . . . . . . 1404linux/net/shed/sh �fo. . . . . . . . . . . . . . . . . . . . . . . . . . 1405linux/net/shed/estimator. . . . . . . . . . . . . . . . . . . . . . . . . 1406linux/net/shed/estimator. . . . . . . . . . . . . . . . . . . . . . . . . 1407linux/net/shed/estimator. . . . . . . . . . . . . . . . . . . . . . . . . 1408linux/net/shed/estimator. . . . . . . . . . . . . . . . . . . . . . . . . 1409linux/net/shed/estimator. . . . . . . . . . . . . . . . . . . . . . . . . 1410linux/net/shed/polie. . . . . . . . . . . . . . . . . . . . . . . . . . . 1411linux/net/shed/polie. . . . . . . . . . . . . . . . . . . . . . . . . . . 1412linux/net/shed/polie. . . . . . . . . . . . . . . . . . . . . . . . . . . 1413linux/net/shed/polie. . . . . . . . . . . . . . . . . . . . . . . . . . . 1414linux/net/shed/polie. . . . . . . . . . . . . . . . . . . . . . . . . . . 1415linux/net/shed/polie. . . . . . . . . . . . . . . . . . . . . . . . . . . 1416linux/net/shed/polie. . . . . . . . . . . . . . . . . . . . . . . . . . . 1417linux/net/shed/sh ingress. . . . . . . . . . . . . . . . . . . . . . . . 1418linux/net/shed/sh ingress. . . . . . . . . . . . . . . . . . . . . . . . 1419linux/net/shed/sh ingress. . . . . . . . . . . . . . . . . . . . . . . . 1420linux/net/shed/sh ingress. . . . . . . . . . . . . . . . . . . . . . . . 1421linux/net/shed/sh ingress. . . . . . . . . . . . . . . . . . . . . . . . 1422linux/net/shed/sh ingress. . . . . . . . . . . . . . . . . . . . . . . . 1423



LISTINGS 402linux/net/shed/sh ingress. . . . . . . . . . . . . . . . . . . . . . . . 1424linux/net/shed/sh ingress. . . . . . . . . . . . . . . . . . . . . . . . 1425linux/net/shed/sh dsmark. . . . . . . . . . . . . . . . . . . . . . . . 1426linux/net/shed/sh dsmark. . . . . . . . . . . . . . . . . . . . . . . . 1427linux/net/shed/sh dsmark. . . . . . . . . . . . . . . . . . . . . . . . 1428linux/net/shed/sh dsmark. . . . . . . . . . . . . . . . . . . . . . . . 1429linux/net/shed/sh dsmark. . . . . . . . . . . . . . . . . . . . . . . . 1430linux/net/shed/sh dsmark. . . . . . . . . . . . . . . . . . . . . . . . 1431linux/net/shed/sh dsmark. . . . . . . . . . . . . . . . . . . . . . . . 1432linux/net/shed/sh dsmark. . . . . . . . . . . . . . . . . . . . . . . . 1433linux/net/shed/sh dsmark. . . . . . . . . . . . . . . . . . . . . . . . 1434linux/net/shed/sh dsmark. . . . . . . . . . . . . . . . . . . . . . . . 1435linux/net/shed/sh dsmark. . . . . . . . . . . . . . . . . . . . . . . . 1436linux/net/shed/sh dsmark. . . . . . . . . . . . . . . . . . . . . . . . 1437linux/net/shed/sh dsmark. . . . . . . . . . . . . . . . . . . . . . . . 1438linux/net/shed/sh dsmark. . . . . . . . . . . . . . . . . . . . . . . . 1439linux/net/shed/sh dsmark. . . . . . . . . . . . . . . . . . . . . . . . 1440linux/net/shed/sh dsmark. . . . . . . . . . . . . . . . . . . . . . . . 1441linux/net/shed/sh dsmark. . . . . . . . . . . . . . . . . . . . . . . . 1442linux/net/shed/sh red. . . . . . . . . . . . . . . . . . . . . . . . . . 1443linux/net/shed/sh red. . . . . . . . . . . . . . . . . . . . . . . . . . 1444linux/net/shed/sh red. . . . . . . . . . . . . . . . . . . . . . . . . . 1445linux/net/shed/sh red. . . . . . . . . . . . . . . . . . . . . . . . . . 1446linux/net/shed/sh red. . . . . . . . . . . . . . . . . . . . . . . . . . 1447linux/net/shed/sh red. . . . . . . . . . . . . . . . . . . . . . . . . . 1448linux/net/shed/sh red. . . . . . . . . . . . . . . . . . . . . . . . . . 1449linux/net/shed/sh red. . . . . . . . . . . . . . . . . . . . . . . . . . 1450linux/net/shed/sh red. . . . . . . . . . . . . . . . . . . . . . . . . . 1451linux/net/shed/sh red. . . . . . . . . . . . . . . . . . . . . . . . . . 1452linux/net/shed/sh red. . . . . . . . . . . . . . . . . . . . . . . . . . 1453linux/net/shed/sh red. . . . . . . . . . . . . . . . . . . . . . . . . . 1454linux/net/shed/sh red. . . . . . . . . . . . . . . . . . . . . . . . . . 1455linux/net/shed/sh red. . . . . . . . . . . . . . . . . . . . . . . . . . 1456linux/net/shed/sh red. . . . . . . . . . . . . . . . . . . . . . . . . . 1457linux/net/shed/sh tbf. . . . . . . . . . . . . . . . . . . . . . . . . . 1458linux/net/shed/sh tbf. . . . . . . . . . . . . . . . . . . . . . . . . . 1459linux/net/shed/sh tbf. . . . . . . . . . . . . . . . . . . . . . . . . . 1460linux/net/shed/sh tbf. . . . . . . . . . . . . . . . . . . . . . . . . . 1461linux/net/shed/sh tbf. . . . . . . . . . . . . . . . . . . . . . . . . . 1462linux/net/shed/sh tbf. . . . . . . . . . . . . . . . . . . . . . . . . . 1463linux/net/shed/sh tbf. . . . . . . . . . . . . . . . . . . . . . . . . . 1464linux/net/shed/sh tbf. . . . . . . . . . . . . . . . . . . . . . . . . . 1465linux/net/shed/sh tbf. . . . . . . . . . . . . . . . . . . . . . . . . . 1466linux/net/shed/sh tbf. . . . . . . . . . . . . . . . . . . . . . . . . . 1467linux/net/shed/sh tbf. . . . . . . . . . . . . . . . . . . . . . . . . . 1468linux/net/shed/sh tbf. . . . . . . . . . . . . . . . . . . . . . . . . . 1469linux/net/shed/sh ingress. . . . . . . . . . . . . . . . . . . . . . . . 1470linux/net/shed/sh ingress. . . . . . . . . . . . . . . . . . . . . . . . 1471linux/net/shed/sh ingress. . . . . . . . . . . . . . . . . . . . . . . . 1472linux/net/shed/sh prio. . . . . . . . . . . . . . . . . . . . . . . . . . 1473



LISTINGS 403linux/net/shed/sh prio. . . . . . . . . . . . . . . . . . . . . . . . . . 1474linux/net/shed/sh prio. . . . . . . . . . . . . . . . . . . . . . . . . . 1475linux/net/shed/sh prio. . . . . . . . . . . . . . . . . . . . . . . . . . 1476linux/net/shed/sh prio. . . . . . . . . . . . . . . . . . . . . . . . . . 1477linux/net/shed/sh prio. . . . . . . . . . . . . . . . . . . . . . . . . . 1478linux/net/shed/sh sfq. . . . . . . . . . . . . . . . . . . . . . . . . . 1479linux/net/shed/sh sfq. . . . . . . . . . . . . . . . . . . . . . . . . . 1480linux/net/shed/sh prio. . . . . . . . . . . . . . . . . . . . . . . . . . 1481linux/net/shed/sh sfq. . . . . . . . . . . . . . . . . . . . . . . . . . 1482linux/net/shed/sh sfq. . . . . . . . . . . . . . . . . . . . . . . . . . 1483linux/net/shed/sh sfq. . . . . . . . . . . . . . . . . . . . . . . . . . 1484linux/net/shed/sh sfq. . . . . . . . . . . . . . . . . . . . . . . . . . 1485linux/net/shed/sh sfq. . . . . . . . . . . . . . . . . . . . . . . . . . 1486linux/net/shed/sh sfq. . . . . . . . . . . . . . . . . . . . . . . . . . 1487linux/net/shed/sh sfq. . . . . . . . . . . . . . . . . . . . . . . . . . 1488linux/net/shed/sh sfq. . . . . . . . . . . . . . . . . . . . . . . . . . 1489linux/net/shed/sh sfq. . . . . . . . . . . . . . . . . . . . . . . . . . 1490linux/net/shed/sh sfq. . . . . . . . . . . . . . . . . . . . . . . . . . 1491linux/net/shed/sh teql. . . . . . . . . . . . . . . . . . . . . . . . . . 1492linux/net/shed/sh teql. . . . . . . . . . . . . . . . . . . . . . . . . . 1493linux/net/shed/sh teql. . . . . . . . . . . . . . . . . . . . . . . . . . 1494linux/net/shed/sh teql. . . . . . . . . . . . . . . . . . . . . . . . . . 1495linux/net/shed/sh teql. . . . . . . . . . . . . . . . . . . . . . . . . . 1496linux/net/shed/sh teql. . . . . . . . . . . . . . . . . . . . . . . . . . 1497linux/net/shed/sh teql. . . . . . . . . . . . . . . . . . . . . . . . . . 1498linux/net/shed/sh teql. . . . . . . . . . . . . . . . . . . . . . . . . . 1499linux/net/shed/sh teql. . . . . . . . . . . . . . . . . . . . . . . . . . 1500linux/net/shed/sh teql. . . . . . . . . . . . . . . . . . . . . . . . . . 1501linux/net/shed/sh teql. . . . . . . . . . . . . . . . . . . . . . . . . . 1502linux/net/shed/sh teql. . . . . . . . . . . . . . . . . . . . . . . . . . 1503linux/net/shed/sh teql. . . . . . . . . . . . . . . . . . . . . . . . . . 1504linux/net/shed/sh teql. . . . . . . . . . . . . . . . . . . . . . . . . . 1505linux/net/ore/pro�le. . . . . . . . . . . . . . . . . . . . . . . . . . . 1506linux/net/ore/pro�le. . . . . . . . . . . . . . . . . . . . . . . . . . . 1507linux/net/ore/pro�le. . . . . . . . . . . . . . . . . . . . . . . . . . . 1508linux/net/ore/pro�le. . . . . . . . . . . . . . . . . . . . . . . . . . . 1509linux/net/ore/pro�le. . . . . . . . . . . . . . . . . . . . . . . . . . . 1510linux/net/shed/sh atm. . . . . . . . . . . . . . . . . . . . . . . . . . 1511linux/net/shed/sh atm. . . . . . . . . . . . . . . . . . . . . . . . . . 1512linux/net/shed/sh atm. . . . . . . . . . . . . . . . . . . . . . . . . . 1513linux/net/shed/sh atm. . . . . . . . . . . . . . . . . . . . . . . . . . 1514linux/net/shed/sh atm. . . . . . . . . . . . . . . . . . . . . . . . . . 1515linux/net/shed/sh atm. . . . . . . . . . . . . . . . . . . . . . . . . . 1516linux/net/shed/sh atm. . . . . . . . . . . . . . . . . . . . . . . . . . 1517linux/net/shed/sh atm. . . . . . . . . . . . . . . . . . . . . . . . . . 1518linux/net/shed/sh atm. . . . . . . . . . . . . . . . . . . . . . . . . . 1519linux/net/shed/sh atm. . . . . . . . . . . . . . . . . . . . . . . . . . 1520linux/net/shed/sh atm. . . . . . . . . . . . . . . . . . . . . . . . . . 1521linux/net/shed/sh atm. . . . . . . . . . . . . . . . . . . . . . . . . . 1522linux/net/shed/sh atm. . . . . . . . . . . . . . . . . . . . . . . . . . 1523



LISTINGS 404linux/net/shed/sh atm. . . . . . . . . . . . . . . . . . . . . . . . . . 1524linux/net/shed/sh atm. . . . . . . . . . . . . . . . . . . . . . . . . . 1525linux/net/shed/sh atm. . . . . . . . . . . . . . . . . . . . . . . . . . 1526linux/net/shed/sh atm. . . . . . . . . . . . . . . . . . . . . . . . . . 1527linux/net/shed/sh atm. . . . . . . . . . . . . . . . . . . . . . . . . . 1528linux/net/shed/sh atm. . . . . . . . . . . . . . . . . . . . . . . . . . 1529linux/net/shed/sh atm. . . . . . . . . . . . . . . . . . . . . . . . . . 1530linux/net/shed/sh atm. . . . . . . . . . . . . . . . . . . . . . . . . . 1531linux/net/shed/sh atm. . . . . . . . . . . . . . . . . . . . . . . . . . 1532linux/net/shed/sh atm. . . . . . . . . . . . . . . . . . . . . . . . . . 1533t/t. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1534



List of Figures

405



� �202 /* WONDERFUL. NO COMMENTS. --ANK */� �Figure 1: Comments, what omments: linux/net/khttpd/waitheaders.
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0 1 2 30 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+|Version| IHL |Type of Servie| Total Length |+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+| Identifiation |Flags| Fragment Offset |+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+| Time to Live | Protool | Header Cheksum |+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+| Soure Address |+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+| Destination Address |+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+| Options | Padding |+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+Figure 4: The RFC style IP Header De�nition



� �116 strut iphdr f117 #if de�ned( LITTLE ENDIAN BITFIELD)118 u8 ihl :4,119 version :4;120 #elif de�ned ( BIG ENDIAN BITFIELD)121 u8 version :4,122 ihl :4;123 #else124 #error "Please �x <asm/byteorder.h>"125 #endif126 u8 tos ;127 u16 tot len ;128 u16 id ;129 u16 frag o� ;130 u8 ttl ;131 u8 protool;132 u16 hek;133 u32 saddr;134 u32 daddr;135 /*The options start here. */136 g;� �Figure 5: The C style IP Header De�nition



0 1 2 30 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+| Soure Port | Destination Port |+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+| Sequene Number |+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+| Aknowledgment Number |+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+| Data | |U|A|P|R|S|F| || Offset| Reserved |R|C|S|S|Y|I| Window || | |G|K|H|T|N|N| |+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+| Cheksum | Urgent Pointer |+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+| Options | Padding |+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+| data |+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+Figure 6: The RFC style IP Header De�nition



� �23 strut tphdr f24 u16 soure;25 u16 dest;26 u32 seq;27 u32 ak seq;28 #if de�ned( LITTLE ENDIAN BITFIELD)29 u16 res1 :4,30 do� :4,31 �n :1,32 syn:1,33 rst :1,34 psh:1,35 ak:1,36 urg:1,37 ee :1,38 wr:1;39 #elif de�ned( BIG ENDIAN BITFIELD)40 u16 do� :4,41 res1 :4,42 wr:1,43 ee :1,44 urg:1,45 ak:1,46 psh:1,47 rst :1,48 syn:1,49 �n :1;50 #else51 #error "Adjust your <asm/byteorder.h> de�nes"52 #endif53 u16 window;54 u16 hek;55 u16 urg ptr;56 g;� �Figure 7: The TCP Header De�nition: linux/inlude/linux/tp.h
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� �6 /*7 * This allows for 1024 file desriptors: if NR_OPEN is ever grown8 * beyond that you'll have to hange this too. But 1024 fd's seem to be9 * enough even for suh "real" unies like OSF/1, so hopefully this is10 * one limit that doesn't have to be hanged [again℄.11 *12 * Note that POSIX wants the FD_CLEAR(fd,fdsetp) defines to be in13 * <sys/time.h> (and thus <linux/time.h>) - but this is a more logial14 * plae for them. Solved by having dummy defines in <sys/time.h>.15 */1617 /*18 * Those maros may have been defined in <gnu/types.h>. But we always19 * use the ones here.20 */21 #undef NFDBITS22 #de�ne NFDBITS (8 � sizeof (unsigned long))2324 #undef FD SETSIZE25 #de�ne FD SETSIZE 10242627 #undef FDSET LONGS28 #de�ne FDSET LONGS ( FD SETSIZE/ NFDBITS)2930 #undef FDELT31 #de�ne FDELT(d) ((d) / NFDBITS)3233 #undef FDMASK34 #de�ne FDMASK(d) (1UL << ((d) % NFDBITS))3536 typedef strut f37 unsigned long fds bits [ FDSET LONGS℄;38 g kernel fd set ;3940 /* Type of a signal handler. */41 typedef void (� kernel sighandler t )( int) ;4243 /* Type of a SYSV IPC key. */44 typedef int kernel key t ;� �Figure 10: POSIX C Type De�nitions: linux/inlude/linux/posix types.h



� �4 typedef unsigned short umode t;56 /*7 * __xx is ok: it doesn't pollute the POSIX namespae. Use these in the8 * header files exported to user spae9 */1011 typedef signed har s8 ;12 typedef unsigned har u8;1314 typedef signed short s16 ;15 typedef unsigned short u16;1617 typedef signed int s32 ;18 typedef unsigned int u32;1920 #if de�ned( GNUC ) && !de�ned( STRICT ANSI )21 typedef signed long long s64 ;22 typedef unsigned long long u64;23 #endif2425 /*26 * These aren't exported outside the kernel to avoid name spae lashes27 */28 #ifdef KERNEL2930 typedef signed har s8;31 typedef unsigned har u8;3233 typedef signed short s16;34 typedef unsigned short u16;3536 typedef signed int s32;37 typedef unsigned int u32;3839 typedef signed long long s64;40 typedef unsigned long long u64;4142 #de�ne BITS PER LONG 324344 /* Dma addresses are 32-bits wide. */4546 typedef u32 dma addr t;� �Figure 11: i386 ASM header interfae C Type De�nitions:linux/inlude/asm{i386/types.h



� �13 typedef kernel fd set fd set ;14 typedef kernel dev t dev t;15 typedef kernel ino t ino t ;16 typedef kernel mode t mode t;17 typedef kernel nlink t nlink t ;18 typedef kernel o� t o� t ;19 typedef kernel pid t pid t ;20 typedef kernel daddr t daddr t;21 typedef kernel key t key t;22 typedef kernel suseonds t suseonds t;2324 #ifdef KERNEL25 typedef kernel uid32 t uid t ;26 typedef kernel gid32 t gid t ;27 typedef kernel uid16 t uid16 t;28 typedef kernel gid16 t gid16 t ;2930 #ifdef CONFIG UID1631 /* This is defined by inlude/asm-{arh}/posix_types.h */32 typedef kernel old uid t old uid t ;33 typedef kernel old gid t old gid t ;34 #endif /* CONFIG_UID16 */3536 /* lib5 inludes this file to define uid_t, thus uid_t an never hange37 * when it is inluded by non-kernel ode38 */39 #else40 typedef kernel uid t uid t ;41 typedef kernel gid t gid t ;42 #endif /* __KERNEL__ */4344 #if de�ned( GNUC ) && !de�ned( STRICT ANSI )45 typedef kernel lo� t lo� t ;46 #endif4748 /*49 * The following typedefs are also proteted by individual ifdefs for50 * historial reasons:51 */52 #ifndef SIZE T53 #de�ne SIZE T54 typedef kernel size t size t ;55 #endif5657 #ifndef SSIZE T58 #de�ne SSIZE T59 typedef kernel ssize t ssize t ;60 #endif� �Figure 12: Kernel C Type De�nitions: linux/inlude/linux/types.h



� �62 #ifndef PTRDIFF T63 #de�ne PTRDIFF T64 typedef kernel ptrdi� t ptrdi� t ;65 #endif6667 #ifndef TIME T68 #de�ne TIME T69 typedef kernel time t time t;70 #endif7172 #ifndef CLOCK T73 #de�ne CLOCK T74 typedef kernel lok t lok t ;75 #endif7677 #ifndef CADDR T78 #de�ne CADDR T79 typedef kernel addr t addr t;80 #endif8182 /* bsd */83 typedef unsigned har u har;84 typedef unsigned short u short;85 typedef unsigned int u int ;86 typedef unsigned long u long;8788 /* sysv */89 typedef unsigned har unhar;90 typedef unsigned short ushort;91 typedef unsigned int uint ;92 typedef unsigned long ulong;� �Figure 13: Kernel C Type De�nitions: linux/inlude/linux/types.h



� �94 #ifndef BIT TYPES DEFINED95 #de�ne BIT TYPES DEFINED9697 typedef u8 u int8 t ;98 typedef s8 int8 t ;99 typedef u16 u int16 t ;100 typedef s16 int16 t ;101 typedef u32 u int32 t ;102 typedef s32 int32 t ;103104 #endif /* !(__BIT_TYPES_DEFINED__) */105106 typedef u8 uint8 t ;107 typedef u16 uint16 t ;108 typedef u32 uint32 t ;109110 #if de�ned( GNUC ) && !de�ned( STRICT ANSI )111 typedef u64 uint64 t ;112 typedef u64 u int64 t ;113 typedef s64 int64 t ;114 #endif� �Figure 14: Kernel C Type De�nitions: linux/inlude/linux/types.h
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� �490 �/491 needs reshed:492 f493 unsigned long ags ;494495 /*496 * Avoid taking the runqueue lok in ases where497 * no preemption-hek is neessery:498 */499 if ((prev == idle task(smp proessor id())) jj500 (poliy & SCHED YIELD))501 goto out unlok;502503 spin lok irqsave (&runqueue lok, ags) ;504 if ((prev�>state == TASK RUNNING) && !prev�>has pu)505 reshedule idle (prev);506 spin unlok irqrestore (&runqueue lok, ags) ;507 goto out unlok;508 g509 #else510 prev�>poliy &= ~SCHED YIELD;511 #endif /* CONFIG_SMP */512 g513514 void shedule tail (strut task strut �prev)515 f516 shedule tail (prev);517 g518519 /*520 * 'shedule()' is the sheduler funtion. It's a very simple and nie521 * sheduler: it's not perfet, but ertainly works for most things.522 *� �Figure 16: The Sheduler i: linux/kernel/shed.



� �523 � The goto is " interesting ".524 �525 � NOTE!! Task 0 is the ' idle ' task , whih gets alled when no other526 � tasks an run. It an not be killed , and it annot sleep . The 'state '527 � information in task [0℄ is never used.528 �/529 asmlinkage void shedule(void)530 f531 strut shedule data � shed data;532 strut task strut �prev, �next, �p;533 strut list head �tmp;534 int this pu , ;535536 if (! urrent�>ative mm) BUG();537 need reshed bak:� �Figure 17: The Sheduler ii: linux/kernel/shed.



� �538 prev = urrent;539 this pu = prev�>proessor;540541 if ( in interrupt ())542 goto sheduling in interrupt ;543544 release kernel lok (prev, this pu) ;545546 /* Do "administrative" work here while we don't hold any loks */547 if ( softirq ative (this pu) & softirq mask(this pu))548 goto handle softirq ;549 handle softirq bak :550551 /*552 * 'shed_data' is proteted by the fat that we an run553 * only one proess per CPU.554 */555 shed data = & aligned data[this pu℄.shedule data;556557 spin lok irq (&runqueue lok);558559 /* move an exhausted RR proess to be last.. */560 if (prev�>poliy == SCHED RR)561 goto move rr last ;562 move rr bak:563564 swith (prev�>state) f565 ase TASK INTERRUPTIBLE:566 if (signal pending(prev)) f567 prev�>state = TASK RUNNING;568 break;569 g570 default :571 del from runqueue(prev);� �Figure 18: The Sheduler iii: linux/kernel/shed.



� �572 ase TASK RUNNING:;573 g574 prev�>need reshed = 0;575576 /*577 * this is the sheduler proper:578 */579580 repeat shedule:581 /*582 * Default proess to selet..583 */584 next = idle task(this pu) ;585  = �1000;586 if (prev�>state == TASK RUNNING)587 goto still running ;588589 still running bak :590 list for eah (tmp, &runqueue head) f591 p = list entry (tmp, strut task strut , run list ) ;592 if (an shedule(p, this pu)) f593 int weight = goodness(p, this pu, prev�>ative mm);594 if (weight > )595  = weight, next = p;596 g597 g598599 /* Do we need to re-alulate ounters? */600 if (! )601 goto realulate ;602 /*603 * from this point on nothing an prevent us from604 * swithing to the next task, save this fat in605 * shed_data.606 */607 shed data�>urr = next;608 #ifdef CONFIG SMP609 next�>has pu = 1;610 next�>proessor = this pu;611 #endif612 spin unlok irq(&runqueue lok);� �Figure 19: The Sheduler iv: linux/kernel/shed.



� �614 if (prev == next)615 goto same proess;616617 #ifdef CONFIG SMP618 /*619 * maintain the per-proess 'last shedule' value.620 * (this has to be realulated even if we reshedule to621 * the same proess) Currently this is only used on SMP,622 * and it's approximate, so we do not have to maintain623 * it while holding the runqueue spinlok.624 */625 shed data�>last shedule = get yles();626627 /*628 * We drop the sheduler lok early (it's a global spinlok),629 * thus we have to lok the previous proess from getting630 * resheduled during swith_to().631 */632633 #endif /* CONFIG_SMP */634635 kstat .ontext swth++;636 /*637 * there are 3 proesses whih are affeted by a ontext swith:638 *639 * prev == .... ==> (last => next)640 *641 * It's the 'muh more previous' 'prev' that is on next's stak,642 * but prev is set to (the just run) 'last' proess by swith_to().643 * This might sound slightly onfusing but makes tons of sense.644 */645 prepare to swith() ;646 f647 strut mm strut �mm = next�>mm;648 strut mm strut �oldmm = prev�>ative mm;649 if (! mm) f650 if (next�>ative mm) BUG();651 next�>ative mm = oldmm;� �Figure 20: The Sheduler iv: linux/kernel/shed.



� �652 atomi in(&oldmm�>mm ount);653 enter lazy tlb (oldmm, next, this pu);654 g else f655 if (next�>ative mm != mm) BUG();656 swith mm(oldmm, mm, next, this pu);657 g658659 if (! prev�>mm) f660 prev�>ative mm = NULL;661 mmdrop(oldmm);662 g663 g664665 /*666 * This just swithes the register state and the667 * stak.668 */669 swith to(prev, next, prev);670 shedule tail (prev);671672 same proess:673 reaquire kernel lok (urrent) ;674 if (urrent�>need reshed)675 goto need reshed bak;676677 return;678679 realulate :680 f681 strut task strut �p;682 spin unlok irq(&runqueue lok);683 read lok(& tasklist lok ) ;684 for eah task (p)685 p�>ounter = (p�>ounter >> 1) + NICE TO TICKS(p�>nie);686 read unlok(&tasklist lok) ;687 spin lok irq (&runqueue lok);688 g689 goto repeat shedule;690691 still running :692  = goodness(prev, this pu, prev�>ative mm);693 next = prev;694 goto still running bak ;695696 handle softirq :697 do softirq () ;698 goto handle softirq bak ;699700 move rr last :� �Figure 21: The Sheduler v: linux/kernel/shed.



� �446 �/447 stati inline void shedule tail (strut task strut �prev)448 f449 #ifdef CONFIG SMP450 int poliy ;451452 /*453 * prev->poliy an be written from here only before prev'454 * an be sheduled (before setting prev->has_pu to zero).455 * Of ourse it must also be read before allowing prev456 * to be resheduled, but sine the write depends on the read457 * to omplete, wmb() is enough. (the spin_lok() aquired458 * before setting has_pu is not enough beause the spin_lok()459 * ommon ode semantis allows ode outside the ritial setion460 * to enter inside the ritial setion)461 */462 poliy = prev�>poliy;463 prev�>poliy = poliy & ~SCHED YIELD;464 wmb();465466 /*467 * fast path falls through. We have to lear has_pu before468 * heking prev->state to avoid a wakeup rae - thus we469 * also have to protet against the task exiting early.470 */471 task lok(prev);472 prev�>has pu = 0;473 mb();474 if (prev�>state == TASK RUNNING)475 goto needs reshed;476477 out unlok:478 task unlok(prev); /* Synhronise here with release_task() if prev isTASK_ZOMBIE */479 return;480481 /*482 * Slow path - we 'push' the previous proess and483 * reshedule_idle() will attempt to find a new� �Figure 22: The Sheduler Tail: linux/kernel/shed.



� �346 suess = 1;347 out:348 spin unlok irqrestore (&runqueue lok, ags) ;349 return suess ;350 g351352 inline int wake up proess(strut task strut � p)353 f354 return try to wake up(p, 0) ;355 g356357 stati void proess timeout(unsigned long data)358 f359 strut task strut � p = (strut task strut �) data ;360361 wake up proess(p);362 g363364 /**365 * shedule_timeout - sleep until timeout366 * �timeout: timeout value in jiffies367 *368 * Make the urrent task sleep until �timeout jiffies have369 * elapsed. The routine will return immediately unless� �Figure 23: The Wakeup Common Code : linux/kernel/shed.



� �803804 return timeout;805 g806807 void sleep on(wait queue head t �q)808 f809 SLEEP ON VAR810811 urrent�>state = TASK UNINTERRUPTIBLE;� �Figure 24: The Sleepon Code : linux/kernel/shed.



� �86 #de�ne SAVE ALL n87 ld ; n88 pushl %es; n89 pushl %ds; n90 pushl %eax; n91 pushl %ebp; n92 pushl %edi; n93 pushl %esi; n94 pushl %edx; n95 pushl %ex; n96 pushl %ebx; n97 movl $( KERNEL DS),%edx; n98 movl %edx,%ds; n99 movl %edx,%es;100101 #de�ne RESTORE ALL n102 popl %ebx; n103 popl %ex; n104 popl %edx; n105 popl %esi; n106 popl %edi; n107 popl %ebp; n108 popl %eax; n109 1: popl %ds; n110 2: popl %es; n111 addl $4,%esp; n112 3: iret ; n113 . setion . �xup,"ax"; n114 4: movl $0,(%esp); n115 jmp 1b; n116 5: movl $0,(%esp); n117 jmp 2b; n118 6: pushl %ss; n119 popl %ds; n120 pushl %ss; n121 popl %es; n122 pushl $11; n123 all do exit ; n124 .previous; n125 . setion ex table ,"a";n126 . align 4; n127 .long 1b,4b; n128 .long 2b,5b; n129 .long 3b,6b; n130 .previous� �Figure 25: The Linux Kernel System Call Entry Code -save and restore over-head: linux/arh/i386/kernel/entry.S



� �136 ENTRY(lall7)137 push # We get a di�erent stak layout with all gates ,138 pushl %eax # whih has to be leaned up later ..139 SAVE ALL140 movl EIP(%esp),%eax # due to all gates , this is eags , not eip ..141 movl CS(%esp),%edx # this is eip ..142 movl EFLAGS(%esp),%ex # and this is s..143 movl %eax,EFLAGS(%esp) #144 movl %edx,EIP(%esp) # Now we move them to their "normal" plaes145 movl %ex,CS(%esp) #146 movl %esp,%ebx147 pushl %ebx148 andl $�8192,%ebx # GET CURRENT149 movl exe domain(%ebx),%edx # Get the exeution domain150 movl 4(%edx),%edx # Get the lall7 handler for the domain151 pushl $0x7152 all �%edx153 addl $4, %esp154 popl %eax155 jmp ret from sys all� �Figure 26: The Linux Kernel System Call Entry Code - example of entry:linux/arh/i386/kernel/entry.S



� �498 stati void init smp init(void)499 f500 /* Get other proessors into their bootup holding patterns. */501 smp boot pus();502 smp threads ready=1;503 smp ommene();504 g505506 #endif507508 /*509 * Ativate the first proessor.510 */511512 asmlinkage void init start kernel (void)513 f514 har � ommand line;515 unsigned long mempages;516 extern har saved ommand line[℄;517 /*518 * Interrupts are still disabled. Do neessary setups, then519 * enable them520 */521 lok kernel () ;522 printk(linux banner);� �Figure 27: The Linux Kernel Startup Code i: linux/init/main.



� �523 setup arh(&ommand line);524 printk("Kernel ommand line: %snn", saved ommand line);525 parse options(ommand line);526 trap init () ;527 init IRQ() ;528 shed init () ;529 time init () ;530 softirq init () ;531532 /*533 * HACK ALERT! This is early. We're enabling the onsole before534 * we've done PCI setups et, and onsole_init() must be aware of535 * this. But we do want output early, in ase something goes wrong.536 */537 onsole init () ;538 #ifdef CONFIG MODULES539 init modules() ;540 #endif541 if ( prof shift ) f542 unsigned int size ;543 /* only text is profiled */544 prof len = (unsigned long) & etext � (unsigned long) & stext;545 prof len >>= prof shift;546547 size = prof len � sizeof (unsigned int) + PAGE SIZE�1;548 prof bu�er = (unsigned int �) allo bootmem(size);549 g550551 kmem ahe init();552 sti () ;553 alibrate delay () ;554 #ifdef CONFIG BLK DEV INITRD555 if ( initrd start && !initrd below start ok &&556 initrd start < min low pfn << PAGE SHIFT) f557 printk(KERN CRIT "initrd overwritten (0x%08lx < 0x%08lx) � "558 "disabling it .nn", initrd start ,min low pfn << PAGE SHIFT);559 initrd start = 0;560 g561 #endif562 mem init();� �Figure 28: The Linux Kernel Startup Code ii: linux/init/main.



� �563 kmem ahe sizes init() ;564 #ifdef CONFIG PROC FS565 pro root init () ;566 #endif567 mempages = num physpages;568569 fork init (mempages);570 pro ahes init () ;571 vfs ahes init (mempages);572 bu�er init (mempages);573 page ahe init(mempages);574 #if de�ned(CONFIG ARCH S390)575 wahe init() ;576 #endif577 signals init () ;578 bdev init() ;579 inode init (mempages);580 #if de�ned(CONFIG SYSVIPC)581 ip init () ;582 #endif583 #if de�ned(CONFIG QUOTA)584 dquot init hash() ;585 #endif586 hek bugs();587 printk("POSIX onformane testing by UNIFIXnn");588589 /*590 * We ount on the initial thread going ok591 * Like idlers init is an unloked kernel thread, whih will592 * make sysalls (and thus be loked).� �Figure 29: The Linux Kernel Startup Code iii: linux/init/main.



� �100 if (major == 0) f101 write lok(&hrdevs lok);102 for (major = MAX CHRDEV�1; major > 0; major��) f103 if (hrdevs[major℄.fops == NULL) f104 hrdevs[major℄.name = name;105 hrdevs[major℄.fops = fops;106 write unlok(&hrdevs lok);107 return major;108 g109 g110 write unlok(&hrdevs lok);111 return �EBUSY;112 g113 if (major >= MAX CHRDEV)114 return �EINVAL;115 write lok(&hrdevs lok);116 if (hrdevs[major℄.fops && hrdevs[major℄.fops != fops) f117 write unlok(&hrdevs lok);118 return �EBUSY;119 g120 hrdevs[major℄.name = name;121 hrdevs[major℄.fops = fops;122 write unlok(&hrdevs lok);123 return 0;124 g125126 int unregister hrdev(unsigned int major, onst har � name)127 f128 if (major >= MAX CHRDEV)129 return �EINVAL;130 write lok(&hrdevs lok);131 if (! hrdevs[major℄.fops jj strmp(hrdevs[major℄.name, name)) f132 write unlok(&hrdevs lok);133 return �EINVAL;134 g135 hrdevs[major℄.name = NULL;136 hrdevs[major℄.fops = NULL;137 write unlok(&hrdevs lok);138 return 0;139 g140141 /*� �Figure 30: Linux Charater Devie Registration: linux/fs/devies.



� �478479 len = sprintf (p, "nnBlok devies:nn");480 for ( i = 0; i < MAX BLKDEV ; i++) f481 if (blkdevs[ i ℄. bdops) f482 len += sprintf(p+len, "%3d %snn", i, blkdevs[i℄.name);483 g484 g485 return len ;486 g487488 /*489 Return the funtion table of a devie.490 Load the driver if needed.491 */492 onst strut blok devie operations � get blkfops(unsigned int major)493 f494 onst strut blok devie operations �ret = NULL;495496 /* major 0 is used for non-devie mounts */497 if (major && major < MAX BLKDEV) f498 #ifdef CONFIG KMOD499 if (! blkdevs[major℄.bdops) f500 har name[20℄;501 sprintf (name, "blok�major�%d", major);502 request module(name);503 g504 #endif505 ret = blkdevs[major℄.bdops;506 g507 return ret ;508 g509510 int register blkdev (unsigned int major, onst har � name, strut blok devie operations�bdops)� �Figure 31: Linux Blok Devie Registration : linux/fs/blok dev.



� �2151 return �EEXIST;2152 mempy(dev�>name, ifr�>ifr newname, IFNAMSIZ);2153 dev�>name[IFNAMSIZ�1℄ = 0;2154 noti�er all hain (&netdev hain, NETDEV CHANGENAME,dev);2155 return 0;21562157 /*2158 * Unknown or private iotl2159 */21602161 default :2162 if (( md >= SIOCDEVPRIVATE &&2163 md <= SIOCDEVPRIVATE + 15) jj2164 md == SIOCETHTOOL) f2165 if (dev�>do iotl) f2166 if (! netif devie present (dev))2167 return �ENODEV;2168 return dev�>do iotl(dev, ifr , md);2169 g2170 return �EOPNOTSUPP;2171 g21722173 #ifdef WIRELESS EXT2174 if (md >= SIOCIWFIRST && md <= SIOCIWLAST) f2175 if (dev�>do iotl) f2176 if (! netif devie present (dev))2177 return �ENODEV;2178 return dev�>do iotl(dev, ifr , md);2179 g2180 return �EOPNOTSUPP;2181 g2182 #endif /* WIRELESS_EXT */21832184 g2185 return �EINVAL;2186 g21872188 /*2189 * This funtion handles all "interfae"-type I/O ontrol requests. Theatual2190 * 'doing' part of this is dev_ifsio above.� �Figure 32: Linux Network Devie Registration - i: linux/net/ore/dev.



� �21922193 /**2194 * dev_iotl - network devie iotl2195 * �md: ommand to issue2196 * �arg: pointer to a strut ifreq in user spae2197 *2198 * Issue iotl funtions to devies. This is normally alled by the2199 * user spae sysall interfaes but an sometimes be useful for2200 * other purposes. The return value is the return from the sysall if2201 * positive or a negative errno ode on error.2202 */22032204 int dev iotl (unsigned int md, void �arg)2205 f2206 strut ifreq ifr ;2207 int ret ;2208 har �olon;22092210 /* One speial ase: SIOCGIFCONF takes ifonf argument2211 and requires shared lok, beause it sleeps writing2212 to user spae.� �Figure 33: Linux Network Devie Registration - ii: linux/net/ore/dev.



� �22142215 if (md == SIOCGIFCONF) f2216 rtnl shlok () ;2217 ret = dev ifonf ((har �) arg);2218 rtnl shunlok() ;2219 return ret ;2220 g2221 if (md == SIOCGIFNAME) f2222 return dev ifname((strut ifreq �)arg);2223 g22242225 if (opy from user(&ifr, arg , sizeof (strut ifreq )))2226 return �EFAULT;22272228 ifr .ifr name[IFNAMSIZ�1℄ = 0;22292230 olon = strhr( ifr .ifr name, ' :' ) ;2231 if (olon)2232 �olon = 0;22332234 /*2235 * See whih interfae the aller is talking about.2236 */22372238 swith(md)2239 f2240 /*2241 * These iotl alls:2242 * - an be done by all.2243 * - atomi and do not require loking.2244 * - return a value2245 */22462247 ase SIOCGIFFLAGS:2248 ase SIOCGIFMETRIC:2249 ase SIOCGIFMTU:2250 ase SIOCGIFHWADDR:2251 ase SIOCGIFSLAVE:2252 ase SIOCGIFMAP:2253 ase SIOCGIFINDEX:2254 ase SIOCGIFTXQLEN:2255 dev load( ifr .ifr name);2256 read lok(&dev base lok);2257 ret = dev ifsio (&ifr , md);2258 read unlok(&dev base lok);2259 if (! ret) f2260 if (olon)2261 �olon = ' :' ;� �Figure 34: Linux Network Devie Registration - iii: linux/net/ore/dev.



� �2264 g2265 return ret ;22662267 /*2268 * These iotl alls:2269 * - require superuser power.2270 * - require strit serialization.2271 * - do not return a value2272 */22732274 ase SIOCSIFFLAGS:2275 ase SIOCSIFMETRIC:2276 ase SIOCSIFMTU:2277 ase SIOCSIFMAP:2278 ase SIOCSIFHWADDR:2279 ase SIOCSIFSLAVE:2280 ase SIOCADDMULTI:2281 ase SIOCDELMULTI:2282 ase SIOCSIFHWBROADCAST:2283 ase SIOCSIFTXQLEN:2284 ase SIOCSIFNAME:� �Figure 35: Linux Network Devie Registration - iv: linux/net/ore/dev.



� �2285 ase SIOCETHTOOL:2286 if (! apable(CAP NET ADMIN))2287 return �EPERM;2288 dev load( ifr .ifr name);2289 dev probe lok();2290 rtnl lok () ;2291 ret = dev ifsio (&ifr , md);2292 rtnl unlok () ;2293 dev probe unlok();2294 return ret ;22952296 ase SIOCGIFMEM:2297 /* Get the per devie memory spae. We an add this buturrently2298 do not support it */2299 ase SIOCSIFMEM:2300 /* Set the per devie memory buffer spae. Not appliablein our ase */2301 ase SIOCSIFLINK:2302 return �EINVAL;23032304 /*2305 * Unknown or private iotl.2306 */23072308 default :2309 if (md >= SIOCDEVPRIVATE &&2310 md <= SIOCDEVPRIVATE + 15) f2311 dev load( ifr .ifr name);2312 dev probe lok();2313 rtnl lok () ;2314 ret = dev ifsio (&ifr , md);2315 rtnl unlok () ;2316 dev probe unlok();� �Figure 36: Linux Network Devie Registration - v: linux/net/ore/dev.



� �2317 if (! ret && opy to user(arg, &ifr, sizeof (strut ifreq )))2318 return �EFAULT;2319 return ret ;2320 g2321 #ifdef WIRELESS EXT2322 /* Take are of Wireless Extensions */2323 if (md >= SIOCIWFIRST && md <= SIOCIWLAST) f2324 /* If ommand is set a parameter', or2325 * get the enoding parameters', hek if2326 * the user has the right to do it */2327 if (IW IS SET(md) jj (md == SIOCGIWENCODE)) f2328 if (! apable(CAP NET ADMIN))2329 return �EPERM;2330 g2331 dev load( ifr .ifr name);2332 rtnl lok () ;2333 ret = dev ifsio (&ifr , md);2334 rtnl unlok () ;2335 if (! ret && IW IS GET(md) &&2336 opy to user(arg, & ifr , sizeof (strut ifreq )))2337 return �EFAULT;2338 return ret ;2339 g2340 #endif /* WIRELESS_EXT */2341 return �EINVAL;2342 g2343 g234423452346 /**2347 * dev_new_index - alloate an ifindex2348 *2349 * Returns a suitable unique value for a new devie interfae2350 * number. The aller must hold the rtnl semaphore or the2351 * dev_base_lok to be sure it remains unique.2352 */23532354 int dev new index(void)2355 f2356 stati int i�ndex ;2357 for (;;) f� �Figure 37: Linux Network Devie Registration - 2: linux/net/ore/dev.



� �2358 if (++i�ndex <= 0)2359 i�ndex=1;2360 if ( dev get by index( i�ndex ) == NULL)2361 return i�ndex ;2362 g2363 g23642365 stati int dev boot phase = 1;23662367 /**2368 * register_netdevie - register a network devie2369 * �dev: devie to register2370 *2371 * Take a ompleted network devie struture and add it to the kernel2372 * interfaes. A %NETDEV_REGISTER message is sent to the netdev notifier2373 * hain. 0 is returned on suess. A negative errno ode is returned2374 * on a failure to set up the devie, or if the name is a dupliate.2375 *2376 * Callers must hold the rtnl semaphore. See the omment at the2377 * end of Spae. for details about the loking. You may want2378 * register_netdev() instead of this.2379 *2380 * BUGS:2381 * The loking appears insuffiient to guarantee two parallel registers2382 * will not get the same name.2383 */23842385 int register netdevie (strut net devie �dev)2386 f2387 strut net devie �d, ��dp;� �Figure 38: Linux Network Devie Registration - 2: linux/net/ore/dev.



� �2389 int ret ;2390 #endif23912392 spin lok init (&dev�>queue lok);2393 spin lok init (&dev�>xmit lok);2394 dev�>xmit lok owner = �1;2395 #ifdef CONFIG NET FASTROUTE2396 dev�>fastpath lok=RW LOCK UNLOCKED;2397 #endif23982399 if (dev boot phase) f2400 #ifdef CONFIG NET DIVERT2401 ret = allo divert blk (dev);2402 if ( ret)2403 return ret ;2404 #endif /* CONFIG_NET_DIVERT */24052406 /* This is NOT bug, but I am not sure, that all the2407 devies, initialized before netdev module is started2408 are sane.24092410 Now they are hained to devie boot list� �Figure 39: Linux Network Devie Registration - 2: linux/net/ore/dev.
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� �474 g attribute (( aligned (SMP CACHE BYTES)));475476477 extern strut softnet data softnet data [NR CPUS℄;478479 #de�ne HAVE NETIF QUEUE480481 stati inline void netif shedule (strut net devie �dev)482 f483 if (! test and set bit ( LINK STATE SCHED, &dev�>state)) f484 unsigned long ags ;485 int pu = smp proessor id();486487 loal irq save ( ags ) ;488 dev�>next shed = softnet data[pu℄.output queue;489 softnet data [pu℄.output queue = dev;490 pu raise softirq (pu, NET TX SOFTIRQ);491 loal irq restore ( ags ) ;492 g493 g494495 stati inline void netif shedule (strut net devie �dev)496 f497 if (! test bit ( LINK STATE XOFF, &dev�>state))498 netif shedule (dev);499 g500501 stati inline void netif start queue (strut net devie �dev)502 f503 lear bit ( LINK STATE XOFF, &dev�>state);504 g505506 stati inline void netif wake queue(strut net devie �dev)507 f508 if ( test and lear bit ( LINK STATE XOFF, &dev�>state))509 netif shedule (dev);510 g511512 stati inline void netif stop queue(strut net devie �dev)513 f514 set bit ( LINK STATE XOFF, &dev�>state);515 g516517 stati inline int netif queue stopped(strut net devie �dev)518 f519 return test bit ( LINK STATE XOFF, &dev�>state);520 g521522 stati inline int netif running(strut net devie �dev)� �Figure 41: SMP netdevie sheduling: linux/inlude/linux/netdevie.h



� �20 strut timer list f21 strut list head list ;22 unsigned long expires ;23 unsigned long data;24 void (�funtion)(unsigned long);25 g;� �Figure 42: Linux Timer Struture: linux/inlude/linux/timer.h



� �38 /*39 * mod_timer is a more effiient way to update the expire field of an40 * ative timer (if the timer is inative it will be ativated)41 * mod_timer(a,b) is equivalent to del_timer(a); a->expires = b; add_timer(a).42 * If the timer is known to be not pending (ie, in the handler), mod_timer43 * is less effiient than a->expires = b; add_timer(a).44 */45 int mod timer(strut timer list �timer, unsigned long expires) ;4647 extern void it real fn (unsigned long);4849 stati inline void init timer (strut timer list � timer)50 f51 timer�>list.next = timer�>list.prev = NULL;52 g5354 stati inline int timer pending (onst strut timer list � timer)55 f56 return timer�>list.next != NULL;57 g� �Figure 43: Updating the Linux Timer Struture:linux/inlude/linux/timer.h



� �176 void add timer(strut timer list �timer)177 f178 unsigned long ags ;179180 spin lok irqsave (&timerlist lok , ags ) ;181 if (timer pending(timer))182 goto bug;183 internal add timer(timer);184 spin unlok irqrestore (&timerlist lok , ags ) ;185 return;186 bug:187 spin unlok irqrestore (&timerlist lok , ags ) ;188 printk("bug: kernel timer added twie at %p.nn",189 builtin return address (0)) ;190 g� �Figure 44: Linux Timer Calls - add timer: linux/kernel/timer.



� �120 stati unsigned long timer jiÆes ;121122 stati inline void internal add timer(strut timer list �timer)123 f124 /*125 * must be li-ed when alling this126 */127 unsigned long expires = timer�>expires;128 unsigned long idx = expires � timer jiÆes ;129 strut list head � ve;130131 if ( idx < TVR SIZE) f132 int i = expires & TVR MASK;133 ve = tv1.ve + i;134 g else if (idx < 1 << (TVR BITS + TVN BITS)) f135 int i = (expires >> TVR BITS) & TVN MASK;136 ve = tv2.ve + i;137 g else if (idx < 1 << (TVR BITS + 2 � TVN BITS)) f138 int i = (expires >> (TVR BITS + TVN BITS)) & TVN MASK;139 ve = tv3.ve + i;140 g else if (idx < 1 << (TVR BITS + 3 � TVN BITS)) f141 int i = (expires >> (TVR BITS + 2 � TVN BITS)) & TVN MASK;142 ve = tv4.ve + i;143 g else if (( signed long) idx < 0) f144 /* an happen if you add a timer with expires == jiffies,145 * or you set a timer to go off in the past146 */147 ve = tv1.ve + tv1.index;148 g else if (idx <= 0x����UL ) f149 int i = (expires >> (TVR BITS + 3 � TVN BITS)) & TVN MASK;150 ve = tv5.ve + i;151 g else f152 /* Can only get here on arhitetures with 64-bit jiffies */153 INIT LIST HEAD(&timer�>list);154 return;155 g156 /*157 * Timers are FIFO!158 */159 list add (&timer�>list, ve�>prev);160 g� �Figure 45: Linux Timer Calls - internal add timer: linux/kernel/timer.
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� �236 /* RFC1323: The window in SYN & SYN/ACK segments237 * is never saled.238 */239 th�>window = htons(tp�>rv wnd);240 g else f241 th�>window = htons(tp selet window(sk));242 g243 th�>hek = 0;244 th�>urg ptr = 0;245246 if (tp�>urg mode &&247 between(tp�>snd up, tb�>seq+1, tb�>seq+0xFFFF)) f248 th�>urg ptr = htons(tp�>snd up�tb�>seq);249 th�>urg = 1;250 g251252 if (tb�>ags & TCPCB FLAG SYN) f253 tp syn build options (( u32 �)(th + 1),254 tp advertise mss(sk) ,255 ( systl ags & SYSCTL FLAG TSTAMPS),� �Figure 48: Filling in Some Key TCP �elds: linux/net/ipv4/tp output.



� �367368 if (opt && opt�>is stritroute && rt�>rt dst != rt�>rt gateway)369 goto no route;370371 /* OK, we know where to send it, alloate and build IP header. */372 iph = (strut iphdr �) skb push(skb, sizeof (strut iphdr) + (opt ? opt�>optlen: 0));373 �(( u16 �)iph) = htons((4 << 12) j (5 << 8) j (sk�>protinfo.af inet.tos & 0x�)) ;374 iph�>tot len = htons(skb�>len);375 iph�>frag o� = 0;376 iph�>ttl = sk�>protinfo.af inet.ttl ;377 iph�>protool = sk�>protool;� �Figure 49: Filling in Some Key IP bits: linux/net/ipv4/ip output.



� �1028 spin unlok bh(&dev�>xmit lok);1029 if ( net ratelimit ())1030 printk(KERN DEBUG "Virtual devie %s asks to queuepaket!nn", dev�>name);1031 kfree skb(skb);1032 return �ENETDOWN;1033 g else f1034 /* Reursion is deteted! It is possible, unfortunately */1035 if ( net ratelimit ())1036 printk(KERN DEBUG "Dead loop on virtual devie %s,�x it urgently!nn", dev�>name);1037 g1038 g1039 spin unlok bh(&dev�>queue lok);10401041 kfree skb(skb);� �Figure 50: Network Devie Driver Rx i: linux/net/ore/dev.



� �104410451046 /*=======================================================================1047 Reeiver routines1048 =======================================================================*/10491050 int netdev max baklog = 300;1051 /* These numbers are seleted based on intuition and some1052 * experimentatiom, if you have more sientifi way of doing this1053 * please go ahead and fix things.1054 */1055 int no ong thresh = 10;1056 int no ong = 20;1057 int lo ong = 100;1058 int mod ong = 290;10591060 strut netif rx stats netdev rx stat [NR CPUS℄;106110621063 #ifdef CONFIG NET HW FLOWCONTROL1064 atomi t netdev dropping = ATOMIC INIT(0);1065 stati unsigned long netdev f mask = 1;1066 unsigned long netdev f xo� = 0;1067 spinlok t netdev f lok = SPIN LOCK UNLOCKED;10681069 stati strut1070 f1071 void (�stimul)(strut net devie �) ;1072 strut net devie �dev;1073 g netdev f slots [32℄;10741075 int netdev register f (strut net devie �dev, void (�stimul)(strut net devie �dev))1076 f1077 int bit = 0;1078 unsigned long ags ;� �Figure 51: Network Devie Driver Rx ii: linux/net/ore/dev.



� �1135 softnet data [pu℄. ng level = NET RX CN HIGH;1136 #ifdef RAND LIE1137 rd = net random();1138 rq = rd % netdev max baklog;1139 if (rq < avg blog) /* unluky bastard */1140 softnet data [pu℄. ng level = NET RX DROP;1141 #endif1142 g else if (avg blog > lo ong) f1143 softnet data [pu℄. ng level = NET RX CN MOD;1144 #ifdef RAND LIE1145 rd = net random();1146 rq = rd % netdev max baklog;1147 if (rq < avg blog) /* unluky bastard */1148 softnet data [pu℄. ng level = NET RX CN HIGH;1149 #endif1150 g else if (avg blog > no ong)1151 softnet data [pu℄. ng level = NET RX CN LOW;1152 else /* no ongestion */1153 softnet data [pu℄. ng level = NET RX SUCCESS;11541155 softnet data [pu℄.avg blog = avg blog;1156 g11571158 #ifdef OFFLINE SAMPLE1159 stati void sample queue(unsigned long dummy)1160 f1161 /* 10 ms 0r 1ms -- i dont are -- JHS */1162 int next tik = 1;1163 int pu = smp proessor id();11641165 get sample stats(pu);1166 next tik += jiÆes ;1167 mod timer(&samp timer, next tik);1168 g1169 #endif� �Figure 52: Network Devie Driver Rx i: linux/net/ore/dev.



� �1172 /**1173 * netif_rx - post buffer to the network ode1174 * �skb: buffer to post1175 *1176 * This funtion reeives a paket from a devie driver and queues it for1177 * the upper (protool) levels to proess. It always sueeds. The buffer1178 * may be dropped during proessing for ongestion ontrol or by the1179 * protool layers.1180 *1181 * return values:1182 * NET_RX_SUCCESS (no ongestion)1183 * NET_RX_CN_LOW (low ongestion)1184 * NET_RX_CN_MOD (moderate ongestion)1185 * NET_RX_CN_HIGH (high ongestion)1186 * NET_RX_DROP (paket was dropped)1187 *1188 *1189 */11901191 int netif rx (strut sk bu� �skb)1192 f1193 int this pu = smp proessor id();1194 strut softnet data �queue;1195 unsigned long ags ;11961197 if (skb�>stamp.tv se == 0)1198 get fast time(&skb�>stamp);� �Figure 53: Network Devie Driver Rx ii: linux/net/ore/dev.



� �10831084 iov . iov base = kaddr + o�set;1085 iov . iov len = size ;10861087 old fs = get fs () ;1088 set fs (KERNEL DS);1089 res = sok sendmsg(sok, &msg, size);1090 set fs ( old fs ) ;� �Figure 54: Soket Reeive wake up proess: linux/net/ore/sok.



� �488 g489 if (! ip .opt)490 ip.opt = sk�>protinfo.af inet.opt;491492 ufh.saddr = ip.addr;493 ip.addr = daddr = ufh.daddr;494495 if ( ip.opt && ip.opt�>srr) f496 if (! daddr)497 return �EINVAL;498 daddr = ip.opt�>faddr;499 onneted = 0;500 g501 tos = RT TOS(sk�>protinfo.af inet.tos);502 if (sk�>loalroute jj (msg�>msg ags&MSG DONTROUTE) jj503 (ip .opt && ip.opt�>is stritroute)) f504 tos j= RTO ONLINK;505 onneted = 0;506 g507508 if (MULTICAST(daddr)) f509 if (! ip . oif )510 ip . oif = sk�>protinfo.af inet.m index;511 if (! ufh.saddr)512 ufh.saddr = sk�>protinfo.af inet.m addr;513 onneted = 0;514 g515516 if (onneted)517 rt = (strut rtable�)sk dst hek(sk , 0) ;518519 if ( rt == NULL) f520 err = ip route output(&rt, daddr, ufh.saddr, tos , ip . oif ) ;521 if ( err)522 goto out;523524 err = �EACCES;525 if ( rt�>rt ags&RTCF BROADCAST && !sk�>broadast)526 goto out;527 if (onneted)528 sk dst set (sk , dst lone(&rt�>u.dst));� �Figure 55: UDP Output i: linux/net/ipv4/udp.



� �530531 if (msg�>msg ags&MSG CONFIRM)532 goto do on�rm;533 bak from on�rm:534535 ufh.saddr = rt�>rt sr;536 if (! ip .addr)537 ufh.daddr = ip.addr = rt�>rt dst;538 ufh.uh.len = htons(ulen);539 ufh.uh.hek = 0;540 ufh.iov = msg�>msg iov;541 ufh.whek = 0;542543 /* RFC1122: OK. Provides the heksumming faility (MUST) as per */544 /* 4.1.3.4. It's onfigurable by the appliation via setsokopt() */545 /* (MAY) and it defaults to on (MUST). */546547 err = ip build xmit(sk,548 (sk�>no hek == UDP CSUM NOXMIT ?549 udp getfrag nosum :550 udp getfrag),551 &ufh, ulen, &ip, rt , msg�>msg ags);552553 out:554 ip rt put (rt) ;555 if ( free )556 kfree(ip .opt);557 if (! err) f558 UDP INC STATS USER(UdpOutDatagrams);559 return len ;560 g561 return err ;562563 do on�rm:564 dst on�rm(&rt�>u.dst);� �Figure 56: UDP Output ii: linux/net/ipv4/udp.



� �566 goto bak from on�rm;567 err = 0;568 goto out;569 g570571 /*572 * IOCTL requests appliable to the UDP protool573 */574575 int udp iotl(strut sok �sk , int md, unsigned long arg)576 f577 swith(md)578 f579 ase SIOCOUTQ:580 f581 int amount = atomi read(&sk�>wmem allo);582 return put user(amount, (int �)arg) ;583 g584585 ase SIOCINQ:586 f� �Figure 57: UDP Output iii: linux/net/ipv4/udp.



� �683 err = opied;684685 out free :686 skb free datagram(sk, skb);687 out:688 return err ;689690 sum opy err:691 UDP INC STATS BH(UdpInErrors);692693 /* Clear queue. */694 if ( ags&MSG PEEK) f695 int lear = 0;696 spin lok irq (&sk�>reeive queue.lok);697 if (skb == skb peek(&sk�>reeive queue)) f698 skb unlink(skb, &sk�>reeive queue);699 lear = 1;700 g701 spin unlok irq(&sk�>reeive queue.lok);702 if ( lear )703 kfree skb(skb);704 g705706 skb free datagram(sk, skb);707708 return �EAGAIN;709 g710711 int udp onnet(strut sok �sk, strut sokaddr �uaddr, int addr len)712 f713 strut sokaddr in �usin = (strut sokaddr in �) uaddr;714 strut rtable �rt ;715 int err ;716717718 if (addr len < sizeof(�usin))719 return �EINVAL;720721 if (usin�>sin family != AF INET)722 return �EAFNOSUPPORT;� �Figure 58: UDP Input i: linux/net/ipv4/udp.



� �725726 err = ip route onnet(&rt, usin�>sin addr.s addr, sk�>saddr,727 sk�>protinfo.af inet.tos jsk�>loalroute, sk�>bound dev if);728 if ( err)729 return err ;730 if (( rt�>rt ags&RTCF BROADCAST) && !sk�>broadast) f731 ip rt put (rt) ;732 return �EACCES;733 g734 if (! sk�>saddr)735 sk�>saddr = rt�>rt sr; /* Update soure address */736 if (! sk�>rv saddr)737 sk�>rv saddr = rt�>rt sr;738 sk�>daddr = rt�>rt dst;739 sk�>dport = usin�>sin port;740 sk�>state = TCP ESTABLISHED;741 sk�>protinfo.af inet.id = jiÆes ;742743 sk dst set (sk, &rt�>u.dst);744 return(0) ;745 g746747 int udp disonnet(strut sok �sk , int ags )748 f749 /*� �Figure 59: UDP Input iii: linux/net/ipv4/udp.



� �859 NETDEBUG(printk(KERN DEBUG "udp v4 hw sum failure.nn"));860 skb�>ip summed = CHECKSUM NONE;861 g862 if (skb�>ip summed != CHECKSUM UNNECESSARY)863 skb�>sum = sum tpudp nofold(saddr, daddr, ulen, IPPROTO UDP, 0);864 /* Probably, we should heksum udp header (it should be in ahe865 * in any ase) and data in tiny pakets (< rx opybreak).866 */867 return 0;868 g869870 /*871 * All we need to do is get the soket, and then do a heksum.872 */873874 int udp rv(strut sk bu� �skb)875 f876 strut sok �sk;877 strut udphdr �uh;878 unsigned short ulen;879 strut rtable �rt = (strut rtable�)skb�>dst;880 u32 saddr = skb�>nh.iph�>saddr;� �Figure 60: UDP Reeive Multiast: linux/net/ipv4/udp.



12 PING bells.s.ul.a.uk (128.16.5.31) from 128.16.6.226 : 56(84) bytes ofdata.34 64 bytes from bells.s.ul.a.uk (128.16.5.31): imp_seq=0 ttl=255 time=819 use Figure 61: Use of ping



12 10:38:11.705142 0:0:4f:d3:db:3 0:20:af:ab:e1:6e ip 98: ovavu.s.ul.a.uk > brahms.s.ul.a.uk: imp: eho request34 10:38:11.705270 0:20:af:ab:e1:6e 0:0:4f:d3:db:3 ip 98: brahms.s.ul.a.uk > ovavu.s.ul.a.uk: imp: eho replyFigure 62: Wire view of ping



1 exeve("/bin/ping", ["ping", "-", "1", "bells"℄, [/* 24 vars */℄) = 02 open("/lib/libresolv.so.2", O_RDONLY) = 33 getpid() = 45104 getuid() = 05 soket(PF_INET, SOCK_RAW, IPPROTO_ICMP) = 36 setuid(0) = 07 gettimeofday({960371553, 351449}, NULL) = 08 open("/et/resolv.onf", O_RDONLY) = 49 read(4, "searh s.ul.a.uk\nnameserver 1"..., 4096) = 4310 soket(PF_UNIX, SOCK_STREAM, 0) = 411 onnet(4, {sin_family=AF_UNIX, path="                                                                                       /var/run/.nsd_soket"}, 110) = -1 ECONNREFUSED (Connetion refused)12 open("/et/nsswith.onf", O_RDONLY) = 413 open("/et/host.onf", O_RDONLY) = 414 open("/et/hosts", O_RDONLY) = 415 open("/lib/libnss_nisplus.so.2", O_RDONLY) = 416 uname({sys="Linux", node="ovavu.s.ul.a.uk", ...}) = 017 open("/var/nis/NIS_COLD_START", O_RDONLY) = -1 ENOENT (No suh file ordiretory)18 soket(PF_INET, SOCK_DGRAM, IPPROTO_IP) = 419 onnet(4, {sin_family=AF_INET, sin_port=htons(53), sin_addr=inet_addr("128.16.5.31")}}, 16) = 020 send(4, "V\'\1\0\0\1\0\0\0\0\0\0\5bells\2s\3ul\2a\2uk\0"..., 36, 0)= 3621 time(NULL) = 96037155322 poll([{fd=4, events=POLLIN, revents=POLLIN}℄, 1, 5000) = 123 revfrom(4, "V\'\205\200\0\1\0\1\0\4\0\6\5bells\2s\3ul\2a\2uk\0"..., 1024, 0, {sin_family=AF_INET, sin_port=htons(53), sin_addr=inet_addr("128.16.5.31")}}, [16℄) = 26224 lose(4) = 025 soket(PF_INET, SOCK_DGRAM, IPPROTO_IP) = 426 onnet(4, {sin_family=AF_INET, sin_port=htons(1025), sin_addr=inet_addr("128.16.5.31")}}, 16) = 027 getsokname(4, {sin_family=AF_INET, sin_port=htons(1031), sin_addr=inet_addr("128.16.6.226")}}, [16℄) = 028 lose(4) = 029 bind(3, {sin_family=AF_INET, sin_port=htons(0), sin_addr=inet_addr("128.16.6.226")}}, 16) = 030 setsokopt(3, IPPROTO_RAW1, [-6202℄, 4) = 031 rt_sigation(SIGINT, {0x804a670, [℄, SA_INTERRUPT|0x4000000}, NULL, 8)= 032 rt_sigation(SIGALRM, {0x8049e74, [℄, SA_INTERRUPT|0x4000000}, NULL, 8)= 033 gettimeofday({960371553, 403056}, NULL) = 034 gettimeofday({960371553, 403316}, NULL) = 035 sendmsg(3, {msg_name(16)={sin_family=AF_INET, sin_port=htons(0), sin_addr=inet_addr("128.16.5.31")}}, msg_iov(1)=[{"\10\0Uo\236\21\0\0a\33>9t\'\6\0\10\t\n\v\f\r\16\17\20\21"..., 64}℄, msg_ontrollen=0, msg_flags=0}, 0) = 6436 rt_sigation(SIGALRM, {0x804a670, [℄, SA_INTERRUPT|0x4000000}, NULL, 8)= 037 setitimer(ITIMER_REAL, {it_interval={0, 0}, it_value={10, 0}}, NULL) = 038 time(NULL) = 96037155339 revfrom(3, "E\0\0TR\250\0\0\377\1\\\337\200\20\5\37\200\20\6\342\0"..., 192, 0, {sin_family=AF_INET, sin_port=htons(4288), sin_addr=inet_addr("128.16.5.31")}}, [16℄) = 8440 gettimeofday({960371553, 407464}, NULL) = 041 uname({sys="Linux", node="ovavu.s.ul.a.uk", ...}) = 042 soket(PF_INET, SOCK_DGRAM, IPPROTO_IP) = 443 onnet(4, {sin_family=AF_INET, sin_port=htons(53), sin_addr=inet_addr("128.16.5.31")}}, 16) = 044 send(4, "V(\1\0\0\1\0\0\0\0\0\0\00231\0015\00216\003128\7in-add"..., 42, 0) = 4245 time(NULL) = 96037155346 poll([{fd=4, events=POLLIN, revents=POLLIN}℄, 1, 5000) = 147 revfrom(4, "V(\205\200\0\1\0\1\0\3\0\3\00231\0015\00216\003128\7in"..., 1024, 0, {sin_family=AF_INET, sin_port=htons(53), sin_addr=inet_addr("128.16.5.31")}}, [16℄) = 21548 lose(4) = 049 write(1, "PING bells.s.ul.a.uk (128.16."..., 159PING bells.s.ul.a.uk (128.16.5.31) from 128.16.6.226 : 56(84) bytes of data.50 64 bytes from bells.s.ul.a.uk (128.16.5.31): imp_seq=0 ttl=255 time=4.1 ms51 rt_sigation(SIGALRM, {SIG_IGN}, NULL, 8) = 052 write(1, "\n", 153 ) = 154 write(1, "--- bells.s.ul.a.uk ping stat"..., 141--- bells.s.ul.a.ukping statistis ---55 1 pakets transmitted, 1 pakets reeived, 0% paket loss round-trip min/avg/max = 4.1/4.1/4.1 ms56 ) = 14157 _exit(0) = ?Figure 63: Strae of ping



� �12 #inlude <sys/types.h>3 #inlude <sys/soket.h>45 int soket( int domain, int type, int protool) ;� �Figure 64: soket()



� �1 #inlude <stdio.h>2 #inlude <sys/types.h>3 #inlude <sys/soket.h>4 #inlude <netinet/in.h>5 #inlude <netdb.h>678 #inlude <errno.h>9 extern int errno;1011 int hild pid ; /* Handy hild handle */1213 main(arg, argv)14 har �argv [℄;15 f16 long host = 0;17 short port;1819 if (arg < 3) f20 printf ("What host(i.j.k. l )/port?nn");21 exit(�1);22 g2324 host = inet addr(argv[1℄) ;25 port = (short)atoi(argv [2℄) ;2627 if (( hild pid = fork()) == 0)28 lient (host , port) ; /* Child Code */29 else30 server(port) ; /* Parent */3132 g� �Figure 65: Soket Programming 1 - main: pix/sok.



� �3435 lient (host , port)36 long host;37 short port;38 f3940 har bu� [80℄;41 int len ;42 int asok;43 strut sokaddr in where, there;44 int ret ;4546 /* Wait for hild to set up listen */47 sleep(1) ;4849 asok = soket(AF INET, SOCK STREAM, 0);50 hek(asok, "soket");5152 where.sin family = AF INET;53 where.sin addr.s addr = 0;54 where.sin port = 0;55 ret = bind(asok, &where, sizeof(strut sokaddr in)) ;56 hek(ret , "bind");5758 there . sin family = AF INET;59 there .sin addr.s addr = host;60 there . sin port = htons(port);61 ret = onnet(asok, &there, sizeof (strut sokaddr in)) ;62 hek(ret , "onnet");6364 while((len = read(0, bu� , 1) ) > 0)65 write(asok, bu� , 1) ; /* Write to pipe */6667 fprintf (stderr , "nnChild gonenn");68 shutdown(asok, 1);69 lose (asok);70 exit (0) ;71 g� �Figure 66: Soket Programming 2 - lient: pix/sok.



� �7273 server(port)74 short port;75 f76 har bu� [80℄;77 int len ;78 int status ;79 int asok, ns ; /* Soket desriptor thingy */80 strut sokaddr in where, there;81 int thing = sizeof (strut sokaddr in);828384 asok = soket(AF INET, SOCK STREAM, 0);85 hek(asok, "soket");8687 where.sin family = AF INET;88 where.sin addr.s addr = INADDR ANY; /* System Knows */89 where.sin port = htons(port);9091 status = bind(asok, &where, sizeof(strut sokaddr in)) ;92 hek (status , "bind");93 status = listen (asok, 1) ;94 hek(status , " listen ");9596 ns = aept(asok, &there, &thing);97 hek(ns, "aept");9899 while (( len = read(ns, bu� , 1) ) > 0)100 write (2, bu� , len) ; /* Write to terminal */101102 shutdown(asok, 0);103 lose (asok);104105 fprintf (stderr , "nnParent gonenn");106 wait(status) ; /* Wait for hild to finish */107 exit (0) ;108 g109110 hek(status , sysname)111 int status ;112 har �sysname;113 f114 if ( status < 0) f115 perror(sysname);116 exit(�1);117 g118 g� �Figure 67: Soket Programming 3 - server: pix/sok.



� �1 #inlude <stdio.h>2 #inlude <sys/types.h>3 #inlude <sys/time.h>4 #inlude <stdlib.h>567 strut timeval timeout,then,now;89 main(arg, argv)10 int arg;11 har �argv [℄;12 f13 int selret ;1415 if (arg != 3) f16 printf ("usage: timer <#seonds> <#miroseonds>");17 exit(�1);18 g1920 timeout.tv se = atol(argv[1℄) ;21 timeout.tv use = atol(argv [2℄) ;2223 gettimeofday(&then,(strut timezone �)0);24 if (( selret=selet (0, NULL, NULL, NULL, &timeout)) < 0) f25 hek( selret , " selet ");26 gettimeofday(&now,(strut timezone �)0);27 printf ("Delay = %d miroseondsnn",(now.tv se � then.tv se)�1000000 +28 now.tv use � then.tv use);29 exit (0) ;30 g� �Figure 68: Selet: pix/poll.



� �12 #inlude <sys/poll.h>34 int poll (strut pollfd �ufds , unsigned int nfds , int timeout);� �Figure 69: poll()



� �12 strut pollfd f3 int fd ; /* file desriptor */4 short events ; /* requested events */5 short revents ; /* returned events */6 g;� �Figure 70: pollfd



� �1 setnb()2 f3 int on = 1;4 int iret ;56 if (( iret=iotl (0, FIONBIO, (har �) &on)) < 0)7 hek( iret , " iotl FIONBIO error");8 g� �Figure 71: NBIO: pix/nbio.



Time

Application

Transport

Network

Driver

Wire

X

X

X

Application keeps on executing, until signalled about arriving data

Figure 72: Asynhronous Reeption



� �1 #inlude <signal.h>2 #inlude <fntl.h>34 #de�ne BUFFSIZE 409656 int sigag ; /* gotta be global! */78 int sigio handler ()9 f10 sigag = 1; /* just set flag and return */11 g1213 main()14 f15 int n, fret ;16 har bu� [BUFFSIZE℄;1718 signal (SIGIO, sigio handler);19 fret=fntl (0, F SETOWN, getpid());20 hek( fret , "F SETOWN error");2122 fret=fntl (0, F SETFL, FASYNC);23 hek( fret , "F SETFL FASYNC error");2425 /* This turns asynh into a loop whih bloks in sigpause... */2627 for (;;) f28 sigblok(sigmask(SIGIO));29 while ( sigag == 0)30 sigpause(0) ; /* wait for a signal */3132 /*33 * We're here if (sigflag != 0). Also, we know that the34 * SIGIO signal is urrently bloked.35 */3637 if ( ( n = read(0, bu� , BUFFSIZE)) > 0) f38 if (write (1, bu� , n) != n)39 hek(�1, "write error");40 g else if (n < 0)41 hek(n, "read error");42 else if (n == 0)43 exit (0) ; /* EOF */4445 sigag = 0; /* turn off our flag */46 sigsetmask(0); /* and reenable signals */47 g48 g� �Figure 73: SIGIO: pix/asynh.



� �111 /* Struture desribing an Internet (IP) soket address. */112 #de�ne SOCK SIZE 16 /* sizeof(strut sokaddr) */113 strut sokaddr in f114 sa family t sin family ; /* Address family */115 unsigned short int sin port ; /* Port number */116 strut in addr sin addr; /* Internet address */117118 /* Pad to size of strut sokaddr'. */119 unsigned har pad[ SOCK SIZE � sizeof(short int) �120 sizeof (unsigned short int) � sizeof (strut in addr) ℄;121 g;122 #de�ne sin zero pad /* for BSD UNIX omp. -FvK */� �Figure 74: IP user view of address struture: linux/inlude/linux/in.h



� �30 strut in6 addr31 f32 union33 f34 u8 u6 addr8[16℄;35 u16 u6 addr16[8℄;36 u32 u6 addr32[4℄;37 g in6 u;38 #de�ne s6 addr in6 u.u6 addr839 #de�ne s6 addr16 in6 u.u6 addr1640 #de�ne s6 addr32 in6 u.u6 addr3241 g;4243 strut sokaddr in6 f44 unsigned short int sin6 family ; /* AF_INET6 */45 u16 sin6 port ; /* Transport layer port # */46 u32 sin6 owinfo ; /* IPv6 flow information */47 strut in6 addr sin6 addr ; /* IPv6 address */48 u32 sin6 sope id ; /* sope id (new in RFC2553) */49 g;� �Figure 75: IP user view of the IPv6 address struture:linux/inlude/linux/in6.h
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� �1 /*2 * tqueue.h --- task queue handling for Linux.3 *4 * Mostly based on a proposed bottom-half replaement ode written by5 * Kai Petzke, wpp�marie.physik.tu-berlin.de.6 *7 * Modified for use in the Linux kernel by Theodore Ts'o,8 * tytso�mit.edu. Any bugs are my fault, not Kai's.9 *10 * The original omment follows below.11 */1213 #ifndef LINUX TQUEUE H14 #de�ne LINUX TQUEUE H1516 #inlude <linux/spinlok.h>17 #inlude <linux/list.h>18 #inlude <asm/bitops.h>19 #inlude <asm/system.h>2021 /*22 * New proposed "bottom half" handlers:23 * (C) 1994 Kai Petzke, wpp�marie.physik.tu-berlin.de24 *25 * Advantages:26 * - Bottom halfs are implemented as a linked list. You an have as many27 * of them, as you want.28 * - No more sanning of a bit field is required upon all of a bottom half.29 * - Support for hained bottom half lists. The run_task_queue() funtion an be30 * used as a bottom half handler. This is for example useful for bottom31 * halfs, whih want to be delayed until the next lok tik.32 *33 * Notes:34 * - Bottom halfs are alled in the reverse order that they were linked into35 * the list.36 */� �Figure 79: Task Queue struture - opyright statement:linux/inlude/linux/tqueue.h



� �38 strut tq strut f39 strut list head list ; /* linked list of ative bh's */40 unsigned long syn; /* must be initialized to zero */41 void (�routine)(void �) ; /* funtion to all */42 void �data; /* argument to funtion */43 g;4445 /*46 * Emit ode to initialise a tq_strut's routine and data pointers47 */48 #de�ne PREPARE TQUEUE( tq, routine, data) n49 do f n50 ( tq)�>routine = routine; n� �Figure 80: Task Queue (TQ) strutures: linux/inlude/linux/tqueue.h



� �52 g while (0)5354 /*55 * Emit ode to initialise all of a tq_strut56 */57 #de�ne INIT TQUEUE( tq, routine, data) n58 do f n59 INIT LIST HEAD(&( tq)�>list); n60 ( tq)�>syn = 0; n61 PREPARE TQUEUE(( tq), ( routine), ( data)); n62 g while (0)6364 typedef strut list head task queue;6566 #de�ne DECLARE TASK QUEUE(q) LIST HEAD(q)67 #de�ne TQ ACTIVE(q) (! list empty(&q))6869 extern task queue tq timer, tq immediate, tq disk;7071 /*72 * To implement your own list of ative bottom halfs, use the following73 * two definitions:� �Figure 81: TQ mapping to deferred proessing/bh :linux/inlude/linux/tqueue.h



� �75 � DECLARE TASK QUEUE(my tqueue);76 � strut tq strut my task = f77 � routine : ( void (�) (void �)) my routine,78 � data: &my data79 � g;80 �81 � To ativate a bottom half on a list , use:82 �83 � queue task(&my task, &my tqueue);84 �85 � To later run the queued tasks use86 �87 � run task queue(&my tqueue);88 �89 � This allows you to do deferred proessing . For example, you ould90 � have a task queue alled tq timer , whih is exeuted within the timer91 � interrupt .92 �/9394 extern spinlok t tqueue lok;9596 /*97 * Queue a task on a tq. Return non-zero if it was suessfully98 * added.99 */100 stati inline int queue task(strut tq strut �bh pointer , task queue �bh list )101 f102 int ret = 0;103 if (! test and set bit (0,&bh pointer�>syn)) f104 unsigned long ags ;� �Figure 82: TQ inline funtions, queue, and run:linux/inlude/linux/tqueue.h



� �1 /*2 * linux/kernel/softirq.3 *4 * Copyright (C) 1992 Linus Torvalds5 *6 * Fixed a disable_bh()/enable_bh() rae (was ausing a onsole lokup)7 * due bh_mask_ount not atomi handling. Copyright (C) 1998 Andrea Arangeli8 *9 * Rewritten. Old one was good in 2.2, but in 2.3 it was immoral. --ANK (990903)10 */1112 #inlude <linux/on�g.h>13 #inlude <linux/mm.h>14 #inlude <linux/kernel stat.h>15 #inlude <linux/interrupt.h>16 #inlude <linux/smp lok.h>17 #inlude <linux/init.h>18 #inlude <linux/tqueue.h>� �Figure 83: Soft IRQs - main opyright et: linux/kernel/softirq.



� �20 /*21 - No shared variables, all the data are CPU loal.22 - If a softirq needs serialization, let it serialize itself23 by its own spinloks.24 - Even if softirq is serialized, only loal pu is marked for25 exeution. Hene, we get something sort of weak pu binding.26 Though it is still not lear, will it result in better loality27 or will not.28 - These softirqs are not masked by global li() and start_bh_atomi()29 (by lear reasons). Hene, old parts of ode still using global loks30 MUST NOT use softirqs, but insert interfaing routines aquiring31 global loks. F.e. look at BHs implementation.3233 Examples:34 - NET RX softirq. It is multithreaded and does not require35 any global serialization.36 - NET TX softirq. It kiks software netdevie queues, hene37 it is logially serialized per devie, but this serialization38 is invisible to ommon ode.39 - Tasklets: serialized wrt itself.40 - Bottom halves: globally serialized, grr...41 */� �Figure 84: Soft IRQs - main omment: linux/kernel/softirq.



� �48 stati strut softirq ation softirq ve [32℄ aheline aligned ;4950 asmlinkage void do softirq ()51 f52 int pu = smp proessor id();53 u32 ative , mask;5455 if ( in interrupt ())56 return;5758 loal bh disable () ;5960 loal irq disable () ;61 mask = softirq mask(pu);62 ative = softirq ative (pu) & mask;6364 if ( ative ) f65 strut softirq ation �h;6667 restart :68 /* Reset ative bitmask before enabling irqs */69 softirq ative (pu) &= ~ative;7071 loal irq enable () ;7273 h = softirq ve ;74 mask &= ~ative;7576 do f77 if ( ative & 1)78 h�>ation(h);79 h++;80 ative >>= 1;81 g while ( ative ) ;� �Figure 85: Soft IRQs - handler i: linux/kernel/softirq.



� �83 loal irq disable () ;8485 ative = softirq ative (pu);86 if (( ative &= mask) != 0)87 goto retry ;88 g8990 loal bh enable () ;9192 /* Leave with loally disabled hard irqs. It is ritial to lose93 * window for infinite reursion, while we help loal bh ount,94 * it proteted us. Now we are defeneless.95 */96 return;9798 retry :99 goto restart ;100 g� �Figure 86: Soft IRQs - handler ii: linux/kernel/softirq.



� �103 stati spinlok t softirq mask lok = SPIN LOCK UNLOCKED;104105 void open softirq( int nr , void (�ation)(strut softirq ation �) , void �data)106 f107 unsigned long ags ;108 int i ;109110 spin lok irqsave (&softirq mask lok, ags ) ;111 softirq ve [nr ℄. data = data;112 softirq ve [nr ℄. ation = ation;113114 for ( i=0; i<NR CPUS; i++)115 softirq mask( i ) j= (1<<nr);116 spin unlok irqrestore (&softirq mask lok, ags ) ;117 g� �Figure 87: Soft IRQs - setup: linux/kernel/softirq.



� �120 /* Tasklets */121122 strut tasklet head tasklet ve [NR CPUS℄ aheline aligned;123124 stati void tasklet ation (strut softirq ation �a)125 f126 int pu = smp proessor id();127 strut tasklet strut � list ;128129 loal irq disable () ;130 list = tasklet ve [pu℄. list ;131 tasklet ve [pu℄. list = NULL;132 loal irq enable () ;133134 while ( list != NULL) f135 strut tasklet strut �t = list ;136137 list = list�>next;138139 if ( tasklet trylok (t)) f140 if (atomi read(&t�>ount) == 0) f141 lear bit (TASKLET STATE SCHED, &t�>state);142143 t�>fun(t�>data);144 /*145 * talklet_trylok() uses test_and_set_bit thatimply146 * an mb when it returns zero, thus we need theexpliit147 * mb only here: while losing the ritial setion.148 */149 #ifdef CONFIG SMP150 smp mb before lear bit() ;151 #endif152 tasklet unlok(t) ;153 ontinue;154 g155 tasklet unlok(t) ;156 g157 loal irq disable () ;158 t�>next = tasklet ve[pu℄.list ;159 tasklet ve [pu℄. list = t;160 pu raise softirq (pu, TASKLET SOFTIRQ);161 loal irq enable () ;162 g163 g� �Figure 88: Soft IRQs - tasklet handler: linux/kernel/softirq.



� �167 strut tasklet head tasklet hi ve [NR CPUS℄ aheline aligned;168169 stati void tasklet hi ation (strut softirq ation �a)� �Figure 89: Soft IRQs - tasklet hi prority handler: linux/kernel/softirq.



� �203 void tasklet init (strut tasklet strut �t ,204 void (�fun)(unsigned long) , unsigned long data)205 f206 t�>fun = fun;207 t�>data = data;208 t�>state = 0;209 atomi set(&t�>ount, 0);210 g211212 void tasklet kill (strut tasklet strut �t)213 f214 if ( in interrupt ())215 printk("Attempt to kill tasklet from interruptnn");216217 while ( test and set bit (TASKLET STATE SCHED, &t�>state)) f218 urrent�>state = TASK RUNNING;219 do f220 urrent�>poliy j= SCHED YIELD;221 shedule() ;222 g while ( test bit (TASKLET STATE SCHED, &t�>state));223 g224 tasklet unlok wait (t) ;225 lear bit (TASKLET STATE SCHED, &t�>state);226 g� �Figure 90: Soft IRQs - tasklet initialisation and destrution:linux/kernel/softirq.



� �230 /* Old style BHs */231232 stati void (�bh base[32℄)(void);233 strut tasklet strut bh task ve [32℄;234235 /* BHs are serialized by spinlok global_bh_lok.236237 It is still possible to make synhronize_bh() as238 spin_unlok_wait(&global_bh_lok). This operation is not used239 by kernel now, so that this lok is not made private only240 due to wait_on_irq().241242 It an be removed only after auditing all the BHs.243 */244 spinlok t global bh lok = SPIN LOCK UNLOCKED;245246 stati void bh ation(unsigned long nr)247 f248 int pu = smp proessor id();249250 if (! spin trylok(&global bh lok))251 goto reshed;252253 if (! hardirq trylok(pu))254 goto reshed unlok;255256 if (bh base[nr℄)257 bh base[nr℄() ;258259 hardirq endlok(pu);260 spin unlok(&global bh lok);261 return;262263 reshed unlok:264 spin unlok(&global bh lok);265 reshed:266 mark bh(nr);267 g� �Figure 91: Soft IRQs - handler for legay bottom half ode:linux/kernel/softirq.



� �269 void init bh( int nr , void (�routine)(void))270 f271 bh base[nr℄ = routine ;272 mb();273 g274275 void remove bh(int nr)276 f277 tasklet kill (bh task ve+nr);278 bh base[nr℄ = NULL;279 g� �Figure 92: Soft IRQs - handler for legay bottom half ode:linux/kernel/softirq.



� �281 void init softirq init ()282 f283 int i ;284285 for ( i=0; i<32; i++)286 tasklet init (bh task ve+i, bh ation, i ) ;287288 open softirq(TASKLET SOFTIRQ, tasklet ation, NULL);289 open softirq(HI SOFTIRQ, tasklet hi ation, NULL);290 g291292 void run task queue(task queue � list )293 f294 strut list head head, �next;295 unsigned long ags ;296297 spin lok irqsave (&tqueue lok, ags ) ;298 list add (&head, list ) ;299 list del init ( list ) ;300 spin unlok irqrestore (&tqueue lok, ags ) ;301302 next = head.next;303 while (next != &head) f304 void (� f) (void �) ;305 strut tq strut �p;306 void �data;307308 p = list entry (next , strut tq strut , list ) ;309 next = next�>next;310 f = p�>routine;311 data = p�>data;312 wmb();313 p�>syn = 0;314 if ( f)315 f(data);316 g317 g� �Figure 93: Soft IRQs - initialise softirq and run tasklets:linux/kernel/softirq.



� �217 #de�ne NETDEV BOOT SETUP MAX 8218219220 /*221 * The DEVICE struture.222 * Atually, this whole struture is a big mistake. It mixes I/O223 * data with stritly "high-level" data, and it has to know about224 * almost every data struture used in the INET module.225 *226 * FIXME: leanup strut net_devie suh that network protool info227 * moves out.228 */229230 strut net devie231 f232233 /*234 * This is the first field of the "visible" part of this struture235 * (i.e. as seen by users in the "Spae." file). It is the name236 * the interfae.237 */238 har name[IFNAMSIZ℄;239240 /*241 * I/O speifi fields242 * FIXME: Merge these and strut ifmap into one243 */244 unsigned long rmem end; /* shmem "rev" end */245 unsigned long rmem start; /* shmem "rev" start */246 unsigned long mem end; /* shared mem end */� �Figure 94: Network/OS Devie Level Abstration 0:linux/inlude/linux/netdevie.h



� �248 unsigned long base addr; /* devie I/O address */249 unsigned int irq ; /* devie IRQ number */250251 /*252 * Some hardware also needs these fields, but they are not253 * part of the usual set speified in Spae..254 */255256 unsigned har if port ; /* Seletable AUI, TP,..*/257 unsigned har dma; /* DMA hannel */258259 unsigned long state ;260261 strut net devie �next;262263 /* The devie initialization funtion. Called only one. */264 int (� init )(strut net devie �dev);265266 /* ------- Fields preinitialized in Spae. finish here ------- */267268 strut net devie �next shed;269270 /* Interfae index. Unique devie identifier */271 int i�ndex ;� �Figure 95: Network/OS Devie Level Abstration 1:linux/inlude/linux/netdevie.h



� �272 int iink ;273274275 strut net devie stats � (� get stats )(strut net devie �dev);276 strut iw statistis � (� get wireless stats )(strut net devie �dev);277278 /*279 * This marks the end of the "visible" part of the struture. All280 * fields hereafter are internal to the system, and may hange at281 * will (read: may be leaned up at will).282 */283284 /* These may be needed for future network-power-down ode. */285 unsigned long trans start ; /* Time (in jiffies) of last Tx */286 unsigned long last rx ; /* Time of last Rx */287288 unsigned short ags ; /* interfae flags (a la BSD) */289 unsigned short gags ;290 unsigned mtu; /* interfae MTU value */291 unsigned short type; /* interfae hardware type */292 unsigned short hard header len; /* hardware hdr length */293 void �priv; /* pointer to private data */294295 strut net devie �master; /* Pointer to master devie of a group,296 * whih this devie is member of.297 */298299 /* Interfae address info. */300 unsigned har broadast[MAX ADDR LEN℄; /* hw bast add */301 unsigned har pad; /* make dev_addr aligned to 8 bytes*/302 unsigned har dev addr[MAX ADDR LEN℄; /* hw address */303 unsigned har addr len; /* hardware address length */304305 strut dev m list �m list ; /* Multiast ma addresses */306 int m ount; /* Number of installed masts */307 int promisuity;308 int allmulti ;309310 int wathdog timeo;311 strut timer list wathdog timer;� �Figure 96: Network/OS Devie Level Abstration 2:linux/inlude/linux/netdevie.h



� �313 /* Protool speifi pointers */314315 void �atalk ptr ; /* AppleTalk link */316 void �ip ptr ; /* IPv4 speifi data */317 void �dn ptr; /* DECnet speifi data */318 void �ip6 ptr ; /* IPv6 speifi data */319 void �e ptr ; /* Eonet speifi data */320321 strut Qdis �qdis;322 strut Qdis �qdis sleeping ;323 strut Qdis � qdis list ;324 strut Qdis �qdis ingress ;325 unsigned long tx queue len; /* Max frames per queue allowed */326327 /* hard_start_xmit synhronizer */328 spinlok t xmit lok;329 /* pu id of proessor entered to hard_start_xmit or -1,330 if nobody entered there.331 */332 int xmit lok owner;333 /* devie queue lok */334 spinlok t queue lok;335 /* Number of referenes to this devie */336 atomi t refnt ;337 /* The flag marking that devie is unregistered, but held by an user */338 int deadbeaf;339340 /* Net devie features */341 int features ;342 #de�ne NETIF F SG 1 /* Satter/gather IO. */343 #de�ne NETIF F IP CSUM 2 /* Can heksum only TCP/UDP over IPv4. */344 #de�ne NETIF F NO CSUM 4 /* Does not require heksum. F.e. loopak. */345 #de�ne NETIF F HW CSUM 8 /* Can heksum all the pakets. */346 #de�ne NETIF F DYNALLOC 16 /* Self-detrutable devie. */347 #de�ne NETIF F HIGHDMA 32 /* Can DMA to high memory. */� �Figure 97: Network/OS Devie Level Abstration 3:linux/inlude/linux/netdevie.h



� �348 #de�ne NETIF F FRAGLIST 1 /* Satter/gather IO. */349350 /* Called after devie is detahed from network. */351 void (�uninit)(strut net devie �dev);352 /* Called after last user referene disappears. */353 void (�destrutor)(strut net devie �dev);354355 /* Pointers to interfae servie routines. */356 int (�open)(strut net devie �dev);357 int (�stop)(strut net devie �dev);358 int (�hard start xmit) ( strut sk bu� �skb,359 strut net devie �dev);360 int (�hard header) (strut sk bu� �skb,361 strut net devie �dev,362 unsigned short type,363 void �daddr,364 void �saddr,365 unsigned len);366 int (�rebuild header)(strut sk bu� �skb);367 #de�ne HAVE MULTICAST368 void (� set multiast list )(strut net devie �dev);369 #de�ne HAVE SET MAC ADDR370 int (�set ma address)(strut net devie �dev,371 void �addr);372 #de�ne HAVE PRIVATE IOCTL373 int (�do iotl )(strut net devie �dev,374 strut ifreq � ifr , int md);375 #de�ne HAVE SET CONFIG376 int (� set on�g )(strut net devie �dev,377 strut ifmap �map);378 #de�ne HAVE HEADER CACHE379 int (�hard header ahe)(strut neighbour �neigh,380 strut hh ahe �hh);381 void (�header ahe update)(strut hh ahe �hh,382 strut net devie �dev,383 unsigned har � haddr);384 #de�ne HAVE CHANGE MTU385 int (�hange mtu)(strut net devie �dev, int new mtu);386387 #de�ne HAVE TX TIMEOUT388 void (�tx timeout) (strut net devie �dev);389390 int (�hard header parse)(strut sk bu� �skb,391 unsigned har �haddr);392 int (�neigh setup)(strut net devie �dev, strut neigh parms�);393 int (�aept fastpath)(strut net devie �, strut dst entry�);394395 /* open/release and usage marking */396 strut module �owner;� �Figure 98: Network/OS Devie Level Abstration 4:linux/inlude/linux/netdevie.h



� �1028 spin unlok bh(&dev�>xmit lok);1029 if ( net ratelimit ())1030 printk(KERN DEBUG "Virtual devie %s asks to queuepaket!nn", dev�>name);1031 kfree skb(skb);1032 return �ENETDOWN;1033 g else f1034 /* Reursion is deteted! It is possible, unfortunately */1035 if ( net ratelimit ())1036 printk(KERN DEBUG "Dead loop on virtual devie %s,�x it urgently!nn", dev�>name);1037 g1038 g1039 spin unlok bh(&dev�>queue lok);10401041 kfree skb(skb);� �Figure 99: Network Devie Driver Rx: linux/net/ore/dev.



� �163 #de�ne RX STATUS (ioaddr + 0x06)164 #de�ne RX CMD RX STATUS165 #de�ne TX STATUS (ioaddr + 0x07)166 #de�ne TX CMD TX STATUS167 #de�ne GP LOW (ioaddr + 0x08)168 #de�ne GP HIGH (ioaddr + 0x09)169 #de�ne RX BUF CLR (ioaddr + 0x0A)170 #de�ne RX LOW (ioaddr + 0x0A)171 #de�ne RX HIGH (ioaddr + 0x0B)172 #de�ne SAPROM (ioaddr + 0x0C)173 #de�ne AX STATUS (ioaddr + 0x0E)174 #de�ne AX CMD AX STATUS175 #de�ne DATAPORT (ioaddr + 0x0F)176 #de�ne TX RDY 0x08 /* In TX_STATUS */177178 #de�ne EL1 DATAPTR 0x08179 #de�ne EL1 RXPTR 0x0A180 #de�ne EL1 SAPROM 0x0C181 #de�ne EL1 DATAPORT 0x0f182183 /*184 * Writes to the ax ommand register.185 */186187 #de�ne AX OFF 0x00 /* Irq off, buffer aess on */188 #de�ne AX SYS 0x40 /* Load the buffer */189 #de�ne AX XMIT 0x44 /* Transmit a paket */190 #de�ne AX RX 0x48 /* Reeive a paket */191 #de�ne AX LOOP 0x0C /* Loopbak mode */192 #de�ne AX RESET 0x80� �Figure 100: Ethernet Driver 0 - data: linux/drivers/net/3501.



� �194 /*195 * Normal reeive mode written to RX_STATUS. We must intr on short pakets196 * to avoid bogus rx lokups.197 */198199 #de�ne RX NORM 0xA8 /* 0x68 == all addrs, 0xA8 only to me. */200 #de�ne RX PROM 0x68 /* Senior Prom, uhmm promisuous mode. */201 #de�ne RX MULT 0xE8 /* Aept multiast pakets. */202 #de�ne TX NORM 0x0A /* Interrupt on everything that might hang the hip*/203204 /*205 * TX_STATUS register.206 */207208 #de�ne TX COLLISION 0x02209 #de�ne TX 16COLLISIONS 0x04210 #de�ne TX READY 0x08211212 #de�ne RX RUNT 0x08213 #de�ne RX MISSED 0x01 /* Missed a paket due to 3501 braindamage. */214 #de�ne RX GOOD 0x30 /* Good paket 0x20, or simple overflow 0x10. */� �Figure 101: Ethernet Driver 1 - data: linux/drivers/net/3501.



� �274 /*275 * Reserve I/O resoure for exlusive use by this driver276 */277278 if (! request region(ioaddr , EL1 IO EXTENT, dev�>name))279 return �ENODEV;280281 /*282 * Read the station address PROM data from the speial port.283 */284285 for ( i = 0; i < 6; i++)286 f287 outw(i, ioaddr + EL1 DATAPTR);288 station addr[ i ℄ = inb(ioaddr + EL1 SAPROM);289 g290 /*291 * Chek the first three otets of the S.A. for 3Com's prefix, or292 * for the Sager NP943 prefix.293 */294295 if ( station addr[0℄ == 0x02 && station addr[1℄ == 0x60296 && station addr[2℄ == 0x8)297 f298 mname = "3501";299 g else if ( station addr[0℄ == 0x00 && station addr[1℄ == 0x80300 && station addr[2℄ == 0xC8)301 f302 mname = "NP943";303 g304 else f305 release region (ioaddr , EL1 IO EXTENT);306 return �ENODEV;307 g� �Figure 102: Ethernet Driver 2 - init a: linux/drivers/net/3501.



� �309 /*310 * We auto-IRQ by shutting off the interrupt line and letting itfloat311 * high.312 */313314 if (dev�>irq < 2)315 f316 autoirq setup(2) ;317 inb(RX STATUS); /* Clear pending interrupts. */318 inb(TX STATUS);319 outb(AX LOOP + 1, AX CMD);320321 outb(0x00, AX CMD);322323 autoirq = autoirq report(1) ;324325 if (autoirq == 0)326 f327 printk("%s probe at %#x failed to detet IRQ line.nn",328 mname, ioaddr);329 release region (ioaddr, EL1 IO EXTENT);330 return �EAGAIN;331 g332 g333334 outb(AX RESET+AX LOOP, AX CMD); /* Loopbak mode. */335 dev�>base addr = ioaddr;336 mempy(dev�>dev addr, station addr, ETH ALEN);337338 if (dev�>mem start & 0xf)339 el debug = dev�>mem start & 0x7;340 if (autoirq)341 dev�>irq = autoirq;342343 printk(KERN INFO "%s: %s EtherLink at %#lx, using %sIRQ %d.nn", dev�>name, mname, dev�>base addr,344 autoirq ? "auto":"assigned ", dev�>irq);� �Figure 103: Ethernet Driver 2 - init b: linux/drivers/net/3501.



� �346 #ifdef CONFIG IP MULTICAST347 printk(KERN WARNING "WARNING: Use of the 3501 in a multiast kernel isNOT reommended.nn");348 #endif349350 if (el debug)351 printk("%s", version);352353 /*354 * Initialize the devie struture.355 */356357 dev�>priv = kmallo(sizeof(strut net loal) , GFP KERNEL);358 if (dev�>priv == NULL) f359 release region (ioaddr , EL1 IO EXTENT);360 return �ENOMEM;361 g362 memset(dev�>priv, 0, sizeof(strut net loal)) ;� �Figure 104: Ethernet Driver 2 - init : linux/drivers/net/3501.



� �364 lp=dev�>priv;365 spin lok init (&lp�>lok);366367 /*368 * The EL1-speifi entries in the devie struture.369 */370371 dev�>open = &el open;372 dev�>hard start xmit = &el start xmit;373 dev�>tx timeout = &el timeout;374 dev�>wathdog timeo = HZ;375 dev�>stop = &el1 lose;376 dev�>get stats = &el1 get stats;377 dev�>set multiast list = &set multiast list ;378379 /*380 * Setup the generi properties381 */382383 ether setup(dev);384385 return 0;386 g387388 /**389 * el1_open:390 * �dev: devie that is being opened391 *392 * When an ifonfig is issued whih hanges the devie flags to inlude393 * IFF_UP this funtion is alled. It is only alled when the hange394 * ours, not when the interfae remains up. #el1_lose will be alled� �Figure 105: Ethernet Driver 2 - init d: linux/drivers/net/3501.



� �451 /**452 * el_start_xmit:453 * �skb: The paket that is queued to be sent454 * �dev: The 3501 ard we want to throw it down455 *456 * Attempt to send a paket to a 3501 ard. There are some interesting457 * athes here beause the 3501 is an extremely old and therefore458 * stupid piee of tehnology.459 *460 * If we are handling an interrupt on the other CPU we annot load a paket461 * as we may still be attempting to retrieve the last RX paket buffer.462 *463 * When a transmit times out we dump the ard into ontrol mode and just464 * start again. It happens enough that it isnt worth logging.465 *466 * We avoid holding the spin loks when doing the paket load to the board.467 * The devie is very slow, and its DMA mode is even slower. If we held the468 * lok while loading 1500 bytes onto the ontroller we would drop a lot of469 * serial port haraters. This requires we do extra loking, but we have470 * no real hoie.471 */� �Figure 106: Ethernet Driver 2 - txstart a: linux/drivers/net/3501.



� �473 stati int el start xmit (strut sk bu� �skb, strut net devie �dev)474 f475 strut net loal �lp = (strut net loal �)dev�>priv;476 int ioaddr = dev�>base addr;477 unsigned long ags ;478479 /*480 * Avoid inoming interrupts between us flipping txing and flipping481 * mode as the driver assumes txing is a faithful indiator of ard482 * state483 */484485 spin lok irqsave (&lp�>lok, ags);486487 /*488 * Avoid timer-based retransmission onflits.489 */490491 netif stop queue(dev);� �Figure 107: Ethernet Driver 2 - txstart a: linux/drivers/net/3501.



� �493 do494 f495 int gp start = 0x800 � (ETH ZLEN < skb�>len ? skb�>len :ETH ZLEN);496 unsigned har �buf = skb�>data;497498 lp�>tx pkt start = gp start;499 lp�>ollisions = 0;500501 lp�>stats.tx bytes += skb�>len;502503 /*504 * Command mode with status leared should [in theory℄505 * mean no more interrupts an be pending on the ard.506 */507508 outb p(AX SYS, AX CMD);509 inb p(RX STATUS);510 inb p(TX STATUS);511512 lp�>loading = 1;513 lp�>txing = 1;514515 /*516 * Turn interrupts bak on while we spend a pleasant afternoon517 * loading bytes into the board518 */519520 spin unlok irqrestore (&lp�>lok, ags);521522 outw(0x00, RX BUF CLR); /* Set rx paket area to 0. */523 outw(gp start, GP LOW); /* aim - paket will be loaded intobuffer start */524 outsb(DATAPORT,buf,skb�>len); /* load buffer (usual thing eahbyte inrements the pointer) */525 outw(gp start, GP LOW); /* the board reuses the same register*/� �Figure 108: Ethernet Driver 2 - txstart b: linux/drivers/net/3501.



� �527 if (lp�>loading != 2)528 f529 outb(AX XMIT, AX CMD); /* fire ... Trigger xmit. */530 lp�>loading=0;531 dev�>trans start = jiÆes ;532 if (el debug > 2)533 printk(" queued xmit.nn");534 dev kfree skb (skb);535 return 0;536 g537 /* A reeive upset our load, despite our best efforts */538 if (el debug>2)539 printk("%s: burped during tx load.nn", dev�>name);540 spin lok irqsave (&lp�>lok, ags);541 g542 while(1) ;543544 g� �Figure 109: Ethernet Driver 2 - txstart b: linux/drivers/net/3501.



� �581582 /*583 * What happened ?584 */585586 axsr = inb(AX STATUS);587588 /*589 * Log it590 */591592 if (el debug > 3)593 printk(KERN DEBUG "%s: el interrupt() aux=%#02x", dev�>name,axsr);594595 if (lp�>loading==1 && !lp�>txing)596 printk(KERN WARNING "%s: Inonsistent state loading while not in txnn",597 dev�>name);� �Figure 110: Ethernet Driver 3 - interrupt a1: linux/drivers/net/3501.



� �599 if ( lp�>txing)600 f601602 /*603 * Board in transmit mode. May be loading. If we are604 * loading we shouldn't have got this.605 */606607 int txsr = inb(TX STATUS);608609 if (lp�>loading==1)610 f611 if (el debug > 2)612 f613 printk(KERN DEBUG "%s: Interrupt while loading [",dev�>name);614 printk(" txsr=%02x gp=%04x rp=%04x℄nn", txsr, inw(GP LOW),inw(RX LOW));615 g616 lp�>loading=2; /* Fore a reload */617 spin unlok(&lp�>lok);618 return;619 g620621 if (el debug > 6)622 printk(KERN DEBUG " txsr=%02x gp=%04x rp=%04x", txsr,inw(GP LOW),inw(RX LOW));� �Figure 111: Ethernet Driver 3 - interrupt a2: linux/drivers/net/3501.



� �624 if ((axsr & 0x80) && (txsr & TX READY) == 0)625 f626 /*627 * FIXME: is there a logi to whether to keep on tryingor628 * reset immediately ?629 */630 if (el debug>1)631 printk("%s: Unusual interrupt during Tx, txsr=%02xaxsr=%02x"632 " gp=%03x rp=%03x.nn", dev�>name, txsr, axsr,633 inw(ioaddr + EL1 DATAPTR), inw(ioaddr + EL1 RXPTR));634 lp�>txing = 0;635 netif wake queue(dev);636 g637 else if ( txsr & TX 16COLLISIONS)638 f639 /*640 * Timed out641 */642 if (el debug)643 printk("%s: Transmit failed 16 times, Ethernet jammed?nn",dev�>name);644 outb(AX SYS, AX CMD);645 lp�>txing = 0;646 lp�>stats.tx aborted errors++;647 netif wake queue(dev);648 g� �Figure 112: Ethernet Driver 3 - interrupt b1: linux/drivers/net/3501.



� �649 else if ( txsr & TX COLLISION)650 f651 /*652 * Retrigger xmit.653 */654655 if (el debug > 6)656 printk(" retransmitting after a ollision .nn");657 /*658 * Poor little hip an't reset its own start pointer659 */660661 outb(AX SYS, AX CMD);662 outw(lp�>tx pkt start, GP LOW);663 outb(AX XMIT, AX CMD);664 lp�>stats. ollisions++;665 spin unlok(&lp�>lok);666 return;667 g668 else669 f670 /*671 * It worked.. we will now fall through and reeive672 */673 lp�>stats.tx pakets++;674 if (el debug > 6)675 printk(" Tx sueeded %snn",676 (txsr & TX RDY) ? "." : "but tx is busy!");677 /*678 * This is safe the interrupt is atomi WRT itself.679 */680681 lp�>txing = 0;682 netif wake queue(dev); /* In ase more to transmit */683 g684 g� �Figure 113: Ethernet Driver 3 - interrupt b2: linux/drivers/net/3501.



� �685 else686 f687 /*688 * In reeive mode.689 */690691 int rxsr = inb(RX STATUS);692 if (el debug > 5)693 printk(" rxsr=%02x txsr=%02x rp=%04x", rxsr, inb(TX STATUS),inw(RX LOW));694 /*695 * Just reading rx_status fixes most errors.696 */697 if ( rxsr & RX MISSED)698 lp�>stats.rx missed errors++;699 else if ( rxsr & RX RUNT)700 f /* Handled to avoid board lok-up. */701 lp�>stats.rx length errors++;702 if (el debug > 5)703 printk(" runt.nn");704 g705 else if ( rxsr & RX GOOD)706 f707 /*708 * Reeive worked.709 */710 el reeive (dev);711 g712 else713 f714 /*715 * Nothing? Something is broken!716 */717 if (el debug > 2)718 printk("%s: No paket seen, rxsr=%02x ��resetting 3501���nn",719 dev�>name, rxsr);720 el reset (dev);721 g722 if (el debug > 3)723 printk(".nn");724 g� �Figure 114: Ethernet Driver 3 - interrupt : linux/drivers/net/3501.



� �726 /*727 * Move into reeive mode728 */729730 outb(AX RX, AX CMD);731 outw(0x00, RX BUF CLR);732 inb(RX STATUS); /* Be ertain that interrupts are leared. */733 inb(TX STATUS);734 spin unlok(&lp�>lok);735 return;736 g737738739 /**740 * el_reeive:741 * �dev: Devie to pull the pakets from742 *743 * We have a good paket. Well, not really "good", just mostly not broken.744 * We must hek everything to see if it is good. In patiular we oasionally745 * get wild paket sizes from the ard. If the paket seems sane we PIO it746 * off the ard and queue it for the protool layers.747 */� �Figure 115: Ethernet Driver 3 - interrupt d: linux/drivers/net/3501.



� �739 /**740 * el_reeive:741 * �dev: Devie to pull the pakets from742 *743 * We have a good paket. Well, not really "good", just mostly not broken.744 * We must hek everything to see if it is good. In patiular we oasionally745 * get wild paket sizes from the ard. If the paket seems sane we PIO it746 * off the ard and queue it for the protool layers.747 */748749 stati void el reeive (strut net devie �dev)750 f751 strut net loal �lp = (strut net loal �)dev�>priv;752 int ioaddr = dev�>base addr;753 int pkt len;754 strut sk bu� �skb;755756 pkt len = inw(RX LOW);757758 if (el debug > 4)759 printk(" el reeive %d.nn", pkt len);760761 if (( pkt len < 60) jj (pkt len > 1536))762 f763 if (el debug)764 printk("%s: bogus paket, length=%dnn", dev�>name, pkt len);765 lp�>stats.rx over errors++;766 return;767 g� �Figure 116: Ethernet Driver 4 - reeive: linux/drivers/net/3501.



� �769 /*770 * Command mode so we an empty the buffer771 */772773 outb(AX SYS, AX CMD);774 skb = dev allo skb(pkt len+2);775776 /*777 * Start of frame778 */779780 outw(0x00, GP LOW);781 if (skb == NULL)782 f783 printk("%s: Memory squeeze, dropping paket.nn", dev�>name);784 lp�>stats.rx dropped++;785 return;786 g787 else788 f789 skb reserve(skb,2) ; /* Fore 16 byte alignment */790 skb�>dev = dev;791 /*792 * The read inrements through the bytes. The interrupt793 * handler will fix the pointer when it returns to794 * reeive mode.795 */796 insb(DATAPORT, skb put(skb,pkt len), pkt len);797 skb�>protool=eth type trans(skb,dev);798 netif rx (skb);799 dev�>last rx = jiÆes ;800 lp�>stats.rx pakets++;801 lp�>stats.rx bytes+=pkt len;802 g803 return;� �Figure 117: Ethernet Driver 4 - reeive: linux/drivers/net/3501.



� �879 stati strut net devie stats � el1 get stats (strut net devie �dev)880 f881 strut net loal �lp = (strut net loal �)dev�>priv;882 return &lp�>stats;883 g884885 /**886 * set_multiast_list:887 * �dev: The devie to adjust888 *889 * Set or lear the multiast filter for this adaptor to use the best-effort890 * filtering supported. The 3501 supports only three modes of filtering.891 * It always reeives broadasts and pakets for itself. You an hoose to892 * optionally reeive all pakets, or all multiast pakets on top of this.893 */� �Figure 118: Ethernet Driver 4 - stats: linux/drivers/net/3501.



12 Kernel Interfae table3 Ifae MTU Met RX-OK RX-ERR RX-DRP RX-OVR TX-OK TX-ERR TX-DRP4 TX-OVR Flg5 eth0 1476 0 7545013 3 0 3 2303995 0 0 0 BRU6 lo 3924 0 18 0 0 0 18 0 0 0 LRUFigure 119: Netstat -i



12 [uahgd�ovavu uahgd℄$ /sbin/ifonfig eth03 eth0 Link enap:10Mbps Ethernet HWaddr 00:C0:4F:D3:DB:C34 inet addr:128.16.6.226 Bast:128.16.15.2555 Mask:255.255.240.06 UP BROADCAST RUNNING MULTICAST MTU:1476 Metri:17 RX pakets:2147483647 errors:7545063 dropped:3 overruns:08 TX pakets:3 errors:0 dropped:0 overruns:2071654619 Interrupt:10 Base address:0x300Figure 120: ifon�g



� �891 � It always reeives broadasts and pakets for itself . You an hoose to892 � optionally reeive all pakets , or all multiast pakets on top of this .893 �/894895 stati void set multiast list (strut net devie �dev)896 f897 int ioaddr = dev�>base addr;898899 if (dev�>ags&IFF PROMISC)900 f901 outb(RX PROM, RX CMD);902 inb(RX STATUS);903 g904 else if (dev�>m list jj dev�>ags&IFF ALLMULTI)905 f906 outb(RX MULT, RX CMD); /* Multiast or all multiast is thesame */907 inb(RX STATUS); /* Clear status. */908 g909 else910 f911 outb(RX NORM, RX CMD);912 inb(RX STATUS);913 g914 g915916 #ifdef MODULE917918 stati strut net devie dev 3501 = f919 init : el1 probe,920 base addr: 0x280,921 irq : 5,922 g;923924 stati int io=0x280;925 stati int irq=5;926 MODULE PARM(io, "i");927 MODULE PARM(irq, "i");928929 /**930 * init_module:931 *932 * When the driver is loaded as a module this funtion is alled. We fake up933 * a devie struture with the base I/O and interrupt set as if it was being934 * alled from Spae.. This minimises the extra ode that would otherwise935 * be required.� �Figure 121: Ethernet Driver 4 - multiast: linux/drivers/net/3501.



� �954 � and then free up the resoures we took when the ard was found.955 �/956957 void leanup module(void)958 f959 /*960 * No need to hek MOD_IN_USE, as sys_delete_module() heks.961 */962963 unregister netdev(&dev 3501);964965 /*966 * Free up the private struture, or leak memory :-)967 */968969 kfree(dev 3501.priv);970 dev 3501.priv = NULL; /* gets re-alloated by el1_probe1 */971972 /*973 * If we don't do this, we an't re-insmod it later.974 */975 release region (dev 3501.base addr, EL1 IO EXTENT);976 g977978 #endif /* MODULE */979980 /*981 * Loal variables:982 * ompile-ommand: "g -D__KERNEL__ -Wall -Wstrit-prototypes -O6 -fomit-frame-pointer -m486 - -o 3501.o 3501."983 * kept-new-versions: 5984 * End:985 */� �Figure 122: Ethernet Driver 4 - modules: linux/drivers/net/3501.



� �1 /*2 * NET An implementation of the SOCKET network aess protool.3 *4 * Version: �(#)soket. 1.1.93 18/02/955 *6 * Authors: Orest Zborowski, <obz�Kodak.COM>7 * Ross Biro, <bir7�leland.Stanford.Edu>8 * Fred N. van Kempen, <waltje�uWalt.NL.Mugnet.ORG>9 *10 * Fixes:11 * Anonymous : NOTSOCK/BADF leanup. Error fix in12 * shutdown()13 * Alan Cox : verify_area() fixes14 * Alan Cox : Removed DDI15 * Jonathan Kamens : SOCK_DGRAM reonnet bug16 * Alan Cox : Moved a load of heks to the very17 * top level.18 * Alan Cox : Move address strutures to/from user19 * mode above the protool layers.20 * Rob Janssen : Allow 0 length sends.21 * Alan Cox : Asynhronous I/O support (ribbed from the22 * tty drivers).23 * Niibe Yutaka : Asynhronous I/O for writes (4.4BSD style)24 * Jeff Uphoff : Made max number of sokets ommand-line25 * onfigurable.26 * Matti Aarnio : Made the number of sokets dynami,27 * to be alloated when needed, and mr.28 * Uphoff's max is used as max to be29 * allowed to alloate.30 * Linus : Argh. removed all the soket alloation31 * altogether: it's in the inode now.32 * Alan Cox : Made sok_allo()/sok_release() publi33 * for NetROM and future kernel nfsd type34 * stuff.35 * Alan Cox : sendmsg/revmsg basis.36 * Tom Dyas : Export net symbols.37 * Marin Daleki : Fixed problems with CONFIG_NET="n".38 * Alan Cox : Added thread loking to sys_* alls39 * for sokets. May have errors at the40 * moment.41 * Kevin Buhr : Fixed the dumb errors in the above.42 * Andi Kleen : Some small leanups, optimizations,43 * and fixed a opy_from_user() bug.44 * Tigran Aivazian : sys_send(args) alls sys_sendto(args, NULL, 0)45 * Tigran Aivazian : Made listen(2) baklog sanity heks46 * protool-independent� �Figure 123: Soket Interfae Code - authors et: linux/net/soket.



� �48 �49 � This program is free software ; you an redistribute it and/or50 � modify it under the terms of the GNU General Publi Liense51 � as published by the Free Software Foundation; either version52 � 2 of the Liense , or (at your option) any later version .53 �54 �55 � This module is e�etively the top level interfae to the BSD soket56 � paradigm.57 �58 �/� �Figure 124: Soket Interfae Code - main opyright et: linux/net/soket.



� �8990 stati int sok no open(strut inode � irrelevant , strut �le �dontare);91 stati lo� t sok lseek(strut �le � �le , lo� t o�set , int whene);92 stati ssize t sok read(strut �le � �le , har �buf,93 size t size , lo� t �ppos);94 stati ssize t sok write(strut �le � �le , onst har �buf,95 size t size , lo� t �ppos);96 stati int sok mmap(strut �le � �le , strut vm area strut � vma);9798 stati int sok lose (strut inode �inode, strut �le � �le ) ;99 stati unsigned int sok poll (strut �le � �le ,100 strut poll table strut �wait);101 stati int sok iotl (strut inode �inode, strut �le � �le ,102 unsigned int md, unsigned long arg);103 stati int sok fasyn( int fd , strut �le � �lp , int on);104 stati ssize t sok readv(strut �le � �le , onst strut iove �vetor ,105 unsigned long ount, lo� t �ppos);106 stati ssize t sok writev(strut �le � �le , onst strut iove �vetor ,� �Figure 125: Soket Interfae Code - Prototypes: linux/net/soket.



� �109 int o�set , size t size , lo� t �ppos, int more);110111112 /*113 * Soket files have a set of 'speial' operations as well as the generifile ones. These don't appear114 * in the operation strutures but are done diretly via the soketall()multiplexor.115 */116117 stati strut �le operations soket �le ops = f118 llseek : sok lseek ,119 read: sok read,120 write: sok write ,121 poll : sok poll ,122 iotl : sok iotl ,123 mmap: sok mmap,124 open: sok no open, /* speial open ode to disallow open via /pro */125 release : sok lose ,126 fasyn: sok fasyn,� �Figure 126: Soket Interfae Code - �le operation mappings et:linux/net/soket.



� �128 writev: sok writev,129 sendpage: sok sendpage130 g;131132 /*133 * The protool list. Eah protool is registered in here.134 */135136 stati strut net proto family � net families [NPROTO℄;� �Figure 127: Soket Interfae Code - Protool Families supported:linux/net/soket.



� �138 #ifdef CONFIG SMP139 stati atomi t net family lokt = ATOMIC INIT(0);140 stati spinlok t net family lok = SPIN LOCK UNLOCKED;141142 /* The strategy is: modifiations net_family vetor are short, do not143 sleep and veeery rare, but read aess should be free of any exlusive144 loks.145 */146147 stati void net family write lok (void)148 f149 spin lok(&net family lok);150 while (atomi read(&net family lokt) != 0) f151 spin unlok(&net family lok);152153 urrent�>poliy j= SCHED YIELD;154 shedule() ;155156 spin lok(&net family lok);157 g158 g159160 stati inline void net family write unlok(void)161 f162 spin unlok(&net family lok);163 g164165 stati inline void net family read lok(void)166 f167 atomi in(&net family lokt);168 spin unlok wait(&net family lok);169 g170171 stati inline void net family read unlok(void)172 f173 atomi de(&net family lokt);174 g175176 #else177 #de�ne net family write lok() do f g while(0)� �Figure 128: Soket Interfae Code - lok ode: linux/net/soket.



� �180 #de�ne net family read unlok() do f g while(0)181 #endif182183184 /*185 * Statistis ounters of the soket lists186 */187188 stati union f189 int ounter;190 har pad[SMP CACHE BYTES℄;191 g sokets in use [NR CPUS℄ aheline aligned = ff0gg;192193 /*194 * Support routines. Move soket addresses bak and forth aross the kernel/user195 * divide and look after the messy bits.196 */197198 #de�ne MAX SOCK ADDR 128 /* 108 for Unix domain -199 16 for IP, 16 for IPX,200 24 for IPv6,201 about 80 for AX.25� �Figure 129: Soket Interfae Code - Global Counters and statistis:linux/net/soket.



� �203 the AF UNIX size (see net/unix/af unix.204 :unix mkname()).205 �/206207 /**208 * move_addr_to_kernel - opy a soket address into kernel spae209 * �uaddr: Address in user spae210 * �kaddr: Address in kernel spae211 * �ulen: Length in user spae212 *213 * The address is opied into kernel spae. If the provided address is214 * too long an error ode of -EINVAL is returned. If the opy gives215 * invalid addresses -EFAULT is returned. On a suess 0 is returned.216 */217218 int move addr to kernel(void �uaddr, int ulen , void �kaddr)219 f220 if (ulen<0jjulen>MAX SOCK ADDR)221 return �EINVAL;222 if (ulen==0)223 return 0;� �Figure 130: Chek bu�er addresses passed between user/kernel:linux/net/soket.



� �225 return �EFAULT;226 return 0;227 g228229 /**230 * move_addr_to_user - opy an address to user spae231 * �kaddr: kernel spae address232 * �klen: length of address in kernel233 * �uaddr: user spae address234 * �ulen: pointer to user length field235 *236 * The value pointed to by ulen on entry is the buffer length available.237 * This is overwritten with the buffer spae used. -EINVAL is returned238 * if an overlong buffer is speified or a negative buffer size. -EFAULT239 * is returned if either the buffer or the length field are not240 * aessible.241 * After opying the data up to the limit the user speifies, the true242 * length of the data is written over the length limit the user243 * speified. Zero is returned for a suess.244 */245246 int move addr to user(void �kaddr, int klen , void �uaddr, int �ulen)247 f248 int err ;249 int len ;250251 if (( err=get user(len , ulen)))252 return err ;253 if (len>klen)254 len=klen;255 if (len<0 jj len> MAX SOCK ADDR)256 return �EINVAL;257 if (len)258 f259 if (opy to user(uaddr,kaddr,len))260 return �EFAULT;261 g262 /*263 * "fromlen shall refer to the value before trunation.."� �Figure 131: More legality heks: linux/net/soket.



� �265 �/266 return put user(klen , ulen);267 g268269 #de�ne SOCKFS MAGIC 0x534F434B270 stati int sokfs statfs (strut super blok �sb, strut statfs �buf)271 f272 buf�>f type = SOCKFS MAGIC;273 buf�>f bsize = 1024;274 buf�>f namelen = 255;275 return 0;276 g� �Figure 132: Soket Glue - soket statfs: linux/net/soket.



� �278 stati strut super operations sokfs ops = f279 statfs : sokfs statfs ,280 g;281282 stati strut super blok � sokfs read super(strut super blok �sb, void �data, intsilent )283 f284 strut inode �root = new inode(sb);285 if (! root)286 return NULL;287 root�>i mode = S IFDIR j S IRUSR j S IWUSR;288 root�>i uid = root�>i gid = 0;289 root�>i atime = root�>i mtime = root�>i time = CURRENT TIME;290 sb�>s bloksize = 1024;291 sb�>s bloksize bits = 10;292 sb�>s magi = SOCKFS MAGIC;293 sb�>s op = &sokfs ops;294 sb�>s root = d allo(NULL, &(onst strut qstr) f "soket:", 7, 0 g) ;295 if (! sb�>s root) f296 iput(root) ;297 return NULL;298 g299 sb�>s root�>d sb = sb;� �Figure 133: Soket Glue - soket fs read: linux/net/soket.



� �301 d instantiate (sb�>s root, root);302 return sb;303 g304305 stati strut vfsmount �sok mnt;306 stati DECLARE FSTYPE(sok fs type, "sokfs", sokfs read super,307 FS NOMOUNTjFS SINGLE);308 stati int sokfs delete dentry (strut dentry �dentry)309 f310 return 1;� �Figure 134: Soket Glue - soket fs mnt, delete, dentry: linux/net/soket.



� �527528 return size ;529 g530531532 /*533 * Sokets are not seekable.534 */� �Figure 135: Soket Glue - seek (and ye shall not �nd!): linux/net/soket.



� �685686 unlok kernel() ;687 sok = soki lookup(inode);688 err = sok�>ops�>iotl(sok, md, arg);689 lok kernel () ;� �Figure 136: Soket Glue - mmap: linux/net/soket.



� �312 stati strut dentry operations sokfs dentry operations = f313 d delete : sokfs delete dentry ,314 g;315316 /*317 * Obtains the first available file desriptor and sets it up for use.318 *319 * This funtions reates file struture and maps it to fd spae320 * of urrent proess. On suess it returns file desriptor321 * and file strut impliitly stored in sok->file.322 * Note that another thread may lose file desriptor before we return323 * from this funtion. We use the fat that now we do not refer324 * to soket after mapping. If one day we will need it, this325 * funtion will ininrement ref. ount on file by 1.326 *327 * In any ase returned fd MAY BE not valid!� �Figure 137: Soket Glue - �nd a spare �le desriptor: linux/net/soket.



� �329 � with shared fd spaes , we annot solve is inside kernel ,330 � but we take are of internal oherene yet.331 �/332333 stati int sok map fd(strut soket �sok)334 f335 int fd ;336 strut qstr this ;337 har name[32℄;338339 /*340 * Find a file desriptor suitable for return to the user.341 */342343 fd = get unused fd();344 if ( fd >= 0) f345 strut �le � �le = get empty �lp() ;346347 if (! �le ) f348 put unused fd(fd);349 fd = �ENFILE;350 goto out;351 g352353 sprintf (name, "[%lu℄", sok�>inode�>i ino);354 this .name = name;355 this . len = strlen(name);356 this .hash = sok�>inode�>i ino;357358 �le �>f dentry = d allo(sok mnt�>mnt sb�>s root, &this);359 if (! �le �>f dentry) f360 put �lp ( �le ) ;� �Figure 138: Soket Glue - get a �le desriptor for a sok fd:linux/net/soket.



� �361 put unused fd(fd);362 fd = �ENOMEM;363 goto out;364 g365 �le �>f dentry�>d op = &sokfs dentry operations;366 d add( �le�>f dentry, sok�>inode);367 �le �>f vfsmnt = mntget(sok mnt);368369 sok�>�le = �le ;370 �le �>f op = sok�>inode�>i fop = &soket �le ops;371 �le �>f mode = 3;372 �le �>f ags = O RDWR;373 �le �>f pos = 0;374 fd install (fd , �le ) ;375 g� �Figure 139: Soket Glue - get a �le desriptor for a sok fd:linux/net/soket.



� �377 out:378 return fd;379 g� �Figure 140: Soket Glue - lookup a �le desriptor to a sok fd:linux/net/soket.



� �382 f383 return &inode�>u.soket i;384 g385386 /**387 * sokfd_lookup - Go from a file number to its soket slot388 * �fd: file handle389 * �err: pointer to an error ode return390 *391 * The file handle passed in is loked and the soket it is bound392 * too is returned. If an error ours the err pointer is overwritten393 * with a negative errno ode and NULL is returned. The funtion heks394 * for both invalid handles and passing a handle whih is not a soket.395 *396 * On a suess the soket objet pointer is returned.397 */398399 strut soket �sokfd lookup(int fd , int �err)400 f401 strut �le � �le ;402 strut inode �inode;403 strut soket �sok;404405 if (!( �le = fget(fd)))406 f407 �err = �EBADF;408 return NULL;409 g410411 inode = �le�>f dentry�>d inode;412 if (! inode�>i sok jj !( sok = soki lookup(inode)))413 f414 �err = �ENOTSOCK;415 fput( �le ) ;416 return NULL;417 g418419 if (sok�>�le != �le ) f420 printk(KERN ERR "soki lookup: soket �le hanged!nn");� �Figure 141: Soket Glue - lookup a �le desriptor to a sok fd:linux/net/soket.



� �422 g423 return sok;424 g425426 extern inline void sokfd put(strut soket �sok)427 f428 fput(sok�>�le);429 g430431 /**432 * sok_allo - alloate a soket433 *434 * Alloate a new inode and soket objet. The two are bound together435 * and initialised. The soket is then returned. If we are out of inodes436 * NULL is returned.437 */438439 strut soket � sok allo (void)440 f441 strut inode � inode;442 strut soket � sok;443444 inode = get empty inode();445 if (! inode)446 return NULL;447448 inode�>i sb = sok mnt�>mnt sb;449 sok = soki lookup(inode);450451 inode�>i mode = S IFSOCKjS IRWXUGO;452 inode�>i sok = 1;453 inode�>i uid = urrent�>fsuid;454 inode�>i gid = urrent�>fsgid;455456 sok�>inode = inode;457 init waitqueue head(&sok�>wait);458 sok�>fasyn list = NULL;459 sok�>state = SS UNCONNECTED;460 sok�>ags = 0;461 sok�>ops = NULL;462 sok�>sk = NULL;463 sok�>�le = NULL;� �Figure 142: Soket Glue - alloate a soket inode: linux/net/soket.



� �476 f477 return �ENXIO;478 g479480 /**481 * sok_release - lose a soket482 * �sok: soket to lose483 *484 * The soket is released from the protool stak if it has a release485 * allbak, and the inode is then released if the soket is bound to486 * an inode not a file.487 */488489 void sok release (strut soket �sok)490 f491 if (sok�>ops)492 sok�>ops�>release(sok);493494 if (sok�>fasyn list)495 printk(KERN ERR "sok release: fasyn list not empty!nn");496497 sokets in use [smp proessor id() ℄. ounter��;498 if (! sok�>�le) f499 iput(sok�>inode);� �Figure 143: Soket Glue - free a soket inode: linux/net/soket.



� �465 sokets in use [smp proessor id() ℄. ounter++;466 return sok;467 g468469 /*470 * In theory you an't get an open on this inode, but /pro provides471 * a bak door. Remember to keep it shut otherwise you'll let the472 * reepy rawlies in.473 */� �Figure 144: Soket Glue - blok \opening" a soket inode: linux/net/soket.



� �1305 g1306 return err ;1307 g13081309 /*1310 * Get a soket option. Beause we don't know the option lengths we have1311 * to pass a user mode parameter for the protools to sort out.1312 */13131314 asmlinkage long sys getsokopt(int fd , int level , int optname, har �optval, int �optlen)1315 f1316 int err ;1317 strut soket �sok;13181319 if (( sok = sokfd lookup(fd, &err))!=NULL)1320 f1321 if ( level == SOL SOCKET)� �Figure 145: Soket Glue - shutdown: linux/net/soket.



� �501 g502 sok�>�le=NULL;503 g504505 int sok sendmsg(strut soket �sok, strut msghdr �msg, int size)506 f507 int err ;508 strut sm ookie sm;509510 err = sm send(sok, msg, &sm);511 if ( err >= 0) f512 err = sok�>ops�>sendmsg(sok, msg, size, &sm);513 sm destroy(&sm);514 g515 return err ;516 g517518 int sok revmsg(strut soket �sok , strut msghdr �msg, int size , int ags )519 f520 strut sm ookie sm;521522 memset(&sm, 0, sizeof(sm));523524 size = sok�>ops�>revmsg(sok, msg, size, ags, &sm);525 if ( size >= 0)� �Figure 146: Soket Glue - send and reeive messages on a soket:linux/net/soket.



� �537 f538 return �ESPIPE;539 g540541 /*542 * Read data from a soket. ubuf is a user mode pointer. We make sure theuser543 * area ubuf...ubuf+size-1 is writable before asking the protool.544 */545546 stati ssize t sok read(strut �le � �le , har �ubuf,547 size t size , lo� t �ppos)548 f549 strut soket �sok;550 strut iove iov ;551 strut msghdr msg;552 int ags ;553554 if (ppos != &�le�>f pos)555 return �ESPIPE;556 if ( size==0) /* Math SYS5 behaviour */557 return 0;558559 sok = soki lookup( �le�>f dentry�>d inode);560561 msg.msg name=NULL;562 msg.msg namelen=0;563 msg.msg iov=&iov;564 msg.msg iovlen=1;565 msg.msg ontrol=NULL;566 msg.msg ontrollen=0;567 iov . iov base=ubuf;568 iov . iov len=size;569 ags = !( �le �>f ags & O NONBLOCK) ? 0 : MSG DONTWAIT;� �Figure 147: Soket Glue - read: linux/net/soket.



� �571 return sok revmsg(sok, &msg, size, ags ) ;572 g573574575 /*576 * Write data to a soket. We verify that the user area ubuf..ubuf+size-1577 * is readable by the user proess.578 */579580 stati ssize t sok write(strut �le � �le , onst har �ubuf,581 size t size , lo� t �ppos)582 f583 strut soket �sok;584 strut msghdr msg;585 strut iove iov ;586587 if (ppos != &�le�>f pos)588 return �ESPIPE;589 if ( size==0) /* Math SYS5 behaviour */590 return 0;591592 sok = soki lookup( �le�>f dentry�>d inode);593594 msg.msg name=NULL;595 msg.msg namelen=0;596 msg.msg iov=&iov;597 msg.msg iovlen=1;598 msg.msg ontrol=NULL;599 msg.msg ontrollen=0;600 msg.msg ags=!(�le�>f ags & O NONBLOCK) ? 0 : MSG DONTWAIT;601 if (sok�>type == SOCK SEQPACKET)602 msg.msg ags j= MSG EOR;603 iov . iov base=(void �)ubuf;� �Figure 148: Soket Glue - write: linux/net/soket.



� �605606 return sok sendmsg(sok, &msg, size);607 g608609 ssize t sok sendpage(strut �le � �le , strut page �page,610 int o�set , size t size , lo� t �ppos, int more)611 f612 strut soket �sok;613 int ags ;614615 if (ppos != &�le�>f pos)616 return �ESPIPE;617618 sok = soki lookup( �le�>f dentry�>d inode);619620 ags = !( �le �>f ags & O NONBLOCK) ? 0 : MSG DONTWAIT;621 if (more)622 ags j= MSG MORE;623624 return sok�>ops�>sendpage(sok, page, o�set, size, ags) ;625 g626627 int sok readv writev(int type, strut inode � inode, strut �le � �le ,628 onst strut iove � iov , long ount, long size )629 f� �Figure 149: Soket Glue - readv/writev servie routine: linux/net/soket.



� �631 strut soket �sok;632633 sok = soki lookup(inode);634635 msg.msg name = NULL;636 msg.msg namelen = 0;637 msg.msg ontrol = NULL;638 msg.msg ontrollen = 0;639 msg.msg iov = (strut iove �) iov ;640 msg.msg iovlen = ount;641 msg.msg ags = (�le�>f ags & O NONBLOCK) ? MSG DONTWAIT : 0;642643 /* read() does a VERIFY_WRITE */644 if (type == VERIFY WRITE)645 return sok revmsg(sok, &msg, size, msg.msg ags);646647 if (sok�>type == SOCK SEQPACKET)648 msg.msg ags j= MSG EOR;649650 return sok sendmsg(sok, &msg, size);651 g� �Figure 150: Soket Glue - readv and writev: linux/net/soket.



� �11591160 /*1161 * Get the remote address ('name') of a soket objet. Move the obtained1162 * name to user spae.1163 */11641165 asmlinkage long sys getpeername(int fd, strut sokaddr �usokaddr, int �usokaddr len)1166 f1167 strut soket �sok;1168 har address[MAX SOCK ADDR℄;1169 int len , err ;11701171 if (( sok = sokfd lookup(fd, &err))!=NULL)1172 f1173 err = sok�>ops�>getname(sok, (strut sokaddr �)address, &len, 1);1174 if (! err)1175 err=move addr to user(address,len, usokaddr, usokaddr len);1176 sokfd put(sok);1177 g1178 return err ;1179 g11801181 /*1182 * Send a datagram to a given address. We move the address into kernel1183 * spae and hek the user spae data area is readable before invoking1184 * the protool.� �Figure 151: Soket Glue - sendto i: linux/net/soket.



� �1185 �/11861187 asmlinkage long sys sendto(int fd , void � bu� , size t len , unsigned ags ,1188 strut sokaddr �addr, int addr len)1189 f1190 strut soket �sok;1191 har address[MAX SOCK ADDR℄;1192 int err ;1193 strut msghdr msg;1194 strut iove iov ;11951196 sok = sokfd lookup(fd, &err);1197 if (! sok)1198 goto out;1199 iov . iov base=bu�;1200 iov . iov len=len;1201 msg.msg name=NULL;1202 msg.msg iov=&iov;1203 msg.msg iovlen=1;1204 msg.msg ontrol=NULL;1205 msg.msg ontrollen=0;1206 msg.msg namelen=addr len;1207 if (addr)1208 f1209 err = move addr to kernel(addr, addr len, address);1210 if ( err < 0)� �Figure 152: Soket Glue - sendto ii: linux/net/soket.



� �1212 msg.msg name=address;1213 g1214 if (sok�>�le�>f ags & O NONBLOCK)1215 ags j= MSG DONTWAIT;1216 msg.msg ags = ags;1217 err = sok sendmsg(sok, &msg, len);12181219 out put:1220 sokfd put(sok);1221 out:1222 return err ;1223 g12241225 /*1226 * Send a datagram down a soket.1227 */12281229 asmlinkage long sys send(int fd , void � bu� , size t len , unsigned ags )� �Figure 153: Soket Glue - revfrom: linux/net/soket.



� �1231 return sys sendto(fd , bu� , len , ags , NULL, 0);1232 g12331234 /*1235 * Reeive a frame from the soket and optionally reord the address of the1236 * sender. We verify the buffers are writable and if needed move the1237 * sender address from kernel to user spae.1238 */12391240 asmlinkage long sys revfrom(int fd , void � ubuf, size t size , unsigned ags ,1241 strut sokaddr �addr, int �addr len)1242 f1243 strut soket �sok;1244 strut iove iov ;1245 strut msghdr msg;1246 har address[MAX SOCK ADDR℄;1247 int err , err2 ;12481249 sok = sokfd lookup(fd, &err);1250 if (! sok)1251 goto out;� �Figure 154: Soket Glue - revfrom: linux/net/soket.



� �1254 msg.msg ontrollen=0;1255 msg.msg iovlen=1;1256 msg.msg iov=&iov;1257 iov . iov len=size;1258 iov . iov base=ubuf;1259 msg.msg name=address;1260 msg.msg namelen=MAX SOCK ADDR;1261 if (sok�>�le�>f ags & O NONBLOCK)� �Figure 155: Soket Glue - revfrom: linux/net/soket.



� �653 stati ssize t sok readv(strut �le � �le , onst strut iove �vetor ,654 unsigned long ount, lo� t �ppos)655 f656 size t tot len = 0;657 int i ;658 for ( i = 0 ; i < ount ; i++)659 tot len += vetor[i ℄. iov len ;660 return sok readv writev(VERIFY WRITE, �le�>f dentry�>d inode,661 �le , vetor , ount, tot len ) ;662 g663664 stati ssize t sok writev(strut �le � �le , onst strut iove �vetor ,665 unsigned long ount, lo� t �ppos)666 f667 size t tot len = 0;668 int i ;669 for ( i = 0 ; i < ount ; i++)670 tot len += vetor[i ℄. iov len ;� �Figure 156: Soket Glue - iotl: linux/net/soket.



� �673 g674675 /*676 * With an iotl arg may well be a user mode pointer, but we don't know whatto do677 * with it - that's up to the protool still.678 */679680 int sok iotl (strut inode �inode, strut �le � �le , unsigned int md,681 unsigned long arg)682 f683 strut soket �sok;� �Figure 157: Soket Glue - poll: linux/net/soket.



� �692 g693694695 /* No kernel lok held - perfet */696 stati unsigned int sok poll (strut �le � �le , poll table � wait)697 f698 strut soket �sok;699700 /*701 * We an't return errors to poll, so it's either yes or no.702 */703 sok = soki lookup( �le�>f dentry�>d inode);704 return sok�>ops�>poll(�le, sok, wait);705 g706707 stati int sok mmap(strut �le � �le , strut vm area strut � vma)� �Figure 158: Soket Glue - lose: linux/net/soket.



� �709 strut soket �sok = soki lookup( �le�>f dentry�>d inode);710711 return sok�>ops�>mmap(�le, sok, vma);712 g713714 int sok lose (strut inode �inode, strut �le � �lp )715 f716 /*717 * It was possible the inode is NULL we were718 * losing an unfinished soket.719 */720721 if (! inode)722 f� �Figure 159: Soket Glue - asynh events on sokets i: linux/net/soket.



� �724 return 0;725 g726 sok fasyn(�1, �lp , 0) ;727 sok release (soki lookup(inode));728 return 0;729 g730731 /*732 * Update the soket asyn list733 *734 * Fasyn_list loking strategy.735 *736 * 1. fasyn_list is modified only under proess ontext soket lok737 * i.e. under semaphore.738 * 2. fasyn_list is used under read_lok(&sk->allbak_lok)739 * or under soket lok.740 * 3. fasyn_list an be used from softirq ontext, so that741 * modifiation under soket lok have to be enhaned with742 * write_lok_bh(&sk->allbak_lok).743 * --ANK (990710)744 */745746 stati int sok fasyn( int fd , strut �le � �lp , int on)747 f748 strut fasyn strut �fa , � fna=NULL, ��prev;749 strut soket �sok;� �Figure 160: Soket Glue - asynh events on sokets, ii: linux/net/soket.



� �751752 if (on)753 f754 fna=(strut fasyn strut �)kmallo(sizeof(strut fasyn strut ) ,GFP KERNEL);755 if (fna==NULL)756 return �ENOMEM;757 g758759760 sok = soki lookup(�lp�>f dentry�>d inode);761762 if (( sk=sok�>sk) == NULL)763 return �EINVAL;764765 lok sok(sk) ;766767 prev=&(sok�>fasyn list);768769 for ( fa=�prev; fa!=NULL; prev=&fa�>fa next,fa=�prev)� �Figure 161: Soket Glue - asynh events on sokets, iii: linux/net/soket.



� �770 if ( fa�>fa �le==�lp)771 break;772773 if (on)774 f775 if (fa!=NULL)776 f777 write lok bh(&sk�>allbak lok);778 fa�>fa fd=fd;779 write unlok bh(&sk�>allbak lok);780781 kfree(fna) ;782 goto out;783 g784 fna�>fa �le=�lp ;� �Figure 162: Soket Glue - asynh events on sokets else o�, ii:linux/net/soket.



� �786 fna�>magi=FASYNC MAGIC;787 fna�>fa next=sok�>fasyn list;788 write lok bh(&sk�>allbak lok);789 sok�>fasyn list=fna;790 write unlok bh(&sk�>allbak lok);791 g792 else793 f794 if ( fa!=NULL)795 f796 write lok bh(&sk�>allbak lok);797 �prev=fa�>fa next;798 write unlok bh(&sk�>allbak lok);799 kfree(fa) ;800 g801 g802803 out:804 release sok (sok�>sk);805 return 0;806 g807808 /* This funtion may be alled only under soket lok or allbak_lok */809810 int sok wake asyn(strut soket �sok , int how, int band)811 f� �Figure 163: Soket Glue - �nish asynh events on sokets: linux/net/soket.



� �814 swith (how)815 f816 ase 1:817818 if ( test bit (SOCK ASYNC WAITDATA, &sok�>ags))819 break;820 goto all kill ;821 ase 2:822 if (! test and lear bit (SOCK ASYNC NOSPACE, &sok�>ags))823 break;824 /* fall through */825 ase 0:826 all kill :827 kill fasyn (sok�>fasyn list, SIGIO, band);828 break;829 ase 3:830 kill fasyn (sok�>fasyn list, SIGURG, band);831 g832 return 0;833 g834835836 int sok reate( int family , int type, int protool , strut soket ��res)837 f� �Figure 164: Soket Glue - reate a soket i: linux/net/soket.



� �840841 /*842 * Chek protool is in range843 */844 if (family<0 jj family>=NPROTO)845 return �EAFNOSUPPORT;846847 /* Compatibility.848849 This uglymoron is moved from INET layer to here to avoid850 deadlok in module load.851 */� �Figure 165: Soket Glue - reate a soket ii: linux/net/soket.



� �860861 #if de�ned(CONFIG KMOD) && de�ned(CONFIG NET)862 /* Attempt to load a protool module if the find failed.863 *864 * 12/09/1996 Marin: But! this makes REALLY only sense, if the user865 * requested real, full-featured networking support upon onfiguration.866 * Otherwise module support will break!867 */868 if ( net families [family℄==NULL)869 f870 har module name[30℄;871 sprintf (module name,"net�pf�%d",family);872 request module(module name);873 g874 #endif875876 net family read lok () ;877 if ( net families [family℄ == NULL) f878 i = �EAFNOSUPPORT;879 goto out;880 g881882 /*883 * Alloate the soket and allow the family to set things up. if884 * the protool is 0, the family is instruted to selet an appropriate885 * default.886 */� �Figure 166: Soket Glue - reate a soket: linux/net/soket.



� �889 f890 printk(KERN WARNING "soket: no more soketsnn");891 i = �ENFILE; /* Not exatly a math, but its the892 losest posix thing */893 goto out;894 g895896 sok�>type = type;897898 if (( i = net families [family℄�>reate(sok, protool)) < 0)899 f900 sok release (sok);901 goto out;902 g903904 �res = sok;905906 out:907 net family read unlok() ;908 return i ;909 g� �Figure 167: Soket Glue - asm glue to reate a soket: linux/net/soket.



� �911 asmlinkage long sys soket( int family , int type, int protool)912 f913 int retval ;914 strut soket �sok;915916 retval = sok reate(family, type, protool, &sok);917 if ( retval < 0)918 goto out;919920 retval = sok map fd(sok);921 if ( retval < 0)922 goto out release ;923924 out:925 /* It may be already another desriptor 8) Not kernel problem. */926 return retval ;927928 out release :929 sok release (sok);930 return retval ;931 g932933 /*934 * Create a pair of onneted sokets.935 */936937 asmlinkage long sys soketpair ( int family , int type, int protool , int usokve[2℄)� �Figure 168: Soket Glue - asm glue to reate a soket pair: linux/net/soket.



� �939 strut soket �sok1, �sok2;940 int fd1 , fd2 , err ;941942 /*943 * Obtain the first soket and hek if the underlying protool944 * supports the soketpair all.945 */946947 err = sok reate(family, type, protool, &sok1);948 if ( err < 0)949 goto out;950951 err = sok reate(family, type, protool, &sok2);952 if ( err < 0)953 goto out release 1 ;954955 err = sok1�>ops�>soketpair(sok1, sok2);956 if ( err < 0)957 goto out release both ;958959 fd1 = fd2 = �1;960961 err = sok map fd(sok1);962 if ( err < 0)963 goto out release both ;964 fd1 = err;965966 err = sok map fd(sok2);967 if ( err < 0)968 goto out lose 1 ;969 fd2 = err;970971 /* fd1 and fd2 may be already another desriptors.972 * Not kernel problem.973 */� �Figure 169: Soket Glue - ... to reate a soket pair: linux/net/soket.



� �977 err = put user(fd2, &usokve[1℄);978 if (! err)979 return 0;980981 sys lose (fd2) ;982 sys lose (fd1) ;983 return err ;984985 out lose 1 :986 sok release (sok2);987 sys lose (fd1) ;988 return err ;989990 out release both :991 sok release (sok2);992 out release 1 :993 sok release (sok1);994 out:995 return err ;996 g� �Figure 170: Soket Glue - bind a soket: linux/net/soket.



� �1001 � the protool' s responsibility to handle the loal address.1002 �1003 � We move the soket address to kernel spae before we all1004 � the protool layer (having also heked the address is ok).1005 �/10061007 asmlinkage long sys bind(int fd , strut sokaddr �umyaddr, int addrlen)1008 f1009 strut soket �sok;1010 har address[MAX SOCK ADDR℄;1011 int err ;10121013 if ((sok = sokfd lookup(fd,&err))!=NULL)1014 f1015 if (( err=move addr to kernel(umyaddr,addrlen,address))>=0)1016 err = sok�>ops�>bind(sok, (strut sokaddr �)address, addrlen);1017 sokfd put(sok);1018 g1019 return err ;� �Figure 171: Soket Glue - listen on a soket: linux/net/soket.



� �10221023 /*1024 * Perform a listen. Basially, we allow the protool to do anything1025 * neessary for a listen, and if that works, we mark the soket as1026 * ready for listening.1027 */10281029 asmlinkage long sys listen ( int fd , int baklog)1030 f1031 strut soket �sok;1032 int err ;� �Figure 172: Soket Glue - aept on a soket: linux/net/soket.



� �1034 if (( sok = sokfd lookup(fd, &err)) != NULL) f1035 if ((unsigned) baklog > SOMAXCONN)1036 baklog = SOMAXCONN;1037 err=sok�>ops�>listen(sok, baklog);1038 sokfd put(sok);1039 g1040 return err ;1041 g104210431044 /*1045 * For aept, we attempt to reate a new soket, set up the link1046 * with the lient, wake up the lient, then return the new1047 * onneted fd. We ollet the address of the onnetor in kernel1048 * spae and move it to user at the very end. This is unlean beause1049 * we open the soket then return an error.1050 *1051 * 1003.1g adds the ability to revmsg() to query onnetion pending1052 * status to revmsg. We need to add that support in a way thats1053 * lean when we restuture aept also.� �Figure 173: Soket Glue - aept on a soket i: linux/net/soket.



� �10551056 asmlinkage long sys aept( int fd , strut sokaddr �upeer sokaddr, int �upeer addrlen)1057 f1058 strut soket �sok, �newsok;1059 int err , len ;1060 har address[MAX SOCK ADDR℄;10611062 sok = sokfd lookup(fd, &err);1063 if (! sok)1064 goto out;10651066 err = �EMFILE;1067 if (!( newsok = sok allo()))1068 goto out put;10691070 newsok�>type = sok�>type;1071 newsok�>ops = sok�>ops;10721073 err = sok�>ops�>aept(sok, newsok, sok�>�le�>f ags);1074 if ( err < 0)1075 goto out release ;10761077 if (upeer sokaddr) f1078 if (newsok�>ops�>getname(newsok, (strut sokaddr �)address, &len, 2)<0) f� �Figure 174: Soket Glue - aept on a soket ii: linux/net/soket.



� �1081 g1082 err = move addr to user(address, len, upeer sokaddr, upeer addrlen);1083 if ( err < 0)1084 goto out release ;1085 g10861087 /* File flags are not inherited via aept() unlike another OSes. */10881089 if (( err = sok map fd(newsok)) < 0)1090 goto out release ;10911092 out put:1093 sokfd put(sok);1094 out:1095 return err ;10961097 out release :1098 sok release (newsok);1099 goto out put;1100 g110111021103 /*1104 * Attempt to onnet to a soket with the server address. The address1105 * is in user spae so we verify it is OK and move it to kernel spae.1106 *1107 * For 1003.1g we need to add lean support for a bind to AF_UNSPEC to1108 * break bindings1109 *1110 * NOTE: 1003.1g draft 6.3 is broken with respet to AX.25/NetROM and1111 * other SEQPACKET protools that take time to onnet() as it doesn't� �Figure 175: Soket Glue - onnet on a soket: linux/net/soket.



� �1113 �/11141115 asmlinkage long sys onnet(int fd , strut sokaddr �uservaddr, int addrlen)1116 f1117 strut soket �sok;1118 har address[MAX SOCK ADDR℄;1119 int err ;11201121 sok = sokfd lookup(fd, &err);1122 if (! sok)1123 goto out;1124 err = move addr to kernel(uservaddr, addrlen, address);1125 if ( err < 0)1126 goto out put;1127 err = sok�>ops�>onnet(sok, (strut sokaddr �) address, addrlen,1128 sok�>�le�>f ags);1129 out put:1130 sokfd put(sok);1131 out:1132 return err ;1133 g11341135 /*1136 * Get the loal address ('name') of a soket objet. Move the obtained� �Figure 176: Soket Glue - get the loal name (\address") of a soket:linux/net/soket.



� �1138 �/11391140 asmlinkage long sys getsokname(int fd, strut sokaddr �usokaddr, int �usokaddr len)1141 f1142 strut soket �sok;1143 har address[MAX SOCK ADDR℄;1144 int len , err ;11451146 sok = sokfd lookup(fd, &err);1147 if (! sok)1148 goto out;1149 err = sok�>ops�>getname(sok, (strut sokaddr �)address, &len, 0);1150 if ( err)1151 goto out put;1152 err = move addr to user(address, len, usokaddr, usokaddr len);11531154 out put:1155 sokfd put(sok);1156 out:1157 return err ;� �Figure 177: Soket Glue - get the far end's name (\address") for a soket:linux/net/soket.



� �1263 err=sok revmsg(sok, &msg, size, ags) ;12641265 if (err >= 0 && addr != NULL && msg.msg namelen)1266 f1267 err2=move addr to user(address, msg.msg namelen, addr, addr len);1268 if (err2<0)1269 err=err2;1270 g1271 sokfd put(sok);1272 out:1273 return err ;1274 g12751276 /*1277 * Reeive a datagram from a soket.1278 */12791280 asmlinkage long sys rev( int fd , void � ubuf, size t size , unsigned ags )1281 f1282 return sys revfrom(fd , ubuf, size , ags , NULL, NULL);� �Figure 178: Soket Glue - setsokopt: linux/net/soket.



� �12841285 /*1286 * Set a soket option. Beause we don't know the option lengths we have1287 * to pass the user mode parameter for the protools to sort out.1288 */12891290 asmlinkage long sys setsokopt( int fd , int level , int optname, har �optval, int optlen)1291 f1292 int err ;1293 strut soket �sok;12941295 if (optlen < 0)1296 return �EINVAL;12971298 if (( sok = sokfd lookup(fd, &err))!=NULL)1299 f1300 if ( level == SOL SOCKET)1301 err=sok setsokopt(sok,level ,optname,optval,optlen);1302 else1303 err=sok�>ops�>setsokopt(sok, level, optname, optval, optlen);� �Figure 179: Soket Glue - getsokopt: linux/net/soket.



� �1323 else1324 err=sok�>ops�>getsokopt(sok, level, optname, optval, optlen);1325 sokfd put(sok);1326 g1327 return err ;1328 g132913301331 /*1332 * Shutdown a soket.1333 */13341335 asmlinkage long sys shutdown(int fd, int how)1336 f1337 int err ;1338 strut soket �sok;13391340 if (( sok = sokfd lookup(fd, &err))!=NULL)1341 f1342 err=sok�>ops�>shutdown(sok, how);1343 sokfd put(sok);1344 g1345 return err ;1346 g13471348 /*1349 * BSD sendmsg interfae1350 */13511352 asmlinkage long sys sendmsg(int fd, strut msghdr �msg, unsigned ags)1353 f1354 strut soket �sok;1355 har address[MAX SOCK ADDR℄;1356 strut iove iovstak [UIO FASTIOV℄, �iov = iovstak;1357 unsigned har tl [ sizeof (strut msghdr) + 20℄; /* 20 is size of ipv6_pktinfo*/� �Figure 180: Soket Glue - sendmsg i: linux/net/soket.



� �1359 strut msghdr msg sys;1360 int err , tl len , iov size , total len ;13611362 err = �EFAULT;1363 if (opy from user(&msg sys,msg,sizeof(strut msghdr)))1364 goto out;13651366 sok = sokfd lookup(fd, &err);1367 if (! sok)1368 goto out;13691370 /* do not move before msg_sys is valid */1371 err = �EINVAL;1372 if (msg sys.msg iovlen > UIO MAXIOV)1373 goto out put;13741375 /* Chek whether to alloate the iove area*/1376 err = �ENOMEM;1377 iov size = msg sys.msg iovlen � sizeof (strut iove) ;1378 if (msg sys.msg iovlen > UIO FASTIOV) f1379 iov = sok kmallo(sok�>sk, iov size, GFP KERNEL);1380 if (! iov)1381 goto out put;1382 g13831384 /* This will also move the address data into kernel spae */1385 err = verify iove (&msg sys, iov, address, VERIFY READ);1386 if ( err < 0)1387 goto out freeiov ;1388 total len = err;13891390 err = �ENOBUFS;13911392 if (msg sys.msg ontrollen > INT MAX)1393 goto out freeiov ;1394 tl len = msg sys.msg ontrollen;1395 if ( tl len )1396 f1397 if ( tl len > sizeof ( tl ))1398 f1399 tl buf = sok kmallo(sok�>sk, tl len, GFP KERNEL);� �Figure 181: Soket Glue - sendmsg ii: linux/net/soket.



� �1401 goto out freeiov ;1402 g1403 err = �EFAULT;1404 if (opy from user(tl buf , msg sys.msg ontrol, tl len ))1405 goto out freetl ;1406 msg sys.msg ontrol = tl buf;1407 g1408 msg sys.msg ags = ags ;14091410 if (sok�>�le�>f ags & O NONBLOCK)1411 msg sys.msg ags j= MSG DONTWAIT;1412 err = sok sendmsg(sok, &msg sys, total len);14131414 out freetl :1415 if ( tl buf != tl )1416 sok kfree s (sok�>sk, tl buf, tl len ) ;1417 out freeiov :1418 if ( iov != iovstak)1419 sok kfree s (sok�>sk, iov, iov size ) ;1420 out put:1421 sokfd put(sok);1422 out:1423 return err ;1424 g14251426 /*1427 * BSD revmsg interfae1428 */14291430 asmlinkage long sys revmsg(int fd , strut msghdr �msg, unsigned int ags)1431 f1432 strut soket �sok;1433 strut iove iovstak [UIO FASTIOV℄;1434 strut iove �iov=iovstak;1435 strut msghdr msg sys;1436 unsigned long msg ptr;1437 int err , iov size , total len , len ;14381439 /* kernel mode address */1440 har addr[MAX SOCK ADDR℄;� �Figure 182: Soket Glue - revmsg i: linux/net/soket.



� �1442 /* user mode address pointers */1443 strut sokaddr �uaddr;1444 int �uaddr len;14451446 err=�EFAULT;1447 if (opy from user(&msg sys,msg,sizeof(strut msghdr)))1448 goto out;14491450 sok = sokfd lookup(fd, &err);1451 if (! sok)1452 goto out;14531454 err = �EINVAL;1455 if (msg sys.msg iovlen > UIO MAXIOV)1456 goto out put;14571458 /* Chek whether to alloate the iove area*/1459 err = �ENOMEM;1460 iov size = msg sys.msg iovlen � sizeof (strut iove) ;1461 if (msg sys.msg iovlen > UIO FASTIOV) f1462 iov = sok kmallo(sok�>sk, iov size, GFP KERNEL);1463 if (! iov)1464 goto out put;1465 g14661467 /*1468 * Save the user-mode address (verify_iove will hange the1469 * kernel msghdr to use the kernel address spae)1470 */14711472 uaddr = msg sys.msg name;1473 uaddr len = &msg�>msg namelen;1474 err = verify iove (&msg sys, iov, addr, VERIFY WRITE);1475 if ( err < 0)1476 goto out freeiov ;1477 total len=err;14781479 msg ptr = (unsigned long)msg sys.msg ontrol;1480 msg sys.msg ags = 0;14811482 if (sok�>�le�>f ags & O NONBLOCK)1483 ags j= MSG DONTWAIT;1484 err = sok revmsg(sok, &msg sys, total len, ags ) ;1485 if ( err < 0)� �Figure 183: Soket Glue - revmsg ii: linux/net/soket.



� �14881489 if (uaddr != NULL && msg sys.msg namelen) f1490 err = move addr to user(addr, msg sys.msg namelen, uaddr, uaddr len);1491 if ( err < 0)1492 goto out freeiov ;1493 g1494 err = put user(msg sys.msg ags, &msg�>msg ags);1495 if ( err)1496 goto out freeiov ;1497 err = put user((unsigned long)msg sys.msg ontrol�msg ptr,1498 &msg�>msg ontrollen);1499 if ( err)1500 goto out freeiov ;1501 err = len;15021503 out freeiov :1504 if ( iov != iovstak)1505 sok kfree s (sok�>sk, iov, iov size ) ;1506 out put:1507 sokfd put(sok);1508 out:1509 return err ;1510 g� �Figure 184: Soket Glue - �le ontrol (fntl): linux/net/soket.



� �15121513 /*1514 * Perform a file ontrol on a soket file desriptor.1515 *1516 * Doesn't aquire a fd lok, beause no network fntl1517 * funtion sleeps urrently.1518 */15191520 int sok fntl (strut �le � �lp , unsigned int md, unsigned long arg)1521 f1522 strut soket �sok;15231524 sok = soki lookup ( �lp�>f dentry�>d inode);1525 if (sok && sok�>ops)1526 return sok no fntl (sok , md, arg);1527 return(�EINVAL);1528 g15291530 /* Argument list sizes for sys_soketall */1531 #de�ne AL(x) ((x) � sizeof(unsigned long))1532 stati unsigned har nargs[18℄=fAL(0),AL(3),AL(3),AL(3),AL(2),AL(3),1533 AL(3),AL(3),AL(4),AL(4),AL(4),AL(6),� �Figure 185: Soket Glue - system all vetor: linux/net/soket.



� �15361537 /*1538 * System all vetors.1539 *1540 * Argument heking leaned up. Saved 20% in size.1541 * This funtion doesn't need to set the kernel lok beause1542 * it is set by the allees.1543 */15441545 asmlinkage long sys soketall ( int all , unsigned long �args)1546 f1547 unsigned long a [6℄;1548 unsigned long a0,a1;1549 int err ;15501551 if ( all<1jjall>SYS RECVMSG)1552 return �EINVAL;15531554 /* opy_from_user should be SMP safe. */1555 if (opy from user(a, args , nargs[ all ℄) )1556 return �EFAULT;15571558 a0=a[0℄;1559 a1=a[1℄;15601561 swith( all )1562 f1563 ase SYS SOCKET:1564 err = sys soket(a0,a1,a [2℄) ;1565 break;1566 ase SYS BIND:1567 err = sys bind(a0,(strut sokaddr �)a1, a [2℄) ;1568 break;1569 ase SYS CONNECT:1570 err = sys onnet(a0, ( strut sokaddr �)a1, a [2℄) ;1571 break;1572 ase SYS LISTEN:1573 err = sys listen (a0,a1);1574 break;1575 ase SYS ACCEPT:� �Figure 186: Soket Glue - system all vetor: linux/net/soket.



� �1576 err = sys aept(a0,( strut sokaddr �)a1, ( int �)a [2℄) ;1577 break;1578 ase SYS GETSOCKNAME:1579 err = sys getsokname(a0,(strut sokaddr �)a1, ( int �)a [2℄) ;1580 break;1581 ase SYS GETPEERNAME:1582 err = sys getpeername(a0, (strut sokaddr �)a1, ( int �)a [2℄) ;1583 break;1584 ase SYS SOCKETPAIR:1585 err = sys soketpair(a0,a1 , a [2℄, ( int �)a [3℄) ;1586 break;1587 ase SYS SEND:1588 err = sys send(a0, (void �)a1, a [2℄, a [3℄) ;1589 break;1590 ase SYS SENDTO:1591 err = sys sendto(a0,(void �)a1 , a [2℄, a [3℄,1592 (strut sokaddr �)a [4℄, a [5℄) ;1593 break;1594 ase SYS RECV:1595 err = sys rev(a0 , (void �)a1, a [2℄, a [3℄) ;1596 break;� �Figure 187: Soket Glue - system all vetor: linux/net/soket.



� �1598 err = sys revfrom(a0, (void �)a1, a [2℄, a [3℄,1599 (strut sokaddr �)a [4℄, ( int �)a [5℄) ;1600 break;1601 ase SYS SHUTDOWN:1602 err = sys shutdown(a0,a1);1603 break;1604 ase SYS SETSOCKOPT:1605 err = sys setsokopt(a0, a1, a [2℄, ( har �)a [3℄, a [4℄) ;1606 break;1607 ase SYS GETSOCKOPT:1608 err = sys getsokopt(a0, a1, a [2℄, ( har �)a [3℄, ( int �)a [4℄) ;1609 break;1610 ase SYS SENDMSG:1611 err = sys sendmsg(a0, (strut msghdr �) a1, a [2℄) ;1612 break;1613 ase SYS RECVMSG:1614 err = sys revmsg(a0, (strut msghdr �) a1, a [2℄) ;1615 break;1616 default :1617 err = �EINVAL;1618 break;1619 g1620 return err ;� �Figure 188: Soket Glue - registering a protool family with the soket module:linux/net/soket.



� �16221623 /*1624 * This funtion is alled by a protool handler that wants to1625 * advertise its address family, and have it linked into the1626 * SOCKET module.1627 */16281629 int sok register (strut net proto family �ops)1630 f1631 int err ;16321633 if (ops�>family >= NPROTO) f1634 printk(KERN CRIT "protool %d >= NPROTO(%d)nn", ops�>family,NPROTO);1635 return �ENOBUFS;1636 g1637 net family write lok () ;� �Figure 189: Soket Glue - un-registering a protool family with the soket mod-ule: linux/net/soket.



� �16461647 /*1648 * This funtion is alled by a protool handler that wants to1649 * remove its address family, and have it unlinked from the1650 * SOCKET module.1651 */16521653 int sok unregister ( int family)1654 f1655 if ( family < 0 jj family >= NPROTO)1656 return �1;16571658 net family write lok () ;1659 net families [family℄=NULL;1660 net family write unlok() ;1661 return 0;1662 g166316641665 extern void sk init (void) ;16661667 #ifdef CONFIG WAN ROUTER1668 extern void wanrouter init(void);1669 #endif16701671 void init sok init (void)1672 f1673 int i ;16741675 printk(KERN INFO "Linux NET4.0 for Linux 2.4nn");1676 printk(KERN INFO "Based upon Swansea University Computer Soiety NET3.039nn");16771678 /*1679 * Initialize all address (protool) families.� �Figure 190: Soket Glue - initialising the soket VFS module:linux/net/soket.



� �16811682 for ( i = 0; i < NPROTO; i++)1683 net families [ i ℄ = NULL;16841685 /*1686 * Initialize sok SLAB ahe.1687 */16881689 sk init () ;16901691 #ifdef SLAB SKB1692 /*1693 * Initialize skbuff SLAB ahe1694 */1695 skb init () ;1696 #endif16971698 /*1699 * Wan router layer.1700 */17011702 #ifdef CONFIG WAN ROUTER1703 wanrouter init() ;1704 #endif� �Figure 191: Soket Glue - initialising the soket VFS module:linux/net/soket.



� �1707 � Initialize the protools module.1708 �/17091710 register �lesystem (&sok fs type);1711 sok mnt = kern mount(&sok fs type);1712 /* The real protool initialization is performed when1713 * do_initalls is run.1714 */171517161717 /*1718 * The netlink devie handler may be needed early.1719 */17201721 #ifdef CONFIG RTNETLINK1722 rtnetlink init () ;1723 #endif1724 #ifdef CONFIG NETLINK DEV1725 init netlink () ;1726 #endif1727 #ifdef CONFIG NETFILTER1728 net�lter init () ;1729 #endif1730 g17311732 int soket get info (har �bu�er , har ��start , o� t o�set , int length)� �Figure 192: Soket Glue - soket stats per CPU: linux/net/soket.



Push Area Data Area Put Area Tail RoomHead Room

Linear Buffers - the use of sk_buff memory for packet processingFigure 193: sk bu� struture layout



� �60 �61 � HW: devie is required to sum paket as seen by hard start xmit62 � from skb�>h.raw to the end and to reord the heksum63 � at skb�>h.raw+skb�>sum.64 �65 � Devie must show its apabilities in dev�>features, set66 � at devie setup time.67 � NETIF F HW CSUM � it is lever devie, it is able to heksum68 � everything.� �Figure 194: Memory Alloation:- Soket Bu�ers i:linux/inlude/linux/skbuff.h



� �70 � NETIF F IP CSUM � devie is dumb. It is able to sum only71 � TCP/UDP over IPv4. Sigh. Vendors like this72 � way by an unknown reason. Though, see omment above73 � about CHECKSUM UNNECESSARY. 8)74 �75 � Any questions? No questions, good. ��ANK76 �/7778 #ifdef i38679 #de�ne NET CALLER(arg) (�(((void��)&arg)�1))80 #else81 #de�ne NET CALLER(arg) builtin return address(0)82 #endif8384 #ifdef CONFIG NETFILTER85 strut nf onntrak f86 atomi t use;87 void (�destroy)(strut nf onntrak �) ;88 g;8990 strut nf t info f91 strut nf onntrak �master;92 g;93 #endif9495 strut sk bu� head f96 /* These two members must be first. */97 strut sk bu� � next;98 strut sk bu� � prev;� �Figure 195: Memory Alloation:- Soket Bu�ers ii:linux/inlude/linux/skbuff.h



� �160 union161 f162 strut ethhdr �ethernet;163 unsigned har �raw;164 g ma;165166 strut dst entry �dst;167168 /*169 * This is the ontrol buffer. It is free to use for every170 * layer. Please put your private variables there. If you171 * want to keep them aross layers you have to do a skb_lone()172 * first. This is owned by whoever has the skb queued ATM.173 */174 har b [48℄;� �Figure 196: Memory Alloation:- Soket Bu�ers Routines:linux/inlude/linux/skbuff.h



� �165 strut sk bu� �allo skb(unsigned int size , int gfp mask)166 f167 strut sk bu� �skb;168 u8 �data;169170 if ( in interrupt () && (gfp mask & GFP WAIT)) f171 stati int ount = 0;172 if (++ount < 5) f173 printk(KERN ERR "allo skb alled nonatomially "174 "from interrupt %pnn", NET CALLER(size));175 BUG();176 g177 gfp mask &= ~ GFP WAIT;178 g179180 /* Get the HEAD */181 skb = skb head from pool();182 if (skb == NULL) f183 skb = kmem ahe allo(skbu� head ahe, gfp mask);184 if (skb == NULL)185 goto nohead;186 g187188 /* Get the DATA. Size must math skb_add_mtu(). */189 size = SKB DATA ALIGN(size);190 data = kmallo(size + sizeof(strut skb shared info) , gfp mask);191 if (data == NULL)192 goto nodata;� �Figure 197: Memory Alloation:- Soket Bu�ers Code



� �194 /* XXX: does not inlude slab overhead */195 skb�>truesize = size + sizeof(strut sk bu�) ;196197 /* Load the data pointers. */198 skb�>head = data;199 skb�>data = data;200 skb�>tail = data;201 skb�>end = data + size;202203 /* Set up other state */204 skb�>len = 0;205 skb�>loned = 0;206 skb�>data len = 0;207208 atomi set(&skb�>users, 1);209 atomi set(&(skb shinfo(skb)�>dataref), 1);210 skb shinfo(skb)�>nr frags = 0;211 skb shinfo(skb)�>frag list = NULL;212 return skb;213214 nodata:215 skb head to pool(skb);� �Figure 198: Memory Alloation:- Soket Bu�ers Code



� �1680 if (sk�>forward allo >= TCP MEM QUANTUM)1681 tp mem relaim(sk);1682 g16831684 stati inline void tp enter memory pressure(void)1685 f1686 if (! tp memory pressure) f1687 NET INC STATS(TCPMemoryPressures);1688 tp memory pressure = 1;1689 g1690 g16911692 stati inline void tp moderate sndbuf(strut sok �sk)1693 f1694 if (!( sk�>userloks&SOCK SNDBUF LOCK)) f� �Figure 199: TCP Memory Alloation:- Soket Bu�ers Code



� �65 int systl hot list len = 128;6667 stati kmem ahe t �skbu� head ahe;6869 stati union f70 strut sk bu� head list ;71 har pad[SMP CACHE BYTES℄;72 g skb head pool[NR CPUS℄;� �Figure 200: Soket Bu�er Kernel Globals: linux/net/ore/skbuff.



� �113 stati inline strut sk bu� �skb head from pool(void)114 f115 strut sk bu� head � list = &skb head pool[smp proessor id()℄. list ;116117 if (skb queue len( list )) f118 strut sk bu� �skb;119 unsigned long ags ;120121 loal irq save ( ags ) ;122 skb = skb dequeue(list) ;123 loal irq restore ( ags ) ;124 return skb;125 g126 return NULL;127 g128129 stati inline void skb head to pool(strut sk bu� �skb)130 f131 strut sk bu� head � list = &skb head pool[smp proessor id()℄. list ;132133 if (skb queue len( list ) < systl hot list len ) f134 unsigned long ags ;135136 loal irq save ( ags ) ;137 skb queue head( list , skb);138 loal irq restore ( ags ) ;139140 return;141 g142 kmem ahe free(skbu� head ahe, skb);143 g� �Figure 201: Soket Bu�er Head from/to Pool: linux/net/ore/skbuff.



� �152 /**153 * allo_skb - alloate a network buffer154 * �size: size to alloate155 * �gfp_mask: alloation mask156 *157 * Alloate a new &sk_buff. The returned buffer has no headroom and a158 * tail room of size bytes. The objet has a referene ount of one.159 * The return is the buffer. On a failure the return is %NULL.160 *161 * Buffers may only be alloated from interrupts using a �gfp_mask of162 * %GFP_ATOMIC.163 */� �Figure 202: Alloate Soket Bu�er - omment: linux/net/ore/skbuff.



� �165 strut sk bu� �allo skb(unsigned int size , int gfp mask)166 f167 strut sk bu� �skb;168 u8 �data;169170 if ( in interrupt () && (gfp mask & GFP WAIT)) f171 stati int ount = 0;172 if (++ount < 5) f173 printk(KERN ERR "allo skb alled nonatomially "174 "from interrupt %pnn", NET CALLER(size));175 BUG();176 g177 gfp mask &= ~ GFP WAIT;178 g179180 /* Get the HEAD */181 skb = skb head from pool();182 if (skb == NULL) f183 skb = kmem ahe allo(skbu� head ahe, gfp mask);184 if (skb == NULL)185 goto nohead;186 g187188 /* Get the DATA. Size must math skb_add_mtu(). */189 size = SKB DATA ALIGN(size);190 data = kmallo(size + sizeof(strut skb shared info) , gfp mask);191 if (data == NULL)192 goto nodata;193194 /* XXX: does not inlude slab overhead */195 skb�>truesize = size + sizeof(strut sk bu�) ;196197 /* Load the data pointers. */198 skb�>head = data;199 skb�>data = data;200 skb�>tail = data;201 skb�>end = data + size;202203 /* Set up other state */204 skb�>len = 0;205 skb�>loned = 0;206 skb�>data len = 0;207208 atomi set(&skb�>users, 1);209 atomi set(&(skb shinfo(skb)�>dataref), 1);210 skb shinfo(skb)�>nr frags = 0;211 skb shinfo(skb)�>frag list = NULL;212 return skb;213214 nodata:215 skb head to pool(skb);� �Figure 203: Alloate Soket Bu�er: linux/net/ore/skbuff.



� �218 g219220221 /*222 * Slab onstrutor for a skb head.223 */224 stati inline void skb headerinit(void �p, kmem ahe t �ahe,225 unsigned long ags )226 f227 strut sk bu� �skb = p;228229 skb�>next = NULL;230 skb�>prev = NULL;231 skb�>list = NULL;232 skb�>sk = NULL;233 skb�>stamp.tv se=0; /* No idea about time */234 skb�>dev = NULL;235 skb�>dst = NULL;236 memset(skb�>b, 0, sizeof(skb�>b));237 skb�>pkt type = PACKET HOST; /* Default type */238 skb�>ip summed = 0;239 skb�>priority = 0;240 skb�>seurity = 0; /* By default pakets are inseure */241 skb�>destrutor = NULL;242243 #ifdef CONFIG NETFILTER244 skb�>nfmark = skb�>nfahe = 0;245 skb�>nft = NULL;246 #ifdef CONFIG NETFILTER DEBUG247 skb�>nf debug = 0;248 #endif249 #endif250 #ifdef CONFIG NET SCHED� �Figure 204: Initialise Soket Bu�er: linux/net/ore/skbuff.



� �252 #endif253 g254255 stati void skb drop fraglist (strut sk bu� �skb)256 f257 strut sk bu� � list = skb shinfo(skb)�>frag list;258259 skb shinfo(skb)�>frag list = NULL;260261 do f� �Figure 205: Free Soket Bu�er: linux/net/ore/skbuff.



� �295 �/296 void kfree skbmem(strut sk bu� �skb)297 f298 skb release data (skb);299 skb head to pool(skb);300 g301302 /**303 * __kfree_skb - private funtion304 * �skb: buffer305 *306 * Free an sk_buff. Release anything attahed to the buffer.307 * Clean the state. This is an internal helper funtion. Users should308 * always all kfree_skb309 */310311 void kfree skb (strut sk bu� �skb)312 f313 if (skb�>list) f314 printk(KERN WARNING "Warning: kfree skb passed an skb still "315 "on a list (from %p).nn", NET CALLER(skb));316 BUG();317 g318319 dst release (skb�>dst);320 if (skb�>destrutor) f321 if ( in irq ()) f322 printk(KERN WARNING "Warning: kfree skb on hard IRQ %pnn",323 NET CALLER(skb));324 g325 skb�>destrutor(skb);326 g327 #ifdef CONFIG NETFILTER328 nf onntrak put(skb�>nft);329 #endif330 skb headerinit(skb, NULL, 0); /* lean state */331 kfree skbmem(skb);332 g333334 /**335 * skb_lone - dupliate an sk_buff� �Figure 206: Clone Soket Bu�er: linux/net/ore/skbuff.



� �337 � �gfp mask: alloation priority338 �339 � Dupliate an &sk bu�. The new one is not owned by a soket. Both340 � opies share the same paket data but not struture. The new341 � bu�er has a referene ount of 1. If the alloation fails the342 � funtion returns %NULL otherwise the new bu�er is returned.343 �344 � If this funtion is alled from an interrupt gfp mask() must be345 � %GFP ATOMIC.346 �/347348 strut sk bu� �skb lone(strut sk bu� �skb, int gfp mask)349 f350 strut sk bu� �n;351352 n = skb head from pool();353 if (! n) f354 n = kmem ahe allo(skbu� head ahe, gfp mask);355 if (! n)356 return NULL;357 g358359 #de�ne C(x) n�>x = skb�>x360361 n�>next = n�>prev = NULL;362 n�>list = NULL;363 n�>sk = NULL;364 C(stamp);365 C(dev);366 C(h);367 C(nh);368 C(ma);369 C(dst);370 dst lone(n�>dst);371 mempy(n�>b, skb�>b, sizeof(skb�>b));372 C(len);� �Figure 207: Copy Soket Bu�er Struture Header: linux/net/ore/skbuff.



� �374 C(sum);375 n�>loned = 1;376 C(pkt type);377 C(ip summed);378 C(priority) ;379 atomi set(&n�>users, 1);380 C(protool);381 C(seurity) ;382 C(truesize) ;383 C(head);384 C(data);385 C(tail) ;386 C(end);387 n�>destrutor = NULL;388 #ifdef CONFIG NETFILTER389 C(nfmark);390 C(nfahe);391 C(nft);392 #ifdef CONFIG NETFILTER DEBUG393 C(nf debug);394 #endif395 #endif /*CONFIG_NETFILTER*/396 #if de�ned(CONFIG HIPPI)397 C(private);398 #endif399 #ifdef CONFIG NET SCHED400 C(t index);401 #endif402403 atomi in(&(skb shinfo(skb)�>dataref));404 skb�>loned = 1;405 #ifdef CONFIG NETFILTER406 nf onntrak get(skb�>nft);407 #endif408 return n;409 g� �Figure 208: Copy Soket Bu�er Struture and data:linux/net/ore/skbuff.



� �412 f413 /*414 * Shift between the two data areas in bytes415 */416 unsigned long o�set = new�>data � old�>data;417418 new�>list=NULL;419 new�>sk=NULL;420 new�>dev=old�>dev;421 new�>priority=old�>priority;422 new�>protool=old�>protool;423 new�>dst=dst lone(old�>dst);424 new�>h.raw=old�>h.raw+o�set;425 new�>nh.raw=old�>nh.raw+o�set;426 new�>ma.raw=old�>ma.raw+o�set;427 mempy(new�>b, old�>b, sizeof(old�>b));428 atomi set(&new�>users, 1);429 new�>pkt type=old�>pkt type;430 new�>stamp=old�>stamp;431 new�>destrutor = NULL;432 new�>seurity=old�>seurity;433 #ifdef CONFIG NETFILTER434 new�>nfmark=old�>nfmark;435 new�>nfahe=old�>nfahe;436 new�>nft=old�>nft;437 nf onntrak get(new�>nft);438 #ifdef CONFIG NETFILTER DEBUG439 new�>nf debug=old�>nf debug;440 #endif441 #endif442 #ifdef CONFIG NET SCHED443 new�>t index = old�>t index;444 #endif445 g446447 /**448 * skb_opy - reate private opy of an sk_buff449 * �skb: buffer to opy450 * �gfp_mask: alloation priority451 *452 * Make a opy of both an &sk_buff and its data. This is used when the453 * aller wishes to modify the data and needs a private opy of the454 * data to alter. Returns %NULL on failure or the pointer to the buffer455 * on suess. The returned buffer has a referene ount of 1.456 *457 * As by-produt this funtion onverts non-linear &sk_buff to linear458 * one, so that &sk_buff beomes ompletely private and aller is allowed� �Figure 209: Copy and Expand Soket Bu�er Struture and data:linux/net/ore/skbuff.



� �473 if (n==NULL)474 return NULL;475476 /* Set the data pointer */477 skb reserve(n,headerlen);478 /* Set the tail pointer and length */479 skb put(n,skb�>len);480 n�>sum = skb�>sum;481 n�>ip summed = skb�>ip summed;482483 if ( skb opy bits(skb, �headerlen, n�>head, headerlen+skb�>len))484 BUG();485486 opy skb header(n, skb);� �Figure 210: Initialise Soket Bu�er Global data: linux/net/ore/skbuff.



� �59 � all day. To optimize this ase we use a spei� ag bit de�ned60 � below. As we add sokets to a bind buket list , we perform a61 � hek of : ( newsk�>reuse && (newsk�>state != TCP LISTEN))62 � As long as all sokets added to a bind buket pass this test ,63 � the ag bit will be set .64 � The resulting situation is that tp v[46℄ verify bind () an just hek65 � for this ag bit , if it is set and the soket trying to bind has66 � sk�>reuse set, we don't even have to walk the owners list at all,67 � we return that it is ok to bind this soket to the requested loal port.68 �69 � Sounds like a lot of work, but it is worth it . In a more naive70 � implementation (ie. urrent FreeBSD et.) the entire list of ports71 � must be walked for eah data port opened by an ftp server. Needless72 � to say , this does not sale at all . With a ouple thousand FTP73 � users logged onto your box, isn ' t it nie to know that new data74 � ports are reated in O(1) time? I thought so. ;�) �DaveM75 �/76 strut tp bind buket f77 unsigned short port;78 unsigned short fastreuse ;79 strut tp bind buket �next;80 strut sok �owners;81 strut tp bind buket ��pprev;82 g;8384 strut tp bind hashbuket f85 spinlok t lok;86 strut tp bind buket �hain;87 g;8889 extern strut tp hashinfo f90 /* This is for sokets with full identity only. Sokets here will� �Figure 211: TCP States: linux/inlude/net/tp.h



� �92 �93 � TCP ESTABLISHED <= sk�>state < TCP CLOSE94 �95 � First half of the table is for sokets not in TIME WAIT, seond half96 � is for TIME WAIT sokets only.97 �/98 strut tp ehash buket � tp ehash;99100 /* Ok, let's try this, I give up, we do need a loal binding101 * TCP hash as well as the others for fast bind/onnet.102 */103 strut tp bind hashbuket � tp bhash;104105 int tp bhash size ;106 int tp ehash size ;107108 /* All sokets in TCP_LISTEN state will be in here. This is the only109 * table where wildard'd TCP sokets an exist. Hash funtion here110 * is just loal port number.111 */112 strut sok � tp listening hash [TCP LHTABLE SIZE℄;113114 /* All the above members are written one at bootup and115 * never written again _or_ are predominantly read-aess.� �Figure 212: TCP State ags: linux/inlude/net/tp.h



� �117 � Now align to a new ahe line as all the following members118 � are often dirty .119 �/120 rwlok t tp lhash lok121 attribute (( aligned (SMP CACHE BYTES)));122 atomi t tp lhash users ;123 wait queue head t tp lhash wait ;124 spinlok t tp portallo lok ;125 g tp hashinfo;126127 #de�ne tp ehash (tp hashinfo. tp ehash)128 #de�ne tp bhash (tp hashinfo. tp bhash)129 #de�ne tp ehash size (tp hashinfo. tp ehash size )130 #de�ne tp bhash size (tp hashinfo. tp bhash size )131 #de�ne tp listening hash (tp hashinfo. tp listening hash )132 #de�ne tp lhash lok (tp hashinfo. tp lhash lok )133 #de�ne tp lhash users (tp hashinfo. tp lhash users )134 #de�ne tp lhash wait (tp hashinfo. tp lhash wait )135 #de�ne tp portallo lok (tp hashinfo. tp portallo lok )136137 extern kmem ahe t �tp buket ahep;138 extern strut tp bind buket �tp buket reate(strut tp bind hashbuket �head,139 unsigned short snum);140 extern void tp buket unlok(strut sok �sk) ;141 extern int tp port rover ;142 extern strut sok � tp v4 lookup listener (u32 addr, unsigned short hnum, int dif) ;143144 /* These are AF independent. */145 stati inline int tp bhashfn( u16 lport)146 f147 return ( lport & (tp bhash size � 1));� �Figure 213: TCP Conention State: linux/inlude/net/tp.h



� �149150 /* This is a TIME_WAIT buket. It works around the memory onsumption151 * problems of sokets in suh a state on heavily loaded servers, but152 * without violating the protool speifiation.153 */154 strut tp tw buket f155 /* These _must_ math the beginning of strut sok preisely.156 * XXX Yes I know this is gross, but I'd have to edit every single157 * XXX networking file if I reated a "strut sok_header". -DaveM158 */159 u32 daddr;160 u32 rv saddr;161 u16 dport;162 unsigned short num;163 int bound dev if;164 strut sok �next;165 strut sok ��pprev;166 strut sok �bind next;167 strut sok ��bind pprev;168 unsigned har state ,169 substate ; /* "zapped" is replaed with "substate" */170 u16 sport;171 unsigned short family;172 unsigned har reuse,173 rv wsale ; /* It is also TW buket speifi */174 atomi t refnt ;175176 /* And these are ours. */177 int hashent;178 int timeout;179 u32 rv nxt;180 u32 snd nxt;181 u32 rv wnd;182 u32 ts reent ;183 long ts reent stamp;184 unsigned long ttd;185 strut tp bind buket �tb;� �Figure 214: TCP State variables: linux/inlude/net/tp.h



� �243 strut tp sak blok f244 u32 start seq ;245 u32 end seq;246 g;247248 strut tp opt f249 int tp header len; /* Bytes of tp header to send */250251 /*252 * Header predition flags253 * 0x5?10 << 16 + snd_wnd in net byte order254 */255 u32 pred ags ;� �Figure 215: Soket TCP State i, start of...: linux/inlude/net/sok.h



� �196 g;197 #endif198199 #if de�ned(CONFIG INET) jj de�ned (CONFIG INET MODULE)200 strut inet opt201 f202 int ttl ; /* TTL setting */203 int tos ; /* TOS */204 unsigned msg ags;205 strut ip options �opt;206 unsigned har hdrinl ; /* Inlude headers ? */207 u8 m ttl ; /* Multiasting TTL */208 u8 m loop; /* Loopbak */209 unsigned reverr : 1,210 freebind : 1;211 u16 id; /* ID ounter for DF pkts */� �Figure 216: Soket relevant IP option State: linux/inlude/net/sok.h



� �140 g;141 #endif142143 #if de�ned(CONFIG IPV6) jj de�ned (CONFIG IPV6 MODULE)144 strut ipv6 pinfo f145 strut in6 addr saddr;146 strut in6 addr rv saddr;147 strut in6 addr daddr;148 strut in6 addr �daddr ahe;149150 u32 ow label ;151 u32 frag size ;152 int hop limit;153 int mast hops;154 int mast oif ;155156 /* pktoption flags */157 union f158 strut f159 u8 srrt :2,160 rxinfo :1,161 rxhlim:1,162 hopopts:1,163 dstopts :1,164 authhdr:1,165 rxow :1;166 g bits ;167 u8 all ;168 g rxopt;169170 /* sokopt flags */171 u8 m loop:1,172 reverr :1,173 sndow:1,174 pmtudis:2;175176 strut ipv6 m soklist � ipv6 m list ;177 strut ipv6  soklist � ipv6  list ;178 u32 dst ookie ;� �Figure 217: Soket IPv6 State: linux/inlude/net/sok.h



� �482 do f spin lok init (&(( sk)�>lok.slok)); n483 ( sk)�>lok.users = 0; n484 init waitqueue head(&(( sk)�>lok.wq)); n485 g while(0) ;486487 strut sok f488 /* Soket demultiplex omparisons on inoming pakets. */489 u32 daddr; /* Foreign IPv4 addr*/490 u32 rv saddr; /* Bound loal IPv4 addr*/491 u16 dport; /* Destination port*/492 unsigned short num; /* Loal port*/493 int bound dev if; /* Bound devie index if != 0*/� �Figure 218: Soket State i, demultiplex data: linux/inlude/net/sok.h



� �496 strut sok �next;497 strut sok ��pprev;498 strut sok �bind next;499 strut sok ��bind pprev;500501 volatile unsigned har state , /* Connetion state*/502 zapped; /* In ax25 & ipx means not linked*/503 u16 sport; /* Soure port*/504505 unsigned short family; /* Address family*/506 unsigned har reuse; /* SO_REUSEADDR setting*/507 unsigned har shutdown;508 atomi t refnt ; /* Referene ount*/509510 soket lok t lok; /* Synhronizer...*/511 int rvbuf; /* Size of reeive buffer in bytes*/512513 wait queue head t �sleep ; /* Sok wait queue*/514 strut dst entry �dst ahe; /* Destination ahe*/515 rwlok t dst lok ;516 atomi t rmem allo; /* Reeive queue bytes ommitted*/517 strut sk bu� head reeive queue; /* Inoming pakets*/518 atomi t wmem allo; /* Transmit queue bytes ommitted*/519 strut sk bu� head write queue; /* Paket sending queue*/520 atomi t omem allo; /* "o" is "option" or "other" */521 int wmem queued; /* Persistent queue size */� �Figure 219: Soket State ii, resoure data: linux/inlude/net/sok.h



� �523 u32 saddr; /* Sending soure*/524 unsigned int alloation ; /* Alloation mode*/525 int sndbuf; /* Size of send buffer in bytes*/526 strut sok �prev;527528 /* Not all are volatile, but some are, so we might as well say they allare.529 * XXX Make this a flag word -DaveM530 */531 volatile har dead,532 done,533 urginline ,534 keepopen,535 linger ,536 destroy,537 no hek,538 broadast,539 bsdism;540 unsigned har debug;541 unsigned har rvtstamp;542 unsigned har use write queue;543 unsigned har userloks ;544 /* Hole of 3 bytes. Try to pak. */545 int route aps;546 int pro;547 unsigned long lingertime ;548549 int hashent;550 strut sok �pair;551552 /* The baklog queue is speial, it is always used with553 * the per-soket spinlok held and requires low lateny554 * aess. Therefore we speial ase it's implementation.555 */556 strut f� �Figure 220: Soket State iii, soket state itself: linux/inlude/net/sok.h



� �558 strut sk bu� � tail ;559 g baklog;560561 rwlok t allbak lok ;562563 /* Error queue, rarely used. */564 strut sk bu� head error queue;565566 strut proto �prot;567568 #if de�ned(CONFIG IPV6) jj de�ned (CONFIG IPV6 MODULE)569 union f570 strut ipv6 pinfo af inet6 ;571 g net pinfo ;572 #endif573574 union f575 strut tp opt af tp ;576 #if de�ned(CONFIG INET) jj de�ned (CONFIG INET MODULE)577 strut raw opt tp raw4;578 #endif579 #if de�ned(CONFIG IPV6) jj de�ned (CONFIG IPV6 MODULE)580 strut raw6 opt tp raw;581 #endif /* CONFIG_IPV6 */582 #if de�ned(CONFIG SPX) jj de�ned (CONFIG SPX MODULE)583 strut spx opt af spx ;584 #endif /* CONFIG_SPX */585586 g tp pinfo ;587588 int err , err soft ; /* Soft holds errors that don't589 ause failure but are the ause590 of a persistent failure not just591 'timed out' */592 unsigned short ak baklog;593 unsigned short max ak baklog;594 u32 priority ;595 unsigned short type;596 unsigned har loalroute ; /* Route loally only */597 unsigned har protool;598 strut ured peerred;� �Figure 221: Soket State iv, routing, erroring and �ltering:linux/inlude/net/sok.h



� �599 int rvlowat;600 long rvtimeo;601 long sndtimeo;602603 #ifdef CONFIG FILTER604 /* Soket Filtering Instrutions */605 strut sk �lter � �lter ;606 #endif /* CONFIG_FILTER */607608 /* This is where all the private (optional) areas that don't609 * overlap will eventually live.610 */611 union f612 void �destrut hook;613 strut unix opt af unix ;614 #if de�ned(CONFIG INET) jj de�ned (CONFIG INET MODULE)615 strut inet opt af inet ;616 #endif617 #if de�ned(CONFIG ATALK) jj de�ned(CONFIG ATALK MODULE)618 strut atalk sok af at ;619 #endif620 #if de�ned(CONFIG IPX) jj de�ned(CONFIG IPX MODULE)621 strut ipx opt af ipx ;622 #endif623 #if de�ned (CONFIG DECNET) jj de�ned(CONFIG DECNET MODULE)624 strut dn sp dn;625 #endif626 #if de�ned (CONFIG PACKET) jj de�ned(CONFIG PACKET MODULE)627 strut paket opt �af paket ;628 #endif629 #if de�ned(CONFIG X25) jj de�ned(CONFIG X25 MODULE)630 x25 b �x25;631 #endif632 #if de�ned(CONFIG AX25) jj de�ned(CONFIG AX25 MODULE)633 ax25 b �ax25;634 #endif635 #if de�ned(CONFIG NETROM) jj de�ned(CONFIG NETROM MODULE)636 nr b �nr;637 #endif638 #if de�ned(CONFIG ROSE) jj de�ned(CONFIG ROSE MODULE)639 rose b �rose;640 #endif641 #if de�ned(CONFIG PPPOE) jj de�ned(CONFIG PPPOE MODULE)642 strut pppox opt �pppox;643 #endif644 #ifdef CONFIG NETLINK645 strut netlink opt �af netlink ;646 #endif647 #if de�ned(CONFIG ECONET) jj de�ned(CONFIG ECONET MODULE)648 strut eonet opt �af eonet ;� �Figure 222: Soket State v, private protool info: linux/inlude/net/sok.h



� �610 �/611 union f612 void �destrut hook;613 strut unix opt af unix ;614 #if de�ned(CONFIG INET) jj de�ned (CONFIG INET MODULE)615 strut inet opt af inet ;616 #endif617 #if de�ned(CONFIG ATALK) jj de�ned(CONFIG ATALK MODULE)618 strut atalk sok af at ;619 #endif620 #if de�ned(CONFIG IPX) jj de�ned(CONFIG IPX MODULE)621 strut ipx opt af ipx ;622 #endif623 #if de�ned (CONFIG DECNET) jj de�ned(CONFIG DECNET MODULE)624 strut dn sp dn;625 #endif626 #if de�ned (CONFIG PACKET) jj de�ned(CONFIG PACKET MODULE)627 strut paket opt �af paket ;628 #endif629 #if de�ned(CONFIG X25) jj de�ned(CONFIG X25 MODULE)630 x25 b �x25;631 #endif632 #if de�ned(CONFIG AX25) jj de�ned(CONFIG AX25 MODULE)633 ax25 b �ax25;634 #endif635 #if de�ned(CONFIG NETROM) jj de�ned(CONFIG NETROM MODULE)636 nr b �nr;637 #endif638 #if de�ned(CONFIG ROSE) jj de�ned(CONFIG ROSE MODULE)639 rose b �rose;640 #endif641 #if de�ned(CONFIG PPPOE) jj de�ned(CONFIG PPPOE MODULE)642 strut pppox opt �pppox;643 #endif644 #ifdef CONFIG NETLINK645 strut netlink opt �af netlink ;646 #endif647 #if de�ned(CONFIG ECONET) jj de�ned(CONFIG ECONET MODULE)648 strut eonet opt �af eonet ;� �Figure 223: Soket State vi, timers and allbaks: linux/inlude/net/sok.h



� �649 #endif650 #if de�ned(CONFIG ATM) jj de�ned(CONFIG ATM MODULE)651 strut atm v �af atm;652 #endif653 #if de�ned(CONFIG IRDA) jj de�ned(CONFIG IRDA MODULE)654 strut irda sok �irda;655 #endif656 #if de�ned(CONFIG WAN ROUTER) jj de�ned(CONFIG WAN ROUTER MODULE)657 strut wanpipe opt �af wanpipe;658 #endif659 g protinfo ;660661662 /* This part is used for the timeout funtions. */663 strut timer list timer; /* This is the sok leanup timer. */664 strut timeval stamp;665666 /* Identd and reporting IO signals */667 strut soket �soket;668669 /* RPC layer private data */670 void �user data;� �Figure 224: Soket State vi, timers and allbaks: linux/inlude/net/sok.h



� �418 int linger2 ;419 g;420421422 /*423 * This struture really needs to be leaned up.424 * Most of it is for TCP, and not used by any of425 * the other protools.426 */427428 /*429 * The idea is to start moving to a newer strut gradualy430 *431 * IMHO the newer strut should have the following format:432 *433 * strut sok {434 * sokmem [mem, proto, allbaks℄435 *436 * union or strut {437 * ax25;438 * } ll_pinfo;439 *440 * union {441 * ipv4;442 * ipv6;443 * ipx;444 * netrom;445 * rose;446 * x25;447 * } net_pinfo;448 *449 * union {450 * tp;451 * udp;452 * spx;453 * netrom;454 * } tp_pinfo;455 *� �Figure 225: Proposal to Tidy Up Soket State: linux/inlude/net/sok.h



� �947 if (atomi de and test(&fp�>refnt))948 kfree(fp) ;949 g950951 stati inline void sk �lter harge (strut sok �sk , strut sk �lter �fp)952 f953 atomi in(&fp�>refnt);954 atomi add( sk �lter len (fp), &sk�>omem allo);955 g956957 #endif /* CONFIG_FILTER */958959 /*960 * Soket referene ounting postulates.961 *962 * * Eah user of soket SHOULD hold a referene ount.963 * * Eah aess point to soket (an hash table buket, referene from a list,964 * running timer, skb in flight MUST hold a referene ount.965 * * When referene ount hits 0, it means it will never inrease bak.966 * * When referene ount hits 0, it means that no referenes from967 * outside exist to this soket and urrent proess on urrent CPU968 * is last user and may/should destroy this soket.969 * * sk_free is alled from any ontext: proess, BH, IRQ. When970 * it is alled, soket has no referenes from outside -> sk_free971 * may release desendant resoures alloated by the soket, but972 * to the time when it is alled, soket is NOT referened by any973 * hash tables, lists et.974 * * Pakets, delivered from outside (from network or from another proess)975 * and enqueued on reeive/error queues SHOULD NOT grab referene ount,976 * when they sit in queue. Otherwise, pakets will leak to hole, when� �Figure 226: Soket Referene Counting Comment: linux/inlude/net/sok.h



� �978 � It is true for udp/raw, netlink (leak to reeive and error queues), tp979 � (leak to baklog) . Paket soket does all the proessing inside980 � BR NETPROTO LOCK, so that it has not this rae ondition. UNIX sokets981 � use separate SMP lok, so that they are prone too.982 �/983984 /* Grab soket referene ount. This operation is valid only985 when sk is ALREADY grabbed f.e. it is found in hash table986 or a list and the lookup is made under lok preventing hash table987 modifiations.988 */989990 stati inline void sok hold(strut sok �sk)991 f992 atomi in(&sk�>refnt);993 g994995 /* Ungrab soket in the ontext, whih assumes that soket refnt996 annot hit zero, f.e. it is true in ontext of any soketall.� �Figure 227: Inline funtions for Soket Referene Management:linux/inlude/net/sok.h



� �998 stati inline void sok put(strut sok �sk)999 f1000 atomi de(&sk�>refnt);1001 g10021003 /* Ungrab soket and destroy it, if it was the last referene. */1004 stati inline void sok put(strut sok �sk)1005 f1006 if (atomi de and test(&sk�>refnt))1007 sk free (sk) ;1008 g10091010 /* Detah soket from proess ontext.1011 * Announe soket dead, detah it from wait queue and inode.1012 * Note that parent inode held referene ount on this strut sok,� �Figure 228: Inline funtions for Soket Referene Management:linux/inlude/net/sok.h



� �1014 � probably wants some additional leanups or even ontinuing1015 � to work with this soket (TCP).1016 �/1017 stati inline void sok orphan(strut sok �sk)1018 f1019 write lok bh(&sk�>allbak lok);1020 sk�>dead = 1;1021 sk�>soket = NULL;1022 sk�>sleep = NULL;1023 write unlok bh(&sk�>allbak lok);1024 g10251026 stati inline void sok graft (strut sok �sk , strut soket �parent)1027 f1028 write lok bh(&sk�>allbak lok);1029 sk�>sleep = &parent�>wait;1030 parent�>sk = sk;1031 sk�>soket = parent;1032 write unlok bh(&sk�>allbak lok);1033 g10341035 stati inline int sok i uid (strut sok �sk)1036 f1037 int uid;10381039 read lok(&sk�>allbak lok);1040 uid = sk�>soket ? sk�>soket�>inode�>i uid : 0;1041 read unlok(&sk�>allbak lok);� �Figure 229: Inline funtions for Soket Referene Management:linux/inlude/net/sok.h



� �1043 g10441045 stati inline unsigned long sok i ino (strut sok �sk)1046 f1047 unsigned long ino;10481049 read lok(&sk�>allbak lok);1050 ino = sk�>soket ? sk�>soket�>inode�>i ino : 0;1051 read unlok(&sk�>allbak lok);1052 return ino;1053 g10541055 stati inline strut dst entry �1056 sk dst get (strut sok �sk)1057 f1058 return sk�>dst ahe;1059 g10601061 stati inline strut dst entry �1062 sk dst get (strut sok �sk)1063 f1064 strut dst entry �dst;10651066 read lok(&sk�>dst lok);1067 dst = sk�>dst ahe;1068 if (dst)1069 dst hold(dst) ;1070 read unlok(&sk�>dst lok);1071 return dst;1072 g10731074 stati inline void1075 sk dst set (strut sok �sk , strut dst entry �dst)1076 f1077 strut dst entry �old dst ;� �Figure 230: Soket Route State Management: linux/inlude/net/sok.h



� �1080 sk�>dst ahe = dst;1081 dst release (old dst) ;1082 g10831084 stati inline void1085 sk dst set (strut sok �sk , strut dst entry �dst)1086 f1087 write lok(&sk�>dst lok);1088 sk dst set (sk , dst) ;1089 write unlok(&sk�>dst lok);1090 g10911092 stati inline void1093 sk dst reset (strut sok �sk)1094 f1095 strut dst entry �old dst ;� �Figure 231: Soket Route State Management: linux/inlude/net/sok.h



� �1098 sk�>dst ahe = NULL;1099 dst release (old dst) ;1100 g11011102 stati inline void1103 sk dst reset (strut sok �sk)1104 f1105 write lok(&sk�>dst lok);1106 sk dst reset (sk) ;1107 write unlok(&sk�>dst lok);1108 g11091110 stati inline strut dst entry �1111 sk dst hek (strut sok �sk , u32 ookie)1112 f1113 strut dst entry �dst = sk�>dst ahe;11141115 if (dst && dst�>obsolete && dst�>ops�>hek(dst, ookie) == NULL) f1116 sk�>dst ahe = NULL;1117 return NULL;1118 g11191120 return dst;1121 g� �Figure 232: Soket Route State Management: linux/inlude/net/sok.h



� �1125 f1126 strut dst entry �dst = sk dst get(sk) ;11271128 if (dst && dst�>obsolete && dst�>ops�>hek(dst, ookie) == NULL) f1129 sk dst reset (sk) ;1130 return NULL;1131 g11321133 return dst;1134 g113511361137 /*1138 * Queue a reeived datagram if it will fit. Stream and sequened1139 * protools an't normally use this as they need to fit buffers in1140 * and play with them.� �Figure 233: Soket Queue Management Interfae: linux/inlude/net/sok.h



� �1141 �1142 � Inlined as it ' s very short and alled for pretty muh every1143 � paket ever reeived .1144 �/11451146 stati inline void skb set owner w(strut sk bu� �skb, strut sok �sk)1147 f1148 sok hold(sk) ;1149 skb�>sk = sk;1150 skb�>destrutor = sok wfree;1151 atomi add(skb�>truesize, &sk�>wmem allo);1152 g11531154 stati inline void skb set owner r(strut sk bu� �skb, strut sok �sk)1155 f1156 skb�>sk = sk;1157 skb�>destrutor = sok rfree;1158 atomi add(skb�>truesize, &sk�>rmem allo);1159 g11601161 stati inline int sok queue rv skb(strut sok �sk , strut sk bu� �skb)1162 f1163 /* Cast skb->rvbuf to unsigned... It's pointless, but redues1164 number of warnings when ompiling with -W --ANK1165 */1166 if (atomi read(&sk�>rmem allo) + skb�>truesize >= (unsigned)sk�>rvbuf)1167 return �ENOMEM;11681169 #ifdef CONFIG FILTER1170 if (sk�>�lter) f1171 int err = 0;1172 strut sk �lter � �lter ;11731174 /* It would be deadlok, if sok_queue_rv_skb is used1175 with soket lok! We assume that users of this1176 funtion are lok free.1177 */1178 bh lok sok(sk) ;1179 if (( �lter = sk�>�lter) != NULL && sk �lter(skb, �lter ))1180 err = �EPERM;1181 bh unlok sok(sk);� �Figure 234: Soket Queue Management Interfae: linux/inlude/net/sok.h



� �1286 g12871288 /*1289 * Enable debug/info messages1290 */12911292 #if 01293 #de�ne NETDEBUG(x) do f g while (0)1294 #else1295 #de�ne NETDEBUG(x) do f x; g while (0)1296 #endif12971298 /*1299 * Maros for sleeping on a soket. Use them like this:1300 *1301 * SOCK_SLEEP_PRE(sk)1302 * if (ondition)1303 * shedule();1304 * SOCK_SLEEP_POST(sk)1305 *1306 */13071308 #de�ne SOCK SLEEP PRE(sk) f strut task strut �tsk = urrent; n� �Figure 235: Soket Queue Management Interfae: linux/inlude/net/sok.h



� �44 stati inline int sm hek reds(strut ured �reds)45 f46 if (( reds�>pid == urrent�>pid jj apable(CAP SYS ADMIN)) &&47 ((reds�>uid == urrent�>uid jj reds�>uid == urrent�>euid jj48 reds�>uid == urrent�>suid) jj apable(CAP SETUID)) &&49 ((reds�>gid == urrent�>gid jj reds�>gid == urrent�>egid jj50 reds�>gid == urrent�>sgid) jj apable(CAP SETGID))) f51 return 0;52 g53 return �EPERM;54 g� �Figure 236: Soket Credential Funtion: linux/net/ore/sm.



� �9 strut sm fp list10 f11 int ount;12 strut �le �fp[SCM MAX FD℄;13 g;1415 strut sm ookie16 f17 strut ured reds; /* Skb redentials */18 strut sm fp list �fp; /* Passed files */19 unsigned long seq; /* Connetion seqno */20 g;� �Figure 237: Soket Credential Interfae: linux/inlude/net/sm.h



123 -- 1/2 of Transport Protool4 -- Consumer of User events, Produer of Network requests...5 for(ever)6 {7 sleep(tsdu-q-event);89 prev = spl-ts()10 tsdu-pkt = deq(tsdu-q);11 spl-restore(prev)1213 -- make up some tpdu (transport pkts)14 -- do all the rtx q stuff and set timers15 -- if this is that servie/kind of transport protool16 -- (and network servie isn't enough to give us the17 -- servie we are asked for)1819 prev = spl-ns()20 enqueue(nsdu-q, tpdu-pkt)21 spl-restore(prev)2223 wakeup(nsdu-q-event);2425 } Figure 238: BSD produer onsumer hain - transport out



12 -- 1/2 of Network Protool - NS13 -- Consumer of Transport events, Produer of Link requests4 for(ever)5 {6 sleep(nsdu-q-event);78 prev = spl-ns()9 tsdu-pkt = deq(nsdu-q);10 spl-previous(prev)1112 -- make up some npdu (network pkts)13 -- do all the rtx q stuff and set timers14 -- if this is that kind of Network protool1516 prev = spl-ls()17 enqueue(lsdu-q, npdu-pkt)18 spl-restore(prev)1920 } Figure 239: BSD produer onsumer hain - network out



12 sleep - waits (suspends this task/proess/thread) till some other task3 wakes us up with appropriate event).45 wakeup - wakeup any task sleeping for this event.67 spl-? - set priority level to exlude any tasks from waking up who8 need this level of aess.910 spl-x - restore all previous priority levels.1112 que - add a buffer/paket to a queue for another proess to...1314 dequeue - remove from a queue some buffer.Figure 240: BSD produer onsumer hain - legend



� �118 /*119 * Add an ip header to a skbuff and send it out.120 */121 int ip build and send pkt(strut sk bu� �skb, strut sok �sk,122 u32 saddr, u32 daddr, strut ip options �opt)123 f124 strut rtable �rt = (strut rtable �)skb�>dst;125 strut iphdr �iph;126127 /* Build the IP header. */128 if (opt)129 iph=(strut iphdr �)skb push(skb,sizeof(strut iphdr) + opt�>optlen);130 else131 iph=(strut iphdr �)skb push(skb,sizeof(strut iphdr)) ;132133 iph�>version = 4;134 iph�>ihl = 5;135 iph�>tos = sk�>protinfo.af inet.tos;136 iph�>frag o� = 0;137 if ( ip dont fragment(sk, &rt�>u.dst))138 iph�>frag o� j= htons(IP DF);139 iph�>ttl = sk�>protinfo.af inet.ttl ;140 iph�>daddr = rt�>rt dst;141 iph�>saddr = rt�>rt sr;142 iph�>protool = sk�>protool;143 iph�>tot len = htons(skb�>len);144 ip selet ident (iph, &rt�>u.dst, sk);145 skb�>nh.iph = iph;146147 if (opt && opt�>optlen) f148 iph�>ihl += opt�>optlen>>2;149 ip options build (skb, opt , daddr, rt , 0) ;150 g151 ip send hek(iph) ;152153 /* Send it out. */154 return NF HOOK(PF INET, NF IP LOCAL OUT, skb, NULL, rt�>u.dst.dev,155 output maybe reroute);156 g� �Figure 241: IP Output - add header and send: linux/net/ipv4/ip output.



� �158 stati inline int ip �nish output2 (strut sk bu� �skb)159 f160 strut dst entry �dst = skb�>dst;161 strut hh ahe �hh = dst�>hh;162163 #ifdef CONFIG NETFILTER DEBUG164 nf debug ip �nish output2 (skb);165 #endif /*CONFIG_NETFILTER_DEBUG*/166167 if (hh) f168 read lok bh(&hh�>hh lok);169 mempy(skb�>data � 16, hh�>hh data, 16);170 read unlok bh(&hh�>hh lok);171 skb push(skb, hh�>hh len);172 return hh�>hh output(skb);173 g else if (dst�>neighbour)174 return dst�>neighbour�>output(skb);175176 printk(KERN DEBUG "khmnn");177 kfree skb(skb);178 return �EINVAL;179 g180181 inline int ip �nish output (strut sk bu� �skb)182 f183 strut net devie �dev = skb�>dst�>dev;184185 skb�>dev = dev;186 skb�>protool = onstant htons(ETH P IP);187188 return NF HOOK(PF INET, NF IP POST ROUTING, skb, NULL, dev,189 ip �nish output2 ) ;190 g� �Figure 242: IP Output - �nish sending - note two stage proess:linux/net/ipv4/ip output.



� �87 /* Generate a heksum for an outgoing IP datagram. */88 inline void ip send hek(strut iphdr �iph)89 f90 iph�>hek = 0;91 iph�>hek = ip fast sum((unsigned har �)iph, iph�>ihl);92 g� �Figure 243: Internet Protool - output - heksum:linux/net/ipv4/ip output.



� �94 /* dev_loopbak_xmit for use with netfilter. */95 stati int ip dev loopbak xmit(strut sk bu� �newskb)96 f97 newskb�>ma.raw = newskb�>data;98 skb pull (newskb, newskb�>nh.raw � newskb�>data);99 newskb�>pkt type = PACKET LOOPBACK;100 newskb�>ip summed = CHECKSUM UNNECESSARY;101 BUG TRAP(newskb�>dst);102103 #ifdef CONFIG NETFILTER DEBUG104 nf debug ip loopbak xmit(newskb);105 #endif106 netif rx (newskb);107 return 0;108 g� �Figure 244: IP Output - loopbak: linux/net/ipv4/ip output.



� �110 /* Don't just hand NF_HOOK skb->dst->output, in ase netfilter hook111 hanges route */112 stati inline int113 output maybe reroute(strut sk bu� �skb)114 f115 return skb�>dst�>output(skb);116 g� �Figure 245: IP Output - reroute?: linux/net/ipv4/ip output.



� �192 int ip m output(strut sk bu� �skb)193 f194 strut sok �sk = skb�>sk;195 strut rtable �rt = (strut rtable�)skb�>dst;196 strut net devie �dev = rt�>u.dst.dev;197198 /*199 * If the indiated interfae is up and running, send the paket.200 */201 IP INC STATS(IpOutRequests);202 #ifdef CONFIG IP ROUTE NAT203 if ( rt�>rt ags & RTCF NAT)204 ip do nat(skb);205 #endif206207 skb�>dev = dev;208 skb�>protool = onstant htons(ETH P IP);209210 /*211 * Multiasts are looped bak for other loal users212 */213214 if ( rt�>rt ags&RTCF MULTICAST && (!sk jj sk�>protinfo.af inet.m loop)) f215 #ifdef CONFIG IP MROUTE216 /* Small optimization: do not loopbak not loal frames,217 whih returned after forwarding; they will be dropped218 by ip_mr_input in any ase.219 Note, that loal frames are looped bak to be delivered220 to loal reipients.221222 This hek is dupliated in ip_mr_input at the moment.223 */224 if (( rt�>rt ags&RTCF LOCAL) jj !(IPCB(skb)�>ags&IPSKB FORWARDED))225 #endif226 f227 strut sk bu� �newskb = skb lone(skb, GFP ATOMIC);228 if (newskb)229 NF HOOK(PF INET, NF IP POST ROUTING, newskb,NULL,230 newskb�>dev,231 ip dev loopbak xmit);232 g� �Figure 246: IP Output - multiast repliation...: linux/net/ipv4/ip output.



� �234 /* Multiasts with ttl 0 must not go beyond the host */235236 if (skb�>nh.iph�>ttl == 0) f237 kfree skb(skb);238 return 0;239 g240 g241242 if ( rt�>rt ags&RTCF BROADCAST) f243 strut sk bu� �newskb = skb lone(skb, GFP ATOMIC);244 if (newskb)245 NF HOOK(PF INET, NF IP POST ROUTING, newskb, NULL,246 newskb�>dev, ip dev loopbak xmit);247 g248249 return ip �nish output (skb);250 g� �Figure 247: IP Output - multiast repliation...: linux/net/ipv4/ip output.



� �252 int ip output(strut sk bu� �skb)253 f254 #ifdef CONFIG IP ROUTE NAT255 strut rtable �rt = (strut rtable�)skb�>dst;256 #endif257258 IP INC STATS(IpOutRequests);259260 #ifdef CONFIG IP ROUTE NAT261 if ( rt�>rt ags&RTCF NAT)262 ip do nat(skb);263 #endif264265 return ip �nish output (skb);266 g� �Figure 248: IP Output - drive output: linux/net/ipv4/ip output.



� �268 /* Queues a paket to be sent, and starts the transmitter if neessary.269 * This routine also needs to put in the total length and ompute the270 * heksum. We use to do this in two stages, ip_build_header() then271 * this, but that sheme reated a mess when routes disappeared et.272 * So we do it all here, and the TCP send engine has been hanged to273 * math. (No more unroutable FIN disasters, et. wheee...) This will274 * most likely make other reliable transport layers above IP easier275 * to implement under Linux.276 */277 stati inline int ip queue xmit2(strut sk bu� �skb)278 f279 strut sok �sk = skb�>sk;280 strut rtable �rt = (strut rtable �)skb�>dst;281 strut net devie �dev;282 strut iphdr �iph = skb�>nh.iph;283284 dev = rt�>u.dst.dev;285286 /* This an happen when the transport layer has segments queued287 * with a ahed route, and by the time we get here things are288 * re-routed to a devie with a different MTU than the original289 * devie. Sik, but we must over it.290 */291 if (skb headroom(skb) < dev�>hard header len && dev�>hard header) f292 strut sk bu� �skb2;293294 skb2 = skb reallo headroom(skb, (dev�>hard header len + 15) & ~15);295 kfree skb(skb);296 if (skb2 == NULL)297 return �ENOMEM;298 if (sk)299 skb set owner w(skb2, sk);300 skb = skb2;301 iph = skb�>nh.iph;302 g303304 if (skb�>len > rt�>u.dst.pmtu)305 goto fragment;� �Figure 249: IP Output - Queue for sending - part 2i:linux/net/ipv4/ip output.



� �307 if ( ip dont fragment(sk, &rt�>u.dst))308 iph�>frag o� j= onstant htons(IP DF);309310 ip selet ident (iph, &rt�>u.dst, sk);311312 /* Add an IP heksum. */313 ip send hek(iph) ;314315 skb�>priority = sk�>priority;316 return skb�>dst�>output(skb);317318 fragment:319 if ( ip dont fragment(sk, &rt�>u.dst)) f320 /* Rejet paket ONLY if TCP might fragment321 * it itself, if were areful enough.322 */323 iph�>frag o� j= onstant htons(IP DF);324 NETDEBUG(printk(KERN DEBUG "sending pkt too big to selfnn"));325326 imp send(skb, ICMP DEST UNREACH, ICMP FRAG NEEDED,327 htonl(rt�>u.dst.pmtu));328 kfree skb(skb);329 return �EMSGSIZE;330 g331 ip selet ident (iph, &rt�>u.dst, sk);332 if (skb�>ip summed == CHECKSUM HW &&333 (skb = skb heksum help(skb)) == NULL)� �Figure 250: IP Output - Queue for sending - part 2ii:linux/net/ipv4/ip output.



� �335 return ip fragment(skb, skb�>dst�>output);336 g337338 int ip queue xmit(strut sk bu� �skb)339 f340 strut sok �sk = skb�>sk;341 strut ip options �opt = sk�>protinfo.af inet.opt;342 strut rtable �rt ;343 strut iphdr �iph;344345 /* Make sure we an route this paket. */346 rt = (strut rtable �) sk dst hek (sk , 0) ;347 if ( rt == NULL) f348 u32 daddr;349350 /* Use orret destination address if we have options. */351 daddr = sk�>daddr;352 if (opt && opt�>srr)353 daddr = opt�>faddr;354355 /* If this fails, retransmit mehanism of transport layer will356 * keep trying until route appears or the onnetion times itself357 * out.358 */359 if ( ip route output(&rt, daddr, sk�>saddr,360 RT TOS(sk�>protinfo.af inet.tos) j RTO CONN j sk�>loalroute,361 sk�>bound dev if))362 goto no route;363 sk dst set (sk, &rt�>u.dst);364 sk�>route aps = rt�>u.dst.dev�>features;365 g� �Figure 251: IP Output - Queue paket for sending - part 1:linux/net/ipv4/ip output.



� �367368 if (opt && opt�>is stritroute && rt�>rt dst != rt�>rt gateway)369 goto no route;370371 /* OK, we know where to send it, alloate and build IP header. */372 iph = (strut iphdr �) skb push(skb, sizeof (strut iphdr) + (opt ? opt�>optlen: 0));373 �(( u16 �)iph) = htons((4 << 12) j (5 << 8) j (sk�>protinfo.af inet.tos & 0x�)) ;374 iph�>tot len = htons(skb�>len);375 iph�>frag o� = 0;376 iph�>ttl = sk�>protinfo.af inet.ttl ;377 iph�>protool = sk�>protool;378 iph�>saddr = rt�>rt sr;379 iph�>daddr = rt�>rt dst;380 skb�>nh.iph = iph;381 /* Transport layer set skb->h.foo itself. */382383 if (opt && opt�>optlen) f384 iph�>ihl += opt�>optlen >> 2;385 ip options build (skb, opt , sk�>daddr, rt, 0);386 g387388 return NF HOOK(PF INET, NF IP LOCAL OUT, skb, NULL, rt�>u.dst.dev,389 ip queue xmit2);390391 no route:� �Figure 252: IP Output - Queue paket for sending - part 1:linux/net/ipv4/ip output.



� �393 kfree skb(skb);394 return �EHOSTUNREACH;395 g396397 /*398 * Build and send a paket, with as little as one opy399 *400 * Doesn't are muh about ip options... option length an be401 * different for fragment at 0 and other fragments.402 *403 * Note that the fragment at the highest offset is sent first,404 * so the getfrag routine an fill in the TCP/UDP heksum header405 * field in the last fragment it sends... atually it also helps406 * the reassemblers, they an put most pakets in at the head of407 * the fragment queue, and they know the total size in advane. This408 * last feature will measurably improve the Linux fragment handler one409 * day.410 *411 * The allbak has five args, an arbitrary pointer (opy of frag),412 * the soure IP address (may depend on the routing table), the413 * destination address (har *), the offset to opy from, and the414 * length to be opied.415 */416417 stati int ip build xmit slow(strut sok �sk,418 int getfrag (onst void �,419 har �,420 unsigned int ,421 unsigned int) ,422 onst void �frag ,423 unsigned length,� �Figure 253: IP Output - lassi building of IP paket:linux/net/ipv4/ip output.



� �424 strut ipm ookie �ip,425 strut rtable �rt ,426 int ags )427 f428 unsigned int fraglen , maxfraglen, fragheaderlen;429 int err ;430 int o�set , mf;431 int mtu;432 u16 id;433434 int hh len = (rt�>u.dst.dev�>hard header len + 15)&~15;435 int nfrags=0;436 strut ip options �opt = ip�>opt;437 int df = 0;438439 mtu = rt�>u.dst.pmtu;440 if ( ip dont fragment(sk, &rt�>u.dst))441 df = htons(IP DF);442443 length �= sizeof(strut iphdr);444445 if (opt) f446 fragheaderlen = sizeof (strut iphdr) + opt�>optlen;447 maxfraglen = ((mtu�sizeof(strut iphdr)�opt�>optlen) & ~7) +fragheaderlen;448 g else f449 fragheaderlen = sizeof (strut iphdr);450451 /*452 * Fragheaderlen is the size of 'overhead' on eah buffer. Nowwork453 * out the size of the frames to send.� �Figure 254: IP Output - lassi building of IP paket:linux/net/ipv4/ip output.



� �455456 maxfraglen = ((mtu�sizeof(strut iphdr)) & ~7) + fragheaderlen;457 g458459 if ( length + fragheaderlen > 0xFFFF) f460 ip loal error (sk , EMSGSIZE, rt�>rt dst, sk�>dport, mtu);461 return �EMSGSIZE;462 g463464 /*465 * Start at the end of the frame by handling the remainder.466 */467468 o�set = length � (length % (maxfraglen � fragheaderlen));469470 /*471 * Amount of memory to alloate for final fragment.472 */473474 fraglen = length � o�set + fragheaderlen;475476 if ( length�o�set==0) f477 fraglen = maxfraglen;478 o�set �= maxfraglen�fragheaderlen;479 g480481 /*� �Figure 255: IP Output - lassi building of IP paket:linux/net/ipv4/ip output.



� �483 �/484485 mf = 0;486487 /*488 * Don't fragment pakets for path mtu disovery.489 */490491 if ( o�set > 0 && sk�>protinfo.af inet.pmtudis==IP PMTUDISC DO) f492 ip loal error (sk , EMSGSIZE, rt�>rt dst, sk�>dport, mtu);� �Figure 256: IP Output - lassi building of IP paket:linux/net/ipv4/ip output.



� �494 g495 if ( ags&MSG PROBE)496 goto out;497498 /*499 * Begin outputting the bytes.500 */501502 id = (sk ? sk�>protinfo.af inet.id++ : 0);503504 do f505 har �data;506 strut sk bu� � skb;507508 /*509 * Get the memory we require with some spae left foralignment.510 */511512 skb = sok allo send skb(sk , fraglen+hh len+15, ags&MSG DONTWAIT, &err);513 if (skb == NULL)514 goto error ;515516 /*517 * Fill in the ontrol strutures518 */519520 skb�>priority = sk�>priority;521 skb�>dst = dst lone(&rt�>u.dst);522 skb reserve(skb, hh len);� �Figure 257: IP Output - lassi building of IP paket:linux/net/ipv4/ip output.



� �525 � Find where to start putting bytes.526 �/527528 data = skb put(skb, fraglen);529 skb�>nh.iph = (strut iphdr �)data;530531 /*532 * Only write IP header onto non-raw pakets533 */534535 f536 strut iphdr �iph = (strut iphdr �)data;537538 iph�>version = 4;539 iph�>ihl = 5;540 if (opt) f541 iph�>ihl += opt�>optlen>>2;542 ip options build (skb, opt,� �Figure 258: IP Output - lassi building of IP paket:linux/net/ipv4/ip output.



� �543 ip�>addr, rt, o�set ) ;544 g545 iph�>tos = sk�>protinfo.af inet.tos;546 iph�>tot len = htons(fraglen � fragheaderlen + iph�>ihl�4);547 iph�>frag o� = htons(o�set>>3)jmfjdf;548 iph�>id = id;549 if (!mf) f550 if ( o�set jj ! df) f551 /* Selet an unpreditable ident only552 * for pakets without DF or having553 * been fragmented.554 */555 ip selet ident (iph, &rt�>u.dst);556 id = iph�>id;557 g558559 /*560 * Any further fragments will have MF set.561 */562 mf = htons(IP MF);563 g564 if ( rt�>rt type == RTN MULTICAST)565 iph�>ttl = sk�>protinfo.af inet.m ttl;566 else567 iph�>ttl = sk�>protinfo.af inet.ttl;568 iph�>protool = sk�>protool;� �Figure 259: IP Output - lassi building of IP paket:linux/net/ipv4/ip output.



� �569 iph�>hek = 0;570 iph�>saddr = rt�>rt sr;571 iph�>daddr = rt�>rt dst;572 iph�>hek = ip fast sum((unsigned har �)iph, iph�>ihl);573 data += iph�>ihl�4;574 g575576 /*577 * User data allbak578 */579580 if ( getfrag(frag , data, o�set , fraglen�fragheaderlen)) f581 err = �EFAULT;582 kfree skb(skb);583 goto error ;� �Figure 260: IP Output - lassi building of IP paket:linux/net/ipv4/ip output.



� �584 g585586 o�set �= (maxfraglen�fragheaderlen);587 fraglen = maxfraglen;588589 nfrags++;590591 err = NF HOOK(PF INET, NF IP LOCAL OUT, skb, NULL,592 skb�>dst�>dev, output maybe reroute);593 if ( err) f594 if ( err > 0)595 err = sk�>protinfo.af inet.reverr ? net xmit errno(err): 0;596 if ( err)597 goto error ;598 g599 g while ( o�set >= 0);600601 if (nfrags>1)602 ip statistis [smp proessor id()�2 + ! in softirq () ℄. IpFragCreates +=nfrags;603 out:604 return 0;� �Figure 261: IP Output - lassi building of IP paket:linux/net/ipv4/ip output.



� �607 IP INC STATS(IpOutDisards);608 if (nfrags>1)609 ip statistis [smp proessor id()�2 + ! in softirq () ℄. IpFragCreates +=nfrags;610 return err ;611 g612613 /*614 * Fast path for unfragmented pakets.615 */616 int ip build xmit(strut sok �sk,617 int getfrag (onst void �,618 har �,619 unsigned int ,620 unsigned int) ,621 onst void �frag ,622 unsigned length,623 strut ipm ookie �ip,624 strut rtable �rt ,625 int ags )626 f627 int err ;628 strut sk bu� �skb;629 int df ;630 strut iphdr �iph;631632 /*633 * Try the simple ase first. This leaves fragmented frames, and by634 * hoie RAW frames within 20 bytes of maximum size(rare) to thelong path635 */636637 if (! sk�>protinfo.af inet.hdrinl) f638 length += sizeof(strut iphdr);639640 /*641 * Chek for slow path.642 */643 if ( length > rt�>u.dst.pmtu jj ip�>opt != NULL)644 return ip build xmit slow(sk,getfrag , frag ,length,ip , rt , ags ) ;645 g else f646 if ( length > rt�>u.dst.dev�>mtu) f� �Figure 262: IP Output - fast path for non fragmented pakets:linux/net/ipv4/ip output.



� �648 return �EMSGSIZE;649 g650 g651 if ( ags&MSG PROBE)652 goto out;653654 /*655 * Do path mtu disovery if needed.656 */657 df = 0;658 if ( ip dont fragment(sk, &rt�>u.dst))659 df = htons(IP DF);660661 /*662 * Fast path for unfragmented frames without options.663 */664 f665 int hh len = (rt�>u.dst.dev�>hard header len + 15)&~15;666667 skb = sok allo send skb(sk , length+hh len+15,668 ags&MSG DONTWAIT, &err);669 if (skb==NULL)670 goto error ;671 skb reserve(skb, hh len);672 g673674 skb�>priority = sk�>priority;675 skb�>dst = dst lone(&rt�>u.dst);676677 skb�>nh.iph = iph = (strut iphdr �)skb put(skb, length);678679 if (! sk�>protinfo.af inet.hdrinl) f680 iph�>version=4;681 iph�>ihl=5;682 iph�>tos=sk�>protinfo.af inet.tos;683 iph�>tot len = htons(length);684 iph�>frag o� = df;685 iph�>ttl=sk�>protinfo.af inet.m ttl;686 ip selet ident (iph, &rt�>u.dst, sk);687 if ( rt�>rt type != RTN MULTICAST)688 iph�>ttl=sk�>protinfo.af inet.ttl;689 iph�>protool=sk�>protool;690 iph�>saddr=rt�>rt sr;691 iph�>daddr=rt�>rt dst;� �Figure 263: IP Output - fast path for non fragmented pakets:linux/net/ipv4/ip output.



� �693 iph�>hek = ip fast sum((unsigned har �)iph, iph�>ihl);694 err = getfrag(frag , (( har �)iph)+iph�>ihl�4,0, length�iph�>ihl�4);695 g696 else697 err = getfrag(frag , ( void �)iph , 0, length) ;698699 if ( err)700 goto error fault ;701702 err = NF HOOK(PF INET, NF IP LOCAL OUT, skb, NULL, rt�>u.dst.dev,703 output maybe reroute);704 if ( err > 0)705 err = sk�>protinfo.af inet.reverr ? net xmit errno(err) : 0;706 if ( err)707 goto error ;708 out:709 return 0;710711 error fault :� �Figure 264: IP Output - fast path for non fragmented pakets:linux/net/ipv4/ip output.



� �713 kfree skb(skb);714 error :715 IP INC STATS(IpOutDisards);716 return err ;717 g718719 /*720 * This IP datagram is too large to be sent in one piee. Break it up into721 * smaller piees (eah of size equal to IP header plus722 * a blok of the data of the original IP data part) that will yet fit in a723 * single devie frame, and queue suh a frame for sending.724 *725 * Yes this is ineffiient, feel free to submit a quiker one.726 */727728 int ip fragment(strut sk bu� �skb, int (�output)(strut sk bu��))729 f730 strut iphdr �iph;731 int raw = 0;732 int ptr;733 strut net devie �dev;734 strut sk bu� �skb2;735 unsigned int mtu, hlen, left , len ;736 int o�set ;737 int not last frag ;738 strut rtable �rt = (strut rtable�)skb�>dst;739 int err = 0;740741 dev = rt�>u.dst.dev;� �Figure 265: IP Output - fragment: linux/net/ipv4/ip output.



� �744 � Point into the IP datagram header.745 �/746747 iph = skb�>nh.iph;748749 /*750 * Setup starting values.751 */752753 hlen = iph�>ihl � 4;754 left = skb�>len � hlen; /* Spae per frame */755 mtu = rt�>u.dst.pmtu � hlen; /* Size of data spae */756 ptr = raw + hlen; /* Where to start from */757758 /*759 * Fragment the datagram.760 */761762 o�set = (ntohs(iph�>frag o�) & IP OFFSET) << 3;763 not last frag = iph�>frag o� & htons(IP MF);764765 /*766 * Keep opying data until we run out.767 */768769 while( left > 0) f770 len = left ;771 /* IF: it doesn't fit, use 'mtu' - the data spae left */772 if ( len > mtu)773 len = mtu;774 /* IF: we are not sending upto and inluding the paket end775 then align the next start on an eight byte boundary */776 if ( len < left ) f� �Figure 266: IP Output - fragment: linux/net/ipv4/ip output.



� �778 g779 /*780 * Alloate buffer.781 */782783 if (( skb2 = allo skb(len+hlen+dev�>hard header len+15,GFP ATOMIC)) == NULL) f784 NETDEBUG(printk(KERN INFO "IP: frag: no memory for newfragment!nn"));785 err = �ENOMEM;786 goto fail ;787 g788789 /*790 * Set up data on paket791 */792793 skb2�>pkt type = skb�>pkt type;794 skb2�>priority = skb�>priority;795 skb reserve(skb2, (dev�>hard header len+15)&~15);796 skb put(skb2, len + hlen);797 skb2�>nh.raw = skb2�>data;798 skb2�>h.raw = skb2�>data + hlen;799800 /*801 * Charge the memory for the fragment to any owner802 * it might possess803 */804805 if (skb�>sk)806 skb set owner w(skb2, skb�>sk);807 skb2�>dst = dst lone(skb�>dst);808 skb2�>dev = skb�>dev;809810 /*811 * Copy the paket header into the new buffer.812 */813814 mempy(skb2�>nh.raw, skb�>data, hlen);� �Figure 267: IP Output - fragment: linux/net/ipv4/ip output.



� �817 � Copy a blok of the IP datagram.818 �/819 if ( skb opy bits(skb, ptr , skb2�>h.raw, len))820 BUG();821 left �= len;822823 /*824 * Fill in the new header fields.825 */826 iph = skb2�>nh.iph;827 iph�>frag o� = htons((o�set >> 3));828829 /* ANK: dirty, but effetive trik. Upgrade options only if830 * the segment to be fragmented was THE FIRST (otherwise,831 * options are already fixed) and make it ONCE832 * on the initial skb, so that all the following fragments833 * will inherit fixed options.834 */835 if ( o�set == 0)836 ip options fragment(skb);837838 /* Copy the flags to eah fragment. */839 IPCB(skb2)�>ags = IPCB(skb)�>ags;840841 /*842 * Added AC : If we are fragmenting a fragment that's not the843 * last fragment then keep MF on eah bit844 */845 if ( left > 0 jj not last frag )846 iph�>frag o� j= htons(IP MF);847 ptr += len;848 o�set += len;� �Figure 268: IP Output - fragment: linux/net/ipv4/ip output.



� �850 #ifdef CONFIG NETFILTER851 /* Connetion assoiation is same as pre-frag paket */852 skb2�>nft = skb�>nft;853 nf onntrak get(skb2�>nft);854 #ifdef CONFIG NETFILTER DEBUG855 skb2�>nf debug = skb�>nf debug;856 #endif857 #endif858859 /*860 * Put this fragment into the sending queue.861 */862863 IP INC STATS(IpFragCreates);864865 iph�>tot len = htons(len + hlen);866867 ip send hek(iph) ;868869 err = output(skb2);870 if ( err)871 goto fail ;872 g� �Figure 269: IP Output - fragment: linux/net/ipv4/ip output.



� �874 IP INC STATS(IpFragOKs);875 return err ;876877 fail :878 kfree skb(skb);879 IP INC STATS(IpFragFails);880 return err ;881 g882883 /*884 * Feth data from kernel spae and fill in heksum if needed.885 */886 stati int ip reply glue bits (onst void �dptr, har �to , unsigned int o�set ,887 unsigned int fraglen)888 f889 strut ip reply arg �dp = (strut ip reply arg�)dptr;890 u16 �pktp = (u16 �)to;891 strut iove �iov ;892 int len ;893 int hdrag = 1;894895 iov = &dp�>iov[0℄;896 if ( o�set >= iov�>iov len) f897 o�set �= iov�>iov len;898 iov++;899 hdrag = 0;900 g901 len = iov�>iov len � o�set;902 if ( fraglen > len) f /* overlapping. */903 dp�>sum = sum partial opy nohek(iov�>iov base+o�set, to, len,904 dp�>sum);905 o�set = 0;906 fraglen �= len;907 to += len;908 iov++;� �Figure 270: IP Output - deal with iove and heksum for next funtion:linux/net/ipv4/ip output.



� �910911 dp�>sum = sum partial opy nohek(iov�>iov base+o�set, to, fraglen,912 dp�>sum);913914 if ( hdrag && dp�>sumo�set)915 �(pktp + dp�>sumo�set) = sum fold(dp�>sum); /* fill inheksum */916 return 0;917 g918919 /*920 * Generi funtion to send a paket as reply to another paket.921 * Used to send TCP resets so far. ICMP should use this funtion too.922 *923 * Should run single threaded per soket beause it uses the sok924 * struture to pass arguments.925 */926 void ip send reply(strut sok �sk , strut sk bu� �skb, strut ip reply arg �arg,927 unsigned int len)928 f929 strut f930 strut ip options opt;931 har data [40℄;932 g replyopts ;933 strut ipm ookie ip;934 u32 daddr;935 strut rtable �rt = (strut rtable�)skb�>dst;936937 if ( ip options eho(&replyopts.opt, skb))938 return;939940 daddr = ip.addr = rt�>rt sr;941 ip.opt = NULL;942943 if ( replyopts .opt.optlen) f944 ip.opt = &replyopts.opt;945946 if ( ip.opt�>srr)947 daddr = replyopts.opt.faddr;948 g949950 if ( ip route output(&rt, daddr, rt�>rt spe dst, RT TOS(skb�>nh.iph�>tos), 0))951 return;952953 /* And let IP do all the hard work.954955 This hunk is not reenterable, hene spinlok.956 Note that it uses the fat, that this funtion is alled957 with loally disabled BH and that sk annot be already spinloked.958 */� �Figure 271: IP Output - build a paket that is a response to something:linux/net/ipv4/ip output.



� �960 sk�>protinfo.af inet.tos = skb�>nh.iph�>tos;961 sk�>priority = skb�>priority;962 sk�>protool = skb�>nh.iph�>protool;963 ip build xmit(sk , ip reply glue bits , arg , len, &ip , rt , MSG DONTWAIT);964 bh unlok sok(sk);965966 ip rt put (rt) ;967 g968969 /*970 * IP protool layer initialiser971 */972973 stati strut paket type ip paket type =974 f975 onstant htons(ETH P IP),976 NULL, /* All devies */977 ip rv ,978 (void�)1,979 NULL,980 g;981982 /*983 * IP registers the paket type and then alls the subprotool initialisers984 */985986 void init ip init (void)987 f� �Figure 272: IP Output - initialise IP layer: linux/net/ipv4/ip output.



� �103 � To Fix:104 � IP fragmentation wants rewriting leanly . The RFC815 algorithm is muhmore eÆient105 � and ould be made very eÆient with the addition of some virtualmemory haks to permit106 � the alloation of a bu�er that an then be 'grown' by twiddling pagetables.107 � Output fragmentation wants updating along with the bu�er management touse a single108 � interleaved opy algorithm so that fragmenting has a one opy overhead.Atual paket109 � output should probably do its own fragmentation at the UDP/RAW layer.TCP shouldn't ause110 � fragmentation anyway.� �Figure 273: Internet Protool - Input- preamble: linux/net/ipv4/ip input.



� �151 strut ip mib ip statistis [NR CPUS�2℄;� �Figure 274: IP Input - stats for network managers:linux/net/ipv4/ip input.



� �153 /*154 * Proess Router Attention IP option155 */156 int ip all ra hain (strut sk bu� �skb)157 f158 strut ip ra hain �ra;159 u8 protool = skb�>nh.iph�>protool;160 strut sok � last = NULL;161162 read lok(&ip ra lok) ;163 for (ra = ip ra hain ; ra ; ra = ra�>next) f164 strut sok �sk = ra�>sk;165166 /* If soket is bound to an interfae, only report167 * the paket if it ame from that interfae.168 */169 if (sk && sk�>num == protool170 && ((sk�>bound dev if == 0)171 jj ( sk�>bound dev if == skb�>dev�>i�ndex))) f172 if (skb�>nh.iph�>frag o� & htons(IP MFjIP OFFSET)) f173 skb = ip defrag(skb);174 if (skb == NULL) f175 read unlok(&ip ra lok);176 return 1;177 g178 g179 if ( last ) f180 strut sk bu� �skb2 = skb lone(skb, GFP ATOMIC);181 if (skb2)182 raw rv(last , skb2);183 g184 last = sk;185 g186 g187188 if ( last ) f189 raw rv(last , skb);190 read unlok(&ip ra lok);191 return 1;192 g193 read unlok(&ip ra lok);194 return 0;195 g� �Figure 275: IP Input - Router Alter Handler: linux/net/ipv4/ip input.



� �197 /* Handle this out of line, it is rare. */198 stati int ip run ipprot(strut sk bu� �skb, strut iphdr �iph,199 strut inet protool �ipprot , int fore opy)200 f201 int ret = 0;202203 do f204 if ( ipprot�>protool == iph�>protool) f205 strut sk bu� �skb2 = skb;206 if ( ipprot�>opy jj fore opy)207 skb2 = skb lone(skb, GFP ATOMIC);208 if (skb2 != NULL) f209 ret = 1;210 ipprot�>handler(skb2);211 g212 g213 ipprot = (strut inet protool �) ipprot�>next;214 g while(ipprot != NULL);215216 return ret ;217 g� �Figure 276: IP Input - �nd ip proto - not inline...: linux/net/ipv4/ip input.



� �220 f221 int ihl = skb�>nh.iph�>ihl�4;222223 #ifdef CONFIG NETFILTER DEBUG224 nf debug ip loal deliver (skb);225 #endif /*CONFIG_NETFILTER_DEBUG*/226227 /* Pull out additionl 8 bytes to save some spae in protools. */228 if (! pskb may pull(skb, ihl+8))229 goto out;230 skb pull (skb, ihl ) ;231232 #ifdef CONFIG NETFILTER233 /* Free referene early: we don't need it any more, and it may234 hold ip_onntrak module loaded indefinitely. */235 nf onntrak put(skb�>nft);236 skb�>nft = NULL;237 #endif /*CONFIG_NETFILTER*/238239 /* Point into the IP datagram, just past the header. */240 skb�>h.raw = skb�>data;241242 f243 /* Note: See raw. and net/raw.h, RAWV4_HTABLE_SIZE==MAX_INET_PROTOS */244 int protool = skb�>nh.iph�>protool;245 int hash = protool & (MAX INET PROTOS � 1);246 strut sok �raw sk = raw v4 htable[hash℄;247 strut inet protool �ipprot;248 int ag ;249250 /* If there maybe a raw soket we must hek - if not we251 * don't are less252 */253 if (raw sk != NULL)254 raw sk = raw v4 input(skb, skb�>nh.iph, hash);255256 ipprot = (strut inet protool �) inet protos [hash℄;257 ag = 0;258 if (ipprot != NULL) f259 if (raw sk == NULL &&260 ipprot�>next == NULL &&261 ipprot�>protool == protool) f262 int ret ;263264 /* Fast path... */265 ret = ipprot�>handler(skb);� �Figure 277: IP Input - deliver IP pakets 2nd stage:linux/net/ipv4/ip input.



� �279 raw rv(raw sk, skb);280 sok put(raw sk);281 g else if (! ag ) f /* Free and report errors */282 imp send(skb, ICMP DEST UNREACH,ICMP PROT UNREACH, 0);283 out:284 kfree skb(skb);285 g286 g287288 return 0;289 g290291 /*292 * Deliver IP Pakets to the higher protool layers.293 */294 int ip loal deliver (strut sk bu� �skb)295 f296 /*297 * Reassemble IP fragments.298 */� �Figure 278: IP Input - deliver IP pakets 1st stage:linux/net/ipv4/ip input.



� �300 if (skb�>nh.iph�>frag o� & htons(IP MFjIP OFFSET)) f301 skb = ip defrag(skb);302 if (! skb)303 return 0;304 g305306 return NF HOOK(PF INET, NF IP LOCAL IN, skb, skb�>dev, NULL,307 ip loal deliver �nish ) ;308 g309310 stati inline int ip rv �nish (strut sk bu� �skb)311 f312 strut net devie �dev = skb�>dev;313 strut iphdr �iph = skb�>nh.iph;314315 /*316 * Initialise the virtual path ahe for the paket. It desribes317 * how the paket travels inside Linux networking.318 */319 if (skb�>dst == NULL) f320 if ( ip route input(skb, iph�>daddr, iph�>saddr, iph�>tos, dev))321 goto drop;322 g� �Figure 279: IP Input - �nish IP reeption: linux/net/ipv4/ip input.



� �325 if (skb�>dst�>tlassid) f326 strut ip rt at �st = ip rt at + 256�smp proessor id();327 u32 idx = skb�>dst�>tlassid;328 st [idx&0xFF℄.o pakets++;329 st [idx&0xFF℄.o bytes+=skb�>len;330 st [( idx>>16)&0xFF℄.i pakets++;331 st [( idx>>16)&0xFF℄.i bytes+=skb�>len;332 g333 #endif334335 if ( iph�>ihl > 5) f336 strut ip options �opt;337338 /* It looks as overkill, beause not all339 IP options require paket mangling.340 But it is the easiest for now, espeially taking341 into aount that ombination of IP options342 and running sniffer is extremely rare ondition.343 --ANK (980813)344 */345346 if (skb ow(skb, skb headroom(skb)))347 goto drop;348 iph = skb�>nh.iph;349350 skb�>ip summed = 0;351 if ( ip options ompile(NULL, skb))352 goto inhdr error ;353354 opt = &(IPCB(skb)�>opt);355 if (opt�>srr) f356 strut in devie �in dev = in dev get(dev);357 if ( in dev) f358 if (! IN DEV SOURCE ROUTE(in dev)) f359 if (IN DEV LOG MARTIANS(in dev) &&net ratelimit())360 printk(KERN INFO "soure route option%u.%u.%u.%u �> %u.%u.%u.%unn",361 NIPQUAD(iph�>saddr),NIPQUAD(iph�>daddr));362 in dev put(in dev);363 goto drop;364 g365 in dev put(in dev);366 g367 if ( ip options rv srr (skb))368 goto drop;369 g370 g� �Figure 280: IP Input - �nish IP reeption: linux/net/ipv4/ip input.



� �372 return skb�>dst�>input(skb);373374 inhdr error :375 IP INC STATS BH(IpInHdrErrors);376 drop:377 kfree skb(skb);378 return NET RX DROP;379 g380381 /*382 * Main IP Reeive routine.383 */384 int ip rv(strut sk bu� �skb, strut net devie �dev, strut paket type �pt)385 f386 strut iphdr �iph = skb�>nh.iph;387388 /* When the interfae is in promis. mode, drop all the rap389 * that it reeives, do not try to analyse it.390 */391 if (skb�>pkt type == PACKET OTHERHOST)392 goto drop;393394 IP INC STATS BH(IpInReeives);395396 if (( skb = skb share hek(skb, GFP ATOMIC)) == NULL)397 goto out;398399 if (! pskb may pull(skb, sizeof(strut iphdr)))� �Figure 281: IP Input - Main IP reeption routine: linux/net/ipv4/ip input.



� �401402 iph = skb�>nh.iph;403404 /*405 * RFC1122: 3.1.2.2 MUST silently disard any IP frame that fails theheksum.406 *407 * Is the datagram aeptable?408 *409 * 1. Length at least the size of an ip header410 * 2. Version of 4411 * 3. Cheksums orretly. [Speed optimisation for later, skiploopbak heksums℄412 * 4. Doesn't have a bogus length413 */414415 if ( iph�>ihl < 5 jj iph�>version != 4)416 goto inhdr error ;417418 if (! pskb may pull(skb, iph�>ihl�4))419 goto inhdr error ;420421 if ( ip fast sum((u8 �)iph, iph�>ihl) != 0)422 goto inhdr error ;423424 f425 u32 len = ntohs(iph�>tot len);426 if (skb�>len < len jj len < (iph�>ihl<<2))427 goto inhdr error ;� �Figure 282: IP Input - Main IP reeption routine: linux/net/ipv4/ip input.



� �44 stati inline int ip forward �nish (strut sk bu� �skb)45 f46 strut ip options � opt = &(IPCB(skb)�>opt);4748 IP INC STATS BH(IpForwDatagrams);4950 if (opt�>optlen == 0) f51 #ifdef CONFIG NET FASTROUTE52 strut rtable �rt = (strut rtable�)skb�>dst;5354 if ( rt�>rt ags&RTCF FAST && !netdev fastroute obstales) f55 strut dst entry �old dst ;56 unsigned h = ((�(u8�)&rt�>key.dst)^(�(u8�)&rt�>key.sr))&NETDEV FASTROUTE HMASK;5758 write lok irq (&skb�>dev�>fastpath lok);59 old dst = skb�>dev�>fastpath[h℄;60 skb�>dev�>fastpath[h℄ = dst lone(&rt�>u.dst);61 write unlok irq(&skb�>dev�>fastpath lok);6263 dst release (old dst) ;64 g65 #endif66 return (ip send(skb));67 g6869 ip forward options(skb);70 return (ip send(skb));71 g� �Figure 283: Internet Protool - Forward last part:linux/net/ipv4/ip forward.



� �73 int ip forward(strut sk bu� �skb)74 f75 strut net devie �dev2; /* Output devie */76 strut iphdr �iph; /* Our header */77 strut rtable �rt ; /* Route we use */78 strut ip options � opt = &(IPCB(skb)�>opt);79 unsigned short mtu;8081 if (IPCB(skb)�>opt.router alert && ip all ra hain(skb))82 return NET RX SUCCESS;8384 if (skb�>pkt type != PACKET HOST)85 goto drop;8687 skb�>ip summed = CHECKSUM NONE;8889 /*90 * Aording to the RFC, we must first derease the TTL field. If91 * that reahes zero, we must reply an ICMP ontrol message telling92 * that the paket's lifetime expired.93 */9495 iph = skb�>nh.iph;96 rt = (strut rtable�)skb�>dst;9798 if ( iph�>ttl <= 1)99 goto too many hops;100101 if (opt�>is stritroute && rt�>rt dst != rt�>rt gateway)102 goto sr failed ;103104 /*105 * Having piked a route we an now send the frame out106 * after asking the firewall permission to do so.107 */108109 skb�>priority = rt tos2priority(iph�>tos);110 dev2 = rt�>u.dst.dev;111 mtu = rt�>u.dst.pmtu;112113 /*114 * We now generate an ICMP HOST REDIRECT giving the route115 * we alulated.116 */� �Figure 284: Internet Protool - Forward �rst bit:linux/net/ipv4/ip forward.



� �118 ip rt send rediret (skb);119120 /* We are about to mangle paket. Copy it! */121 if (skb ow(skb, dev2�>hard header len))122 goto drop;123 iph = skb�>nh.iph;124125 /* Derease ttl after skb ow done */126 ip derease ttl (iph);127128 /*129 * We now may alloate a new buffer, and opy the datagram into it.130 * If the indiated interfae is up and running, kik it.131 */132133 if (skb�>len > mtu && (ntohs(iph�>frag o�) & IP DF))134 goto frag needed;135136 #ifdef CONFIG IP ROUTE NAT137 if ( rt�>rt ags & RTCF NAT) f138 if ( ip do nat(skb)) f139 kfree skb(skb);140 return NET RX BAD;141 g142 g143 #endif144145 return NF HOOK(PF INET, NF IP FORWARD, skb, skb�>dev, dev2,146 ip forward �nish ) ;147148 frag needed:149 IP INC STATS BH(IpFragFails);150 imp send(skb, ICMP DEST UNREACH, ICMP FRAG NEEDED, htonl(mtu));151 goto drop;152153 sr failed :154 /*155 * Strit routing permits no gatewaying156 */157 imp send(skb, ICMP DEST UNREACH, ICMP SR FAILED, 0);158 goto drop;159160 too many hops:161 /* Tell the sender its paket died... */162 imp send(skb, ICMP TIME EXCEEDED, ICMP EXC TTL, 0);163 drop:164 kfree skb(skb);165 return NET RX DROP;� �Figure 285: Internet Protool - Forward �rst bit:linux/net/ipv4/ip forward.



� �41 /* NOTE. Logi of IP defragmentation is parallel to orresponding IPv642 * ode now. If you hange something here, _PLEASE_ update ipv6/reassembly.43 * as well. Or notify me, at least. --ANK44 */4546 /* Fragment ahe limits. We will ommit 256K at one time. Should we47 * ross that limit we will prune down to 192K. This should ope with48 * even the most extreme ases without allowing an attaker to measurably49 * harm mahine performane.50 */51 int systl ipfrag high thresh = 256�1024;52 int systl ipfrag low thresh = 192�1024;5354 /* Important NOTE! Fragment queue must be destroyed before MSL expires.55 * RFC791 is wrong proposing to prolongate timer eah fragment arrival by TTL.56 */57 int systl ipfrag time = IP FRAG TIME;5859 strut ipfrag skb b60 f61 strut inet skb parm h;62 int o�set ;63 g;6465 #de�ne FRAG CB(skb) ((strut ipfrag skb b�)((skb)�>b))6667 /* Desribe an entry in the "inomplete datagrams" queue. */68 strut ipq f69 strut ipq �next; /* linked list pointers */70 u32 saddr;71 u32 daddr;72 u16 id;73 u8 protool;74 u8 last in ;75 #de�ne COMPLETE 476 #de�ne FIRST IN 277 #de�ne LAST IN 17879 strut sk bu� �fragments; /* linked list of reeived fragments */80 int len ; /* total length of original datagram */81 int meat;82 spinlok t lok;83 atomi t refnt ;84 strut timer list timer; /* when will this queue expire? */85 strut ipq ��pprev;86 int iif ;87 strut timeval stamp;� �Figure 286: Internet Protool - Fragmentation- Data:linux/net/ipv4/ip fragment.



� �8990 /* Hash table. */9192 #de�ne IPQ HASHSZ 649394 /* Per-buket lok is easy to add now. */95 stati strut ipq �ipq hash[IPQ HASHSZ℄;96 stati rwlok t ipfrag lok = RW LOCK UNLOCKED;97 int ip frag nqueues = 0;9899 stati inline void ipq unlink(strut ipq �qp)100 f101 if (qp�>next)102 qp�>next�>pprev = qp�>pprev;103 �qp�>pprev = qp�>next;104 ip frag nqueues��;105 g106107 stati inline void ipq unlink(strut ipq �ipq)108 f109 write lok(&ipfrag lok) ;110 ipq unlink(ipq);111 write unlok(&ipfrag lok) ;112 g113114 /*115 * Was: ((((id) >> 1) ^ (saddr) ^ (daddr) ^ (prot)) & (IPQ_HASHSZ - 1))116 *117 * I see, I see evil hand of bigendian mafia. On Intel all the pakets hit118 * one hash buket with this hash funtion. 8)119 */120 stati inline unsigned int ipqhashfn(u16 id, u32 saddr, u32 daddr, u8 prot)121 f122 unsigned int h = saddr ^ daddr;123124 h ^= (h>>16)^id;125 h ^= (h>>8)^prot;126 return h & (IPQ HASHSZ � 1);� �Figure 287: Fragmentation - Hash Data: linux/net/ipv4/ip fragment.



� �129130 atomi t ip frag mem = ATOMIC INIT(0); /* Memory used for fragments */131132 /* Memory Traking Funtions. */133 extern inline void frag kfree skb (strut sk bu� �skb)134 f135 atomi sub(skb�>truesize, &ip frag mem);136 kfree skb(skb);137 g138139 extern inline void frag free queue (strut ipq �qp)140 f141 atomi sub(sizeof(strut ipq), &ip frag mem);142 kfree(qp);143 g144145 extern inline strut ipq � frag allo queue (void)146 f147 strut ipq �qp = kmallo(sizeof(strut ipq) , GFP ATOMIC);148149 if (!qp)150 return NULL;151 atomi add(sizeof(strut ipq), &ip frag mem);152 return qp;� �Figure 288: Fragmentation - memory traking:linux/net/ipv4/ip fragment.



� �154155156 /* Destrution primitives. */157158 /* Complete destrution of ipq. */159 stati void ip frag destroy (strut ipq �qp)160 f161 strut sk bu� �fp;162163 BUG TRAP(qp�>last in&COMPLETE);164 BUG TRAP(del timer(&qp�>timer) == 0);165166 /* Release all fragment data. */167 fp = qp�>fragments;168 while (fp) f169 strut sk bu� �xp = fp�>next;170171 frag kfree skb (fp) ;172 fp = xp;173 g174175 /* Finally, release the queue desriptor itself. */176 frag free queue (qp);177 g178179 stati inline void ipq put(strut ipq �ipq)180 f181 if (atomi de and test(&ipq�>refnt))182 ip frag destroy (ipq);183 g184185 /* Kill ipq entry. It is not destroyed immediately,186 * beause aller (and someone more) holds referene ount.187 */188 stati inline void ipq kill (strut ipq �ipq)189 f190 if ( del timer(&ipq�>timer))191 atomi de(&ipq�>refnt);192193 if (!( ipq�>last in & COMPLETE)) f194 ipq unlink(ipq) ;195 atomi de(&ipq�>refnt);196 ipq�>last in j= COMPLETE;197 g� �Figure 289: Fragmentation - free up ipq: linux/net/ipv4/ip fragment.



� �199200 /* Memory limiting on fragments. Evitor trashes the oldest201 * fragment queue until we are bak under the low threshold.202 */203 stati void ip evitor (void)204 f205 int i , progress;206207 do f208 if (atomi read(&ip frag mem) <= systl ipfrag low thresh)209 return;210 progress = 0;211 /* FIXME: Make LRU queue of frag heads. -DaveM */212 for ( i = 0; i < IPQ HASHSZ; i++) f213 strut ipq �qp;214 if ( ipq hash[i℄ == NULL)215 ontinue;216217 read lok(&ipfrag lok) ;218 if ((qp = ipq hash[i℄) != NULL) f219 /* find the oldest queue for this hash buket */220 while (qp�>next)221 qp = qp�>next;222 atomi in(&qp�>refnt);223 read unlok(&ipfrag lok);224225 spin lok(&qp�>lok);226 if (!( qp�>last in&COMPLETE))227 ipq kill (qp);228 spin unlok(&qp�>lok);229230 ipq put(qp);231 IP INC STATS BH(IpReasmFails);232 progress = 1;233 ontinue;234 g235 read unlok(&ipfrag lok);236 g237 g while (progress) ;238 g� �Figure 290: Fragmentation - free up spae starting with oldest frags:linux/net/ipv4/ip fragment.



� �240 /*241 * Oops, a fragment queue timed out. Kill it and send an ICMP reply.242 */243 stati void ip expire (unsigned long arg)244 f245 strut ipq �qp = (strut ipq �) arg;246247 spin lok(&qp�>lok);248249 if (qp�>last in & COMPLETE)250 goto out;251252 ipq kill (qp);253254 IP INC STATS BH(IpReasmTimeout);255 IP INC STATS BH(IpReasmFails);256257 if ((qp�>last in&FIRST IN) && qp�>fragments != NULL) f258 strut sk bu� �head = qp�>fragments;259 /* Send an ICMP "Fragment Reassembly Timeout" message. */260 if ((head�>dev = dev get by index(qp�>iif)) != NULL) f261 imp send(head, ICMP TIME EXCEEDED,ICMP EXC FRAGTIME, 0);262 dev put(head�>dev);263 g264 g265 out:266 spin unlok(&qp�>lok);267 ipq put(qp);268 g� �Figure 291: Fragmentation - reassembly timeout, expire a paket:linux/net/ipv4/ip fragment.



� �273 f274 strut ipq �qp;275276 write lok(&ipfrag lok) ;277 #ifdef CONFIG SMP278 /* With SMP rae we have to rehek hash table, beause279 * suh entry ould be reated on other pu, while we280 * promoted read lok to write lok.281 */282 for(qp = ipq hash[hash℄; qp; qp = qp�>next) f283 if (qp�>id == qp in�>id &&284 qp�>saddr == qp in�>saddr &&285 qp�>daddr == qp in�>daddr &&286 qp�>protool == qp in�>protool) f287 atomi in(&qp�>refnt);288 write unlok(&ipfrag lok) ;289 qp in�>last in j= COMPLETE;290 ipq put(qp in);291 return qp;292 g293 g294 #endif295 qp = qp in;296297 if (! mod timer(&qp�>timer, jiÆes + systl ipfrag time))298 atomi in(&qp�>refnt);299300 atomi in(&qp�>refnt);301 if ((qp�>next = ipq hash[hash℄) != NULL)302 qp�>next�>pprev = &qp�>next;303 ipq hash[hash℄ = qp;304 qp�>pprev = &ipq hash[hash℄;305 ip frag nqueues++;306 write unlok(&ipfrag lok) ;307 return qp;308 g� �Figure 292: Fragmentation - reate fragment: linux/net/ipv4/ip fragment.



� �311 stati strut ipq � ip frag reate (unsigned hash, strut iphdr �iph)312 f313 strut ipq �qp;314315 if ((qp = frag allo queue()) == NULL)316 goto out nomem;317318 qp�>protool = iph�>protool;319 qp�>last in = 0;320 qp�>id = iph�>id;321 qp�>saddr = iph�>saddr;322 qp�>daddr = iph�>daddr;323 qp�>len = 0;324 qp�>meat = 0;325 qp�>fragments = NULL;326 qp�>iif = 0;327328 /* Initialize a timer for this entry. */329 init timer (&qp�>timer);330 qp�>timer.data = (unsigned long) qp; /* pointer to queue */331 qp�>timer.funtion = ip expire; /* expire funtion */332 qp�>lok = SPIN LOCK UNLOCKED;333 atomi set(&qp�>refnt, 1);334335 return ip frag intern (hash, qp);336337 out nomem:338 NETDEBUG(printk(KERN ERR "ip frag reate: no memory left !nn"));339 return NULL;340 g� �Figure 293: Fragmentation - queue whole paket:linux/net/ipv4/ip fragment.



� �343 � this IP datagram, and reate new one, if nothing is found.344 �/345 stati inline strut ipq � ip �nd (strut iphdr �iph)346 f347 u16 id = iph�>id;348 u32 saddr = iph�>saddr;349 u32 daddr = iph�>daddr;350 u8 protool = iph�>protool;351 unsigned int hash = ipqhashfn(id, saddr, daddr, protool) ;352 strut ipq �qp;353354 read lok(&ipfrag lok) ;355 for(qp = ipq hash[hash℄; qp; qp = qp�>next) f356 if (qp�>id == id &&357 qp�>saddr == saddr &&358 qp�>daddr == daddr &&359 qp�>protool == protool) f360 atomi in(&qp�>refnt);361 read unlok(&ipfrag lok);362 return qp;363 g364 g365 read unlok(&ipfrag lok);366367 return ip frag reate (hash, iph);368 g� �Figure 294: Fragmentation - math a fragment to rest of datagram in partialqueue: linux/net/ipv4/ip fragment.



� �371 stati void ip frag queue(strut ipq �qp, strut sk bu� �skb)372 f373 strut sk bu� �prev, �next;374 int ags , o�set ;375 int ihl , end;376377 if (qp�>last in & COMPLETE)378 goto err ;379380 o�set = ntohs(skb�>nh.iph�>frag o�);381 ags = o�set & ~IP OFFSET;382 o�set &= IP OFFSET;383 o�set <<= 3; /* offset is in 8-byte hunks */384 ihl = skb�>nh.iph�>ihl � 4;385386 /* Determine the position of this fragment. */387 end = o�set + skb�>len � ihl;388389 /* Is this the final fragment? */� �Figure 295: Fragmentation - add segment to queue:linux/net/ipv4/ip fragment.



� �391 /* If we already have some bits beyond end392 * or have different end, the segment is orrrupted.393 */394 if (end < qp�>len jj395 ((qp�>last in & LAST IN) && end != qp�>len))396 goto err ;397 qp�>last in j= LAST IN;398 qp�>len = end;399 g else f400 if (end&7) f401 end &= ~7;402 if (skb�>ip summed != CHECKSUM UNNECESSARY)403 skb�>ip summed = CHECKSUM NONE;404 g405 if (end > qp�>len) f406 /* Some bits beyond end -> orruption. */407 if (qp�>last in & LAST IN)408 goto err ;409 qp�>len = end;410 g411 g412 if (end == o�set)413 goto err ;� �Figure 296: Fragmentation - add segment to queue:linux/net/ipv4/ip fragment.



� �414415 if (pskb pull(skb, ihl ) == NULL)416 goto err ;417 if (pskb trim(skb, end�o�set))418 goto err ;419420 /* Find out whih fragments are in front and at the bak of us421 * in the hain of fragments so far. We must know where to put422 * this fragment, right?423 */424 prev = NULL;425 for(next = qp�>fragments; next != NULL; next = next�>next) f426 if (FRAG CB(next)�>o�set >= o�set)427 break; /* bingo! */428 prev = next;429 g430431 /* We found where to put this one. Chek for overlap with432 * preeding fragment, and, if needed, align things so that433 * any overlaps are eliminated.434 */435 if (prev) f436 int i = (FRAG CB(prev)�>o�set + prev�>len) � o�set;437438 if ( i > 0) f439 o�set += i;440 if (end <= o�set)441 goto err ;442 if (! pskb pull(skb, i ))443 goto err ;444 if (skb�>ip summed != CHECKSUM UNNECESSARY)445 skb�>ip summed = CHECKSUM NONE;446 g447 g� �Figure 297: Fragmentation - add segment to queue:linux/net/ipv4/ip fragment.



� �449 while (next && FRAG CB(next)�>o�set < end) f450 int i = end � FRAG CB(next)�>o�set; /* overlap is 'i' bytes */451452 if ( i < next�>len) f453 /* Eat head of the next overlapped fragment454 * and leave the loop. The next ones annot overlap.455 */456 if (! pskb pull(next, i ))457 goto err ;458 FRAG CB(next)�>o�set += i;459 qp�>meat �= i;460 if (next�>ip summed != CHECKSUM UNNECESSARY)461 next�>ip summed = CHECKSUM NONE;462 break;463 g else f464 strut sk bu� � free it = next;465466 /* Old fragmnet is ompletely overridden with467 * new one drop it.468 */469 next = next�>next;470471 if (prev)472 prev�>next = next;473 else474 qp�>fragments = next;475476 qp�>meat �= free it�>len;477 frag kfree skb ( free it ) ;478 g� �Figure 298: Fragmentation - add segment to queue:linux/net/ipv4/ip fragment.



� �480481 FRAG CB(skb)�>o�set = o�set;482483 /* Insert this fragment in the hain of fragments. */484 skb�>next = next;485 if (prev)486 prev�>next = skb;487 else488 qp�>fragments = skb;489490 if (skb�>dev)491 qp�>iif = skb�>dev�>i�ndex;492 skb�>dev = NULL;493 qp�>stamp = skb�>stamp;494 qp�>meat += skb�>len;495 atomi add(skb�>truesize, &ip frag mem);496 if ( o�set == 0)497 qp�>last in j= FIRST IN;498499 return;500501 err :� �Figure 299: Fragmentation - add segment to queue:linux/net/ipv4/ip fragment.



� �504505506 /* Build a new IP datagram from all its fragments. */507508 stati strut sk bu� �ip frag reasm(strut ipq �qp, strut net devie �dev)509 f510 strut iphdr �iph;511 strut sk bu� �fp , �head = qp�>fragments;512 int len ;513 int ihlen ;514515 ipq kill (qp);516517 BUG TRAP(head != NULL);518 BUG TRAP(FRAG CB(head)�>o�set == 0);519520 /* Alloate a new buffer for the datagram. */521 ihlen = head�>nh.iph�>ihl�4;522 len = ihlen + qp�>len;523524 if (len > 65535)525 goto out oversize ;526527 /* Head of list must not be loned. */528 if (skb loned(head) && pskb expand head(head, 0, 0, GFP ATOMIC))529 goto out nomem;530531 /* If the first fragment is fragmented itself, we split532 * it to two hunks: the first with data and paged part� �Figure 300: Fragmentation - put fragments together:linux/net/ipv4/ip fragment.



� �534 if ( skb shinfo(head)�>frag list) f535 strut sk bu� �lone ;536 int i , plen = 0;537538 if (( lone = allo skb (0, GFP ATOMIC)) == NULL)539 goto out nomem;540 lone�>next = head�>next;541 head�>next = lone;542 skb shinfo(lone)�>frag list = skb shinfo(head)�>frag list;543 skb shinfo(head)�>frag list = NULL;544 for ( i=0; i<skb shinfo(head)�>nr frags; i++)545 plen += skb shinfo(head)�>frags[i℄.size;546 lone�>len = lone�>data len = head�>data len � plen;547 head�>data len �= lone�>len;548 head�>len �= lone�>len;549 lone�>sum = 0;550 lone�>ip summed = head�>ip summed;551 atomi add(lone�>truesize, &ip frag mem);552 g553554 skb shinfo(head)�>frag list = head�>next;555 skb push(head, head�>data � head�>nh.raw);556 atomi sub(head�>truesize, &ip frag mem);� �Figure 301: Fragmentation - put fragments together:linux/net/ipv4/ip fragment.



� �559 head�>data len += fp�>len;560 head�>len += fp�>len;561 if (head�>ip summed != fp�>ip summed)562 head�>ip summed = CHECKSUM NONE;563 else if (head�>ip summed == CHECKSUM HW)564 head�>sum = sum add(head�>sum, fp�>sum);565 head�>truesize += fp�>truesize;566 atomi sub(fp�>truesize, &ip frag mem);567 g568569 head�>next = NULL;570 head�>dev = dev;571 head�>stamp = qp�>stamp;572573 iph = head�>nh.iph;574 iph�>frag o� = 0;575 iph�>tot len = htons(len);576 IP INC STATS BH(IpReasmOKs);577 qp�>fragments = NULL;578 return head;579580 out nomem:581 NETDEBUG(printk(KERN ERR582 "IP: queue glue: no memory for gluing queue %pnn",583 qp));584 goto out fail ;585 out oversize :586 if ( net ratelimit ())587 printk(KERN INFO588 "Oversized IP paket from %d.%d.%d.%d.nn",589 NIPQUAD(qp�>saddr));590 out fail :591 IP INC STATS BH(IpReasmFails);592 return NULL;593 g594595 /* Proess an inoming IP datagram fragment. */596 strut sk bu� � ip defrag(strut sk bu� �skb)597 f598 strut iphdr �iph = skb�>nh.iph;599 strut ipq �qp;� �Figure 302: Fragmentation - put fragments together:linux/net/ipv4/ip fragment.



� �601602 IP INC STATS BH(IpReasmReqds);603604 /* Start by leaning up the memory. */605 if (atomi read(&ip frag mem) > systl ipfrag high thresh)606 ip evitor () ;607608 dev = skb�>dev;609610 /* Lookup (or reate) queue header */611 if ((qp = ip �nd(iph)) != NULL) f612 strut sk bu� �ret = NULL;613614 spin lok(&qp�>lok);615616 ip frag queue(qp, skb);617618 if (qp�>last in == (FIRST INjLAST IN) &&619 qp�>meat == qp�>len)620 ret = ip frag reasm(qp, dev);621622 spin unlok(&qp�>lok);623 ipq put(qp);624 return ret ;625 g626627 IP INC STATS BH(IpReasmFails);628 kfree skb(skb);629 return NULL;630 g� �Figure 303: Fragmentation - deal with arrival of a fragment:linux/net/ipv4/ip fragment.



� �25 /*26 * Write options to IP header, reord destination address to27 * soure route option, address of outgoing interfae28 * (we should already know it, so that this funtion is allowed be29 * alled only after routing deision) and timestamp,30 * if we originate this datagram.31 *32 * daddr is real destination address, next hop is reorded in IP header.33 * saddr is address of outgoing interfae.34 */3536 void ip options build (strut sk bu� � skb, strut ip options � opt,37 u32 daddr, strut rtable �rt , int is frag )38 f39 unsigned har � iph = skb�>nh.raw;4041 mempy(&(IPCB(skb)�>opt), opt, sizeof(strut ip options));42 mempy(iph+sizeof(strut iphdr), opt�> data, opt�>optlen);43 opt = &(IPCB(skb)�>opt);44 opt�>is data = 0;4546 if (opt�>srr)47 mempy(iph+opt�>srr+iph[opt�>srr+1℄�4, &daddr, 4);4849 if (! is frag ) f50 if (opt�>rr needaddr)51 ip rt get soure (iph+opt�>rr+iph[opt�>rr+2℄�5, rt);52 if (opt�>ts needaddr)53 ip rt get soure (iph+opt�>ts+iph[opt�>ts+2℄�9, rt);54 if (opt�>ts needtime) f55 strut timeval tv;56 u32 midtime;57 do gettimeofday(&tv);58 midtime = htonl((tv.tv se % 86400) � 1000 + tv.tv use / 1000);59 mempy(iph+opt�>ts+iph[opt�>ts+2℄�5, &midtime, 4);60 g61 return;62 g63 if (opt�>rr) f64 memset(iph+opt�>rr, IPOPT NOP, iph[opt�>rr+1℄);65 opt�>rr = 0;66 opt�>rr needaddr = 0;67 g68 if (opt�>ts) f69 memset(iph+opt�>ts, IPOPT NOP, iph[opt�>ts+1℄);70 opt�>ts = 0;71 opt�>ts needaddr = opt�>ts needtime = 0;72 g73 g� �Figure 304: Internet Protool - Options - Build IP option header:linux/net/ipv4/ip options.



� �75 /*76 * Provided (sopt, skb) points to reeived options,77 * build in dopt ompiled option set appropriate for answering.78 * i.e. invert SRR option, opy anothers,79 * and grab room in RR/TS options.80 *81 * NOTE: dopt annot point to skb.82 */8384 int ip options eho(strut ip options � dopt, strut sk bu� � skb)85 f86 strut ip options �sopt;87 unsigned har �sptr, �dptr;88 int so�set , do�set ;89 int optlen;90 u32 daddr;9192 memset(dopt, 0, sizeof(strut ip options)) ;9394 dopt�>is data = 1;9596 sopt = &(IPCB(skb)�>opt);9798 if (sopt�>optlen == 0) f99 dopt�>optlen = 0;100 return 0;101 g102103 sptr = skb�>nh.raw;104 dptr = dopt�> data;105106 if (skb�>dst)107 daddr = ((strut rtable�)skb�>dst)�>rt spe dst;108 else109 daddr = skb�>nh.iph�>daddr;� �Figure 305: IP Options - Eho: linux/net/ipv4/ip options.



� �111 if (sopt�>rr) f112 optlen = sptr[sopt�>rr+1℄;113 so�set = sptr[sopt�>rr+2℄;114 dopt�>rr = dopt�>optlen + sizeof(strut iphdr);115 mempy(dptr, sptr+sopt�>rr, optlen);116 if (sopt�>rr needaddr && so�set <= optlen) f117 if ( so�set + 3 > optlen)118 return �EINVAL;119 dptr[2℄ = so�set + 4;120 dopt�>rr needaddr = 1;121 g122 dptr += optlen;123 dopt�>optlen += optlen;124 g125 if (sopt�>ts) f126 optlen = sptr[sopt�>ts+1℄;127 so�set = sptr[sopt�>ts+2℄;128 dopt�>ts = dopt�>optlen + sizeof(strut iphdr);129 mempy(dptr, sptr+sopt�>ts, optlen);� �Figure 306: IP Options - Eho: linux/net/ipv4/ip options.



� �130 if ( so�set <= optlen) f131 if (sopt�>ts needaddr) f132 if ( so�set + 3 > optlen)133 return �EINVAL;134 dopt�>ts needaddr = 1;135 so�set += 4;136 g137 if (sopt�>ts needtime) f138 if ( so�set + 3 > optlen)139 return �EINVAL;140 if ((dptr[3℄&0xF) != IPOPT TS PRESPEC) f141 dopt�>ts needtime = 1;142 so�set += 4;143 g else f144 dopt�>ts needtime = 0;145146 if ( so�set + 8 <= optlen) f147 u32 addr;148149 mempy(&addr, sptr+so�set�1, 4);150 if (inet addr type(addr) != RTN LOCAL) f151 dopt�>ts needtime = 1;152 so�set += 8;153 g154 g155 g156 g157 dptr[2℄ = so�set ;158 g159 dptr += optlen;160 dopt�>optlen += optlen;161 g� �Figure 307: IP Options - Eho: linux/net/ipv4/ip options.



� �162 if (sopt�>srr) f163 unsigned har � start = sptr+sopt�>srr;164 u32 faddr;165166 optlen = start [1℄;167 so�set = start [2℄;168 do�set = 0;169 if ( so�set > optlen)170 so�set = optlen + 1;171 so�set �= 4;172 if ( so�set > 3) f173 mempy(&faddr, &start[so�set�1℄, 4);174 for ( so�set�=4, do�set=4; so�set > 3; so�set�=4, do�set+=4)175 mempy(&dptr[do�set�1℄, &start[so�set�1℄, 4);176 /*177 * RFC1812 requires to fix illegal soure routes.178 */179 if (memmp(&skb�>nh.iph�>saddr, &start[so�set+3℄, 4) == 0)180 do�set �= 4;181 g182 if ( do�set > 3) f183 mempy(&start[do�set�1℄, &daddr, 4);184 dopt�>faddr = faddr;185 dptr[0℄ = start [0℄;186 dptr[1℄ = do�set+3;187 dptr [2℄ = 4;188 dptr += do�set+3;189 dopt�>srr = dopt�>optlen + sizeof(strut iphdr);190 dopt�>optlen += do�set+3;191 dopt�>is stritroute = sopt�>is stritroute;192 g193 g194 while (dopt�>optlen & 3) f195 �dptr++ = IPOPT END;196 dopt�>optlen++;197 g198 return 0;199 g� �Figure 308: IP Options - Eho: linux/net/ipv4/ip options.



� �201 /*202 * Options "fragmenting", just fill options not203 * allowed in fragments with NOOPs.204 * Simple and stupid 8), but the most effiient way.205 */206207 void ip options fragment(strut sk bu� � skb)208 f209 unsigned har � optptr = skb�>nh.raw;210 strut ip options � opt = &(IPCB(skb)�>opt);211 int l = opt�>optlen;212 int optlen;213214 while ( l > 0) f215 swith (�optptr) f216 ase IPOPT END:217 return;218 ase IPOPT NOOP:219 l��;220 optptr++;221 ontinue;222 g223 optlen = optptr [1℄;224 if (optlen<2 jj optlen>l)225 return;226 if (! IPOPT COPIED(�optptr))227 memset(optptr, IPOPT NOOP, optlen);228 l �= optlen;229 optptr += optlen;230 g231 opt�>ts = 0;232 opt�>rr = 0;233 opt�>rr needaddr = 0;234 opt�>ts needaddr = 0;235 opt�>ts needtime = 0;236 return;237 g� �Figure 309: IP Options - zero out disallowed options in frags:linux/net/ipv4/ip options.



� �239 /*240 * Verify options and fill pointers in strut options.241 * Caller should lear *opt, and set opt->data.242 * If opt == NULL, then skb->data should point to IP header.243 */244245 int ip options ompile(strut ip options � opt, strut sk bu� � skb)246 f247 int l ;248 unsigned har � iph;249 unsigned har � optptr;250 int optlen;251 unsigned har � pp ptr = NULL;252 strut rtable �rt = skb ? (strut rtable�)skb�>dst : NULL;253254 if (! opt) f255 opt = &(IPCB(skb)�>opt);256 memset(opt, 0, sizeof (strut ip options)) ;257 iph = skb�>nh.raw;258 opt�>optlen = ((strut iphdr �)iph)�>ihl�4 � sizeof(strut iphdr);259 optptr = iph + sizeof(strut iphdr);260 opt�>is data = 0;261 g else f262 optptr = opt�>is data ? opt�> data : (unsigned har�)&(skb�>nh.iph[1℄);263 iph = optptr � sizeof(strut iphdr);264 g� �Figure 310: IP Options - Validate inbound paket header options:linux/net/ipv4/ip options.



� �266 for ( l = opt�>optlen; l > 0; ) f267 swith (�optptr) f268 ase IPOPT END:269 for (optptr++, l��; l>0; l��) f270 if (�optptr != IPOPT END) f271 �optptr = IPOPT END;272 opt�>is hanged = 1;273 g274 g275 goto eol ;276 ase IPOPT NOOP:277 l��;278 optptr++;279 ontinue;280 g281 optlen = optptr [1℄;282 if (optlen<2 jj optlen>l) f283 pp ptr = optptr;284 goto error ;285 g� �Figure 311: IP Options - Validate inbound paket header options:linux/net/ipv4/ip options.



� �286 swith (�optptr) f287 ase IPOPT SSRR:288 ase IPOPT LSRR:289 if (optlen < 3) f290 pp ptr = optptr + 1;291 goto error ;292 g293 if (optptr[2℄ < 4) f294 pp ptr = optptr + 2;295 goto error ;296 g297 /* NB: f RFC-1812 5.2.4.1 */298 if (opt�>srr) f299 pp ptr = optptr;300 goto error ;301 g302 if (! skb) f303 if (optptr [2℄ != 4 jj optlen < 7 jj (( optlen�3) & 3)) f304 pp ptr = optptr + 1;305 goto error ;306 g307 mempy(&opt�>faddr, &optptr[3℄, 4);308 if (optlen > 7)309 memmove(&optptr[3℄, &optptr[7℄, optlen�7);310 g311 opt�>is stritroute = (optptr[0℄ == IPOPT SSRR);312 opt�>srr = optptr � iph;313 break;� �Figure 312: IP Options - Validate inbound paket header options:linux/net/ipv4/ip options.



� �314 ase IPOPT RR:315 if (opt�>rr) f316 pp ptr = optptr;317 goto error ;318 g319 if (optlen < 3) f320 pp ptr = optptr + 1;321 goto error ;322 g323 if (optptr[2℄ < 4) f324 pp ptr = optptr + 2;325 goto error ;326 g327 if (optptr[2℄ <= optlen) f328 if (optptr[2℄+3 > optlen) f329 pp ptr = optptr + 2;330 goto error ;331 g332 if (skb) f333 mempy(&optptr[optptr[2℄�1℄, &rt�>rt spe dst, 4);334 opt�>is hanged = 1;335 g336 optptr[2℄ += 4;337 opt�>rr needaddr = 1;338 g339 opt�>rr = optptr � iph;340 break;� �Figure 313: IP Options - Validate inbound paket header options:linux/net/ipv4/ip options.



� �341 ase IPOPT TIMESTAMP:342 if (opt�>ts) f343 pp ptr = optptr;344 goto error ;345 g346 if (optlen < 4) f347 pp ptr = optptr + 1;348 goto error ;349 g350 if (optptr[2℄ < 5) f351 pp ptr = optptr + 2;352 goto error ;353 g354 if (optptr[2℄ <= optlen) f355 u32 � timeptr = NULL;356 if (optptr[2℄+3 > optptr[1℄) f357 pp ptr = optptr + 2;358 goto error ;359 g360 swith (optptr[3℄&0xF) f361 ase IPOPT TS TSONLY:362 opt�>ts = optptr � iph;363 if (skb)364 timeptr = ( u32�)&optptr[optptr[2℄�1℄;365 opt�>ts needtime = 1;366 optptr[2℄ += 4;367 break;368 ase IPOPT TS TSANDADDR:369 if (optptr[2℄+7 > optptr[1℄) f370 pp ptr = optptr + 2;371 goto error ;372 g373 opt�>ts = optptr � iph;374 if (skb) f375 mempy(&optptr[optptr[2℄�1℄, &rt�>rt spe dst, 4);376 timeptr = ( u32�)&optptr[optptr[2℄+3℄;377 g378 opt�>ts needaddr = 1;379 opt�>ts needtime = 1;380 optptr[2℄ += 8;381 break;� �Figure 314: IP Options - Validate inbound paket header options:linux/net/ipv4/ip options.



� �382 ase IPOPT TS PRESPEC:383 if (optptr[2℄+7 > optptr[1℄) f384 pp ptr = optptr + 2;385 goto error ;386 g387 opt�>ts = optptr � iph;388 f389 u32 addr;390 mempy(&addr, &optptr[optptr[2℄�1℄, 4);391 if (inet addr type(addr) ==RTN UNICAST)392 break;393 if (skb)394 timeptr = ( u32�)&optptr[optptr[2℄+3℄;395 g396 opt�>ts needtime = 1;397 optptr[2℄ += 8;398 break;399 default :400 if (! skb && !apable(CAP NET RAW)) f401 pp ptr = optptr + 3;402 goto error ;403 g404 break;405 g406 if (timeptr) f407 strut timeval tv;408 u32 midtime;409 do gettimeofday(&tv);410 midtime = htonl((tv.tv se % 86400) � 1000 + tv.tv use / 1000);411 mempy(timeptr, &midtime, sizeof( u32));412 opt�>is hanged = 1;413 g414 g else f415 unsigned overow = optptr[3℄>>4;416 if (overow == 15) f417 pp ptr = optptr + 3;418 goto error ;419 g420 opt�>ts = optptr � iph;421 if (skb) f422 optptr [3℄ = (optptr[3℄&0xF)j((overow+1)<<4);423 opt�>is hanged = 1;424 g425 g426 break;� �Figure 315: IP Options - Validate inbound paket header options:linux/net/ipv4/ip options.



� �427 ase IPOPT RA:428 if (optlen < 4) f429 pp ptr = optptr + 1;430 goto error ;431 g432 if (optptr[2℄ == 0 && optptr[3℄ == 0)433 opt�>router alert = optptr � iph;434 break;435 ase IPOPT SEC:436 ase IPOPT SID:437 default :438 if (! skb && !apable(CAP NET RAW)) f439 pp ptr = optptr;440 goto error ;441 g442 break;443 g444 l �= optlen;445 optptr += optlen;446 g447448 eol :449 if (! pp ptr)450 return 0;451452 error :453 if (skb) f454 imp send(skb, ICMP PARAMETERPROB, 0, htonl((pp ptr�iph)<<24));455 g456 return �EINVAL;457 g� �Figure 316: IP Options - end of options proessing:linux/net/ipv4/ip options.



� �460 /*461 * Undo all the hanges done by ip_options_ompile().462 */463464 void ip options undo(strut ip options � opt)465 f466 if (opt�>srr) f467 unsigned har � optptr = opt�> data+opt�>srr�sizeof(strut iphdr);468 memmove(optptr+7, optptr+3, optptr[1℄�7);469 mempy(optptr+3, &opt�>faddr, 4);470 g471 if (opt�>rr needaddr) f472 unsigned har � optptr = opt�> data+opt�>rr�sizeof(strut iphdr);473 optptr[2℄ �= 4;474 memset(&optptr[optptr[2℄�1℄, 0, 4);475 g476 if (opt�>ts) f477 unsigned har � optptr = opt�> data+opt�>ts�sizeof(strut iphdr);478 if (opt�>ts needtime) f479 optptr[2℄ �= 4;480 memset(&optptr[optptr[2℄�1℄, 0, 4);481 if ((optptr[3℄&0xF) == IPOPT TS PRESPEC)482 optptr[2℄ �= 4;483 g484 if (opt�>ts needaddr) f485 optptr[2℄ �= 4;486 memset(&optptr[optptr[2℄�1℄, 0, 4);487 g488 g489 g� �Figure 317: IP Options - unmangle what previous funtion did!:linux/net/ipv4/ip options.



� �491 int ip options get (strut ip options ��optp, unsigned har �data, int optlen , int user)492 f493 strut ip options �opt;494495 opt = kmallo(sizeof(strut ip options)+((optlen+3)&~3), GFP KERNEL);496 if (! opt)497 return �ENOMEM;498 memset(opt, 0, sizeof (strut ip options)) ;499 if (optlen) f500 if (user) f501 if (opy from user(opt�> data, data, optlen)) f502 kfree(opt);503 return �EFAULT;504 g505 g else506 mempy(opt�> data, data, optlen);507 g508 while (optlen & 3)509 opt�> data[optlen++℄ = IPOPT END;510 opt�>optlen = optlen;511 opt�>is data = 1;512 opt�>is setbyuser = 1;513 if (optlen && ip options ompile(opt, NULL)) f514 kfree(opt);515 return �EINVAL;516 g517 �optp = opt;518 return 0;519 g� �Figure 318: IP Options - make spae for options:linux/net/ipv4/ip options.



� �521 void ip forward options(strut sk bu� �skb)522 f523 strut ip options � opt = &(IPCB(skb)�>opt);524 unsigned har � optptr;525 strut rtable �rt = (strut rtable�)skb�>dst;526 unsigned har �raw = skb�>nh.raw;527528 if (opt�>rr needaddr) f529 optptr = (unsigned har �)raw + opt�>rr;530 ip rt get soure (&optptr[optptr[2℄�5℄, rt) ;531 opt�>is hanged = 1;532 g533 if (opt�>srr is hit) f534 int srrptr , srrspae ;535536 optptr = raw + opt�>srr;537538 for ( srrptr=optptr[2℄, srrspae = optptr [1℄;539 srrptr <= srrspae;540 srrptr += 4541 ) f542 if ( srrptr + 3 > srrspae)543 break;544 if (memmp(&rt�>rt dst, &optptr[srrptr�1℄, 4) == 0)545 break;546 g547 if ( srrptr + 3 <= srrspae) f548 opt�>is hanged = 1;549 ip rt get soure (&optptr[srrptr�1℄, rt) ;550 skb�>nh.iph�>daddr = rt�>rt dst;551 optptr[2℄ = srrptr+4;552 g else553 printk(KERN CRIT "ip forward(): Argh! Destination lost!nn");554 if (opt�>ts needaddr) f555 optptr = raw + opt�>ts;556 ip rt get soure (&optptr[optptr[2℄�9℄, rt) ;557 opt�>is hanged = 1;558 g559 g560 if (opt�>is hanged) f561 opt�>is hanged = 0;562 ip send hek(skb�>nh.iph);563 g564 g� �Figure 319: IP Options - forwarding options - e.g. route reord:linux/net/ipv4/ip options.



� �568 strut ip options �opt = &(IPCB(skb)�>opt);569 int srrspae , srrptr ;570 u32 nexthop;571 strut iphdr �iph = skb�>nh.iph;572 unsigned har � optptr = skb�>nh.raw + opt�>srr;573 strut rtable �rt = (strut rtable�)skb�>dst;574 strut rtable �rt2 ;575 int err ;576577 if (! opt�>srr)578 return 0;579580 if (skb�>pkt type != PACKET HOST)581 return �EINVAL;582 if ( rt�>rt type == RTN UNICAST) f583 if (! opt�>is stritroute)584 return 0;585 imp send(skb, ICMP PARAMETERPROB, 0, htonl(16<<24));586 return �EINVAL;587 g588 if ( rt�>rt type != RTN LOCAL)589 return �EINVAL;� �Figure 320: IP Options - reeive SSR and proess:linux/net/ipv4/ip options.



� �591 for ( srrptr=optptr [2℄, srrspae = optptr [1℄; srrptr <= srrspae; srrptr += 4) f592 if ( srrptr + 3 > srrspae) f593 imp send(skb, ICMP PARAMETERPROB, 0, htonl((opt�>srr+2)<<24));594 return �EINVAL;595 g596 mempy(&nexthop, &optptr[srrptr�1℄, 4);597598 rt = (strut rtable�)skb�>dst;599 skb�>dst = NULL;600 err = ip route input(skb, nexthop, iph�>saddr, iph�>tos, skb�>dev);601 rt2 = (strut rtable�)skb�>dst;602 if ( err jj ( rt2�>rt type != RTN UNICAST && rt2�>rt type !=RTN LOCAL)) f603 ip rt put (rt2) ;604 skb�>dst = &rt�>u.dst;605 return �EINVAL;606 g607 ip rt put (rt) ;608 if ( rt2�>rt type != RTN LOCAL)609 break;610 /* Superfast 8) loopbak forward */611 mempy(&iph�>daddr, &optptr[srrptr�1℄, 4);612 opt�>is hanged = 1;613 g614 if ( srrptr <= srrspae) f615 opt�>srr is hit = 1;616 opt�>is hanged = 1;617 g618 return 0;619 g� �Figure 321: IP Options - reeive SSR and proess:linux/net/ipv4/ip options.



� �48 #de�ne IP CMSG PKTINFO 149 #de�ne IP CMSG TTL 250 #de�ne IP CMSG TOS 451 #de�ne IP CMSG RECVOPTS 852 #de�ne IP CMSG RETOPTS 16� �Figure 322: Internet Protool - Soket Glue -some spare onstants:linux/net/ipv4/ip sokglue.



� �54 /*55 * SOL_IP ontrol messages.56 */5758 stati void ip msg rev pktinfo(strut msghdr �msg, strut sk bu� �skb)59 f60 strut in pktinfo info ;61 strut rtable �rt = (strut rtable �)skb�>dst;6263 info . ipi addr .s addr = skb�>nh.iph�>daddr;64 if ( rt) f65 info . ipi i�ndex = rt�>rt iif;66 info . ipi spe dst .s addr = rt�>rt spe dst;67 g else f68 info . ipi i�ndex = 0;69 info . ipi spe dst .s addr = 0;70 g7172 put msg(msg, SOL IP, IP PKTINFO, sizeof(info), &info);73 g� �Figure 323: IP Soket Glue - various CMSGs: linux/net/ipv4/ip sokglue.



� �75 stati void ip msg rev ttl (strut msghdr �msg, strut sk bu� �skb)76 f77 int ttl = skb�>nh.iph�>ttl;78 put msg(msg, SOL IP, IP TTL, sizeof(int), &ttl);79 g8081 stati void ip msg rev tos(strut msghdr �msg, strut sk bu� �skb)82 f83 put msg(msg, SOL IP, IP TOS, 1, &skb�>nh.iph�>tos);84 g8586 stati void ip msg rev opts(strut msghdr �msg, strut sk bu� �skb)87 f88 if (IPCB(skb)�>opt.optlen == 0)89 return;9091 put msg(msg, SOL IP, IP RECVOPTS, IPCB(skb)�>opt.optlen, skb�>nh.iph+1);92 g939495 void ip msg rev retopts(strut msghdr �msg, strut sk bu� �skb)96 f97 unsigned har optbuf[ sizeof (strut ip options) + 40℄;98 strut ip options � opt = (strut ip options�)optbuf;99100 if (IPCB(skb)�>opt.optlen == 0)101 return;102103 if ( ip options eho(opt , skb)) f104 msg�>msg ags j= MSG CTRUNC;105 return;106 g107 ip options undo(opt);108109 put msg(msg, SOL IP, IP RETOPTS, opt�>optlen, opt�> data);110 g� �Figure 324: IP Soket Glue - various CMSGs: linux/net/ipv4/ip sokglue.



� �113 void ip msg rev(strut msghdr �msg, strut sk bu� �skb)114 f115 unsigned ags = skb�>sk�>protinfo.af inet.msg ags;116117 /* Ordered by supposed usage frequeny */118 if ( ags & 1)119 ip msg rev pktinfo(msg, skb);120 if (( ags>>=1) == 0)121 return;122123 if ( ags & 1)124 ip msg rev ttl (msg, skb);125 if (( ags>>=1) == 0)126 return;127128 if ( ags & 1)129 ip msg rev tos(msg, skb);130 if (( ags>>=1) == 0)131 return;132133 if ( ags & 1)134 ip msg rev opts(msg, skb);135 if (( ags>>=1) == 0)136 return;137138 if ( ags & 1)139 ip msg rev retopts(msg, skb);140 g� �Figure 325: IP Soket Glue - �eld msgs to right plae:linux/net/ipv4/ip sokglue.



� �142 int ip msg send(strut msghdr �msg, strut ipm ookie �ip)143 f144 int err ;145 strut msghdr �msg;146147 for (msg = CMSG FIRSTHDR(msg); msg; msg = CMSG NXTHDR(msg, msg)) f148 if (msg�>msg len < sizeof(strut msghdr) jj149 (unsigned long)(((har�)msg � (har�)msg�>msg ontrol)150 + msg�>msg len) > msg�>msg ontrollen) f151 return �EINVAL;152 g153 if (msg�>msg level != SOL IP)154 ontinue;155 swith (msg�>msg type) f156 ase IP RETOPTS:157 err = msg�>msg len � CMSG ALIGN(sizeof(strut msghdr));158 err = ip options get(&ip�>opt, CMSG DATA(msg), err < 40 ?err : 40, 0);159 if ( err)160 return err ;161 break;162 ase IP PKTINFO:163 f164 strut in pktinfo � info ;165 if (msg�>msg len != CMSG LEN(sizeof(strut in pktinfo)))166 return �EINVAL;167 info = (strut in pktinfo �)CMSG DATA(msg);168 ip�>oif = info�>ipi i�ndex;169 ip�>addr = info�>ipi spe dst.s addr;170 break;171 g172 default :173 return �EINVAL;174 g175 g176 return 0;177 g� �Figure 326: IP Soket Glue - send msgs: linux/net/ipv4/ip sokglue.



� �180 /* Speial input handler for pakets athed by router alert option.181 They are seleted only by protool field, and then proessed likely182 loal ones; but only if someone wants them! Otherwise, router183 not running rsvpd will kill RSVP.184185 It is user level problem, what it will make with them.186 I have no idea, how it will masquearde or NAT them (it is joke, joke :-)),187 but reeiver should be enough lever f.e. to forward mtrae requests,188 sent to multiast group to reah destination designated router.189 */190 strut ip ra hain � ip ra hain ;191 rwlok t ip ra lok = RW LOCK UNLOCKED;192193 int ip ra ontrol (strut sok �sk , unsigned har on, void (�destrutor)(strut sok �))194 f195 strut ip ra hain �ra , �new ra, ��rap;196197 if (sk�>type != SOCK RAW jj sk�>num == IPPROTO RAW)198 return �EINVAL;199200 new ra = on ? kmallo(sizeof(�new ra), GFP KERNEL) : NULL;� �Figure 327: IP Soket Glue - Router Alert handler for user level:linux/net/ipv4/ip sokglue.



� �202 write lok bh(&ip ra lok) ;203 for (rap = &ip ra hain; (ra=�rap) != NULL; rap = &ra�>next) f204 if ( ra�>sk == sk) f205 if (on) f206 write unlok bh(&ip ra lok);207 if (new ra)208 kfree(new ra);209 return �EADDRINUSE;210 g211 �rap = ra�>next;212 write unlok bh(&ip ra lok);213214 if ( ra�>destrutor)215 ra�>destrutor(sk);216 sok put(sk);217 kfree(ra) ;218 return 0;219 g220 g221 if (new ra == NULL) f222 write unlok bh(&ip ra lok);223 return �ENOBUFS;224 g225 new ra�>sk = sk;226 new ra�>destrutor = destrutor;227228 new ra�>next = ra;229 �rap = new ra;230 sok hold(sk) ;231 write unlok bh(&ip ra lok);232233 return 0;234 g� �Figure 328: IP Soket Glue - Router Alert handler for user level:linux/net/ipv4/ip sokglue.



� �236 void ip imp error(strut sok �sk , strut sk bu� �skb, int err ,237 u16 port, u32 info , u8 �payload)238 f239 strut sok exterr skb � serr ;240241 if (! sk�>protinfo.af inet. reverr)242 return;243244 skb = skb lone(skb, GFP ATOMIC);245 if (! skb)246 return;247248 serr = SKB EXT ERR(skb);249 serr�>ee.ee errno = err;250 serr�>ee.ee origin = SO EE ORIGIN ICMP;251 serr�>ee.ee type = skb�>h.imph�>type;252 serr�>ee.ee ode = skb�>h.imph�>ode;253 serr�>ee.ee pad = 0;254 serr�>ee.ee info = info;255 serr�>ee.ee data = 0;256 serr�>addr o�set = (u8�)&(((strut iphdr�)(skb�>h.imph+1))�>daddr) � skb�>nh.raw;257 serr�>port = port;258259 skb�>h.raw = payload;260 if (! skb pull(skb, payload � skb�>data) jj261 sok queue err skb(sk, skb))262 kfree skb(skb);263 g� �Figure 329: IP Soket Glue - ICMP error to soket error mapping:linux/net/ipv4/ip sokglue.



� �266 f267 strut sok exterr skb � serr ;268 strut iphdr �iph;269 strut sk bu� �skb;270271 if (! sk�>protinfo.af inet. reverr)272 return;273274 skb = allo skb( sizeof (strut iphdr) , GFP ATOMIC);275 if (! skb)276 return;277278 iph = (strut iphdr�)skb put(skb, sizeof (strut iphdr)) ;279 skb�>nh.iph = iph;280 iph�>daddr = daddr;281282 serr = SKB EXT ERR(skb);283 serr�>ee.ee errno = err;284 serr�>ee.ee origin = SO EE ORIGIN LOCAL;285 serr�>ee.ee type = 0;286 serr�>ee.ee ode = 0;287 serr�>ee.ee pad = 0;288 serr�>ee.ee info = info;289 serr�>ee.ee data = 0;290 serr�>addr o�set = (u8�)&iph�>daddr � skb�>nh.raw;291 serr�>port = port;292293 skb�>h.raw = skb�>tail;294 skb pull (skb, skb�>tail � skb�>data);295296 if (sok queue err skb(sk, skb))297 kfree skb(skb);298 g� �Figure 330: IP Soket Glue - loal error problem:linux/net/ipv4/ip sokglue.



� �301 � Handle MSG ERRQUEUE302 �/303 int ip rev error (strut sok �sk , strut msghdr �msg, int len)304 f305 strut sok exterr skb � serr ;306 strut sk bu� �skb, �skb2;307 strut sokaddr in �sin ;308 strut f309 strut sok extended err ee ;310 strut sokaddr in o�ender ;311 g errhdr;312 int err ;313 int opied;314315 err = �EAGAIN;316 skb = skb dequeue(&sk�>error queue);317 if (skb == NULL)318 goto out;319320 opied = skb�>len;321 if (opied > len) f322 msg�>msg ags j= MSG TRUNC;323 opied = len;324 g325 err = skb opy datagram iove(skb, 0, msg�>msg iov, opied);326 if ( err)327 goto out free skb ;328329 sok rev timestamp(msg, sk, skb);330331 serr = SKB EXT ERR(skb);332333 sin = (strut sokaddr in �)msg�>msg name;334 if ( sin) f335 sin�>sin family = AF INET;336 sin�>sin addr.s addr = �(u32�)(skb�>nh.raw + serr�>addr o�set);337 sin�>sin port = serr�>port;338 memset(&sin�>sin zero, 0, sizeof(sin�>sin zero));339 g� �Figure 331: IP Soket Glue - map IP reeption errors to soket:linux/net/ipv4/ip sokglue.



� �341 mempy(&errhdr.ee, &serr�>ee, sizeof(strut sok extended err));342 sin = &errhdr.o�ender;343 sin�>sin family = AF UNSPEC;344 if ( serr�>ee.ee origin == SO EE ORIGIN ICMP) f345 sin�>sin family = AF INET;346 sin�>sin addr.s addr = skb�>nh.iph�>saddr;347 sin�>sin port = 0;348 memset(&sin�>sin zero, 0, sizeof(sin�>sin zero));349 if (sk�>protinfo.af inet.msg ags)350 ip msg rev(msg, skb);351 g352353 put msg(msg, SOL IP, IP RECVERR, sizeof(errhdr), &errhdr);354355 /* Now we ould try to dump offended paket options */356357 msg�>msg ags j= MSG ERRQUEUE;358 err = opied;359360 /* Reset and regenerate soket error */361 spin lok irq (&sk�>error queue.lok);362 sk�>err = 0;363 if (( skb2 = skb peek(&sk�>error queue)) != NULL) f364 sk�>err = SKB EXT ERR(skb2)�>ee.ee errno;365 spin unlok irq(&sk�>error queue.lok);366 sk�>error report(sk);367 g else f368 spin unlok irq(&sk�>error queue.lok);369 g370371 out free skb :372 kfree skb(skb);373 out:� �Figure 332: IP Soket Glue - map IP reeption errors to soket:linux/net/ipv4/ip sokglue.



� �376377378 /*379 * Soket option ode for IP. This is the end of the line after any TCP,UDPet options on380 * an IP soket.381 */382383 int ip setsokopt (strut sok �sk , int level , int optname, har �optval, int optlen)384 f385 int val=0,err;386387 if ( level != SOL IP)388 return �ENOPROTOOPT;389390 if (((1<<optname) & ((1<<IP PKTINFO) j (1<<IP RECVTTL) j391 (1<<IP RECVOPTS) j (1<<IP RECVTOS) j392 (1<<IP RETOPTS) j (1<<IP TOS) j393 (1<<IP TTL) j (1<<IP HDRINCL) j394 (1<<IP MTU DISCOVER) j (1<<IP RECVERR) j395 (1<<IP ROUTER ALERT) j (1<<IP FREEBIND))) jj396 optname == IP MULTICAST TTL jj397 optname == IP MULTICAST LOOP) f398 if (optlen >= sizeof(int)) f399 if ( get user(val , ( int �) optval))400 return �EFAULT;401 g else if (optlen >= sizeof(har)) f402 unsigned har uval;403404 if ( get user(uval , ( unsigned har �) optval))405 return �EFAULT;406 val = (int) uval;� �Figure 333: IP Soket Glue - setsokopt entry for IP:linux/net/ipv4/ip sokglue.



� �408 g409410 /* If optlen==0, it is equivalent to val == 0 */411412 #ifdef CONFIG IP MROUTE413 if (optname >= MRT BASE && optname <= (MRT BASE + 10))414 return ip mroute setsokopt(sk,optname,optval,optlen);415 #endif416417 err = 0;418 lok sok(sk) ;419420 swith (optname) f421 ase IP OPTIONS:422 f423 strut ip options � opt = NULL;424 if (optlen > 40 jj optlen < 0)425 goto e inval ;426 err = ip options get(&opt, optval , optlen , 1) ;427 if ( err)428 break;429 if (sk�>type == SOCK STREAM) f430 strut tp opt �tp = &sk�>tp pinfo.af tp;431 #if de�ned(CONFIG IPV6) jj de�ned(CONFIG IPV6 MODULE)432 if (sk�>family == PF INET jj433 (!((1<<sk�>state)&(TCPF LISTENjTCPF CLOSE))434 && sk�>daddr != LOOPBACK4 IPV6)) f435 #endif436 if (opt)437 tp�>ext header len = opt�>optlen;438 tp syn mss(sk, tp�>pmtu ookie);439 #if de�ned(CONFIG IPV6) jj de�ned(CONFIG IPV6 MODULE)440 g441 #endif442 g443 opt = xhg(&sk�>protinfo.af inet.opt, opt);444 if (opt)445 kfree(opt);� �Figure 334: IP Soket Glue - setsokopt entry for IP:linux/net/ipv4/ip sokglue.



� �446 break;447 g448 ase IP PKTINFO:449 if ( val)450 sk�>protinfo.af inet.msg ags j= IP CMSG PKTINFO;451 else452 sk�>protinfo.af inet.msg ags &= ~IP CMSG PKTINFO;453 break;454 ase IP RECVTTL:455 if ( val)456 sk�>protinfo.af inet.msg ags j= IP CMSG TTL;457 else458 sk�>protinfo.af inet.msg ags &= ~IP CMSG TTL;459 break;460 ase IP RECVTOS:461 if ( val)462 sk�>protinfo.af inet.msg ags j= IP CMSG TOS;463 else464 sk�>protinfo.af inet.msg ags &= ~IP CMSG TOS;465 break;466 ase IP RECVOPTS:467 if ( val)468 sk�>protinfo.af inet.msg ags j=IP CMSG RECVOPTS;469 else470 sk�>protinfo.af inet.msg ags &= ~IP CMSG RECVOPTS;471 break;472 ase IP RETOPTS:473 if ( val)474 sk�>protinfo.af inet.msg ags j= IP CMSG RETOPTS;475 else� �Figure 335: IP Soket Glue - setsokopt entry for IP:linux/net/ipv4/ip sokglue.



� �476 sk�>protinfo.af inet.msg ags &= ~IP CMSG RETOPTS;477 break;478 ase IP TOS: /* This sets both TOS and Preedene */479 /* Rejet setting of unused bits */480 #ifndef CONFIG INET ECN481 if ( val & ~(IPTOS TOS MASKjIPTOS PREC MASK))482 goto e inval ;483 #else484 if (sk�>type == SOCK STREAM) f485 val &= ~3;486 val j= sk�>protinfo.af inet.tos & 3;487 g488 #endif489 if (IPTOS PREC(val) >= IPTOS PREC CRITIC ECP &&490 !apable(CAP NET ADMIN)) f491 err = �EPERM;492 break;493 g494 if (sk�>protinfo.af inet.tos != val) f495 sk�>protinfo.af inet.tos=val;496 sk�>priority = rt tos2priority(val) ;497 sk dst reset (sk) ;498 g499 break;500 ase IP TTL:501 if (optlen<1)502 goto e inval ;503 if (val==�1)504 val = systl ip default ttl ;505 if (val<1jjval>255)506 goto e inval ;507 sk�>protinfo.af inet. ttl=val;508 break;509 ase IP HDRINCL:510 if (sk�>type!=SOCK RAW) f511 err = �ENOPROTOOPT;512 break;513 g514 sk�>protinfo.af inet.hdrinl=val?1:0;515 break;516 ase IP MTU DISCOVER:517 if ( val<0 jj val>2)518 goto e inval ;519 sk�>protinfo.af inet.pmtudis = val;520 break;521 ase IP RECVERR:522 sk�>protinfo.af inet. reverr = !! val ;523 if (! val)� �Figure 336: IP Soket Glue - setsokopt entry for IP:linux/net/ipv4/ip sokglue.



� �524 skb queue purge(&sk�>error queue);525 break;526 ase IP MULTICAST TTL:527 if (sk�>type == SOCK STREAM)528 goto e inval ;529 if (optlen<1)530 goto e inval ;531 if ( val==�1)532 val = 1;533 if ( val < 0 jj val > 255)534 goto e inval ;535 sk�>protinfo.af inet.m ttl=val;536 break;537 ase IP MULTICAST LOOP:538 if (optlen<1)539 goto e inval ;� �Figure 337: IP Soket Glue - setsokopt entry for IP:linux/net/ipv4/ip sokglue.



� �540 sk�>protinfo.af inet.m loop = val ? 1 : 0;541 break;542 ase IP MULTICAST IF:543 f544 strut ip mreqn mreq;545 strut net devie �dev = NULL;546547 if (sk�>type == SOCK STREAM)548 goto e inval ;549 /*550 * Chek the arguments are allowable551 */552553 err = �EFAULT;554 if (optlen >= sizeof(strut ip mreqn)) f555 if (opy from user(&mreq,optval,sizeof(mreq)))556 break;557 g else f558 memset(&mreq, 0, sizeof(mreq));559 if (optlen >= sizeof(strut in addr) &&560 opy from user(&mreq.imr address,optval,sizeof(strutin addr)))� �Figure 338: IP Soket Glue - setsokopt entry for IP:linux/net/ipv4/ip sokglue.



� �562 g563564 if (!mreq.imr i�ndex) f565 if (mreq.imr address.s addr == INADDR ANY) f566 sk�>protinfo.af inet.m index = 0;567 sk�>protinfo.af inet.m addr = 0;568 err = 0;569 break;570 g571 dev = ip dev �nd(mreq.imr address.s addr);572 if (dev) f573 mreq.imr i�ndex = dev�>i�ndex;574 dev put(dev);575 g576 g else577 dev = dev get by index(mreq.imr i�ndex);578579580 err = �EADDRNOTAVAIL;581 if (! dev)582 break;583584 err = �EINVAL;585 if (sk�>bound dev if && mreq.imr i�ndex != sk�>bound dev if)586 break;587588 sk�>protinfo.af inet.m index = mreq.imr i�ndex;589 sk�>protinfo.af inet.m addr = mreq.imr address.s addr;590 err = 0;� �Figure 339: IP Soket Glue - setsokopt entry for IP:linux/net/ipv4/ip sokglue.



� �592 g593594 ase IP ADD MEMBERSHIP:595 ase IP DROP MEMBERSHIP:596 f597 strut ip mreqn mreq;598599 if (optlen < sizeof (strut ip mreq))600 goto e inval ;601 err = �EFAULT;602 if (optlen >= sizeof(strut ip mreqn)) f603 if (opy from user(&mreq,optval,sizeof(mreq)))604 break;605 g else f606 memset(&mreq, 0, sizeof(mreq));607 if (opy from user(&mreq,optval,sizeof(strut ip mreq)))608 break;609 g610611 if (optname == IP ADD MEMBERSHIP)612 err = ip m join group(sk,&mreq);613 else614 err = ip m leave group(sk,&mreq);615 break;616 g617 ase IP ROUTER ALERT:618 err = ip ra ontrol (sk , val ? 1 : 0, NULL);619 break;620621 ase IP FREEBIND:622 if (optlen<1)623 goto e inval ;624 sk�>protinfo.af inet.freebind = !! val ;625 break;626627 default :628 #ifdef CONFIG NETFILTER629 err = nf setsokopt(sk , PF INET, optname, optval,630 optlen) ;631 #else632 err = �ENOPROTOOPT;633 #endif634 break;635 g636 release sok (sk) ;637 return err ;638639 e inval :640 release sok (sk) ;� �Figure 340: IP Soket Glue - setsokopt entry for IP:linux/net/ipv4/ip sokglue.



� �642 g643644 /*645 * Get the options. Note for future referene. The GET of IP options getsthe646 * _reeived_ ones. The set sets the _sent_ ones.647 */648649 int ip getsokopt(strut sok �sk , int level , int optname, har �optval, int �optlen)650 f651 int val ;652 int len ;653654 if ( level !=SOL IP)655 return �EOPNOTSUPP;656657 #ifdef CONFIG IP MROUTE658 if (optname>=MRT BASE && optname <=MRT BASE+10)659 f660 return ip mroute getsokopt(sk,optname,optval,optlen);661 g662 #endif663664 if (get user(len ,optlen))665 return �EFAULT;� �Figure 341: IP Soket Glue - getsokopt entry for IP:linux/net/ipv4/ip sokglue.



� �667 return �EINVAL;668669 lok sok(sk) ;670671 swith(optname) f672 ase IP OPTIONS:673 f674 unsigned har optbuf[ sizeof (strut ip options)+40℄;675 strut ip options � opt = (strut ip options�)optbuf;676 opt�>optlen = 0;677 if (sk�>protinfo.af inet.opt)678 mempy(optbuf, sk�>protinfo.af inet.opt,679 sizeof (strut ip options)+680 sk�>protinfo.af inet.opt�>optlen);681 release sok (sk) ;682683 if (opt�>optlen == 0)684 return put user (0, optlen) ;685686 ip options undo(opt);687688 len=min(len, opt�>optlen);689 if (put user(len , optlen))690 return �EFAULT;691 if (opy to user(optval , opt�> data, len))692 return �EFAULT;693 return 0;694 g695 ase IP PKTINFO:696 val = (sk�>protinfo.af inet.msg ags & IP CMSG PKTINFO)!= 0;697 break;698 ase IP RECVTTL:699 val = (sk�>protinfo.af inet.msg ags & IP CMSG TTL) != 0;700 break;701 ase IP RECVTOS:702 val = (sk�>protinfo.af inet.msg ags & IP CMSG TOS) != 0;703 break;704 ase IP RECVOPTS:705 val = (sk�>protinfo.af inet.msg ags & IP CMSG RECVOPTS)!= 0;706 break;707 ase IP RETOPTS:708 val = (sk�>protinfo.af inet.msg ags & IP CMSG RETOPTS)!= 0;709 break;710 ase IP TOS:711 val=sk�>protinfo.af inet.tos;712 break;713 ase IP TTL:714 val=sk�>protinfo.af inet.ttl ;� �Figure 342: IP Soket Glue - getsokopt entry for IP:linux/net/ipv4/ip sokglue.



� �715 break;716 ase IP HDRINCL:717 val=sk�>protinfo.af inet.hdrinl;718 break;719 ase IP MTU DISCOVER:720 val=sk�>protinfo.af inet.pmtudis;721 break;722 ase IP MTU:723 f724 strut dst entry �dst;725 val = 0;726 dst = sk dst get(sk) ;727 if (dst) f728 val = dst�>pmtu;729 dst release (dst) ;730 g731 if (! val) f732 release sok (sk) ;733 return �ENOTCONN;734 g735 break;736 g737 ase IP RECVERR:738 val=sk�>protinfo.af inet.reverr;739 break;740 ase IP MULTICAST TTL:741 val=sk�>protinfo.af inet.m ttl;742 break;743 ase IP MULTICAST LOOP:744 val=sk�>protinfo.af inet.m loop;745 break;746 ase IP MULTICAST IF:747 f748 strut in addr addr;749 len = min(len,sizeof (strut in addr)) ;750 addr.s addr = sk�>protinfo.af inet.m addr;751 release sok (sk) ;752753 if (put user(len , optlen))754 return �EFAULT;� �Figure 343: IP Soket Glue - getsokopt entry for IP:linux/net/ipv4/ip sokglue.



� �755 if (opy to user((void �)optval, &addr, len))756 return �EFAULT;757 return 0;758 g759 ase IP PKTOPTIONS:760 f761 strut msghdr msg;762763 release sok (sk) ;764765 if (sk�>type != SOCK STREAM)766 return �ENOPROTOOPT;767768 msg.msg ontrol = optval;769 msg.msg ontrollen = len;770 msg.msg ags = 0;771772 if (sk�>protinfo.af inet.msg ags&IP CMSG PKTINFO) f773 strut in pktinfo info ;774775 info . ipi addr .s addr = sk�>rv saddr;776 info . ipi spe dst .s addr = sk�>rv saddr;777 info . ipi i�ndex = sk�>protinfo.af inet.m index;778 put msg(&msg, SOL IP, IP PKTINFO, sizeof(info), &info);779 g780 if (sk�>protinfo.af inet.msg ags&IP CMSG TTL) f781 int hlim = sk�>protinfo.af inet.m ttl;782 put msg(&msg, SOL IP, IP TTL, sizeof(hlim), &hlim);� �Figure 344: IP Soket Glue - getsokopt entry for IP:linux/net/ipv4/ip sokglue.



� �783 g784 len �= msg.msg ontrollen;785 return put user(len , optlen);786 g787 ase IP FREEBIND:788 val = sk�>protinfo.af inet.freebind ;789 break;790 default :791 #ifdef CONFIG NETFILTER792 val = nf getsokopt(sk , PF INET, optname, optval,793 &len);794 release sok (sk) ;795 if ( val >= 0)796 val = put user(len , optlen) ;797 return val ;798 #else799 release sok (sk) ;800 return �ENOPROTOOPT;801 #endif802 g803 release sok (sk) ;804805 if ( len < sizeof ( int) && len > 0 && val>=0 && val<255) f806 unsigned har uval = (unsigned har)val;807 len = 1;808 if (put user(len , optlen))809 return �EFAULT;810 if (opy to user(optval,&uval,1))811 return �EFAULT;812 g else f813 len=min(sizeof(int) , len) ;814 if (put user(len , optlen))815 return �EFAULT;816 if (opy to user(optval,&val,len))� �Figure 345: IP Soket Glue - getsokopt entry for IP:linux/net/ipv4/ip sokglue.



� �7071 #inlude <linux/types.h>72 #inlude <linux/string.h>73 #inlude <linux/kernel.h>74 #inlude <linux/shed.h>75 #inlude <linux/on�g.h>76 #inlude <linux/soket.h>77 #inlude <linux/sokios.h>78 #inlude <linux/errno.h>79 #inlude <linux/in.h>� �Figure 346: Address Resolution Protool - Data : linux/net/ipv4/arp.



� �127 f128 AF INET,129 NULL,130 arp soliit ,131 arp error report ,132 neigh resolve output ,133 neigh onneted output,134 dev queue xmit,135 dev queue xmit136 g;137138 stati strut neigh ops arp hh ops =139 f140 AF INET,141 NULL,142 arp soliit ,143 arp error report ,144 neigh resolve output ,145 neigh resolve output ,146 dev queue xmit,147 dev queue xmit148 g;149150 stati strut neigh ops arp diret ops =151 f152 AF INET,153 NULL,154 NULL,155 NULL,156 dev queue xmit,157 dev queue xmit,158 dev queue xmit,� �Figure 347: ARP Neighbour Operations : linux/net/ipv4/arp.



� �160 g;161162 strut neigh ops arp broken ops =163 f164 AF INET,165 NULL,166 arp soliit ,167 arp error report ,168 neigh ompat output,169 neigh ompat output,170 dev queue xmit,171 dev queue xmit,172 g;173174 strut neigh table arp tbl =175 f176 NULL,177 AF INET,178 sizeof (strut neighbour) + 4,179 4,180 arp hash,181 arp onstrutor ,182 NULL,� �Figure 348: ARP Neighbour Operations : linux/net/ipv4/arp.



� �184 parp redo,185 "arp ahe",186 f NULL, NULL, &arp tbl, 0, NULL, NULL,187 30�HZ, 1�HZ, 60�HZ, 30�HZ, 5�HZ, 3, 3, 0, 3, 1�HZ, (8�HZ)/10, 64, 1�HZ g,188 30�HZ, 128, 512, 1024,189 g;190191 int arp m map(u32 addr, u8 �haddr, strut net devie �dev, int dir)192 f193 swith (dev�>type) f194 ase ARPHRD ETHER:195 ase ARPHRD FDDI:196 ase ARPHRD IEEE802:197 ip eth m map(addr, haddr) ;198 return 0 ;199 ase ARPHRD IEEE802 TR:� �Figure 349: ARP Table Struture : linux/net/ipv4/arp.



� �201 return 0;202 default :203 if ( dir) f204 mempy(haddr, dev�>broadast, dev�>addr len);205 return 0;206 g207 g208 return �EINVAL;209 g210211212 stati u32 arp hash(onst void �pkey, onst strut net devie �dev)213 f214 u32 hash val;215216 hash val = �(u32�)pkey;217 hash val ^= (hash val>>16);218 hash val ^= hash val>>8;219 hash val ^= hash val>>3;� �Figure 350: ARP Map MAC type/IEEE type: linux/net/ipv4/arp.



� �222 return hash val;223 g224225 stati int arp onstrutor(strut neighbour �neigh)226 f227 u32 addr = �(u32�)neigh�>primary key;228 strut net devie �dev = neigh�>dev;229 strut in devie �in dev = in dev get(dev);230231 if ( in dev == NULL)232 return �EINVAL;� �Figure 351: ARP Hash Funtion: linux/net/ipv4/arp.



� �235 if ( in dev�>arp parms)236 neigh�>parms = in dev�>arp parms;237238 in dev put(in dev);239240 if (dev�>hard header == NULL) f241 neigh�>nud state = NUD NOARP;242 neigh�>ops = &arp diret ops;243 neigh�>output = neigh�>ops�>queue xmit;244 g else f245 /* Good devies (heked by reading texts, but only Ethernet is246 tested)247248 ARPHRD_ETHER: (ethernet, apfddi)249 ARPHRD_FDDI: (fddi)250 ARPHRD_IEEE802: (tr)251 ARPHRD_METRICOM: (strip)252 ARPHRD_ARCNET:253 et. et. et.254255 ARPHRD_IPDDP will also work, if author repairs it.256 I did not it, beause this driver does not work even257 in old paradigm.258 */259260 #if 1261 /* So... these "amateur" devies are hopeless.262 The only thing, that I an say now:263 It is very sad that we need to keep ugly obsolete264 ode to make them happy.265266 They should be moved to more reasonable state, now267 they use rebuild_header INSTEAD OF hard_start_xmit!!!268 Besides that, they are sort of out of date� �Figure 352: ARP Build Entry: linux/net/ipv4/arp.



� �270 I wonder why people believe that they work.271 �/272 swith (dev�>type) f273 default :274 break;275 ase ARPHRD ROSE:276 #if de�ned(CONFIG AX25) jj de�ned(CONFIG AX25 MODULE)277 ase ARPHRD AX25:278 #if de�ned(CONFIG NETROM) jj de�ned(CONFIG NETROM MODULE)279 ase ARPHRD NETROM:280 #endif281 neigh�>ops = &arp broken ops;282 neigh�>output = neigh�>ops�>output;283 return 0;284 #endif285 ;g286 #endif287 if (neigh�>type == RTN MULTICAST) f288 neigh�>nud state = NUD NOARP;289 arp m map(addr, neigh�>ha, dev, 1);290 g else if (dev�>ags&(IFF NOARPjIFF LOOPBACK)) f291 neigh�>nud state = NUD NOARP;292 mempy(neigh�>ha, dev�>dev addr, dev�>addr len);293 g else if (neigh�>type == RTN BROADCAST jj dev�>ags&IFF POINTOPOINT) f294 neigh�>nud state = NUD NOARP;295 mempy(neigh�>ha, dev�>broadast, dev�>addr len);296 g297 if (dev�>hard header ahe)298 neigh�>ops = &arp hh ops;299 else300 neigh�>ops = &arp generi ops;301 if (neigh�>nud state&NUD VALID)302 neigh�>output = neigh�>ops�>onneted output;303 else304 neigh�>output = neigh�>ops�>output;305 g306 return 0;307 g308309 stati void arp error report (strut neighbour �neigh, strut sk bu� �skb)310 f311 dst link failure (skb);312 kfree skb(skb);313 g314315 stati void arp soliit (strut neighbour �neigh, strut sk bu� �skb)316 f317 u32 saddr;� �Figure 353: ARP Build Entry: linux/net/ipv4/arp.



� �319 strut net devie �dev = neigh�>dev;320 u32 target = �(u32�)neigh�>primary key;321 int probes = atomi read(&neigh�>probes);322323 if (skb && inet addr type(skb�>nh.iph�>saddr) == RTN LOCAL)� �Figure 354: ARP Error Report: linux/net/ipv4/arp.



� �325 else326 saddr = inet selet addr(dev, target , RT SCOPE LINK);327328 if ((probes �= neigh�>parms�>uast probes) < 0) f329 if (!( neigh�>nud state&NUD VALID))330 printk(KERN DEBUG "trying to uast probe in NUD INVALIDnn");331 dst ha = neigh�>ha;332 read lok bh(&neigh�>lok);333 g else if ((probes �= neigh�>parms�>app probes) < 0) f334 #ifdef CONFIG ARPD335 neigh app ns(neigh);336 #endif337 return;338 g339340 arp send(ARPOP REQUEST, ETH P ARP, target, dev, saddr,341 dst ha , dev�>dev addr, NULL);342 if (dst ha)343 read unlok bh(&neigh�>lok);344 g345346 /* OBSOLETE FUNCTIONS */347348 /*349 * Find an arp mapping in the ahe. If not found, post a request.350 *351 * It is very UGLY routine: it DOES NOT use skb->dst->neighbour,352 * even if it exists. It is supposed that skb->dev was mangled353 * by a virtual devie (eql, shaper). Nobody but broken devies354 * is allowed to use this funtion, it is sheduled to be removed. --ANK� �Figure 355: ARP Soliit (Who Has): linux/net/ipv4/arp.



� �356357 stati int arp set prede�ned ( int addr hint , unsigned har � haddr, u32 paddr, strutnet devie � dev)358 f359 swith (addr hint) f360 ase RTN LOCAL:361 printk(KERN DEBUG "ARP: arp alled for own IP addressnn");362 mempy(haddr, dev�>dev addr, dev�>addr len);363 return 1;364 ase RTN MULTICAST:365 arp m map(paddr, haddr, dev, 1);366 return 1;367 ase RTN BROADCAST:368 mempy(haddr, dev�>broadast, dev�>addr len);369 return 1;370 g371 return 0;372 g373374375 int arp �nd(unsigned har �haddr, strut sk bu� �skb)376 f377 strut net devie �dev = skb�>dev;378 u32 paddr;379 strut neighbour �n;380381 if (! skb�>dst) f382 printk(KERN DEBUG "arp �nd is alled with dst==NULLnn");� �Figure 356: ARP - even russians have Built in Obsolesene:linux/net/ipv4/arp.



� �384 return 1;385 g386387 paddr = ((strut rtable�)skb�>dst)�>rt gateway;388389 if ( arp set prede�ned (inet addr type(paddr), haddr, paddr, dev))390 return 0;391392 n = neigh lookup(&arp tbl, &paddr, dev, 1);393394 if (n) f395 n�>used = jiÆes;396 if (n�>nud state&NUD VALID jj neigh event send(n, skb) == 0) f397 read lok bh(&n�>lok);398 mempy(haddr, n�>ha, dev�>addr len);399 read unlok bh(&n�>lok);400 neigh release (n);401 return 0;402 g403 neigh release (n);404 g else405 kfree skb(skb);406 return 1;407 g408409 /* END OF OBSOLETE FUNCTIONS */410411 int arp bind neighbour(strut dst entry �dst)412 f413 strut net devie �dev = dst�>dev;414 strut neighbour �n = dst�>neighbour;415416 if (dev == NULL)417 return �EINVAL;418 if (n == NULL) f419 u32 nexthop = ((strut rtable�)dst)�>rt gateway;� �Figure 357: ARP - even russians...: linux/net/ipv4/arp.



� �421 nexthop = 0;422 n = neigh lookup errno(423 #ifdef CONFIG ATM CLIP424 dev�>type == ARPHRD ATM ? &lip tbl :425 #endif426 &arp tbl, &nexthop, dev);427 if (IS ERR(n))428 return PTR ERR(n);429 dst�>neighbour = n;430 g431 return 0;432 g433434 /*435 * Interfae to link layer: send routine and reeive handler.436 */437438 /*439 * Create and send an arp paket. If (dest_hw == NULL), we reate abroadast440 * message.441 */� �Figure 358: ARP - Bind address to neighbour: linux/net/ipv4/arp.



� �448 strut sk bu� �skb;449 strut arphdr �arp;450 unsigned har �arp ptr;451452 /*453 * No arp on this interfae.454 */455456 if (dev�>ags&IFF NOARP)457 return;458459 /*460 * Alloate a buffer461 */462463 skb = allo skb( sizeof (strut arphdr)+ 2�(dev�>addr len+4)464 + dev�>hard header len + 15, GFP ATOMIC);465 if (skb == NULL)466 return;467468 skb reserve(skb, (dev�>hard header len+15)&~15);469 skb�>nh.raw = skb�>data;470 arp = (strut arphdr �) skb put(skb,sizeof (strut arphdr) + 2�(dev�>addr len+4));471 skb�>dev = dev;472 skb�>protool = onstant htons (ETH P ARP);473 if (sr hw == NULL)474 sr hw = dev�>dev addr;475 if (dest hw == NULL)476 dest hw = dev�>broadast;477478 /*479 * Fill the devie header for the ARP frame480 */481 if (dev�>hard header &&482 dev�>hard header(skb,dev,ptype,dest hw,sr hw,skb�>len) < 0)483 goto out;484485 /*486 * Fill out the arp protool part.� �Figure 359: ARP - Send an ARP Message: linux/net/ipv4/arp.



� �488 � The arp hardware type should math the devie type, exept for FDDI,489 � whih (aording to RFC 1390) should always equal 1 (Ethernet).490 �/491 /*492 * Exeptions everywhere. AX.25 uses the AX.25 PID value not the493 * DIX ode for the protool. Make these devie struture fields.494 */495 swith (dev�>type) f496 default :497 arp�>ar hrd = htons(dev�>type);498 arp�>ar pro = onstant htons(ETH P IP);499 break;500501 #if de�ned(CONFIG AX25) jj de�ned(CONFIG AX25 MODULE)502 ase ARPHRD AX25:503 arp�>ar hrd = onstant htons(ARPHRD AX25);504 arp�>ar pro = onstant htons(AX25 P IP);505 break;506507 #if de�ned(CONFIG NETROM) jj de�ned(CONFIG NETROM MODULE)508 ase ARPHRD NETROM:509 arp�>ar hrd = onstant htons(ARPHRD NETROM);510 arp�>ar pro = onstant htons(AX25 P IP);511 break;512 #endif513 #endif514515 #ifdef CONFIG FDDI516 ase ARPHRD FDDI:517 arp�>ar hrd = onstant htons(ARPHRD ETHER);518 arp�>ar pro = onstant htons(ETH P IP);519 break;520 #endif521 #ifdef CONFIG TR522 ase ARPHRD IEEE802 TR:523 arp�>ar hrd = onstant htons(ARPHRD IEEE802);524 arp�>ar pro = onstant htons(ETH P IP);525 break;526 #endif527 g528529 arp�>ar hln = dev�>addr len;530 arp�>ar pln = 4;531 arp�>ar op = htons(type);532533 arp ptr=(unsigned har �)(arp+1);534535 mempy(arp ptr, sr hw, dev�>addr len);536 arp ptr+=dev�>addr len;537 mempy(arp ptr, &sr ip,4);� �Figure 360: ARP - Send an ARP Message: linux/net/ipv4/arp.



� �539 if (target hw != NULL)540 mempy(arp ptr, target hw, dev�>addr len);541 else542 memset(arp ptr, 0, dev�>addr len);543 arp ptr+=dev�>addr len;544 mempy(arp ptr, &dest ip, 4);545 skb�>dev = dev;546547 dev queue xmit(skb);548 return;549550 out:551 kfree skb(skb);552 g553554 stati void parp redo(strut sk bu� �skb)555 f556 arp rv(skb, skb�>dev, NULL);557 g558559 /*560 * Reeive an arp request by the devie layer.561 */� �Figure 361: ARP - Send an ARP Message: linux/net/ipv4/arp.



� �564 f565 strut arphdr �arp = skb�>nh.arph;566 unsigned har �arp ptr= (unsigned har �)(arp+1);567 strut rtable �rt ;568 unsigned har �sha, �tha;569 u32 sip , tip ;570 u16 dev type = dev�>type;571 int addr type;� �Figure 362: ARP - Reeive an ARP Message: linux/net/ipv4/arp.



� �573 strut neighbour �n;574575 /*576 * The hardware length of the paket should math the hardware length577 * of the devie. Similarly, the hardware types should math. The578 * devie should be ARP-able. Also, if pln is not 4, then the lookup579 * is not from an IP number. We an't urrently handle this, so toss580 * it.581 */582 if ( in dev == NULL jj583 arp�>ar hln != dev�>addr len jj584 dev�>ags & IFF NOARP jj585 skb�>pkt type == PACKET OTHERHOST jj586 skb�>pkt type == PACKET LOOPBACK jj587 arp�>ar pln != 4)588 goto out;589590 if (( skb = skb share hek(skb, GFP ATOMIC)) == NULL)591 goto out of mem;592593 if ( skb is nonlinear (skb)) f594 if ( skb linearize (skb, GFP ATOMIC) != 0)595 goto freeskb ;596 arp = skb�>nh.arph;597 arp ptr= (unsigned har �)(arp+1);598 g599600 swith (dev type) f601 default :� �Figure 363: ARP - Reeive an ARP Message: linux/net/ipv4/arp.



� �603 goto out;604 if (htons(dev type) != arp�>ar hrd)605 goto out;606 break;607 #ifdef CONFIG NET ETHERNET608 ase ARPHRD ETHER:609 /*610 * ETHERNET devies will aept ARP hardware types of either611 * 1 (Ethernet) or 6 (IEEE 802.2).612 */613 if (arp�>ar hrd != onstant htons(ARPHRD ETHER) &&614 arp�>ar hrd != onstant htons(ARPHRD IEEE802))615 goto out;616 if (arp�>ar pro != onstant htons(ETH P IP))617 goto out;618 break;619 #endif620 #ifdef CONFIG TR621 ase ARPHRD IEEE802 TR:622 /*623 * Token ring devies will aept ARP hardware types of either624 * 1 (Ethernet) or 6 (IEEE 802.2).625 */626 if (arp�>ar hrd != onstant htons(ARPHRD ETHER) &&627 arp�>ar hrd != onstant htons(ARPHRD IEEE802))628 goto out;629 if (arp�>ar pro != onstant htons(ETH P IP))630 goto out;631 break;632 #endif633 #ifdef CONFIG FDDI634 ase ARPHRD FDDI:635 /*� �Figure 364: ARP - Reeive an ARP Message: linux/net/ipv4/arp.



� �636 � Aording to RFC 1390, FDDI devies should aept ARP hardwaretypes637 � of 1 (Ethernet). However, to be more robust, we'll aept hardware638 � types of either 1 (Ethernet) or 6 (IEEE 802.2).639 �/640 if (arp�>ar hrd != onstant htons(ARPHRD ETHER) &&641 arp�>ar hrd != onstant htons(ARPHRD IEEE802))642 goto out;643 if (arp�>ar pro != onstant htons(ETH P IP))644 goto out;645 break;646 #endif647 #ifdef CONFIG NET FC648 ase ARPHRD IEEE802:649 /*650 * Aording to RFC 2625, Fibre Channel devies (whih are IEEE651 * 802 devies) should aept ARP hardware types of 6 (IEEE 802)652 * and 1 (Ethernet).653 */654 if (arp�>ar hrd != onstant htons(ARPHRD ETHER) &&655 arp�>ar hrd != onstant htons(ARPHRD IEEE802))656 goto out;657 if (arp�>ar pro != onstant htons(ETH P IP))658 goto out;659 break;660 #endif661 #if de�ned(CONFIG AX25) jj de�ned(CONFIG AX25 MODULE)662 ase ARPHRD AX25:663 if (arp�>ar pro != onstant htons(AX25 P IP))664 goto out;665 if (arp�>ar hrd != onstant htons(ARPHRD AX25))666 goto out;� �Figure 365: ARP - Reeive an ARP Message: linux/net/ipv4/arp.



� �668 #if de�ned(CONFIG NETROM) jj de�ned(CONFIG NETROM MODULE)669 ase ARPHRD NETROM:670 if (arp�>ar pro != onstant htons(AX25 P IP))671 goto out;672 if (arp�>ar hrd != onstant htons(ARPHRD NETROM))673 goto out;674 break;675 #endif676 #endif677 g678679 /* Understand only these message types */680681 if (arp�>ar op != onstant htons(ARPOP REPLY) &&682 arp�>ar op != onstant htons(ARPOP REQUEST))683 goto out;684685 /*686 * Extrat fields687 */688 sha=arp ptr;689 arp ptr += dev�>addr len;690 mempy(&sip, arp ptr, 4);691 arp ptr += 4;692 tha=arp ptr;693 arp ptr += dev�>addr len;694 mempy(&tip, arp ptr, 4);695 /*696 * Chek for bad requests for 127.x.x.x and requests for multiast697 * addresses. If this is one suh, delete it.698 */699 if (LOOPBACK(tip) jj MULTICAST(tip))700 goto out;701702 /*703 * Speial ase: We must set Frame Relay soure Q.922 address704 */705 if (dev type == ARPHRD DLCI)706 sha = dev�>broadast;� �Figure 366: ARP - Reeive an ARP Message: linux/net/ipv4/arp.



� �708 /*709 * Proess entry. The idea here is we want to send a reply if it is a710 * request for us or if it is a request for someone else that we hold711 * a proxy for. We want to add an entry to our ahe if it is a reply712 * to us or if it is a request for our address.713 * (The assumption for this last is that if someone is requesting our714 * address, they are probably intending to talk to us, so it saves time715 * if we ahe their address. Their address is also probably not in716 * our ahe, sine ours is not in their ahe.)717 *718 * Putting this another way, we only are about replies if they are to719 * us, in whih ase we add them to the ahe. For requests, we are720 * about those for us and those for our proxies. We reply to both,721 * and in the ase of requests for us we add the requester to the arp722 * ahe.723 */724725 /* Speial ase: IPv4 dupliate address detetion paket (RFC2131) */726 if ( sip == 0) f727 if (arp�>ar op == onstant htons(ARPOP REQUEST) &&728 inet addr type(tip) == RTN LOCAL)729 arp send(ARPOP REPLY,ETH P ARP,tip,dev,tip,sha,dev�>dev addr,dev�>dev addr);730 goto out;731 g732733 if (arp�>ar op == onstant htons(ARPOP REQUEST) &&734 ip route input(skb, tip , sip , 0, dev) == 0) f735736 rt = (strut rtable�)skb�>dst;737 addr type = rt�>rt type;738739 if (addr type == RTN LOCAL) f740 n = neigh event ns(&arp tbl, sha, &sip, dev);741 if (n) f742 arp send(ARPOP REPLY,ETH P ARP,sip,dev,tip,sha,dev�>dev addr,sha);743 neigh release (n);744 g745 goto out;746 g else if (IN DEV FORWARD(in dev)) f747 if (( rt�>rt ags&RTCF DNAT) jj748 (addr type == RTN UNICAST && rt�>u.dst.dev != dev &&749 (IN DEV PROXY ARP(in dev) jj pneigh lookup(&arp tbl, &tip, dev, 0)))) f� �Figure 367: ARP - Reeive an ARP Message: linux/net/ipv4/arp.



� �751 if (n)752 neigh release (n);753754 if (skb�>stamp.tv se == 0 jj755 skb�>pkt type == PACKET HOST jj756 in dev�>arp parms�>proxy delay == 0) f757 arp send(ARPOP REPLY,ETH P ARP,sip,dev,tip,sha,dev�>dev addr,sha);758 g else f759 pneigh enqueue(&arp tbl, in dev�>arp parms, skb);760 in dev put(in dev);761 return 0;762 g763 goto out;764 g765 g766 g767768 /* Update our ARP tables */769770 n = neigh lookup(&arp tbl, &sip, dev, 0) ;771772 #ifdef CONFIG IP ACCEPT UNSOLICITED ARP773 /* Unsoliited ARP is not aepted by default.774 It is possible, that this option should be enabled for some775 devies (strip is andidate)776 */777 if (n == NULL &&778 arp�>ar op == onstant htons(ARPOP REPLY) &&779 inet addr type(sip) == RTN UNICAST)780 n = neigh lookup(&arp tbl, &sip, dev, �1);781 #endif782783 if (n) f784 int state = NUD REACHABLE;785 int override = 0;786787 /* If several different ARP replies follows bak-to-bak,788 use the FIRST one. It is possible, if several proxy789 agents are ative. Taking the first reply prevents790 arp trashing and hooses the fastest router.791 */792 if ( jiÆes � n�>updated >= n�>parms�>loktime)793 override = 1;� �Figure 368: ARP - Reeive an ARP Message: linux/net/ipv4/arp.



� �798 if (arp�>ar op != onstant htons(ARPOP REPLY) jj799 skb�>pkt type != PACKET HOST)800 state = NUD STALE;801 neigh update(n, sha, state , override , 1) ;802 neigh release (n);803 g804805 out:806 if ( in dev)807 in dev put(in dev);808 freeskb :809 kfree skb(skb);810 out of mem:811 return 0;812 g813814815816 /*817 * User level interfae (iotl, /pro)818 */819820 /*821 * Set (reate) an ARP ahe entry.822 */823824 int arp req set (strut arpreq �r , strut net devie � dev)825 f826 u32 ip = ((strut sokaddr in �) &r�>arp pa)�>sin addr.s addr;827 strut neighbour �neigh;828 int err ;829830 if ( r�>arp ags&ATF PUBL) f831 u32 mask = ((strut sokaddr in �) &r�>arp netmask)�>sin addr.s addr;832 if (mask && mask != 0xFFFFFFFF)833 return �EINVAL;834 if (! dev && (r�>arp ags & ATF COM)) f835 dev = dev getbyhwaddr(r�>arp ha.sa family, r�>arp ha.sa data);� �Figure 369: ARP - User Interfae (pro, iotl) - Create a ahe entry:linux/net/ipv4/arp.



� �837 return �ENODEV;838 g839 if (mask) f840 if (pneigh lookup(&arp tbl, &ip, dev, 1) == NULL)841 return �ENOBUFS;842 return 0;843 g844 if (dev == NULL) f845 ipv4 devonf.proxy arp = 1;846 return 0;847 g848 if ( in dev get (dev)) f849 in dev get (dev)�>nf.proxy arp = 1;850 return 0;851 g852 return �ENXIO;853 g854855 if ( r�>arp ags & ATF PERM)856 r�>arp ags j= ATF COM;857 if (dev == NULL) f858 strut rtable � rt ;859 if (( err = ip route output(&rt, ip , 0, RTO ONLINK, 0)) != 0)860 return err ;861 dev = rt�>u.dst.dev;862 ip rt put (rt) ;� �Figure 370: ARP - User Interfae (pro, iotl) - Create a ahe entry:linux/net/ipv4/arp.



� �864 return �EINVAL;865 g866 if ( r�>arp ha.sa family != dev�>type)867 return �EINVAL;868869 neigh = neigh lookup errno(&arp tbl, &ip, dev);870 err = PTR ERR(neigh);871 if (! IS ERR(neigh)) f872 unsigned state = NUD STALE;� �Figure 371: ARP - User Interfae - hange ARP entry ags:linux/net/ipv4/arp.



� �878 g879 return err ;880 g881882 stati unsigned arp state to ags (strut neighbour �neigh)883 f884 unsigned ags = 0;885 if (neigh�>nud state&NUD PERMANENT)886 ags = ATF PERMjATF COM;887 else if (neigh�>nud state&NUD VALID)888 ags = ATF COM;889 return ags ;890 g891892 /*893 * Get an ARP ahe entry.894 */895896 stati int arp req get(strut arpreq �r , strut net devie �dev)� �Figure 372: ARP - User Interfae - Get an ARP entry: linux/net/ipv4/arp.



� �898 u32 ip = ((strut sokaddr in �) &r�>arp pa)�>sin addr.s addr;899 strut neighbour �neigh;900 int err = �ENXIO;901902 neigh = neigh lookup(&arp tbl, &ip, dev);903 if (neigh) f904 read lok bh(&neigh�>lok);905 mempy(r�>arp ha.sa data, neigh�>ha, dev�>addr len);906 r�>arp ags = arp state to ags(neigh);907 read unlok bh(&neigh�>lok);908 r�>arp ha.sa family = dev�>type;909 strnpy(r�>arp dev, dev�>name, sizeof(r�>arp dev));910 neigh release (neigh);911 err = 0;912 g913 return err ;914 g915916 int arp req delete (strut arpreq �r , strut net devie � dev)917 f918 int err ;919 u32 ip = ((strut sokaddr in �)&r�>arp pa)�>sin addr.s addr;920 strut neighbour �neigh;� �Figure 373: ARP - User Interfae - Delete an ARP entry:linux/net/ipv4/arp.



� �922 if ( r�>arp ags & ATF PUBL) f923 u32 mask = ((strut sokaddr in �) &r�>arp netmask)�>sin addr.s addr;924 if (mask == 0xFFFFFFFF)925 return pneigh delete(&arp tbl, &ip, dev);926 if (mask == 0) f927 if (dev == NULL) f928 ipv4 devonf.proxy arp = 0;929 return 0;930 g931 if ( in dev get (dev)) f932 in dev get (dev)�>nf.proxy arp = 0;933 return 0;934 g935 return �ENXIO;936 g937 return �EINVAL;938 g� �Figure 374: ARP - User Interfae - Delete an ARP entry:linux/net/ipv4/arp.



� �945 ip rt put (rt) ;946 if (! dev)947 return �EINVAL;948 g949 err = �ENXIO;950 neigh = neigh lookup(&arp tbl, &ip, dev);951 if (neigh) f952 if (neigh�>nud state&~NUD NOARP)953 err = neigh update(neigh, NULL, NUD FAILED, 1, 0);954 neigh release (neigh);955 g956 return err ;957 g958959 /*960 * Handle an ARP layer I/O ontrol request.961 */962963 int arp iotl (unsigned int md, void �arg)964 f965 int err ;966 strut arpreq r;967 strut net devie � dev = NULL;968969 swith(md) f970 ase SIOCDARP:971 ase SIOCSARP:972 if (! apable(CAP NET ADMIN))� �Figure 375: ARP - User Interfae - iotl entry point: linux/net/ipv4/arp.



� �974 ase SIOCGARP:975 err = opy from user(&r, arg, sizeof (strut arpreq));976 if ( err)977 return �EFAULT;978 break;979 default :980 return �EINVAL;981 g982983 if ( r .arp pa.sa family != AF INET)984 return �EPFNOSUPPORT;985986 if (!( r . arp ags & ATF PUBL) &&987 (r . arp ags & (ATF NETMASKjATF DONTPUB)))988 return �EINVAL;989 if (!( r . arp ags & ATF NETMASK))990 (( strut sokaddr in �)&r.arp netmask)�>sin addr.s addr=onstant htonl(0xFFFFFFFFUL);991992 rtnl lok () ;993 if ( r .arp dev[0℄) f994 err = �ENODEV;995 if ((dev = dev get by name(r.arp dev)) == NULL)996 goto out;997998 /* Mmmm... It is wrong... ARPHRD_NETROM==0 */999 if (! r .arp ha.sa family)1000 r .arp ha.sa family = dev�>type;1001 err = �EINVAL;1002 if (( r . arp ags & ATF COM) && r.arp ha.sa family != dev�>type)1003 goto out;1004 g else if (md == SIOCGARP) f1005 err = �ENODEV;1006 goto out;1007 g� �Figure 376: ARP - User Interfae - iotl entry point: linux/net/ipv4/arp.



� �1009 swith(md) f1010 ase SIOCDARP:1011 err = arp req delete(&r, dev);1012 break;1013 ase SIOCSARP:1014 err = arp req set(&r, dev);1015 break;1016 ase SIOCGARP:1017 err = arp req get(&r, dev);1018 if (! err && opy to user(arg, &r, sizeof (r)))1019 err = �EFAULT;1020 break;1021 g1022 out:1023 rtnl unlok () ;1024 return err ;1025 g10261027 /*1028 * Write the ontents of the ARP ahe to a PROCfs file.1029 */1030 #ifndef CONFIG PROC FS1031 stati int arp get info (har �bu�er , har ��start , o� t o�set , int length) f return0; g1032 #else1033 #if de�ned(CONFIG AX25) jj de�ned(CONFIG AX25 MODULE)1034 stati har �ax2as2(ax25 address �a, har �buf);1035 #endif1036 #de�ne HBUFFERLEN 3010371038 stati int arp get info (har �bu�er , har ��start , o� t o�set , int length)1039 f1040 int len=0;1041 o� t pos=0;1042 int size ;1043 har hbu�er [HBUFFERLEN℄;1044 int i , j ,k;1045 onst har hexbuf[℄ = "0123456789ABCDEF";� �Figure 377: ARP - User Interfae - profs entry point - write table:linux/net/ipv4/arp.



� �1047 size = sprintf (bu�er ,"IP address HW type Flags HW addressMask Devienn");10481049 pos+=size;1050 len+=size;10511052 for( i=0; i<=NEIGH HASHMASK; i++) f1053 strut neighbour �n;1054 read lok bh(&arp tbl.lok) ;1055 for (n=arp tbl.hash bukets[i ℄; n; n=n�>next) f1056 strut net devie �dev = n�>dev;1057 int hatype = dev�>type;10581059 /* Do not onfuse users "arp -a" with magi entries */1060 if (!( n�>nud state&~NUD NOARP))1061 ontinue;10621063 read lok(&n�>lok);10641065 /*1066 * Convert hardware address to XX:XX:XX:XX ... form.1067 */1068 #if de�ned(CONFIG AX25) jj de�ned(CONFIG AX25 MODULE)1069 if (hatype == ARPHRD AX25 jj hatype ==ARPHRD NETROM)1070 ax2as2((ax25 address �)n�>ha, hbu�er);1071 else f1072 #endif1073 for (k=0,j=0;k<HBUFFERLEN�3 && j<dev�>addr len;j++) f1074 hbu�er [k++℄=hexbuf[(n�>ha[j℄>>4)&15 ℄;1075 hbu�er [k++℄=hexbuf[n�>ha[j℄&15 ℄;1076 hbu�er [k++℄=':';1077 g1078 hbu�er[��k℄=0;10791080 #if de�ned(CONFIG AX25) jj de�ned(CONFIG AX25 MODULE)1081 g1082 #endif10831084 f1085 har tbuf [16℄;1086 sprintf (tbuf , "%u.%u.%u.%u", NIPQUAD(�(u32�)n�>primary key));1087 size = sprintf (bu�er+len, "%�16s 0x%�10x0x%�10x%s"1088 " � %snn",1089 tbuf,1090 hatype,1091 arp state to ags (n),� �Figure 378: ARP - User Interfae - profs entry point - write table:linux/net/ipv4/arp.



� �1093 dev�>name);1094 g10951096 read unlok(&n�>lok);10971098 len += size;1099 pos += size;11001101 if (pos <= o�set)1102 len=0;1103 if (pos >= o�set+length) f1104 read unlok bh(&arp tbl.lok);1105 goto done;1106 g1107 g1108 read unlok bh(&arp tbl.lok);1109 g11101111 for ( i=0; i<=PNEIGH HASHMASK; i++) f1112 strut pneigh entry �n;1113 for (n=arp tbl.phash bukets[i ℄; n; n=n�>next) f1114 strut net devie �dev = n�>dev;1115 int hatype = dev ? dev�>type : 0;11161117 f1118 har tbuf [16℄;1119 sprintf (tbuf , "%u.%u.%u.%u", NIPQUAD(�(u32�)n�>key));1120 size = sprintf (bu�er+len, "%�16s 0x%�10x0x%�10x%s"1121 " � %snn",1122 tbuf,1123 hatype,1124 ATF PUBLjATF PERM,1125 "00:00:00:00:00:00" ,1126 dev ? dev�>name : "�");1127 g11281129 len += size;1130 pos += size;� �Figure 379: ARP - User Interfae - profs entry point - write table:linux/net/ipv4/arp.



� �1133 len=0;1134 if (pos >= o�set+length)1135 goto done;1136 g1137 g11381139 done:� �Figure 380: ARP - Interfae Down: linux/net/ipv4/arp.



� �1147 return len ;1148 g1149 #endif11501151 /* Note, that it is not on notifier hain.1152 It is neessary, that this routine was alled after route ahe will be1153 flushed.1154 */1155 void arp ifdown(strut net devie �dev)1156 f1157 neigh ifdown(&arp tbl, dev);1158 g115911601161 /*1162 * Called one on startup.1163 */11641165 stati strut paket type arp paket type =1166 f1167 onstant htons(ETH P ARP),� �Figure 381: ARP - Initialise: linux/net/ipv4/arp.



� �1170 (void�)1,1171 NULL1172 g;11731174 void init arp init (void)1175 f1176 neigh table init (&arp tbl);11771178 dev add pak(&arp paket type);11791180 pro net reate ("arp" , 0, arp get info ) ;11811182 #ifdef CONFIG SYSCTL1183 neigh systl register (NULL, &arp tbl.parms, NET IPV4, NET IPV4 NEIGH, "ipv4");1184 #endif1185 g118611871188 #ifdef CONFIG PROC FS1189 #if de�ned(CONFIG AX25) jj de�ned(CONFIG AX25 MODULE)11901191 /*1192 * ax25 -> ASCII onversion1193 */1194 har �ax2as2(ax25 address �a, har �buf)1195 f1196 har  , � s ;1197 int n;11981199 for (n = 0, s = buf; n < 6; n++) f1200  = (a�>ax25 all[n℄ >> 1) & 0x7F;12011202 if ( != ' ') �s++ = ;1203 g12041205 �s++ = '�';� �Figure 382: ARP - Amateur Radio X.25 ARP String Address Conversion!:linux/net/ipv4/arp.



� �61 �/6263 #inlude <linux/on�g.h>64 #inlude <linux/types.h>65 #inlude <linux/shed.h>66 #inlude <linux/kernel.h>67 #inlude <linux/fntl.h>68 #inlude <linux/soket.h>69 #inlude <linux/in.h>70 #inlude <linux/inet.h>71 #inlude <linux/netdevie.h>72 #inlude <linux/string.h>73 #inlude <linux/net�lter ipv4.h>74 #inlude <net/snmp.h>75 #inlude <net/ip.h>76 #inlude <net/route.h>77 #inlude <net/protool.h>78 #inlude <net/imp.h>79 #inlude <net/tp.h>80 #inlude <net/udp.h>81 #inlude <net/raw.h>82 #inlude <linux/skbu�.h>83 #inlude <net/sok.h>� �Figure 383: ICMP, Hosts Requirement Conformane:-):linux/net/ipv4/imp.



� �84 #inlude <linux/errno.h>85 #inlude <linux/timer.h>86 #inlude <linux/init.h>87 #inlude <asm/system.h>88 #inlude <asm/uaess.h>89 #inlude <net/heksum.h>9091 #de�ne min(a,b) ((a)<(b)?(a):(b))9293 /*94 * Build xmit assembly bloks95 */9697 strut imp bxm98 f99 strut sk bu� �skb;100 int o�set ;101 int data len;102103 unsigned int sum;104 strut f105 strut imphdr imph;106 u32 times [3℄;107 g data;108 int head len;109 strut ip options replyopts ;110 unsigned har optbuf [40℄;111 g;112113 /*114 * Statistis115 */116117 strut imp mib imp statistis [NR CPUS�2℄;118119 /* An array of errno for error messages from dest unreah. */120 /* RFC 1122: 3.2.2.1 States that NET_UNREACH, HOS_UNREACH and SR_FAIELD MUST beonsidered 'transient errs'. */121122 strut imp err imp err onvert[℄ = f� �Figure 384: ICMP, Hosts Requirement Conformane:-):linux/net/ipv4/imp.



� �125 f ENOPROTOOPT, 1 g, /* ICMP_PROT_UNREACH */126 f ECONNREFUSED, 1 g, /* ICMP_PORT_UNREACH */127 f EMSGSIZE, 0 g, /* ICMP_FRAG_NEEDED */128 f EOPNOTSUPP, 0 g, /* ICMP_SR_FAILED */129 f ENETUNREACH, 1 g, /* ICMP_NET_UNKNOWN */130 f EHOSTDOWN, 1 g, /* ICMP_HOST_UNKNOWN */131 f ENONET, 1 g, /* ICMP_HOST_ISOLATED */132 f ENETUNREACH, 1 g, /* ICMP_NET_ANO */133 f EHOSTUNREACH, 1 g, /* ICMP_HOST_ANO */134 f ENETUNREACH, 0 g, /* ICMP_NET_UNR_TOS */135 f EHOSTUNREACH, 0 g, /* ICMP_HOST_UNR_TOS */136 f EHOSTUNREACH, 1 g, /* ICMP_PKT_FILTERED */137 f EHOSTUNREACH, 1 g, /* ICMP_PREC_VIOLATION */138 f EHOSTUNREACH, 1 g /* ICMP_PREC_CUTOFF */139 g;140141 /* Control parameters for ECHO relies. */142 int systl imp eho ignore all = 0;143 int systl imp eho ignore broadasts = 0;144145 /* Control parameter - ignore bogus broadast responses? */146 int systl imp ignore bogus error responses =0;147148 /*149 * ICMP ontrol array. This speifies what to do with eah ICMP.150 */151152 strut imp ontrol153 f154 unsigned long �output; /* Address to inrement on output */155 unsigned long �input; /* Address to inrement on input */156 void (�handler)(strut sk bu� �skb);157 short error ; /* This ICMP is lassed as an error message */158 int �timeout; /* Rate limit */159 g;� �Figure 385: ICMP, Router Requirement Conformane:-):linux/net/ipv4/imp.



� �160161 stati strut imp ontrol imp pointers[NR ICMP TYPES+1℄;162163 /*164 * The ICMP soket. This is the most onvenient way to flow ontrol165 * our ICMP output as well as maintain a lean interfae throughout166 * all layers. All Soketless IP sends will soon be gone.167 */168169 strut inode imp inode;170 strut soket �imp soket=&imp inode.u.soket i;171172 /* ICMPv4 soket is only a bit non-reenterable (unlike ICMPv6,173 whih is strongly non-reenterable). A bit later it will be made174 reenterable and the lok may be removed then.175 */176177 stati int imp xmit holder = �1;� �Figure 386: ICMP, Router Requirement Conformane:-):linux/net/ipv4/imp.



� �178179 stati int imp xmit lok bh(void)180 f181 if (! spin trylok(&imp soket�>sk�>lok.slok)) f182 if ( imp xmit holder == smp proessor id())183 return �EAGAIN;184 spin lok(&imp soket�>sk�>lok.slok);185 g186 imp xmit holder = smp proessor id();187 return 0;188 g189190 stati inline int imp xmit lok(void)191 f192 int ret ;193 loal bh disable () ;194 ret = imp xmit lok bh();195 if ( ret)196 loal bh enable () ;197 return ret ;198 g199200 stati void imp xmit unlok bh(void)201 f202 imp xmit holder = �1;203 spin unlok(&imp soket�>sk�>lok.slok);204 g205206 stati inline void imp xmit unlok(void)207 f208 imp xmit unlok bh();209 loal bh enable () ;210 g211212213 /*214 * Send an ICMP frame.215 */216217 /*218 * Chek transmit rate limitation for given message.219 * The rate information is held in the destination ahe now.220 * This funtion is generi and ould be used for other purposes221 * too. It uses a Token buket filter as suggested by Alexey Kuznetsov.222 *� �Figure 387: ICMP, Router Requirement Conformane:-):linux/net/ipv4/imp.



� �223 � Note that the same dst entry �elds are modi�ed by funtions in224 � route. too , but these work for paket destinations while xrlim allow225 � works for imp destinations . This means the rate limiting information226 � for one "ip objet" is shared.227 �228 � Note that the same dst entry �elds are modi�ed by funtions in229 � route. too , but these work for paket destinations while xrlim allow230 � works for imp destinations . This means the rate limiting information231 � for one "ip objet" is shared � and these ICMPs are twie limited:232 � by soure and by destination.233 �234 � RFC 1812: 4.3.2.8 SHOULD be able to limit error message rate235 � SHOULD allow setting of rate limits236 �237 � Shared between ICMPv4 and ICMPv6.238 �/239 #de�ne XRLIM BURST FACTOR 6240 int xrlim allow(strut dst entry �dst , int timeout)241 f242 unsigned long now;243244 now = jiÆes ;245 dst�>rate tokens += now � dst�>rate last;246 dst�>rate last = now;247 if (dst�>rate tokens > XRLIM BURST FACTOR�timeout)248 dst�>rate tokens = XRLIM BURST FACTOR�timeout;249 if (dst�>rate tokens >= timeout) f250 dst�>rate tokens �= timeout;251 return 1;� �Figure 388: CMP, Router Requirement Conformane:-):linux/net/ipv4/imp.



� �288 g289290 /*291 * Cheksum eah fragment, and on the first inlude the headers and finalheksum.292 */293294 stati int imp glue bits(onst void �p, har �to , unsigned int o�set , unsigned intfraglen)295 f296 strut imp bxm �imp param = (strut imp bxm �)p;297 strut imphdr �imph;298 unsigned int sum;299300 if ( o�set ) f301 imp param�>sum=skb opy and sum bits(imp param�>skb,302 imp param�>o�set+(o�set�imp param�>head len),303 to , fraglen ,imp param�>sum);304 return 0;305 g306307 /*308 * First fragment inludes header. Note that we've done309 * the other fragments first, so that we get the heksum310 * for the whole paket here.311 */312 sum = sum partial opy nohek((void �)&imp param�>data,313 to , imp param�>head len,314 imp param�>sum);315 sum=skb opy and sum bits(imp param�>skb,316 imp param�>o�set,317 to+imp param�>head len,� �Figure 389: ICMP Global Data: linux/net/ipv4/imp.



� �319 sum);320 imph=(strut imphdr �)to;321 imph�>heksum = sum fold(sum);322 return 0;323 g324325 /*326 * Driving logi for building and sending ICMP messages.327 */328329 stati void imp reply(strut imp bxm �imp param, strut sk bu� �skb)330 f331 strut sok �sk=imp soket�>sk;332 strut ipm ookie ip;333 strut rtable �rt = (strut rtable�)skb�>dst;334 u32 daddr;335336 if ( ip options eho(&imp param�>replyopts, skb))337 return;338339 if ( imp xmit lok bh())340 return;341342 imp param�>data.imph.heksum=0;343 imp param�>sum=0;344 imp out ount(imp param�>data.imph.type);345346 sk�>protinfo.af inet.tos = skb�>nh.iph�>tos;347 daddr = ip.addr = rt�>rt sr;348 ip.opt = NULL;� �Figure 390: ICMP Global Data: linux/net/ipv4/imp.



� �350 ip.opt = &imp param�>replyopts;351 if ( ip.opt�>srr)352 daddr = imp param�>replyopts.faddr;353 g354 if ( ip route output(&rt, daddr, rt�>rt spe dst, RT TOS(skb�>nh.iph�>tos), 0))355 goto out;356 if ( impv4 xrlim allow(rt, imp param�>data.imph.type,357 imp param�>data.imph.ode)) f358 ip build xmit(sk , imp glue bits , imp param,359 imp param�>data len+imp param�>head len,360 &ip, rt , MSG DONTWAIT);361 g362 ip rt put (rt) ;363 out:364 imp xmit unlok bh();365 g366367368 /*369 * Send an ICMP message in response to a situation370 *371 * RFC 1122: 3.2.2 MUST send at least the IP header and 8 bytes of header.MAY send more (we do).372 * MUST NOT hange this header information.373 * MUST NOT reply to a multiast/broadast IP address.374 * MUST NOT reply to a multiast/broadast MAC address.375 * MUST reply to only the first fragment.376 */377378 void imp send(strut sk bu� �skb in , int type, int ode, u32 info)379 f380 strut iphdr �iph;381 int room;� �Figure 391: ICMP - transmit loks: linux/net/ipv4/imp.



� �388 if (! rt)389 return;390391 /*392 * Find the original header. It is expeted to be valid, of ourse.393 * Chek this, imp_send is alled from the most obsure devies394 * sometimes.395 */396 iph = skb in�>nh.iph;397398 if ((u8�)iph < skb in�>head jj (u8�)(iph+1) > skb in�>tail)399 return;400401 /*402 * No replies to physial multiast/broadast403 */404 if ( skb in�>pkt type!=PACKET HOST)405 return;406407 /*408 * Now hek at the protool level409 */410 if ( rt�>rt ags&(RTCF BROADCASTjRTCF MULTICAST))411 return;412413 /*414 * Only reply to fragment 0. We byte re-order the onstant415 * mask for effiieny.416 */417 if ( iph�>frag o�&htons(IP OFFSET))418 return;419420 /*421 * If we send an ICMP error to an ICMP error a mess would result..422 */423 if ( imp pointers[type ℄. error) f424 /*425 * We are an error, hek if we are replying to an ICMP error� �Figure 392: ICMP transmit rate limiter - token buket:linux/net/ipv4/imp.



� �427 if ( iph�>protool==IPPROTO ICMP) f428 u8 inner type;429430 if ( skb opy bits(skb in,431 skb in�>nh.raw + (iph�>ihl<<2)432 + o�setof (strut imphdr, type)433 � skb in�>data,434 &inner type, 1))435 return;436437 /*438 * Assume any unknown ICMP type is an error. This isn't439 * speified by the RFC, but think about it..440 */441 if ( inner type>NR ICMP TYPES jj imp pointers[inner type℄.error)442 return;443 g444 g445446 if ( imp xmit lok())447 return;� �Figure 393: ICMP transmit rate limit omputation: linux/net/ipv4/imp.



� �449 /*450 * Construt soure address and options.451 */452453 #ifdef CONFIG IP ROUTE NAT454 /*455 * Restore original addresses if paket has been translated.456 */457 if ( rt�>rt ags&RTCF NAT && IPCB(skb in)�>ags&IPSKB TRANSLATED)f458 iph�>daddr = rt�>key.dst;459 iph�>saddr = rt�>key.sr;� �Figure 394: ICMP/SNMP statistis ounters: linux/net/ipv4/imp.



� �451 �/452453 #ifdef CONFIG IP ROUTE NAT454 /*455 * Restore original addresses if paket has been translated.456 */457 if ( rt�>rt ags&RTCF NAT && IPCB(skb in)�>ags&IPSKB TRANSLATED)f458 iph�>daddr = rt�>key.dst;459 iph�>saddr = rt�>key.sr;460 g461 #endif462463 saddr = iph�>daddr;464 if (!( rt�>rt ags & RTCF LOCAL))465 saddr = 0;466467 tos = imp pointers[type℄. error ?468 ((iph�>tos & IPTOS TOS MASK) jIPTOS PREC INTERNETCONTROL) :469 iph�>tos;470471 if ( ip route output(&rt, iph�>saddr, saddr, RT TOS(tos), 0))472 goto out;473474 if ( ip options eho(&imp param.replyopts, skb in))475 goto ende;476477478 /*479 * Prepare data for ICMP header.480 */481482 imp param.data.imph.type=type;483 imp param.data.imph.ode=ode;484 imp param.data.imph.un.gateway = info;485 imp param.data.imph.heksum=0;486 imp param.sum=0;487 imp param.skb=skb in;488 imp param.o�set=skb in�>nh.raw � skb in�>data;489 imp out ount(imp param.data.imph.type);490 imp soket�>sk�>protinfo.af inet.tos = tos;491 ip.addr = iph�>saddr;� �Figure 395: ICMP Cheksum: linux/net/ipv4/imp.



� �497 g498499 if (! impv4 xrlim allow(rt, type , ode))500 goto ende;501502 /* RFC says return as muh as we an without exeeding 576 bytes. */503504 room = rt�>u.dst.pmtu;505 if (room > 576)506 room = 576;507 room �= sizeof(strut iphdr) + imp param.replyopts.optlen;508 room �= sizeof(strut imphdr);509510 imp param.data len=skb in�>len�imp param.o�set;511 if ( imp param.data len > room)512 imp param.data len = room;513 imp param.head len = sizeof(strut imphdr);514515 ip build xmit(imp soket�>sk, imp glue bits, &imp param,516 imp param.data len+sizeof(strut imphdr),517 &ip, rt , MSG DONTWAIT);518519 ende:520 ip rt put (rt) ;521 out:522 imp xmit unlok();523 g524525526 /*527 * Handle ICMP_DEST_UNREACH, ICMP_TIME_EXCEED, and ICMP_QUENCH.528 */529530 stati void imp unreah(strut sk bu� �skb)531 f532 strut iphdr �iph;533 strut imphdr �imph;� �Figure 396: ICMP Reply: linux/net/ipv4/imp.



� �536 strut sok �raw sk;537 u32 info = 0;538539 /*540 * Inomplete header ?541 * Only heks for the IP header, there should be an542 * additional hek for longer headers in upper levels.543 */544545 if (! pskb may pull(skb, sizeof(strut iphdr))) f546 ICMP INC STATS BH(ImpInErrors);547 return;548 g549550 imph = skb�>h.imph;551 iph = (strut iphdr �) skb�>data;552553 if ( iph�>ihl<5) f554 /* Mangled header, drop. */555 ICMP INC STATS BH(ImpInErrors);556 return;557 g558559 if (imph�>type==ICMP DEST UNREACH) f560 swith(imph�>ode & 15) f561 ase ICMP NET UNREACH:562 break;563 ase ICMP HOST UNREACH:564 break;565 ase ICMP PROT UNREACH:566 break;567 ase ICMP PORT UNREACH:568 break;569 ase ICMP FRAG NEEDED:570 if ( ipv4 on�g .no pmtu dis) f571 if ( net ratelimit ())572 printk(KERN INFO "ICMP: %u.%u.%u.%u: fragmentation needed and DFset.nn",573 NIPQUAD(iph�>daddr));574 g else f575 info = ip rt frag needed (iph , ntohs(imph�>un.frag.mtu));576 if (! info)577 goto out;578 g579 break;580 ase ICMP SR FAILED:581 if ( net ratelimit ())582 printk(KERN INFO "ICMP: %u.%u.%u.%u:Soure Route Failed.nn", NIPQUAD(iph�>daddr));� �Figure 397: ICMP Send: linux/net/ipv4/imp.



� �584 default :585 break;586 g587 if ( imph�>ode>NR ICMP UNREACH)588 goto out;589 g else if (imph�>type == ICMP PARAMETERPROB) f590 info = ntohl(imph�>un.gateway)>>24;591 g592593 /*594 * Throw it at our lower layers595 *596 * RFC 1122: 3.2.2 MUST extrat the protool ID from the passedheader.597 * RFC 1122: 3.2.2.1 MUST pass ICMP unreah messages to the transportlayer.598 * RFC 1122: 3.2.2.2 MUST pass ICMP time expired messages totransport layer.599 */600601 /*602 * Chek the other end isnt violating RFC 1122. Some routers send603 * bogus responses to broadast frames. If you see this message604 * first hek your netmask mathes at both ends, if it does then605 * get the other vendor to fix their kit.606 */607608 if (! systl imp ignore bogus error responses )609 f610611 if ( inet addr type(iph�>daddr) == RTN BROADCAST)612 f613 if ( net ratelimit ())614 printk(KERN WARNING "%u.%u.%u.%u sent an invalidICMP error to a broadast.nn",615 NIPQUAD(skb�>nh.iph�>saddr));616 goto out;617 g618 g619620 /* Chekin full IP header plus 8 bytes of protool to621 * avoid additional oding at protool handlers.622 */623 if (! pskb may pull(skb, iph�>ihl�4+8))624 goto out;625626 iph = (strut iphdr �) skb�>data;� �Figure 398: ICMP Send: linux/net/ipv4/imp.



� �628629 /*630 * Deliver ICMP message to raw sokets. Pretty useless feature?631 */632633 /* Note: See raw. and net/raw.h, RAWV4_HTABLE_SIZE==MAX_INET_PROTOS */634 hash = protool & (MAX INET PROTOS � 1);635 read lok(&raw v4 lok);636 if (( raw sk = raw v4 htable[hash℄) != NULL)637 f638 while ((raw sk = raw v4 lookup(raw sk, protool, iph�>saddr,639 iph�>daddr, skb�>dev�>i�ndex)) !=NULL) f640 raw err(raw sk, skb, info) ;641 raw sk = raw sk�>next;642 iph = (strut iphdr �)skb�>data;643 g644 g645 read unlok(&raw v4 lok);646647 /*648 * This an't hange while we are doing it.649 * Callers have obtained BR_NETPROTO_LOCK so650 * we are OK.651 */652653 ipprot = (strut inet protool �) inet protos [hash℄;654 while(ipprot != NULL) f655 strut inet protool �nextip;656657 nextip = (strut inet protool �) ipprot�>next;658659 /*� �Figure 399: ICMP Send: linux/net/ipv4/imp.



� �661 �/662663 /* RFC1122: OK. Passes appropriate ICMP errors to the */664 /* appropriate protool layer (MUST), as per 3.2.2. */665666 if (protool == ipprot�>protool && ipprot�>err handler)667 ipprot�>err handler(skb, info);668669 ipprot = nextip;670 g671 out :;672 g673674675 /*676 * Handle ICMP_REDIRECT.677 */678679 stati void imp rediret(strut sk bu� �skb)680 f681 strut iphdr �iph;682 unsigned long ip;683684 if (skb�>len < sizeof(strut iphdr)) f� �Figure 400: ICMP Send: linux/net/ipv4/imp.



� �687 g688689 /*690 * Get the opied header of the paket that aused the rediret691 */692 if (! pskb may pull(skb, sizeof(strut iphdr)))693 return;694695 iph = (strut iphdr �) skb�>data;696 ip = iph�>daddr;697698 swith(skb�>h.imph�>ode & 7) f699 ase ICMP REDIR NET:700 ase ICMP REDIR NETTOS:701 /*702 * As per RFC reommendations now handle it as703 * a host rediret.704 */705706 ase ICMP REDIR HOST:707 ase ICMP REDIR HOSTTOS:708 ip rt rediret (skb�>nh.iph�>saddr, ip, skb�>h.imph�>un.gateway, iph�>saddr, iph�>tos, skb�>dev);709 break;710 default :711 break;� �Figure 401: ICMP Unreahables: linux/net/ipv4/imp.



� �713 g714715 /*716 * Handle ICMP_ECHO ("ping") requests.717 *718 * RFC 1122: 3.2.2.6 MUST have an eho server that answers ICMP ehorequests.719 * RFC 1122: 3.2.2.6 Data reeived in the ICMP_ECHO request MUST be inludedin the reply.720 * RFC 1812: 4.3.3.6 SHOULD have a onfig option for silently ignoring ehorequests, MUST have default=NOT.721 * See also WRT handling of options one they are done and working.722 */723724 stati void imp eho(strut sk bu� �skb)725 f726 if (! systl imp eho ignore all ) f727 strut imp bxm imp param;728729 imp param.data.imph=�skb�>h.imph;730 imp param.data.imph.type=ICMP ECHOREPLY;731 imp param.skb=skb;732 imp param.o�set=0;733 imp param.data len=skb�>len;734 imp param.head len=sizeof(strut imphdr);735 imp reply(&imp param, skb);736 g737 g738739 /*740 * Handle ICMP Timestamp requests.741 * RFC 1122: 3.2.2.8 MAY implement ICMP timestamp requests.742 * SHOULD be in the kernel for minimum random lateny.743 * MUST be aurate to a few minutes.744 * MUST be updated at least at 15Hz.745 */� �Figure 402: ICMP Unreahables: linux/net/ipv4/imp.



� �747 stati void imp timestamp(strut sk bu� �skb)748 f749 strut timeval tv;750 strut imp bxm imp param;751752 /*753 * Too short.754 */755756 if (skb�>len<4) f757 ICMP INC STATS BH(ImpInErrors);758 return;759 g760761 /*762 * Fill in the urrent time as ms sine midnight UT:763 */764 do gettimeofday(&tv);765 imp param.data.times[1℄ = htonl((tv.tv se % 86400) � 1000 + tv.tv use / 1000);766 imp param.data.times[2℄ = imp param.data.times[1℄;767 if ( skb opy bits(skb, 0, &imp param.data.times[0℄, 4))768 BUG();769 imp param.data.imph=�skb�>h.imph;770 imp param.data.imph.type=ICMP TIMESTAMPREPLY;771 imp param.data.imph.ode=0;772 imp param.skb=skb;773 imp param.o�set=0;774 imp param.data len=0;775 imp param.head len=sizeof(strut imphdr)+12;776 imp reply(&imp param, skb);777 g778779780 /*781 * Handle ICMP_ADDRESS_MASK requests. (RFC950)782 *783 * RFC1122 (3.2.2.9). A host MUST only send replies to784 * ADDRESS_MASK requests if it's been onfigured as an address mask785 * agent. Reeiving a request doesn't onstitute impliit permission to786 * at as one. Of ourse, implementing this orretly requires (SHOULD)787 * a way to turn the funtionality on and off. Another one for systl(),788 * I guess. -- MS789 *� �Figure 403: ICMP Unreahables: linux/net/ipv4/imp.



� �791 � A router SHOULD have swith turning it on/o�.792 � This swith MUST be ON by default.793 �794 � Gratuitous replies , zero�soure replies are not implemented,795 � that omplies with RFC. DO NOT implement them!!! All the idea796 � of broadast addrmask replies as spei�ed in RFC950 is broken.797 � The problem is that it is not unommon to have several pre�xes798 � on one physial interfae . Moreover, addrmask agent an even be799 � not aware of existing another pre�xes .800 � If soure is zero , addrmask agent annot hoose orret pre�x.801 � Gratuitous mask announements su�er from the same problem.802 � RFC1812 explains it, but still allows to use ADDRMASK,803 � that is pretty silly . ��ANK804 �805 � All these rules are so bizarre , that I removed kernel addrmask806 � support at all . It is wrong, it is obsolete , nobody uses it in807 � any ase. ��ANK808 �809 � Furthermore you an do it with a usermode address agent program810 � anyway...811 �/812813 stati void imp address(strut sk bu� �skb)814 f815 #if 0� �Figure 404: ICMP Unreahables: linux/net/ipv4/imp.



� �822 � RFC1812 (4.3.3.9). A router SHOULD listen all replies, and omplain823 � loudly if an inonsisteny is found.824 �/825826 stati void imp address reply(strut sk bu� �skb)827 f828 strut rtable �rt = (strut rtable�)skb�>dst;829 strut net devie �dev = skb�>dev;830 strut in devie �in dev;831 strut in ifaddr � ifa ;832 u32 mask;833834 if (skb�>len < 4 jj !(rt�>rt ags&RTCF DIRECTSRC))835 return;836837 in dev = in dev get(dev);838 if (! in dev)839 return;840 read lok(&in dev�>lok);841 if ( in dev�>ifa list &&842 IN DEV LOG MARTIANS(in dev) &&843 IN DEV FORWARD(in dev)) f844 if ( skb opy bits(skb, 0, &mask, 4))845 BUG();846 for ( ifa=in dev�>ifa list; ifa ; ifa = ifa�>ifa next) f847 if (mask == ifa�>ifa mask && inet ifa math(rt�>rt sr, ifa))848 break;849 g850 if (! ifa && net ratelimit()) f851 printk(KERN INFO "Wrong address mask %u.%u.%u.%u from %s/%u.%u.%u.%unn",852 NIPQUAD(mask), dev�>name, NIPQUAD(rt�>rt sr));853 g854 g� �Figure 405: ICMP Redirets: linux/net/ipv4/imp.



� �856 in dev put(in dev);857 g858859 stati void imp disard(strut sk bu� �skb)860 f861 g862863 /*864 * Deal with inoming ICMP pakets.865 */866867 int imp rv(strut sk bu� �skb)868 f869 strut imphdr �imph = skb�>h.imph;870 strut rtable �rt = (strut rtable�)skb�>dst;871872 ICMP INC STATS BH(ImpInMsgs);873874 swith (skb�>ip summed) f875 ase CHECKSUM HW:876 if ((u16)sum fold(skb�>sum) == 0)� �Figure 406: ICMP Eho: linux/net/ipv4/imp.



� �878 NETDEBUG(printk(KERN DEBUG "imp v4 hw sum failurenn"));879 ase CHECKSUM NONE:880 if ((u16)sum fold(skb heksum(skb, 0, skb�>len, 0)))881 goto error ;882 default :;883 g884885 if (! pskb pull(skb, sizeof (strut imphdr)))886 goto error ;887888 /*889 * 18 is the highest 'known' ICMP type. Anything else is a mystery890 *891 * RFC 1122: 3.2.2 Unknown ICMP messages types MUST be silentlydisarded.892 */893 if ( imph�>type > NR ICMP TYPES)894 goto error ;895896897 /*898 * Parse the ICMP message899 */900901 if ( rt�>rt ags&(RTCF BROADCASTjRTCF MULTICAST)) f902 /*903 * RFC 1122: 3.2.2.6 An ICMP_ECHO to broadast MAY be904 * silently ignored (we let user deide with a systl).905 * RFC 1122: 3.2.2.8 An ICMP_TIMESTAMP MAY be silently906 * disarded if to broadast/multiast.907 */908 if ( imph�>type == ICMP ECHO &&909 systl imp eho ignore broadasts) f910 goto error ;911 g912 if ( imph�>type != ICMP ECHO &&913 imph�>type != ICMP TIMESTAMP &&914 imph�>type != ICMP ADDRESS &&915 imph�>type != ICMP ADDRESSREPLY) f� �Figure 407: ICMP Timestamp: linux/net/ipv4/imp.



� �918 g919920 imp pointers[imph�>type℄.input[smp proessor id()�2�sizeof(strut imp mib)/sizeof(unsigned long)℄++;921 (imp pointers[imph�>type℄.handler)(skb);922923 drop:924 kfree skb(skb);925 return 0;926 error :927 ICMP INC STATS BH(ImpInErrors);928 goto drop;929 g930931 /*932 * A spare long used to speed up statistis updating933 */934935 stati unsigned long dummy;936937 /*938 * Configurable rate limits.939 * Someone should hek if these default values are orret.940 * Note that these values interat with the routing ahe GC timeout.941 * If you hose them too high they won't take effet, beause the942 * dst_entry gets expired too early. The same should happen when943 * the ahe grows too big.944 */945 int systl imp destunreah time = 1�HZ;946 int systl imp timeexeed time = 1�HZ;947 int systl imp paramprob time = 1�HZ;948 int systl imp ehoreply time = 0; /* don't limit it per default. */949950 /*951 * This table is the definition of how we handle ICMP.952 */953954 stati strut imp ontrol imp pointers[NR ICMP TYPES+1℄ = f955 /* ECHO REPLY (0) */956 f &imp statistis [0℄. ImpOutEhoReps, &imp statistis[0℄.ImpInEhoReps,imp disard, 0, &systl imp ehoreply timeg,957 f &dummy, &imp statistis[0℄.ImpInErrors, imp disard, 1, g,� �Figure 408: ICMP Address Mask (not!): linux/net/ipv4/imp.



� �959 /* DEST UNREACH (3) */960 f &imp statistis [0℄. ImpOutDestUnreahs, &imp statistis[0℄.ImpInDestUnreahs,imp unreah, 1, &systl imp destunreah time g,961 /* SOURCE QUENCH (4) */962 f &imp statistis [0℄. ImpOutSrQuenhs, &imp statistis[0℄.ImpInSrQuenhs,imp unreah, 1, g,963 /* REDIRECT (5) */964 f &imp statistis [0℄. ImpOutRedirets, &imp statistis[0℄.ImpInRedirets,imp rediret , 1, g,965 f &dummy, &imp statistis[0℄.ImpInErrors, imp disard, 1, g,966 f &dummy, &imp statistis[0℄.ImpInErrors, imp disard, 1, g,967 /* ECHO (8) */968 f &imp statistis [0℄. ImpOutEhos, &imp statistis[0℄.ImpInEhos, imp eho, 0, g,969 f &dummy, &imp statistis[0℄.ImpInErrors, imp disard, 1, g,970 f &dummy, &imp statistis[0℄.ImpInErrors, imp disard, 1, g,971 /* TIME EXCEEDED (11) */972 f &imp statistis [0℄. ImpOutTimeExds, &imp statistis[0℄.ImpInTimeExds,imp unreah, 1, &systl imp timeexeed time g,973 /* PARAMETER PROBLEM (12) */974 f &imp statistis [0℄. ImpOutParmProbs, &imp statistis[0℄.ImpInParmProbs,imp unreah, 1, &systl imp paramprob time g,975 /* TIMESTAMP (13) */976 f &imp statistis [0℄. ImpOutTimestamps, &imp statistis[0℄.ImpInTimestamps,imp timestamp, 0, g,977 /* TIMESTAMP REPLY (14) */978 f &imp statistis [0℄. ImpOutTimestampReps, &imp statistis[0℄.ImpInTimestampReps, imp disard, 0, g,979 /* INFO (15) */980 f &dummy, &dummy, imp disard, 0, g,981 /* INFO REPLY (16) */982 f &dummy, &dummy, imp disard, 0, g,983 /* ADDR MASK (17) */984 f &imp statistis [0℄. ImpOutAddrMasks, &imp statistis[0℄.ImpInAddrMasks,imp address, 0, g,985 /* ADDR MASK REPLY (18) */986 f &imp statistis [0℄. ImpOutAddrMaskReps, &imp statistis[0℄.ImpInAddrMaskReps,imp address reply, 0, g987 g;988989 void init imp init(strut net proto family �ops)990 f991 int err ;992993 imp inode.i mode = S IFSOCK;994 imp inode.i sok = 1;995 imp inode.i uid = 0;� �Figure 409: ICMP Address Reply: linux/net/ipv4/imp.



� �997 init waitqueue head(&imp inode.i wait);998 init waitqueue head(&imp inode.u.soket i.wait);� �Figure 410: ICMP disard: linux/net/ipv4/imp.



� �1005 pani("Failed to reate the ICMP ontrol soket.nn");1006 imp soket�>sk�>alloation=GFP ATOMIC;1007 imp soket�>sk�>sndbuf = SK WMEM MAX�2;1008 imp soket�>sk�>protinfo.af inet.ttl = MAXTTL;10091010 /* Unhash it so that IP input proessing does not even1011 * see it, we do not wish this soket to see inoming1012 * pakets.1013 */1014 imp soket�>sk�>prot�>unhash(imp soket�>sk);1015 g� �Figure 411: ICMP Reeive General Paket: linux/net/ipv4/imp.



� �� �Figure 412: ICMP Statistis: linux/net/ipv4/imp.



� �� �Figure 413: ICMP Statistis: linux/net/ipv4/imp.



� �� �Figure 414: ICMP Initialisation: linux/net/ipv4/imp.



� �102 #de�ne IP MAX MEMBERSHIPS 20103104 #ifdef CONFIG IP MULTICAST105106107 /* Parameter names and values are taken from igmp-v2-06 draft */108109 #de�ne IGMP V1 Router Present Timeout (400�HZ)110 #de�ne IGMP Unsoliited Report Interval (10�HZ)111 #de�ne IGMP Query Response Interval (10�HZ)112 #de�ne IGMP Unsoliited Report Count 2113114115 #de�ne IGMP Initial Report Delay (1�HZ)116117 /* IGMP_Initial_Report_Delay is not from IGMP spes!118 * IGMP spes require to report membership immediately after119 * joining a group, but we delay the first report by a120 * small interval. It seems more natural and still does not121 * ontradit to spes provided this delay is small enough.122 */123124 #de�ne IGMP V1 SEEN(in dev) ((in dev)�>mr v1 seen && (long)(jiÆes � (in dev)�>mr v1 seen) < 0)125126 #endif� �Figure 415: Internet Group Management Protool - Data:linux/net/ipv4/igmp.



� �128 stati void ip ma put(strut ip m list �im)129 f130 if (atomi de and test(&im�>refnt)) f131 in dev put(im�>interfae);132 kfree(im);133 g134 g� �Figure 416: IGMP Con�gure multiast interfae: linux/net/ipv4/igmp.



� �142 stati inline void igmp stop timer(strut ip m list �im)143 f144 spin lok bh(&im�>lok);145 if ( del timer(&im�>timer))146 atomi de(&im�>refnt);147 im�>tm running=0;148 im�>reporter = 0;149 im�>unsoliit ount = 0;150 spin unlok bh(&im�>lok);151 g152153 /* It must be alled with loked im->lok */154 stati void igmp start timer(strut ip m list �im, int max delay)155 f156 int tv=net random() % max delay;157158 im�>tm running=1;159 if (! mod timer(&im�>timer, jiÆes+tv+2))160 atomi in(&im�>refnt);161 g162163 stati void igmp mod timer(strut ip m list �im, int max delay)164 f165 spin lok bh(&im�>lok);166 im�>unsoliit ount = 0;167 if ( del timer(&im�>timer)) f168 if (( long)(im�>timer.expires�jiÆes) < max delay) f169 add timer(&im�>timer);170 im�>tm running=1;171 spin unlok bh(&im�>lok);172 return;173 g174 atomi de(&im�>refnt);175 g176 igmp start timer(im, max delay);177 spin unlok bh(&im�>lok);178 g� �Figure 417: IGMP Timer Management: linux/net/ipv4/igmp.



� �257 stati void igmp timer expire(unsigned long data)258 f259 strut ip m list �im=(strut ip m list �)data;260 strut in devie �in dev = im�>interfae;261 int err ;262263 spin lok(&im�>lok);264 im�>tm running=0;265266 if (IGMP V1 SEEN(in dev))267 err = igmp send report(in dev�>dev, im�>multiaddr,IGMP HOST MEMBERSHIP REPORT);268 else269 err = igmp send report(in dev�>dev, im�>multiaddr,IGMP HOST NEW MEMBERSHIP REPORT);270271 /* Failed. Retry later. */272 if ( err) f273 if (! in dev�>dead)274 igmp start timer(im, IGMP Unsoliited Report Interval);275 goto out;276 g277278 if ( im�>unsoliit ount) f279 im�>unsoliit ount��;280 igmp start timer(im, IGMP Unsoliited Report Interval);281 g282 im�>reporter = 1;283 out:284 spin unlok(&im�>lok);285 ip ma put(im);286 g� �Figure 418: IGMP Timer Expired: linux/net/ipv4/igmp.



� �185 #de�ne IGMP SIZE (sizeof(strut igmphdr)+sizeof(strut iphdr)+4)186187 /* Don't just hand NF_HOOK skb->dst->output, in ase netfilter hook188 hanges route */189 stati inline int190 output maybe reroute(strut sk bu� �skb)191 f192 return skb�>dst�>output(skb);193 g194195 stati int igmp send report(strut net devie �dev, u32 group, int type)196 f197 strut sk bu� �skb;198 strut iphdr �iph;199 strut igmphdr �ih;200 strut rtable �rt ;201 u32 dst;202203 /* Aording to IGMPv2 spes, LEAVE messages are204 * sent to all-routers group.205 */206 dst = group;207 if (type == IGMP HOST LEAVE MESSAGE)208 dst = IGMP ALL ROUTER;209210 if ( ip route output(&rt, dst , 0, 0, dev�>i�ndex))211 return �1;212 if ( rt�>rt sr == 0) f213 ip rt put (rt) ;214 return �1;215 g216217 skb=allo skb(IGMP SIZE+dev�>hard header len+15, GFP ATOMIC);218 if (skb == NULL) f219 ip rt put (rt) ;220 return �1;221 g� �Figure 419: IGMP Send Report: linux/net/ipv4/igmp.



� �223 skb�>dst = &rt�>u.dst;224225 skb reserve(skb, (dev�>hard header len+15)&~15);226227 skb�>nh.iph = iph = (strut iphdr �)skb put(skb, sizeof(strut iphdr)+4);228229 iph�>version = 4;230 iph�>ihl = (sizeof (strut iphdr)+4)>>2;231 iph�>tos = 0;232 iph�>frag o� = onstant htons(IP DF);233 iph�>ttl = 1;234 iph�>daddr = dst;235 iph�>saddr = rt�>rt sr;236 iph�>protool = IPPROTO IGMP;237 iph�>tot len = htons(IGMP SIZE);238 ip selet ident (iph, &rt�>u.dst, NULL);239 ((u8�)&iph[1℄)[0℄ = IPOPT RA;240 ((u8�)&iph[1℄)[1℄ = 4;241 ((u8�)&iph[1℄)[2℄ = 0;242 ((u8�)&iph[1℄)[3℄ = 0;243 ip send hek(iph) ;244245 ih = (strut igmphdr �)skb put(skb, sizeof(strut igmphdr));246 ih�>type=type;247 ih�>ode=0;248 ih�>sum=0;249 ih�>group=group;250 ih�>sum=ip ompute sum((void �)ih, sizeof(strut igmphdr));251252 return NF HOOK(PF INET, NF IP LOCAL OUT, skb, NULL, rt�>u.dst.dev,253 output maybe reroute);254 g� �Figure 420: IGMP Send Report: linux/net/ipv4/igmp.



� �288 stati void igmp heard report(strut in devie �in dev , u32 group)289 f290 strut ip m list �im;291292 /* Timers are only set for non-loal groups */293294 if (group == IGMP ALL HOSTS)295 return;296297 read lok(&in dev�>lok);298 for (im=in dev�>m list; im!=NULL; im=im�>next) f299 if ( im�>multiaddr == group) f300 igmp stop timer(im);301 break;302 g303 g304 read unlok(&in dev�>lok);305 g� �Figure 421: IGMP Heard a Report: linux/net/ipv4/igmp.



� �307 stati void igmp heard query(strut in devie �in dev , unsigned har max resp time,308 u32 group)309 f310 strut ip m list �im;311 int max delay;312313 max delay = max resp time�(HZ/IGMP TIMER SCALE);314315 if (max resp time == 0) f316 /* Alas, old v1 router presents here. */317318 max delay = IGMP Query Response Interval;319 in dev�>mr v1 seen = jiÆes + IGMP V1 Router Present Timeout;320 group = 0;321 g322323 /*324 * - Start the timers in all of our membership reords325 * that the query applies to for the interfae on326 * whih the query arrived exl. those that belong327 * to a "loal" group (224.0.0.X)328 * - For timers already running hek if they need to329 * be reset.330 * - Use the igmp->igmp_ode field as the maximum331 * delay possible332 */333 read lok(&in dev�>lok);334 for (im=in dev�>m list; im!=NULL; im=im�>next) f335 if (group && group != im�>multiaddr)336 ontinue;337 if ( im�>multiaddr == IGMP ALL HOSTS)338 ontinue;339 igmp mod timer(im, max delay);340 g341 read unlok(&in dev�>lok);342 g� �Figure 422: IGMP Heard a Query: linux/net/ipv4/igmp.



� �344 int igmp rv(strut sk bu� �skb)345 f346 /* This basially follows the spe line by line -- see RFC1112 */347 strut igmphdr �ih = skb�>h.igmph;348 strut in devie �in dev = in dev get(skb�>dev);349 int len = skb�>len;350351 if ( in dev==NULL) f352 kfree skb(skb);353 return 0;354 g355356 if ( skb is nonlinear (skb)) f357 if ( skb linearize (skb, GFP ATOMIC) != 0) f358 kfree skb(skb);359 return �ENOMEM;360 g361 ih = skb�>h.igmph;362 g363364 if ( len < sizeof (strut igmphdr) jj ip ompute sum((void �)ih, len)) f365 in dev put(in dev);366 kfree skb(skb);367 return 0;368 g369370 swith (ih�>type) f371 ase IGMP HOST MEMBERSHIP QUERY:372 igmp heard query(in dev, ih�>ode, ih�>group);373 break;374 ase IGMP HOST MEMBERSHIP REPORT:375 ase IGMP HOST NEW MEMBERSHIP REPORT:376 /* Is it our report looped bak? */377 if ((( strut rtable�)skb�>dst)�>key.iif == 0)378 break;379 igmp heard report(in dev, ih�>group);380 break;381 ase IGMP PIM:382 #ifdef CONFIG IP PIMSM V1383 in dev put(in dev);384 return pim rv v1(skb);385 #endif386 ase IGMP DVMRP:387 ase IGMP TRACE:388 ase IGMP HOST LEAVE MESSAGE:389 ase IGMP MTRACE:� �Figure 423: IGMP Reeive: linux/net/ipv4/igmp.



� �398 g399400 #endif401402403 /*404 * Add a filter to a devie405 */406407 stati void ip m �lter add (strut in devie �in dev , u32 addr)408 f409 har buf[MAX ADDR LEN℄;410 strut net devie �dev = in dev�>dev;411412 /* Cheking for IFF_MULTICAST here is WRONG-WRONG-WRONG.413 We will get multiast token leakage, when IFF_MULTICAST414 is hanged. This hek should be done in dev->set_multiast_list415 routine. Something sort of:416 if (dev->m_list && dev->flags&IFF_MULTICAST) { do it; }417 --ANK418 */419 if (arp m map(addr, buf, dev, 0) == 0)420 dev m add(dev,buf,dev�>addr len,0);421 g422423 /*424 * Remove a filter from a devie425 */� �Figure 424: IGMP Add and Delete Filter from interfae:linux/net/ipv4/igmp.



� �427 stati void ip m �lter del (strut in devie �in dev , u32 addr)428 f429 har buf[MAX ADDR LEN℄;430 strut net devie �dev = in dev�>dev;431432 if (arp m map(addr, buf, dev, 0) == 0)433 dev m delete(dev,buf,dev�>addr len,0);434 g435436 stati void igmp group dropped(strut ip m list �im)437 f438 #ifdef CONFIG IP MULTICAST439 int reporter ;440 #endif441442 if ( im�>loaded) f443 im�>loaded = 0;444 ip m �lter del (im�>interfae, im�>multiaddr);445 g446447 #ifdef CONFIG IP MULTICAST448 if ( im�>multiaddr == IGMP ALL HOSTS)449 return;450451 reporter = im�>reporter;452 igmp stop timer(im);453454 if ( reporter && !IGMP V1 SEEN(im�>interfae))455 igmp send report(im�>interfae�>dev, im�>multiaddr,IGMP HOST LEAVE MESSAGE);456 #endif457 g458459 stati void igmp group added(strut ip m list �im)460 f461 if ( im�>loaded == 0) f462 im�>loaded = 1;463 ip m �lter add (im�>interfae, im�>multiaddr);464 g� �Figure 425: IGMP Group added or dropped: linux/net/ipv4/igmp.



� �477 /*478 * Multiast list managers479 */480481482 /*483 * A soket has joined a multiast group on devie dev.484 */485486 void ip m in group(strut in devie �in dev , u32 addr)487 f488 strut ip m list �im;489490 ASSERT RTNL();491492 for (im=in dev�>m list; im; im=im�>next) f493 if ( im�>multiaddr == addr) f494 im�>users++;495 goto out;496 g497 g498499 im = (strut ip m list �)kmallo(sizeof(�im), GFP KERNEL);500 if (! im)501 goto out;502503 im�>users=1;504 im�>interfae=in dev;505 in dev hold(in dev) ;506 im�>multiaddr=addr;507 atomi set(&im�>refnt, 1);508 spin lok init (&im�>lok);509 #ifdef CONFIG IP MULTICAST510 im�>tm running=0;511 init timer (&im�>timer);512 im�>timer.data=(unsigned long)im;513 im�>timer.funtion=&igmp timer expire;514 im�>unsoliit ount = IGMP Unsoliited Report Count;515 im�>reporter = 0;516 #endif517 im�>loaded = 0;518 write lok bh(&in dev�>lok);� �Figure 426: IGMP - soket joins group: linux/net/ipv4/igmp.



� �524 ip rt multiast event (in dev) ;525 out:526 return;527 g528529 /*530 * A soket has left a multiast group on devie dev531 */532533 int ip m de group(strut in devie �in dev , u32 addr)534 f535 int err = �ESRCH;536 strut ip m list � i , �� ip ;537538 ASSERT RTNL();539540 for ( ip=&in dev�>m list; (i=�ip)!=NULL; ip=&i�>next) f541 if ( i�>multiaddr==addr) f542 if (��i�>users == 0) f543 write lok bh(&in dev�>lok);544 �ip = i�>next;545 write unlok bh(&in dev�>lok);546 igmp group dropped(i);547548 if (in dev�>dev�>ags & IFF UP)549 ip rt multiast event (in dev) ;� �Figure 427: IGMP Soket leaves group: linux/net/ipv4/igmp.



� �630 imr�>imr i�ndex = dev�>i�ndex;631 idev = in dev get (dev);632 g633 return idev;634 g635636 /*637 * Join a soket to a group638 */639 int systl igmp max memberships = IP MAX MEMBERSHIPS;640641 int ip m join group(strut sok �sk , strut ip mreqn �imr)642 f643 int err ;644 u32 addr = imr�>imr multiaddr.s addr;645 strut ip m soklist �iml, � i ;646 strut in devie �in dev;647 int ount = 0;648649 if (!MULTICAST(addr))650 return �EINVAL;651652 rtnl shlok () ;653654 if (! imr�>imr i�ndex)655 in dev = ip m �nd dev(imr);656 else f657 in dev = inetdev by index(imr�>imr i�ndex);� �Figure 428: IGMP join soket to group: linux/net/ipv4/igmp.



� �659 in dev put(in dev) ;660 g661662 if (! in dev) f663 iml = NULL;664 err = �ENODEV;665 goto done;666 g667668 iml = (strut ip m soklist �)sok kmallo(sk, sizeof (�iml) , GFP KERNEL);669670 err = �EADDRINUSE;671 for ( i=sk�>protinfo.af inet.m list ; i ; i=i�>next) f672 if (memmp(&i�>multi, imr, sizeof(�imr)) == 0) f673 /* New style additions are referene ounted */674 if ( imr�>imr address.s addr == 0) f675 i�>ount++;676 err = 0;677 g678 goto done;679 g680 ount++;681 g682 err = �ENOBUFS;683 if ( iml == NULL jj ount >= systl igmp max memberships)684 goto done;685 mempy(&iml�>multi, imr, sizeof(�imr));686 iml�>next = sk�>protinfo.af inet.m list;687 iml�>ount = 1;688 sk�>protinfo.af inet.m list = iml;689 ip m in group(in dev, addr);� �Figure 429: IGMP join soket to group: linux/net/ipv4/igmp.



� �695 if ( iml)696 sok kfree s (sk , iml, sizeof (�iml)) ;697 return err ;698 g699700 /*701 * Ask a soket to leave a group.702 */703704 int ip m leave group(strut sok �sk , strut ip mreqn �imr)705 f706 strut ip m soklist �iml, ��imlp;707708 rtnl lok () ;709 for (imlp=&sk�>protinfo.af inet.m list; (iml=�imlp)!=NULL; imlp=&iml�>next) f710 if ( iml�>multi.imr multiaddr.s addr==imr�>imr multiaddr.s addr &&711 iml�>multi.imr address.s addr==imr�>imr address.s addr &&712 (! imr�>imr i�ndex jj iml�>multi.imr i�ndex==imr�>imr i�ndex)) f713 strut in devie �in dev;714 if (��iml�>ount) f715 rtnl unlok () ;716 return 0;717 g718719 �imlp = iml�>next;720721 in dev = inetdev by index(iml�>multi.imr i�ndex);722 if ( in dev) f723 ip m de group(in dev, imr�>imr multiaddr.s addr);724 in dev put(in dev);� �Figure 430: IGMP: linux/net/ipv4/igmp.



� �730 g731 rtnl unlok () ;732 return �EADDRNOTAVAIL;733 g734735 /*736 * A soket is losing.737 */738739 void ip m drop soket(strut sok �sk)740 f741 strut ip m soklist �iml;742743 if (sk�>protinfo.af inet.m list == NULL)744 return;745746 rtnl lok () ;747 while (( iml=sk�>protinfo.af inet.m list) != NULL) f748 strut in devie �in dev;749 sk�>protinfo.af inet.m list = iml�>next;� �Figure 431: IGMP - soket losing: linux/net/ipv4/igmp.



� �554 err = 0;555 break;556 g557 g558 return �ESRCH;559 g560561 /* Devie going down */562563 void ip m down(strut in devie �in dev)564 f565 strut ip m list � i ;566567 ASSERT RTNL();568569 for ( i=in dev�>m list; i; i=i�>next)570 igmp group dropped(i);571572 ip m de group(in dev, IGMP ALL HOSTS);573 g574575 /* Devie going up */576577 void ip m up(strut in devie �in dev)578 f� �Figure 432: IGMP - Devie Goes Down or Comes Up: linux/net/ipv4/igmp.



� �584585 for ( i=in dev�>m list; i; i=i�>next)586 igmp group added(i);587 g588589 /*590 * Devie is about to be destroyed: lean up.591 */592593 void ip m destroy dev(strut in devie �in dev)594 f595 strut ip m list � i ;596597 ASSERT RTNL();598599 write lok bh(&in dev�>lok);600 while (( i = in dev�>m list) != NULL) f601 in dev�>m list = i�>next;� �Figure 433: IGMP - Destroy Devie: linux/net/ipv4/igmp.



� �603604 igmp group dropped(i);605 ip ma put(i);606607 write lok bh(&in dev�>lok);608 g609 write unlok bh(&in dev�>lok);610 g611612 stati strut in devie � ip m �nd dev(strut ip mreqn �imr)613 f614 strut rtable �rt ;615 strut net devie �dev = NULL;616 strut in devie �idev = NULL;617618 if ( imr�>imr address.s addr) f619 dev = ip dev �nd(imr�>imr address.s addr);620 if (! dev)621 return NULL;622 dev put(dev);623 g624625 if (! dev && !ip route output(&rt, imr�>imr multiaddr.s addr, 0, 0, 0)) f� �Figure 434: IGMP Find Devie: linux/net/ipv4/igmp.



� �1055 g105610571058 stati int ipmr devie event(strut noti�er blok � this , unsigned long event , void �ptr)1059 f1060 strut vif devie �v;1061 int t ;1062 if (event != NETDEV UNREGISTER)1063 return NOTIFY DONE;1064 v=&vif table[0℄;1065 for(t=0;t<maxvif;t++,v++) f1066 if (v�>dev==ptr)1067 vif delete (t) ;1068 g1069 return NOTIFY DONE;1070 g107110721073 stati strut noti�er blok ip mr noti�er =f1074 ipmr devie event,� �Figure 435: IPMR - devie noti�er: linux/net/ipv4/ipmr.



� �752 ip m de group(in dev, iml�>multi.imr multiaddr.s addr);753 in dev put(in dev);754 g755 sok kfree s (sk , iml, sizeof (�iml)) ;756757 g758 rtnl unlok () ;759 g760761 int ip hek m(strut in devie �in dev , u32 m addr)762 f763 strut ip m list �im;764765 read lok(&in dev�>lok);� �Figure 436: IGMP Chek if address is in use on any interfae:linux/net/ipv4/igmp.



� �770 g771 g772 read unlok(&in dev�>lok);773 return 0;774 g775776777 #ifdef CONFIG IP MULTICAST778779 int ip m proinfo(har �bu�er , har ��start , o� t o�set , int length)780 f781 o� t pos=0, begin=0;782 strut ip m list �im;783 int len=0;784 strut net devie �dev;785786 len=sprintf(bu�er ,"IdxntDevie : Count QuerierntGroup Users TimerntReporternn");787788 read lok(&dev base lok);789 for(dev = dev base; dev; dev = dev�>next) f790 strut in devie �in dev = in dev get(dev);791 har �querier = "NONE";� �Figure 437: IGMP - profs - report membership et: linux/net/ipv4/igmp.



� �793 if ( in dev == NULL)794 ontinue;795796 querier = IGMP V1 SEEN(in dev) ? "V1" : "V2";797798 len+=sprintf(bu�er+len,"%dnt%�10s: %5d %7snn",799 dev�>i�ndex, dev�>name, dev�>m ount, querier);800801 read lok(&in dev�>lok);802 for (im = in dev�>m list; im; im = im�>next) f803 len+=sprintf(bu�er+len,804 "ntntntnt%08lX %5d %d:%08lXntnt%dnn",805 im�>multiaddr, im�>users,806 im�>tm running, im�>timer.expires�jiÆes, im�>reporter);807808 pos=begin+len;809 if (pos<o�set)810 f811 len=0;812 begin=pos;813 g814 if (pos>o�set+length) f815 read unlok(&in dev�>lok);816 in dev put(in dev);817 goto done;818 g819 g820 read unlok(&in dev�>lok);821 in dev put(in dev);822 g823 done:824 read unlok(&dev base lok);� �Figure 438: IGMP - profs - report membership et: linux/net/ipv4/igmp.



� �64 #if de�ned(CONFIG IP PIMSM V1) jj de�ned(CONFIG IP PIMSM V2)65 #de�ne CONFIG IP PIMSM 166 #endif6768 stati strut sok �mroute soket;697071 /* Big lok, proteting vif table, mrt ahe and mroute soket state.72 Note that the hanges are semaphored via rtnl_lok.73 */7475 stati rwlok t mrt lok = RW LOCK UNLOCKED;7677 /*78 * Multiast router ontrol variables79 */8081 stati strut vif devie vif table [MAXVIFS℄; /* Devies */82 stati int maxvif;8384 #de�ne VIF EXISTS(idx) (vif table[idx℄.dev != NULL)8586 int mroute do assert = 0; /* Set in PIM assert */87 int mroute do pim = 0;8889 stati strut mf ahe �mf ahe array[MFC LINES℄; /* Forwarding ahe */9091 stati strut mf ahe �mf unres queue; /* Queue of unresolved entries*/92 atomi t ahe resolve queue len ; /* Size of unresolved */9394 /* Speial spinlok for queue of unresolved entries */95 stati spinlok t mf unres lok = SPIN LOCK UNLOCKED;� �Figure 439: Internet Multiast Routing Support - Data:linux/net/ipv4/ipmr.



� �97 /* We return to original Alan's sheme. Hash table of resolved98 entries is hanged only in proess ontext and proteted99 with weak lok mrt_lok. Queue of unresolved entries is proteted100 with strong spinlok mf_unres_lok.101102 In this ase data path is free of exlusive loks at all.103 */104105 kmem ahe t �mrt ahep;106107 stati int ip mr forward(strut sk bu� �skb, strut mf ahe �ahe, int loal ) ;108 stati int ipmr ahe report(strut sk bu� �pkt, vi� t vi� , int assert ) ;109 stati int ipmr �ll mroute (strut sk bu� �skb, strut mf ahe �, strut rtmsg �rtm);110111 extern strut inet protool pim protool;112113 stati strut timer list ipmr expire timer;� �Figure 440: Internet Multiast Routing Support - Data:linux/net/ipv4/ipmr.



� �117 stati118 strut net devie �ipmr new tunnel(strut viftl �v)119 f120 strut net devie �dev;121122 dev = dev get by name("tunl0");123124 if (dev) f125 int err ;126 strut ifreq ifr ;127 mm segment t oldfs ;128 strut ip tunnel parm p;129 strut in devie �in dev;130131 memset(&p, 0, sizeof(p));132 p.iph.daddr = v�>vif rmt addr.s addr;133 p.iph.saddr = v�>vif ll addr.s addr;134 p.iph.version = 4;135 p.iph. ihl = 5;136 p.iph.protool = IPPROTO IPIP;137 sprintf (p.name, "dvmrp%d", v�>vif vi�);138 ifr . ifr ifru . ifru data = (void�)&p;139140 oldfs = get fs () ; set fs (KERNEL DS);141 err = dev�>do iotl(dev, &ifr, SIOCADDTUNNEL);142 set fs ( oldfs ) ;143144 dev = NULL;145146 if ( err == 0 && (dev = dev get by name(p.name)) != NULL) f147 dev�>ags j= IFF MULTICAST;148149 in dev = in dev get(dev);150 if ( in dev == NULL && (in dev = inetdev init(dev)) == NULL)151 goto failure ;152 in dev�>nf. rp �lter = 0;153154 if (dev open(dev))155 goto failure ;156 g157 g158 return dev;159160 failure :161 unregister netdevie (dev);162 return NULL;163 g� �Figure 441: IPMR - new vif/tunnel: linux/net/ipv4/ipmr.



� �165 #ifdef CONFIG IP PIMSM166167 stati int reg vif num = �1;168169 stati int reg vif xmit (strut sk bu� �skb, strut net devie �dev)170 f171 read lok(&mrt lok);172 (( strut net devie stats �)dev�>priv)�>tx bytes += skb�>len;173 (( strut net devie stats �)dev�>priv)�>tx pakets++;174 ipmr ahe report(skb, reg vif num, IGMPMSG WHOLEPKT);175 read unlok(&mrt lok);176 kfree skb(skb);177 return 0;178 g179180 stati strut net devie stats � reg vif get stats (strut net devie �dev)181 f182 return ( strut net devie stats �)dev�>priv;183 g� �Figure 442: IPMR - register a vif: linux/net/ipv4/ipmr.



� �185 stati186 strut net devie � ipmr reg vif (strut viftl �v)187 f188 strut net devie �dev;189 strut in devie �in dev;190 int size ;191192 size = sizeof (�dev) + sizeof(strut net devie stats ) ;193 dev = kmallo(size, GFP KERNEL);194 if (! dev)195 return NULL;196197 memset(dev, 0, size) ;198199 dev�>priv = dev + 1;200201 strpy(dev�>name, "pimreg");202203 dev�>type = ARPHRD PIMREG;204 dev�>mtu = 1500 � sizeof(strut iphdr) � 8;205 dev�>ags = IFF NOARP;206 dev�>hard start xmit = reg vif xmit;207 dev�>get stats = reg vif get stats ;208 dev�>features j= NETIF F DYNALLOC;209210 if ( register netdevie (dev)) f211 kfree(dev);212 return NULL;213 g214 dev�>iink = 0;215216 if (( in dev = inetdev init (dev)) == NULL)217 goto failure ;218219 in dev�>nf. rp �lter = 0;220221 if (dev open(dev))222 goto failure ;223224 return dev;225226 failure :227 unregister netdevie (dev);228 return NULL;229 g230 #endif� �Figure 443: IPMR - register a vif: linux/net/ipv4/ipmr.



� �236 stati int vif delete ( int vi� )237 f238 strut vif devie �v;239 strut net devie �dev;240 strut in devie �in dev;241242 if ( vi� < 0 jj vi� >= maxvif)243 return �EADDRNOTAVAIL;244245 v = &vif table[ vi� ℄;246247 write lok bh(&mrt lok);248 dev = v�>dev;249 v�>dev = NULL;250251 if (! dev) f252 write unlok bh(&mrt lok);253 return �EADDRNOTAVAIL;254 g255256 #ifdef CONFIG IP PIMSM257 if ( vi� == reg vif num)258 reg vif num = �1;259 #endif260261 if ( vi� +1 == maxvif) f262 int tmp;263 for (tmp=vi��1; tmp>=0; tmp��) f264 if (VIF EXISTS(tmp))265 break;266 g267 maxvif = tmp+1;268 g269270 write unlok bh(&mrt lok);271272 dev set allmulti (dev, �1);273274 if (( in dev = in dev get (dev)) != NULL) f275 in dev�>nf.m forwarding��;276 ip rt multiast event (in dev) ;277 g278279 if (v�>ags&(VIFF TUNNELjVIFF REGISTER))280 unregister netdevie (dev);281282 dev put(dev);283 return 0;284 g� �Figure 444: IPMR - delete a vif: linux/net/ipv4/ipmr.



� �377 stati int vif add(strut viftl �vif , int mrtsok)378 f379 int vi� = vif�>vif vi� ;380 strut vif devie �v = &vif table[ vi� ℄;381 strut net devie �dev;382 strut in devie �in dev;383384 /* Is vif busy ? */385 if (VIF EXISTS(vi�))386 return �EADDRINUSE;387388 swith ( vif�>vif ags) f389 #ifdef CONFIG IP PIMSM390 ase VIFF REGISTER:391 /*392 * Speial Purpose VIF in PIM393 * All the pakets will be sent to the daemon394 */395 if (reg vif num >= 0)396 return �EADDRINUSE;397 dev = ipmr reg vif(vif ) ;398 if (! dev)399 return �ENOBUFS;400 break;401 #endif402 ase VIFF TUNNEL:403 dev = ipmr new tunnel(vif);404 if (! dev)405 return �ENOBUFS;406 break;407 ase 0:408 dev=ip dev �nd(vif�>vif ll addr.s addr);409 if (! dev)410 return �EADDRNOTAVAIL;411 dev put(dev);412 break;413 default :414 return �EINVAL;415 g� �Figure 445: IPMR - Add a VIF: linux/net/ipv4/ipmr.



� �417 if (( in dev = in dev get (dev)) == NULL)418 return �EADDRNOTAVAIL;419 in dev�>nf.m forwarding++;420 dev set allmulti (dev, +1);421 ip rt multiast event (in dev) ;422423 /*424 * Fill in the VIF strutures425 */426 v�>rate limit=vif�>vif rate limit;427 v�>loal=vif�>vif ll addr.s addr;428 v�>remote=vif�>vif rmt addr.s addr;429 v�>ags=vif�>vif ags;430 if (! mrtsok)431 v�>ags j= VIFF STATIC;432 v�>threshold=vif�>vif threshold;433 v�>bytes in = 0;434 v�>bytes out = 0;435 v�>pkt in = 0;436 v�>pkt out = 0;437 v�>link = dev�>i�ndex;438 if (v�>ags&(VIFF TUNNELjVIFF REGISTER))439 v�>link = dev�>iink;440441 /* And finish update writing ritial data */442 write lok bh(&mrt lok);443 dev hold(dev);444 v�>dev=dev;445 #ifdef CONFIG IP PIMSM446 if (v�>ags&VIFF REGISTER)447 reg vif num = vi� ;448 #endif449 if ( vi� +1 > maxvif)450 maxvif = vi�+1;451 write unlok bh(&mrt lok);452 return 0;453 g� �Figure 446: IPMR - Add a VIF: linux/net/ipv4/ipmr.



� �776 stati void mroute lean tables(strut sok �sk)777 f778 int i ;779780 /*781 * Shut down all ative vif entries782 */783 for( i=0; i<maxvif; i++) f784 if (!( vif table [ i ℄. ags&VIFF STATIC))785 vif delete ( i) ;786 g787788 /*789 * Wipe the ahe790 */791 for ( i=0;i<MFC LINES;i++) f792 strut mf ahe �, ��p;793794 p = &mf ahe array[i℄;795 while (( = �p) != NULL) f796 if (�>mf ags&MFC STATIC) f797 p = &�>next;798 ontinue;799 g800 write lok bh(&mrt lok);801 �p = �>next;802 write unlok bh(&mrt lok);803804 kmem ahe free(mrt ahep, );805 g806 g807808 if (atomi read(&ahe resolve queue len) != 0) f809 strut mf ahe �;810811 spin lok bh(&mf unres lok);812 while (mf unres queue != NULL) f813  = mf unres queue;814 mf unres queue = �>next;815 spin unlok bh(&mf unres lok);816817 ipmr destroy unres();818819 spin lok bh(&mf unres lok);820 g821 spin unlok bh(&mf unres lok);822 g823 g� �Figure 447: IPMR - leanup vifs after soket lose: linux/net/ipv4/ipmr.



� �286 /* Destroy an unresolved ahe entry, killing queued skbs287 and reporting error to netlink readers.288 */289290 stati void ipmr destroy unres(strut mf ahe �)291 f292 strut sk bu� �skb;293294 atomi de(&ahe resolve queue len);295296 while((skb=skb dequeue(&�>mf un.unres.unresolved))) f297 #ifdef CONFIG RTNETLINK298 if (skb�>nh.iph�>version == 0) f299 strut nlmsghdr �nlh = (strut nlmsghdr �)skb pull(skb, sizeof(strut iphdr)) ;300 nlh�>nlmsg type = NLMSG ERROR;301 nlh�>nlmsg len = NLMSG LENGTH(sizeof(strut nlmsgerr));302 skb trim(skb, nlh�>nlmsg len);303 (( strut nlmsgerr�)NLMSG DATA(nlh))�>error = �ETIMEDOUT;304 netlink uniast ( rtnl , skb, NETLINK CB(skb).dst pid,MSG DONTWAIT);305 g else306 #endif307 kfree skb(skb);308 g309310 kmem ahe free(mrt ahep, );311 g� �Figure 448: IPMR - Destroy stale ahe entry: linux/net/ipv4/ipmr.



� �314 /* Single timer proess for all the unresolved queue. */315316 void ipmr expire proess(unsigned long dummy)317 f318 unsigned long now;319 unsigned long expires ;320 strut mf ahe �, ��p;321322 if (! spin trylok(&mf unres lok)) f323 mod timer(&ipmr expire timer, jiÆes+HZ/10);324 return;325 g326327 if (atomi read(&ahe resolve queue len) == 0)328 goto out;329330 now = jiÆes ;331 expires = 10�HZ;332 p = &mf unres queue;333334 while ((=�p) != NULL) f335 long interval = �>mf un.unres.expires � now;336337 if ( interval > 0) f338 if ( interval < expires)339 expires = interval ;340 p = &�>next;341 ontinue;342 g343344 �p = �>next;345346 ipmr destroy unres();347 g348349 if (atomi read(&ahe resolve queue len))350 mod timer(&ipmr expire timer, jiÆes + expires) ;351352 out:353 spin unlok(&mf unres lok);354 g� �Figure 449: IPMR - Timer proess: linux/net/ipv4/ipmr.



� �356 /* Fill oifs list. It is alled under write loked mrt_lok. */357358 stati void ipmr update threshoulds(strut mf ahe �ahe, unsigned har �ttls)359 f360 int vi� ;361362 ahe�>mf un.res.minvif = MAXVIFS;363 ahe�>mf un.res.maxvif = 0;364 memset(ahe�>mf un.res.ttls, 255, MAXVIFS);365366 for ( vi� =0; vi�<maxvif; vi�++) f367 if (VIF EXISTS(vi�) && ttls[vi�℄ && ttls[ vi� ℄ < 255) f368 ahe�>mf un.res.ttls[ vi� ℄ = ttls [ vi� ℄;369 if (ahe�>mf un.res.minvif > vi�)370 ahe�>mf un.res.minvif = vi�;371 if (ahe�>mf un.res.maxvif <= vi�)372 ahe�>mf un.res.maxvif = vi� + 1;373 g374 g375 g� �Figure 450: IPMR - update output interfae lists: linux/net/ipv4/ipmr.



� �455 stati strut mf ahe �ipmr ahe �nd( u32 origin , u32 mastgrp)456 f457 int line=MFC HASH(mastgrp,origin);458 strut mf ahe �;459460 for (=mf ahe array[line ℄;  ;  = �>next) f461 if (�>mf origin==origin && �>mf mastgrp==mastgrp)462 break;463 g464 return ;465 g466467 /*468 * Alloate a multiast ahe entry469 */470 stati strut mf ahe �ipmr ahe allo(void)471 f472 strut mf ahe �=kmem ahe allo(mrt ahep, GFP KERNEL);473 if (==NULL)474 return NULL;475 memset(, 0, sizeof (�)) ;476 �>mf un.res.minvif = MAXVIFS;477 return ;478 g479480 stati strut mf ahe �ipmr ahe allo unres(void)481 f482 strut mf ahe �=kmem ahe allo(mrt ahep, GFP ATOMIC);483 if (==NULL)484 return NULL;485 memset(, 0, sizeof (�)) ;486 skb queue head init(&�>mf un.unres.unresolved);487 �>mf un.unres.expires = jiÆes + 10�HZ;488 return ;489 g� �Figure 451: IPMR - alloate ahe entries: linux/net/ipv4/ipmr.



� �491 /*492 * A ahe entry has gone into a resolved state from queued493 */494495 stati void ipmr ahe resolve(strut mf ahe �u, strut mf ahe �)496 f497 strut sk bu� �skb;498499 /*500 * Play the pending entries through our router501 */502503 while((skb= skb dequeue(&u�>mf un.unres.unresolved))) f504 #ifdef CONFIG RTNETLINK505 if (skb�>nh.iph�>version == 0) f506 int err ;507 strut nlmsghdr �nlh = (strut nlmsghdr �)skb pull(skb, sizeof(strut iphdr)) ;508509 if ( ipmr �ll mroute(skb,  , NLMSG DATA(nlh)) > 0) f510 nlh�>nlmsg len = skb�>tail � (u8�)nlh;511 g else f512 nlh�>nlmsg type = NLMSG ERROR;513 nlh�>nlmsg len = NLMSG LENGTH(sizeof(strutnlmsgerr));514 skb trim(skb, nlh�>nlmsg len);515 (( strut nlmsgerr�)NLMSG DATA(nlh))�>error = �EMSGSIZE;516 g517 err = netlink uniast( rtnl , skb, NETLINK CB(skb).dst pid,MSG DONTWAIT);518 g else519 #endif520 ip mr forward(skb,  , 0) ;521 g522 g� �Figure 452: IPMR - resolve ahe entries: linux/net/ipv4/ipmr.



� �524 /*525 * Boune a ahe query up to mrouted. We ould use netlink for this butmrouted526 * expets the following bizarre sheme.527 *528 * Called under mrt_lok.529 */530531 stati int ipmr ahe report(strut sk bu� �pkt, vi� t vi� , int assert )532 f533 strut sk bu� �skb;534 int ihl = pkt�>nh.iph�>ihl<<2;535 strut igmphdr �igmp;536 strut igmpmsg �msg;537 int ret ;538539 #ifdef CONFIG IP PIMSM540 if ( assert == IGMPMSG WHOLEPKT)541 skb = skb reallo headroom(pkt, sizeof(strut iphdr)) ;542 else543 #endif544 skb = allo skb(128, GFP ATOMIC);545546 if (! skb)547 return �ENOBUFS;548549 #ifdef CONFIG IP PIMSM550 if ( assert == IGMPMSG WHOLEPKT) f551 /* Ugly, but we have no hoie with this interfae.552 Dupliate old header, fix ihl, length et.553 And all this only to mangle msg->im_msgtype and554 to set msg->im_mbz to "mbz" :-)555 */556 msg = (strut igmpmsg�)skb push(skb, sizeof(strut iphdr));557 skb�>nh.raw = skb�>h.raw = (u8�)msg;558 mempy(msg, pkt�>nh.raw, sizeof(strut iphdr));559 msg�>im msgtype = IGMPMSG WHOLEPKT;560 msg�>im mbz = 0;561 msg�>im vif = reg vif num;562 skb�>nh.iph�>ihl = sizeof(strut iphdr) >> 2;563 skb�>nh.iph�>tot len = htons(ntohs(pkt�>nh.iph�>tot len) + sizeof(strut iphdr));564 g else565 #endif� �Figure 453: IPMR - multiast route ahe query passed up to mrouted:linux/net/ipv4/ipmr.



� �566 f567568 /*569 * Copy the IP header570 */571572 skb�>nh.iph = (strut iphdr �)skb put(skb, ihl);573 mempy(skb�>data,pkt�>data,ihl);574 skb�>nh.iph�>protool = 0; /* Flag to the kernel this isa route add */575 msg = (strut igmpmsg�)skb�>nh.iph;576 msg�>im vif = vi�;577 skb�>dst = dst lone(pkt�>dst);578579 /*580 * Add our header581 */582583 igmp=(strut igmphdr �)skb put(skb,sizeof(strut igmphdr));584 igmp�>type =585 msg�>im msgtype = assert;586 igmp�>ode = 0;587 skb�>nh.iph�>tot len=htons(skb�>len); /* Fix the length */588 skb�>h.raw = skb�>nh.raw;589 g590591 if (mroute soket == NULL) f592 kfree skb(skb);593 return �EINVAL;594 g595596 /*597 * Deliver to mrouted598 */599 if (( ret=sok queue rv skb(mroute soket,skb))<0) f600 if ( net ratelimit ())601 printk(KERN WARNING "mroute: pending queue full, droppingentries.nn");602 kfree skb(skb);603 g604605 return ret ;606 g� �Figure 454: IPMR - multiast route ahe query passed up to mrouted:linux/net/ipv4/ipmr.



� �612 stati int613 ipmr ahe unresolved( vi� t vi� , strut sk bu� �skb)614 f615 int err ;616 strut mf ahe �;617618 spin lok bh(&mf unres lok);619 for (=mf unres queue; ; =�>next) f620 if (�>mf mastgrp == skb�>nh.iph�>daddr &&621 �>mf origin == skb�>nh.iph�>saddr)622 break;623 g624625 if ( == NULL) f626 /*627 * Create a new entry if allowable628 */629630 if (atomi read(&ahe resolve queue len)>=10 jj631 (=ipmr ahe allo unres())==NULL) f632 spin unlok bh(&mf unres lok);633634 kfree skb(skb);635 return �ENOBUFS;636 g637638 /*639 * Fill in the new ahe entry640 */641 �>mf parent=�1;642 �>mf origin=skb�>nh.iph�>saddr;643 �>mf mastgrp=skb�>nh.iph�>daddr;� �Figure 455: IPMR - queue a paket to send awaiting resolution:linux/net/ipv4/ipmr.



� �645 /*646 * Reflet first query at mrouted.647 */648 if (( err = ipmr ahe report(skb, vi� , IGMPMSG NOCACHE))<0) f649 /* If the report failed throw the ahe entry650 out - Brad Parker651 */652 spin unlok bh(&mf unres lok);653654 kmem ahe free(mrt ahep, );655 kfree skb(skb);656 return err ;657 g658659 atomi in(&ahe resolve queue len);660 �>next = mf unres queue;661 mf unres queue = ;662663 mod timer(&ipmr expire timer, �>mf un.unres.expires);664 g� �Figure 456: IPMR - queue a paket to send awaiting resolution:linux/net/ipv4/ipmr.



� �666 /*667 * See if we an append the paket668 */669 if (�>mf un.unres.unresolved.qlen>3) f670 kfree skb(skb);671 err = �ENOBUFS;672 g else f673 skb queue tail(&�>mf un.unres.unresolved,skb);674 err = 0;675 g676677 spin unlok bh(&mf unres lok);678 return err ;679 g� �Figure 457: IPMR - queue a paket to send awaiting resolution:linux/net/ipv4/ipmr.



� �685 int ipmr mf delete(strut mftl �mf)686 f687 int line ;688 strut mf ahe �, ��p;689690 line=MFC HASH(mf�>mf mastgrp.s addr, mf�>mf origin.s addr);691692 for (p=&mf ahe array[line℄; (=�p) != NULL; p = &�>next) f693 if (�>mf origin == mf�>mf origin.s addr &&694 �>mf mastgrp == mf�>mf mastgrp.s addr) f695 write lok bh(&mrt lok);696 �p = �>next;697 write unlok bh(&mrt lok);698699 kmem ahe free(mrt ahep, );700 return 0;701 g702 g703 return �ENOENT;704 g� �Figure 458: IPMR - user spae alls MFC delete: linux/net/ipv4/ipmr.



� �706 int ipmr mf add(strut mftl �mf, int mrtsok)707 f708 int line ;709 strut mf ahe �u, �, ��p;710711 line=MFC HASH(mf�>mf mastgrp.s addr, mf�>mf origin.s addr);712713 for (p=&mf ahe array[line℄; (=�p) != NULL; p = &�>next) f714 if (�>mf origin == mf�>mf origin.s addr &&715 �>mf mastgrp == mf�>mf mastgrp.s addr)716 break;717 g718719 if ( != NULL) f720 write lok bh(&mrt lok);721 �>mf parent = mf�>mf parent;722 ipmr update threshoulds(, mf�>mf ttls);723 if (! mrtsok)724 �>mf ags j= MFC STATIC;725 write unlok bh(&mrt lok);726 return 0;727 g728729 if (!MULTICAST(mf�>mf mastgrp.s addr))730 return �EINVAL;731732 =ipmr ahe allo();733 if (==NULL)734 return �ENOMEM;735736 �>mf origin=mf�>mf origin.s addr;737 �>mf mastgrp=mf�>mf mastgrp.s addr;738 �>mf parent=mf�>mf parent;739 ipmr update threshoulds(, mf�>mf ttls);740 if (! mrtsok)741 �>mf ags j= MFC STATIC;742743 write lok bh(&mrt lok);744 �>next = mf ahe array[line℄;745 mf ahe array[ line ℄ = ;746 write unlok bh(&mrt lok);� �Figure 459: IPMR - user spae alls MFC add: linux/net/ipv4/ipmr.



� �748 /*749 * Chek to see if we resolved a queued list. If so we750 * need to send on the frames and tidy up.751 */752 spin lok bh(&mf unres lok);753 for (p = &mf unres queue; (u=�p) != NULL;754 p = &u�>next) f755 if (u�>mf origin == �>mf origin &&756 u�>mf mastgrp == �>mf mastgrp) f757 �p = u�>next;758 if (atomi de and test(&ahe resolve queue len))759 del timer(&ipmr expire timer);760 break;761 g762 g763 spin unlok bh(&mf unres lok);764765 if (u) f766 ipmr ahe resolve(u , ) ;767 kmem ahe free(mrt ahep, u);768 g769 return 0;770 g� �Figure 460: IPMR - user spae alls MFC add: linux/net/ipv4/ipmr.



� �825 stati void mrtsok destrut(strut sok �sk)826 f827 rtnl lok () ;828 if (sk == mroute soket) f829 ipv4 devonf.m forwarding��;830831 write lok bh(&mrt lok);832 mroute soket=NULL;833 write unlok bh(&mrt lok);834835 mroute lean tables(sk) ;836 g837 rtnl unlok () ;838 g� �Figure 461: IPMR - mrouted soket dies: linux/net/ipv4/ipmr.



� �840 /*841 * Soket options and virtual interfae manipulation. The whole842 * virtual interfae system is a omplete heap, but unfortunately843 * that's how BSD mrouted happens to think. Maybe one day with a proper844 * MOSPF/PIM router set up we an lean this up.845 */846847 int ip mroute setsokopt(strut sok �sk, int optname,har �optval,int optlen)848 f849 int ret ;850 strut viftl vif ;851 strut mftl mf;852853 if (optname!=MRT INIT)854 f855 if (sk!=mroute soket && !apable(CAP NET ADMIN))856 return �EACCES;857 g858859 swith(optname)860 f861 ase MRT INIT:862 if (sk�>type!=SOCK RAW jj sk�>num!=IPPROTO IGMP)863 return �EOPNOTSUPP;864 if (optlen!=sizeof( int))865 return �ENOPROTOOPT;866867 rtnl lok () ;868 if (mroute soket) f869 rtnl unlok () ;870 return �EADDRINUSE;871 g872873 ret = ip ra ontrol (sk , 1, mrtsok destrut);874 if ( ret == 0) f875 write lok bh(&mrt lok);876 mroute soket=sk;877 write unlok bh(&mrt lok);878879 ipv4 devonf.m forwarding++;880 g881 rtnl unlok () ;882 return ret ;883 ase MRT DONE:884 if (sk!=mroute soket)885 return �EACCES;886 return ip ra ontrol (sk , 0, NULL);� �Figure 462: IPMR - setsokopt entry handler: linux/net/ipv4/ipmr.



� �887 ase MRT ADD VIF:888 ase MRT DEL VIF:889 if (optlen!=sizeof( vif ))890 return �EINVAL;891 if (opy from user(&vif,optval, sizeof ( vif )))892 return �EFAULT;893 if ( vif . vif vi� >= MAXVIFS)894 return �ENFILE;895 rtnl lok () ;896 if (optname==MRT ADD VIF) f897 ret = vif add(&vif , sk==mroute soket);898 g else f899 ret = vif delete ( vif . vif vi� ) ;900 g901 rtnl unlok () ;902 return ret ;903904 /*905 * Manipulate the forwarding ahes. These live906 * in a sort of kernel/user symbiosis.907 */908 ase MRT ADD MFC:909 ase MRT DEL MFC:910 if (optlen!=sizeof(mf))911 return �EINVAL;912 if (opy from user(&mf,optval, sizeof(mf)))913 return �EFAULT;914 rtnl lok () ;915 if (optname==MRT DEL MFC)916 ret = ipmr mf delete(&mf);917 else918 ret = ipmr mf add(&mf, sk==mroute soket);919 rtnl unlok () ;920 return ret ;921 /*922 * Control PIM assert.923 */924 ase MRT ASSERT:925 f926 int v;927 if (get user(v,( int �)optval))928 return �EFAULT;929 mroute do assert=(v)?1:0;930 return 0;931 g� �Figure 463: IPMR - setsokopt entry handler: linux/net/ipv4/ipmr.



� �932 #ifdef CONFIG IP PIMSM933 ase MRT PIM:934 f935 int v;936 if (get user(v,( int �)optval))937 return �EFAULT;938 v = (v)?1:0;939 rtnl lok () ;940 if (v != mroute do pim) f941 mroute do pim = v;942 mroute do assert = v;943 #ifdef CONFIG IP PIMSM V2944 if (mroute do pim)945 inet add protool(&pim protool);946 else947 inet del protool (&pim protool);948 #endif949 g950 rtnl unlok () ;951 return 0;952 g953 #endif954 /*955 * Spurious ommand, or MRT_VERSION whih you annot956 * set.957 */958 default :959 return �ENOPROTOOPT;960 g961 g� �Figure 464: IPMR - setsokopt entry handler: linux/net/ipv4/ipmr.



� �967 int ip mroute getsokopt(strut sok �sk, int optname,har �optval,int �optlen)968 f969 int olr ;970 int val ;971972 if (optname!=MRT VERSION &&973 #ifdef CONFIG IP PIMSM974 optname!=MRT PIM &&975 #endif976 optname!=MRT ASSERT)977 return �ENOPROTOOPT;978979 if (get user(olr , optlen))980 return �EFAULT;981982 olr=min(olr,sizeof( int)) ;983 if ( olr<0)984 return �EINVAL;985986 if (put user(olr ,optlen))987 return �EFAULT;988 if (optname==MRT VERSION)989 val=0x0305;990 #ifdef CONFIG IP PIMSM991 else if (optname==MRT PIM)992 val=mroute do pim;993 #endif994 else995 val=mroute do assert;996 if (opy to user(optval,&val, olr))� �Figure 465: IPMR - getsokopt entry handler: linux/net/ipv4/ipmr.



� �1002 � The IP multiast iotl support routines.1003 �/10041005 int ipmr iotl (strut sok �sk , int md, unsigned long arg)1006 f1007 strut sio sg req sr ;1008 strut sio vif req vr;1009 strut vif devie �vif ;1010 strut mf ahe �;10111012 swith(md)1013 f1014 ase SIOCGETVIFCNT:1015 if (opy from user(&vr,(void �)arg, sizeof (vr)))1016 return �EFAULT;1017 if (vr. vi�>=maxvif)1018 return �EINVAL;1019 read lok(&mrt lok);1020 vif=&vif table[vr. vi� ℄;1021 if (VIF EXISTS(vr.vi�)) f1022 vr.iount=vif�>pkt in;1023 vr.oount=vif�>pkt out;1024 vr. ibytes=vif�>bytes in;1025 vr.obytes=vif�>bytes out;1026 read unlok(&mrt lok);10271028 if (opy to user((void �)arg,&vr, sizeof (vr)))1029 return �EFAULT;1030 return 0;1031 g1032 read unlok(&mrt lok);1033 return �EADDRNOTAVAIL;1034 ase SIOCGETSGCNT:1035 if (opy from user(&sr,(void �)arg, sizeof (sr)))1036 return �EFAULT;10371038 read lok(&mrt lok);1039  = ipmr ahe �nd(sr. sr .s addr , sr .grp.s addr);1040 if () f1041 sr .pktnt = �>mf un.res.pkt;1042 sr .bytent = �>mf un.res.bytes;1043 sr .wrong if = �>mf un.res.wrong if;1044 read unlok(&mrt lok);10451046 if (opy to user((void �)arg,&sr, sizeof (sr)))1047 return �EFAULT;1048 return 0;1049 g1050 read unlok(&mrt lok);1051 return �EADDRNOTAVAIL;1052 default :� �Figure 466: IPMR - : linux/net/ipv4/ipmr.



� �1076 01077 g;10781079 /*1080 * Enapsulate a paket by attahing a valid IPIP header to it.1081 * This avoids tunnel drivers and other mess and gives us the speed so1082 * important for multiast video.1083 */10841085 stati void ip enap(strut sk bu� �skb, u32 saddr, u32 daddr)1086 f1087 strut iphdr �iph = (strut iphdr �)skb push(skb,sizeof(strut iphdr)) ;10881089 iph�>version = 4;1090 iph�>tos = skb�>nh.iph�>tos;1091 iph�>ttl = skb�>nh.iph�>ttl;1092 iph�>frag o� = 0;1093 iph�>daddr = daddr;1094 iph�>saddr = saddr;1095 iph�>protool = IPPROTO IPIP;1096 iph�>ihl = 5;1097 iph�>tot len = htons(skb�>len);1098 ip selet ident (iph , skb�>dst, NULL);1099 ip send hek(iph) ;11001101 skb�>h.ipiph = skb�>nh.iph;1102 skb�>nh.iph = iph;1103 #ifdef CONFIG NETFILTER1104 nf onntrak put(skb�>nft);� �Figure 467: IPMR - transmit enapsualted: linux/net/ipv4/ipmr.



� �1106 #endif1107 g11081109 stati inline int ipmr forward �nish(strut sk bu� �skb)1110 f1111 strut dst entry �dst = skb�>dst;11121113 if (skb�>len <= dst�>pmtu)1114 return dst�>output(skb);� �Figure 468: IPMR - �nish forwarding: linux/net/ipv4/ipmr.



� �1116 return ip fragment(skb, dst�>output);1117 g11181119 /*1120 * Proessing handlers for ipmr_forward1121 */11221123 stati void ipmr queue xmit(strut sk bu� �skb, strut mf ahe �,1124 int vi� , int last )1125 f1126 strut iphdr �iph = skb�>nh.iph;1127 strut vif devie �vif = &vif table[ vi� ℄;1128 strut net devie �dev;1129 strut rtable �rt ;1130 int enap = 0;1131 strut sk bu� �skb2;11321133 if ( vif�>dev == NULL)1134 return;11351136 #ifdef CONFIG IP PIMSM1137 if ( vif�>ags & VIFF REGISTER) f1138 vif�>pkt out++;1139 vif�>bytes out+=skb�>len;1140 (( strut net devie stats �) vif�>dev�>priv)�>tx bytes += skb�>len;1141 (( strut net devie stats �) vif�>dev�>priv)�>tx pakets++;1142 ipmr ahe report(skb, vi� , IGMPMSG WHOLEPKT);� �Figure 469: IPMR - transmission handler: linux/net/ipv4/ipmr.



� �1144 g1145 #endif11461147 if ( vif�>ags&VIFF TUNNEL) f1148 if ( ip route output(&rt, vif�>remote, vif�>loal, RT TOS(iph�>tos),vif�>link))1149 return;1150 enap = sizeof(strut iphdr);1151 g else f1152 if ( ip route output(&rt, iph�>daddr, 0, RT TOS(iph�>tos), vif�>link))1153 return;1154 g11551156 dev = rt�>u.dst.dev;11571158 if (skb�>len+enap > rt�>u.dst.pmtu && (ntohs(iph�>frag o�) & IP DF)) f1159 /* Do not fragment multiasts. Alas, IPv4 does not1160 allow to send ICMP, so that pakets will disappear1161 to blakhole.1162 */11631164 IP INC STATS BH(IpFragFails);1165 ip rt put (rt) ;1166 return;1167 g11681169 enap += dev�>hard header len;11701171 if (skb headroom(skb) < enap jj skb loned(skb) jj ! last )1172 skb2 = skb reallo headroom(skb, (enap + 15)&~15);1173 else if (atomi read(&skb�>users) != 1)1174 skb2 = skb lone(skb, GFP ATOMIC);1175 else f1176 atomi in(&skb�>users);1177 skb2 = skb;1178 g11791180 if (skb2 == NULL) f� �Figure 470: IPMR - transmission handler: linux/net/ipv4/ipmr.



� �1182 return;1183 g11841185 vif�>pkt out++;1186 vif�>bytes out+=skb�>len;11871188 dst release (skb2�>dst);1189 skb2�>dst = &rt�>u.dst;1190 iph = skb2�>nh.iph;1191 ip derease ttl (iph);11921193 /* FIXME: forward and output firewalls used to be alled here.1194 * What do we do with netfilter? -- RR */1195 if ( vif�>ags & VIFF TUNNEL) f1196 ip enap(skb2, vif�>loal, vif�>remote);1197 /* FIXME: extra output firewall step used to be here. --RR */1198 (( strut ip tunnel �) vif�>dev�>priv)�>stat.tx pakets++;1199 (( strut ip tunnel �) vif�>dev�>priv)�>stat.tx bytes+=skb2�>len;1200 g12011202 IPCB(skb2)�>ags j= IPSKB FORWARDED;12031204 /*1205 * RFC1584 teahes, that DVMRP/PIM router must deliver pakets loally1206 * not only before forwarding, but after forwarding on all output1207 * interfaes. It is lear, if mrouter runs a multiasting1208 * program, it should reeive pakets not depending to what interfae1209 * program is joined.1210 * If we will not make it, the program will have to join on all1211 * interfaes. On the other hand, multihoming host (or router, but1212 * not mrouter) annot join to more than one interfae - it will1213 * result in reeiving multiple pakets.1214 */� �Figure 471: IPMR - transmission handler: linux/net/ipv4/ipmr.



� �1216 ipmr forward �nish) ;1217 g12181219 int ipmr �nd vif (strut net devie �dev)1220 f1221 int t ;1222 for ( t=maxvif�1; t>=0; t��) f1223 if ( vif table [t ℄. dev == dev)1224 break;� �Figure 472: IPMR - �nd a vif by devie: linux/net/ipv4/ipmr.



� �1226 return t ;1227 g12281229 /* "loal" means that we should preserve one skb (for loal delivery) */12301231 int ip mr forward(strut sk bu� �skb, strut mf ahe �ahe, int loal )1232 f1233 int psend = �1;1234 int vif , t ;12351236 vif = ahe�>mf parent;1237 ahe�>mf un.res.pkt++;1238 ahe�>mf un.res.bytes += skb�>len;12391240 /*1241 * Wrong interfae: drop paket and (maybe) send PIM assert.1242 */1243 if ( vif table [ vif ℄. dev != skb�>dev) f1244 int true vi� ;12451246 if ((( strut rtable�)skb�>dst)�>key.iif == 0) f1247 /* It is our own paket, looped bak.1248 Very ompliated situation...12491250 The best workaround until routing daemons will be1251 fixed is not to redistribute paket, if it was1252 send through wrong interfae. It means, that1253 multiast appliations WILL NOT work for1254 (S,G), whih have default multiast route pointing1255 to wrong oif. In any ase, it is not a good1256 idea to use multiasting appliations on router.1257 */1258 goto dont forward;1259 g12601261 ahe�>mf un.res.wrong if++;1262 true vi� = ipmr �nd vif (skb�>dev);12631264 if ( true vi� >= 0 && mroute do assert &&1265 /* pimsm uses asserts, when swithing from RPT to SPT,1266 so that we annot hek that paket arrived on an oif.1267 It is bad, but otherwise we would need to move pretty1268 large hunk of pimd to kernel. Ough... --ANK1269 */1270 (mroute do pim jj ahe�>mf un.res.ttls[ true vi� ℄ < 255) &&1271 jiÆes � ahe�>mf un.res.last assert > MFC ASSERT THRESH) f1272 ahe�>mf un.res.last assert = jiÆes ;1273 ipmr ahe report(skb, true vi� , IGMPMSG WRONGVIF);� �Figure 473: IPMR - forwarding: linux/net/ipv4/ipmr.



� �1275 goto dont forward;1276 g12771278 vif table [ vif ℄. pkt in++;1279 vif table [ vif ℄. bytes in+=skb�>len;12801281 /*1282 * Forward the frame1283 */1284 for ( t = ahe�>mf un.res.maxvif�1; t >= ahe�>mf un.res.minvif; t��)f1285 if (skb�>nh.iph�>ttl > ahe�>mf un.res.ttls[t℄) f1286 if (psend != �1)1287 ipmr queue xmit(skb, ahe, psend, 0);1288 psend=t;1289 g1290 g1291 if (psend != �1)1292 ipmr queue xmit(skb, ahe, psend, ! loal ) ;12931294 dont forward:1295 if (! loal )� �Figure 474: IPMR - forwarding: linux/net/ipv4/ipmr.



� �1298 g129913001301 /*1302 * Multiast pakets for forwarding arrive here1303 */13041305 int ip mr input(strut sk bu� �skb)1306 f1307 strut mf ahe �ahe;1308 int loal = ((strut rtable�)skb�>dst)�>rt ags&RTCF LOCAL;13091310 /* Paket is looped bak after forward, it should not be1311 forwarded seond time, but still an be delivered loally.1312 */1313 if (IPCB(skb)�>ags&IPSKB FORWARDED)1314 goto dont forward;13151316 if (! loal ) f1317 if (IPCB(skb)�>opt.router alert) f1318 if ( ip all ra hain (skb))1319 return 0;1320 g else if (skb�>nh.iph�>protool == IPPROTO IGMP)f1321 /* IGMPv1 (and broken IGMPv2 implementations sort of1322 Ciso IOS <= 11.2(8)) do not put router alert1323 option to IGMP pakets destined to routable1324 groups. It is very bad, beause it means1325 that we an forward NO IGMP messages.1326 */1327 read lok(&mrt lok);1328 if (mroute soket) f1329 raw rv(mroute soket, skb);1330 read unlok(&mrt lok);1331 return 0;1332 g� �Figure 475: IPMR - handle multiast pakets to be forwarded:linux/net/ipv4/ipmr.



� �1334 g1335 g13361337 read lok(&mrt lok);1338 ahe = ipmr ahe �nd(skb�>nh.iph�>saddr, skb�>nh.iph�>daddr);13391340 /*1341 * No usable ahe entry1342 */1343 if (ahe==NULL) f1344 int vif ;13451346 if ( loal ) f1347 strut sk bu� �skb2 = skb lone(skb, GFP ATOMIC);1348 ip loal deliver (skb);1349 if (skb2 == NULL) f1350 read unlok(&mrt lok);1351 return �ENOBUFS;1352 g1353 skb = skb2;1354 g13551356 vif = ipmr �nd vif (skb�>dev);1357 if ( vif >= 0) f1358 int err = ipmr ahe unresolved(vif, skb);1359 read unlok(&mrt lok);13601361 return err ;1362 g1363 read unlok(&mrt lok);1364 kfree skb(skb);1365 return �ENODEV;1366 g13671368 ip mr forward(skb, ahe, loal ) ;13691370 read unlok(&mrt lok);13711372 if ( loal )1373 return ip loal deliver (skb);13741375 return 0;13761377 dont forward:1378 if ( loal )1379 return ip loal deliver (skb);� �Figure 476: IPMR - handle multiast pakets to be forwarded:linux/net/ipv4/ipmr.



� �1381 return 0;1382 g13831384 #ifdef CONFIG IP PIMSM V11385 /*1386 * Handle IGMP messages of PIMv11387 */13881389 int pim rv v1(strut sk bu� � skb)1390 f1391 strut igmphdr �pim = (strut igmphdr�)skb�>h.raw;1392 strut iphdr �enap;1393 strut net devie �reg dev = NULL;13941395 if ( skb is nonlinear (skb)) f1396 if ( skb linearize (skb, GFP ATOMIC) != 0) f1397 kfree skb(skb);1398 return �ENOMEM;1399 g1400 pim = (strut igmphdr�)skb�>h.raw;1401 g14021403 if (! mroute do pim jj1404 skb�>len < sizeof(�pim) + sizeof(�enap) jj1405 pim�>group != PIM V1 VERSION jj pim�>ode != PIM V1 REGISTER) f1406 kfree skb(skb);1407 return �EINVAL;1408 g14091410 enap = (strut iphdr�)(skb�>h.raw + sizeof(strut igmphdr));1411 /*� �Figure 477: IPMR - PIM v1 input handler: linux/net/ipv4/ipmr.



� �1413 a . paket is really destinted to a multiast group1414 b. paket is not a NULL�REGISTER1415  . paket is not trunated1416 �/1417 if (!MULTICAST(enap�>daddr) jj1418 ntohs(enap�>tot len) == 0 jj1419 ntohs(enap�>tot len) + sizeof(�pim) > skb�>len) f1420 kfree skb(skb);1421 return �EINVAL;1422 g14231424 read lok(&mrt lok);1425 if (reg vif num >= 0)1426 reg dev = vif table [reg vif num℄.dev;1427 if (reg dev)1428 dev hold(reg dev);1429 read unlok(&mrt lok);14301431 if (reg dev == NULL) f1432 kfree skb(skb);1433 return �EINVAL;1434 g14351436 skb�>ma.raw = skb�>nh.raw;1437 skb pull(skb, (u8�)enap � skb�>data);1438 skb�>nh.iph = (strut iphdr �)skb�>data;1439 skb�>dev = reg dev;1440 memset(&(IPCB(skb)�>opt), 0, sizeof(strut ip options));1441 skb�>protool = onstant htons(ETH P IP);1442 skb�>ip summed = 0;1443 skb�>pkt type = PACKET HOST;1444 dst release (skb�>dst);� �Figure 478: IPMR - PIM v1 input handler: linux/net/ipv4/ipmr.



� �1447 (( strut net devie stats �)reg dev�>priv)�>rx pakets++;1448 #ifdef CONFIG NETFILTER1449 nf onntrak put(skb�>nft);1450 skb�>nft = NULL;1451 #endif1452 netif rx (skb);1453 dev put(reg dev);1454 return 0;1455 g1456 #endif14571458 #ifdef CONFIG IP PIMSM V21459 int pim rv(strut sk bu� � skb)1460 f1461 strut pimreghdr �pim = (strut pimreghdr�)skb�>h.raw;1462 strut iphdr �enap;1463 strut net devie �reg dev = NULL;14641465 if ( skb is nonlinear (skb)) f1466 if ( skb linearize (skb, GFP ATOMIC) != 0) f1467 kfree skb(skb);1468 return �ENOMEM;1469 g1470 pim = (strut pimreghdr�)skb�>h.raw;� �Figure 479: IPMR - PIM v2 input handler: linux/net/ipv4/ipmr.



� �14721473 if (skb�>len < sizeof(�pim) + sizeof(�enap) jj1474 pim�>type != ((PIM VERSION<<4)j(PIM REGISTER)) jj1475 (pim�>ags&PIM NULL REGISTER) jj1476 (ip ompute sum((void �)pim, sizeof(�pim)) != 0 &&1477 ip ompute sum((void �)pim, skb�>len))) f1478 kfree skb(skb);1479 return �EINVAL;1480 g14811482 /* hek if the inner paket is destined to mast group */1483 enap = (strut iphdr�)(skb�>h.raw + sizeof(strut pimreghdr));1484 if (!MULTICAST(enap�>daddr) jj1485 ntohs(enap�>tot len) == 0 jj1486 ntohs(enap�>tot len) + sizeof(�pim) > skb�>len) f1487 kfree skb(skb);1488 return �EINVAL;1489 g14901491 read lok(&mrt lok);1492 if (reg vif num >= 0)1493 reg dev = vif table [reg vif num℄.dev;1494 if (reg dev)1495 dev hold(reg dev);1496 read unlok(&mrt lok);14971498 if (reg dev == NULL) f1499 kfree skb(skb);1500 return �EINVAL;1501 g15021503 skb�>ma.raw = skb�>nh.raw;� �Figure 480: IPMR - PIM v2 input handler: linux/net/ipv4/ipmr.



� �1508 skb�>protool = onstant htons(ETH P IP);1509 skb�>ip summed = 0;1510 skb�>pkt type = PACKET HOST;1511 dst release (skb�>dst);1512 (( strut net devie stats �)reg dev�>priv)�>rx bytes += skb�>len;1513 (( strut net devie stats �)reg dev�>priv)�>rx pakets++;1514 skb�>dst = NULL;1515 #ifdef CONFIG NETFILTER1516 nf onntrak put(skb�>nft);1517 skb�>nft = NULL;1518 #endif1519 netif rx (skb);1520 dev put(reg dev);1521 return 0;1522 g1523 #endif15241525 #ifdef CONFIG RTNETLINK15261527 stati int1528 ipmr �ll mroute (strut sk bu� �skb, strut mf ahe �, strut rtmsg �rtm)1529 f1530 int t ;1531 strut rtnexthop �nhp;1532 strut net devie �dev = vif table [�>mf parent℄.dev;1533 u8 �b = skb�>tail;1534 strut rtattr �mp head;15351536 if (dev)1537 RTA PUT(skb, RTA IIF, 4, &dev�>i�ndex);15381539 mp head = (strut rtattr�)skb put(skb, RTA LENGTH(0));15401541 for ( t = �>mf un.res.minvif; t < �>mf un.res.maxvif; t++) f� �Figure 481: IPMR - RT Netlink �ll route: linux/net/ipv4/ipmr.



� �1543 if (skb tailroom(skb) < RTA ALIGN(RTA ALIGN(sizeof(�nhp))+ 4))1544 goto rtattr failure ;1545 nhp = (strut rtnexthop�)skb put(skb, RTA ALIGN(sizeof(�nhp)));1546 nhp�>rtnh ags = 0;1547 nhp�>rtnh hops = �>mf un.res.ttls[t℄;1548 nhp�>rtnh i�ndex = vif table[t℄.dev�>i�ndex;1549 nhp�>rtnh len = sizeof(�nhp);1550 g1551 g1552 mp head�>rta type = RTA MULTIPATH;1553 mp head�>rta len = skb�>tail � (u8�)mp head;1554 rtm�>rtm type = RTN MULTICAST;1555 return 1;15561557 rtattr failure :1558 skb trim(skb, b � skb�>data);1559 return �EMSGSIZE;1560 g15611562 int ipmr get route(strut sk bu� �skb, strut rtmsg �rtm, int nowait)1563 f1564 int err ;1565 strut mf ahe �ahe;1566 strut rtable �rt = (strut rtable�)skb�>dst;15671568 read lok(&mrt lok);1569 ahe = ipmr ahe �nd(rt�>rt sr, rt�>rt dst);15701571 if (ahe==NULL) f1572 strut net devie �dev;1573 int vif ;15741575 if (nowait) f1576 read unlok(&mrt lok);1577 return �EAGAIN;1578 g15791580 dev = skb�>dev;1581 if (dev == NULL jj (vif = ipmr �nd vif(dev)) < 0) f� �Figure 482: IPMR - RT Netlink get route: linux/net/ipv4/ipmr.



� �1589 skb�>nh.iph�>version = 0;1590 err = ipmr ahe unresolved(vif, skb);1591 read unlok(&mrt lok);1592 return err ;1593 g15941595 if (! nowait && (rtm�>rtm ags&RTM F NOTIFY))1596 ahe�>mf ags j= MFC NOTIFY;1597 err = ipmr �ll mroute(skb, ahe , rtm);1598 read unlok(&mrt lok);1599 return err ;1600 g1601 #endif16021603 #ifdef CONFIG PROC FS1604 /*1605 * The /pro interfaes to multiast routing /pro/ip_mr_ahe /pro/ip_mr_vif1606 */16071608 stati int ipmr vif info (har �bu�er , har ��start , o� t o�set , int length)1609 f1610 strut vif devie �vif ;1611 int len=0;1612 o� t pos=0;1613 o� t begin=0;1614 int size ;1615 int t ;16161617 len += sprintf(bu�er ,1618 "Interfae BytesIn PktsIn BytesOut PktsOut Flags LoalRemotenn");1619 pos=len;16201621 read lok(&mrt lok);1622 for ( t=0;t<maxvif;t++)1623 f1624 har �name = "none";1625 vif=&vif table[t ℄;1626 if (!VIF EXISTS(t))1627 ontinue;1628 if ( vif�>dev)1629 name = vif�>dev�>name;1630 size = sprintf (bu�er+len, "%2d %�10s %8ld %7ld %8ld %7ld %05X%08X %08Xnn",1631 t , name, vif�>bytes in, vif�>pkt in, vif�>bytes out, vif�>pkt out,1632 vif�>ags, vif�>loal, vif�>remote);1633 len+=size;� �Figure 483: IPMR - PROC FS vif reporting: linux/net/ipv4/ipmr.



� �1635 if (pos<o�set)1636 f1637 len=0;1638 begin=pos;1639 g1640 if (pos>o�set+length)1641 break;1642 g1643 read unlok(&mrt lok);16441645 �start=bu�er+(o�set�begin);1646 len�=(o�set�begin);1647 if (len>length)1648 len=length;1649 if ( len<0)1650 len = 0;1651 return len ;1652 g16531654 stati int ipmr mf info(har �bu�er , har ��start , o� t o�set , int length)1655 f1656 strut mf ahe �mf;1657 int len=0;1658 o� t pos=0;1659 o� t begin=0;1660 int size ;1661 int t ;16621663 len += sprintf(bu�er ,1664 "Group Origin Iif Pkts Bytes Wrong Oifsnn");1665 pos=len;16661667 read lok(&mrt lok);1668 for ( t=0;t<MFC LINES;t++)1669 f1670 for(mf=mf ahe array[t℄; mf; mf=mf�>next)1671 f1672 int n;16731674 /*1675 * Interfae forwarding map1676 */1677 size = sprintf (bu�er+len, "%08lX %08lX %�3d %8ld %8ld %8ld",1678 (unsigned long)mf�>mf mastgrp,1679 (unsigned long)mf�>mf origin,1680 mf�>mf parent,1681 mf�>mf un.res.pkt,� �Figure 484: IPMR - PROC FS MFC reporting: linux/net/ipv4/ipmr.



� �1683 mf�>mf un.res.wrong if);1684 for(n=mf�>mf un.res.minvif;n<mf�>mf un.res.maxvif;n++)1685 f1686 if (VIF EXISTS(n) && mf�>mf un.res.ttls[n℄ < 255)1687 size += sprintf(bu�er+len+size, " %2d:%�3d", n, mf�>mf un.res.ttls[n℄);1688 g1689 size += sprintf(bu�er+len+size, "nn");1690 len+=size;1691 pos+=size;1692 if (pos<o�set)1693 f1694 len=0;1695 begin=pos;1696 g1697 if (pos>o�set+length)1698 goto done;1699 g1700 g17011702 spin lok bh(&mf unres lok);1703 for(mf=mf unres queue; mf; mf=mf�>next) f1704 size = sprintf (bu�er+len, "%08lX %08lX %�3d %8ld %8ld %8ldnn",1705 (unsigned long)mf�>mf mastgrp,1706 (unsigned long)mf�>mf origin,1707 �1,1708 (long)mf�>mf un.unres.unresolved.qlen,1709 0L, 0L);1710 len+=size;1711 pos+=size;1712 if (pos<o�set)1713 f� �Figure 485: IPMR - PROC FS MFC reporting: linux/net/ipv4/ipmr.



� �1717 if (pos>o�set+length)1718 break;1719 g1720 spin unlok bh(&mf unres lok);17211722 done:1723 read unlok(&mrt lok);1724 �start=bu�er+(o�set�begin);1725 len�=(o�set�begin);1726 if (len>length)1727 len=length;1728 if ( len < 0) f1729 len = 0;1730 g1731 return len ;1732 g17331734 #endif17351736 #ifdef CONFIG IP PIMSM V21737 strut inet protool pim protool =1738 f1739 pim rv, /* PIM handler */1740 NULL, /* PIM error ontrol */1741 NULL, /* next */1742 IPPROTO PIM, /* protool ID */1743 0, /* opy */1744 NULL, /* data */1745 "PIM" /* name */1746 g;1747 #endif� �Figure 486: IPMR - initialise multiast routing: linux/net/ipv4/ipmr.



� �46 int47 ip do nat(strut sk bu� �skb)48 f49 strut rtable �rt = (strut rtable�)skb�>dst;50 strut iphdr �iph = skb�>nh.iph;51 u32 odaddr = iph�>daddr;52 u32 osaddr = iph�>saddr;53 u16 hek;5455 IPCB(skb)�>ags j= IPSKB TRANSLATED;5657 /* Rewrite IP header */58 iph�>daddr = rt�>rt dst map;59 iph�>saddr = rt�>rt sr map;60 iph�>hek = 0;61 iph�>hek = ip fast sum((unsigned har �)iph, iph�>ihl);� �Figure 487: Internet Protool - Simple NAT: linux/net/ipv4/ip nat dumb.



� �63 /* If it is the first fragment, rewrite protool headers */6465 if (!( iph�>frag o� & htons(IP OFFSET))) f66 u16 �ksum;6768 swith(iph�>protool) f69 ase IPPROTO TCP:70 ksum = (u16�)&((strut tphdr�)(((har�)iph) + (iph�>ihl<<2)))�>hek;71 if ((u8�)(ksum+1) > skb�>tail)72 goto trunated;73 hek = �ksum;74 if (skb�>ip summed != CHECKSUM HW)75 hek = ~hek;76 hek = sum tpudp magi(iph�>saddr, iph�>daddr, 0, 0, hek);77 hek = sum tpudp magi(~osaddr, ~odaddr, 0, 0, ~hek);78 if (skb�>ip summed == CHECKSUM HW)79 hek = ~hek;80 �ksum = hek;81 break;82 ase IPPROTO UDP:83 ksum = (u16�)&((strut udphdr�)(((har�)iph) + (iph�>ihl<<2)))�>hek;84 if ((u8�)(ksum+1) > skb�>tail)85 goto trunated;� �Figure 488: Internet Protool - Simple NAT: linux/net/ipv4/ip nat dumb.



� �86 if (( hek = �ksum) != 0) f87 hek = sum tpudp magi(iph�>saddr, iph�>daddr, 0, 0, ~hek);88 hek = sum tpudp magi(~osaddr, ~odaddr, 0, 0, ~hek);89 �ksum = hek ? : 0xFFFF;90 g91 break;92 ase IPPROTO ICMP:93 f94 strut imphdr �imph = (strut imphdr�)((har�)iph + (iph�>ihl<<2));95 strut iphdr �iph;96 u32 idaddr, isaddr;97 int updated;9899 if (( imph�>type != ICMP DEST UNREACH) &&100 (imph�>type != ICMP TIME EXCEEDED) &&101 (imph�>type != ICMP PARAMETERPROB))102 break;103104 iph = (strut iphdr �) (imph + 1);105106 if ((u8�)(iph+1) > skb�>tail)107 goto trunated;108109 isaddr = iph�>saddr;110 idaddr = iph�>daddr;� �Figure 489: Internet Protool - Simple NAT: linux/net/ipv4/ip nat dumb.



� �111 updated = 0;112113 if ( rt�>rt ags&RTCF DNAT && iph�>saddr == odaddr) f114 iph�>saddr = iph�>daddr;115 updated = 1;116 g117 if ( rt�>rt ags&RTCF SNAT) f118 if (iph�>daddr != osaddr) f119 strut �b result res ;120 strut rt key key;121 unsigned ags = 0;122123 key.sr = iph�>daddr;124 key.dst = iph�>saddr;125 key. iif = skb�>dev�>i�ndex;126 key. oif = 0;127 #ifdef CONFIG IP ROUTE TOS128 key.tos = RT TOS(iph�>tos);129 #endif130 #ifdef CONFIG IP ROUTE FWMARK131 key.fwmark = 0;132 #endif133 /* Use fib_lookup() until we get our own134 * hash table of NATed hosts -- Rani135 */136 if (�b lookup(&key, &res) == 0) f137 if ( res .r) f138 iph�>daddr = �b rules poliy(iph�>daddr, &res, &ags);139 if (iph�>daddr != idaddr)140 updated = 1;141 g142 �b res put (&res);143 g144 g else f145 iph�>daddr = iph�>saddr;146 updated = 1;147 g148 g149 if (updated) f150 ksum = &imph�>heksum;151 /* Using tpudp primitive. Why not? */152 hek = sum tpudp magi(iph�>saddr, iph�>daddr, 0, 0, ~(�ksum));153 �ksum = sum tpudp magi(~isaddr, ~idaddr, 0, 0, ~hek);154 g155 break;156 g157 default :158 break;159 g160 g� �Figure 490: Internet Protool - Simple NAT: linux/net/ipv4/ip nat dumb.



� �29 /* tunnel.: an IP tunnel driver3031 The purpose of this driver is to provide an IP tunnel through32 whih you an tunnel network traffi transparently aross subnets.3334 This was written by looking at Nik Holloway's dummy driver35 Thanks for the great ode!3637 -Sam Lantinga (slouken�s.udavis.edu) 02/01/953839 Minor tweaks:40 Cleaned up the ode a little and added some pre-1.3.0 tweaks.41 dev->hard_header/hard_header_len hanged to use no headers.42 Comments/braketing tweaked.43 Made the tunnels use dev->name not tunnel: when error reporting.44 Added tx_dropped stat4546 -Alan Cox (Alan.Cox�linux.org) 21 Marh 954748 Reworked:49 Changed to tunnel to destination gateway in addition to the50 tunnel's pointopoint address51 Almost ompletely rewritten52 Note: There is urrently no firewall or ICMP handling done.5354 -Sam Lantinga (slouken�s.udavis.edu) 02/13/965556 */� �Figure 491: IP in IP Tunnel - Opening Remarks: linux/net/ipv4/ipip.



� �5758 /* Things I wish I had known when writing the tunnel driver:5960 When the tunnel_xmit() funtion is alled, the skb ontains the61 paket to be sent (plus a great deal of extra info), and dev62 ontains the tunnel devie that _we_ are.6364 When we are passed a paket, we are expeted to fill in the65 soure address with our soure IP address.6667 What is the proper way to alloate, opy and free a buffer?68 After you alloate it, it is a "0 length" hunk of memory69 starting at zero. If you want to add headers to the buffer70 later, you'll have to all "skb_reserve(skb, amount)" with71 the amount of memory you want reserved. Then, you all72 "skb_put(skb, amount)" with the amount of spae you want in73 the buffer. skb_put() returns a pointer to the top (#0) of74 that buffer. skb->len is set to the amount of spae you have75 "alloated" with skb_put(). You an then write up to skb->len76 bytes to that buffer. If you need more, you an all skb_put()77 again with the additional amount of spae you need. You an78 find out how muh more spae you an alloate by alling79 "skb_tailroom(skb)".80 Now, to add header spae, all "skb_push(skb, header_len)".81 This reates spae at the beginning of the buffer and returns82 a pointer to this new spae. If later you need to strip a83 header from a buffer, all "skb_pull(skb, header_len)".84 skb_headroom() will return how muh spae is left at the top85 of the buffer (before the main data). Remember, this headroom86 spae must be reserved before the skb_put() funtion is alled.87 */8889 /*90 This version of net/ipv4/ipip. is loned of net/ipv4/ip_gre.9192 For omments look at net/ipv4/ip_gre. --ANK93 */� �Figure 492: Internet Protool - room for improvement:linux/net/ipv4/ipip.



� �119 #de�ne HASH SIZE 16120 #de�ne HASH(addr) ((addr^(addr>>4))&0xF)121122 stati int ipip fb tunnel init (strut net devie �dev);123 stati int ipip tunnel init (strut net devie �dev);124125 stati strut net devie ipip fb tunnel dev = f126 name: "tunl0",127 init : ipip fb tunnel init ,128 g;129130 stati strut ip tunnel ipip fb tunnel = f131 dev: &ipip fb tunnel dev,132 parms: f name: "tunl0", g133 g;134135 stati strut ip tunnel � tunnels r l [HASH SIZE℄;136 stati strut ip tunnel �tunnels r [HASH SIZE℄;137 stati strut ip tunnel � tunnels l [HASH SIZE℄;138 stati strut ip tunnel �tunnels w [1℄;139 stati strut ip tunnel ��tunnels [4℄ = f tunnels w, tunnels l , tunnels r , tunnels r l g;� �Figure 493: IP in IP - Data : linux/net/ipv4/ipip.



� �141 stati rwlok t ipip lok = RW LOCK UNLOCKED;142143 stati strut ip tunnel � ipip tunnel lookup(u32 remote, u32 loal)144 f145 unsigned h0 = HASH(remote);146 unsigned h1 = HASH(loal);147 strut ip tunnel �t ;148149 for ( t = tunnels r l [h0^h1℄; t ; t = t�>next) f150 if ( loal == t�>parms.iph.saddr &&151 remote == t�>parms.iph.daddr && (t�>dev�>ags&IFF UP))152 return t ;153 g154 for ( t = tunnels r[h0 ℄; t ; t = t�>next) f155 if (remote == t�>parms.iph.daddr && (t�>dev�>ags&IFF UP))156 return t ;157 g158 for ( t = tunnels l [h1 ℄; t ; t = t�>next) f159 if ( loal == t�>parms.iph.saddr && (t�>dev�>ags&IFF UP))160 return t ;161 g162 if (( t = tunnels w[0℄) != NULL && (t�>dev�>ags&IFF UP))163 return t ;� �Figure 494: IP in IP - Lookup Tunnel based on loal and remote addresses:linux/net/ipv4/ipip.



� �165 g166167 stati strut ip tunnel ��ipip buket(strut ip tunnel �t)168 f169 u32 remote = t�>parms.iph.daddr;170 u32 loal = t�>parms.iph.saddr;171 unsigned h = 0;172 int prio = 0;173174 if (remote) f175 prio j= 2;176 h ^= HASH(remote);177 g178 if ( loal ) f179 prio j= 1;180 h ^= HASH(loal);181 g� �Figure 495: IP in IP - Tunnel hash buket: linux/net/ipv4/ipip.



� �184185186 stati void ipip tunnel unlink(strut ip tunnel �t)187 f188 strut ip tunnel ��tp;189190 for (tp = ipip buket(t) ; �tp ; tp = &(�tp)�>next) f191 if ( t == �tp) f192 write lok bh(&ipip lok) ;193 �tp = t�>next;194 write unlok bh(&ipip lok);195 break;196 g197 g198 g199200 stati void ipip tunnel link (strut ip tunnel �t)201 f202 strut ip tunnel ��tp = ipip buket(t) ;203204 t�>next = �tp;205 write lok bh(&ipip lok) ;206 �tp = t;� �Figure 496: IP in IP - unlink/link tunnel hash entry: linux/net/ipv4/ipip.



� �208 g209210 strut ip tunnel � ipip tunnel loate (strut ip tunnel parm �parms, int reate)211 f212 u32 remote = parms�>iph.daddr;213 u32 loal = parms�>iph.saddr;214 strut ip tunnel �t , ��tp , �nt;215 strut net devie �dev;216 unsigned h = 0;217 int prio = 0;218219 if (remote) f220 prio j= 2;221 h ^= HASH(remote);222 g223 if ( loal ) f224 prio j= 1;225 h ^= HASH(loal);226 g227 for (tp = &tunnels[prio℄[h ℄; ( t = �tp) != NULL; tp = &t�>next) f228 if ( loal == t�>parms.iph.saddr && remote == t�>parms.iph.daddr)229 return t ;230 g231 if (! reate)232 return NULL;233234 MOD INC USE COUNT;235 dev = kmallo(sizeof(�dev) + sizeof(�t) , GFP KERNEL);236 if (dev == NULL) f237 MOD DEC USE COUNT;� �Figure 497: IP in IP - loate a tunnel: linux/net/ipv4/ipip.



� �239 g240 memset(dev, 0, sizeof(�dev) + sizeof(�t)) ;241 dev�>priv = (void�)(dev+1);242 nt = (strut ip tunnel�)dev�>priv;243 nt�>dev = dev;244 dev�>init = ipip tunnel init;245 dev�>features j= NETIF F DYNALLOC;246 mempy(&nt�>parms, parms, sizeof(�parms));247 strpy(dev�>name, nt�>parms.name);248 if (dev�>name[0℄ == 0) f249 int i ;250 for ( i=1; i<100; i++) f251 sprintf (dev�>name, "tunl%d", i);252 if ( dev get by name(dev�>name) == NULL)253 break;254 g255 if ( i==100)256 goto failed ;257 mempy(parms�>name, dev�>name, IFNAMSIZ);258 g259 if ( register netdevie (dev) < 0)260 goto failed ;261262 dev hold(dev);263 ipip tunnel link (nt) ;264 /* Do not derement MOD_USE_COUNT here. */265 return nt;266267 failed :268 kfree(dev);269 MOD DEC USE COUNT;� �Figure 498: IP in IP - loate a tunnel: linux/net/ipv4/ipip.



� �271 g272273 stati void ipip tunnel destrutor (strut net devie �dev)274 f275 if (dev != &ipip fb tunnel dev) f276 MOD DEC USE COUNT;277 g278 g279280 stati void ipip tunnel uninit (strut net devie �dev)281 f282 if (dev == &ipip fb tunnel dev) f283 write lok bh(&ipip lok) ;284 tunnels w[0℄ = NULL;285 write unlok bh(&ipip lok);286 g else287 ipip tunnel unlink (( strut ip tunnel�)dev�>priv);288 dev put(dev);289 g� �Figure 499: IP in IP - uninitialise and destroy a tunnel:linux/net/ipv4/ipip.



� �291 void ipip err (strut sk bu� �skb, u32 info)292 f293 #ifndef I WISH WORLD WERE PERFECT294295 /* It is not :-( All the routers (exept for Linux) return only296 8 bytes of paket payload. It means, that preise relaying of297 ICMP in the real Internet is absolutely infeasible.298 */299 strut iphdr �iph = (strut iphdr�)skb�>data;300 int type = skb�>h.imph�>type;301 int ode = skb�>h.imph�>ode;302 strut ip tunnel �t ;303304 swith (type) f305 default :306 ase ICMP PARAMETERPROB:307 return;308309 ase ICMP DEST UNREACH:310 swith (ode) f� �Figure 500: IP in IP - ICMP Error handling: linux/net/ipv4/ipip.



� �312 ase ICMP PORT UNREACH:313 /* Impossible event. */314 return;315 ase ICMP FRAG NEEDED:316 /* Soft state for pmtu is maintained by IP ore. */317 return;318 default :319 /* All others are translated to HOST_UNREACH.320 rf2003 ontains "deep thoughts" about NET_UNREACH,321 I believe they are just ether pollution. --ANK322 */323 break;324 g325 break;326 ase ICMP TIME EXCEEDED:327 if (ode != ICMP EXC TTL)328 return;329 break;330 g331332 read lok(&ipip lok) ;333 t = ipip tunnel lookup(iph�>daddr, iph�>saddr);334 if ( t == NULL jj t�>parms.iph.daddr == 0)335 goto out;336 if ( t�>parms.iph.ttl == 0 && type == ICMP TIME EXCEEDED)337 goto out;338339 if ( jiÆes � t�>err time < IPTUNNEL ERR TIMEO)340 t�>err ount++;341 else342 t�>err ount = 1;343 t�>err time = jiÆes ;344 out:345 read unlok(&ipip lok);346 return;347 #else348 strut iphdr �iph = (strut iphdr�)dp;349 int hlen = iph�>ihl<<2;350 strut iphdr �eiph;351 int type = skb�>h.imph�>type;352 int ode = skb�>h.imph�>ode;353 int rel type = 0;354 int rel ode = 0;355 int rel info = 0;356 strut sk bu� �skb2;357 strut rtable �rt ;358359 if ( len < hlen + sizeof(strut iphdr))360 return;� �Figure 501: IP in IP - ICMP Error handling: linux/net/ipv4/ipip.



� �362363 swith (type) f364 default :365 return;366 ase ICMP PARAMETERPROB:367 if (skb�>h.imph�>un.gateway < hlen)368 return;369370 /* So... This guy found something strange INSIDE enapsulated371 paket. Well, he is fool, but what an we do ?372 */373 rel type = ICMP PARAMETERPROB;374 rel info = skb�>h.imph�>un.gateway � hlen;375 break;376377 ase ICMP DEST UNREACH:378 swith (ode) f379 ase ICMP SR FAILED:380 ase ICMP PORT UNREACH:381 /* Impossible event. */382 return;383 ase ICMP FRAG NEEDED:384 /* And it is the only really neesary thing :-) */385 rel info = ntohs(skb�>h.imph�>un.frag.mtu);386 if ( rel info < hlen+68)387 return;388 rel info �= hlen;389 /* BSD 4.2 MORE DOES NOT EXIST IN NATURE. */390 if ( rel info > ntohs(eiph�>tot len))391 return;392 break;393 default :394 /* All others are translated to HOST_UNREACH.395 rf2003 ontains "deep thoughts" about NET_UNREACH,396 I believe, it is just ether pollution. --ANK397 */398 rel type = ICMP DEST UNREACH;399 rel ode = ICMP HOST UNREACH;400 break;401 g402 break;403 ase ICMP TIME EXCEEDED:404 if (ode != ICMP EXC TTL)405 return;� �Figure 502: IP in IP - ICMP Error handling: linux/net/ipv4/ipip.



� �406 break;407 g408409 /* Prepare fake skb to feed it to imp_send */410 skb2 = skb lone(skb, GFP ATOMIC);� �Figure 503: IP in IP - ICMP Error handling: linux/net/ipv4/ipip.



� �412 return;413 dst release (skb2�>dst);414 skb2�>dst = NULL;415 skb pull(skb2, skb�>data � (u8�)eiph);416 skb2�>nh.raw = skb2�>data;417418 /* Try to guess inoming interfae */419 if ( ip route output(&rt, eiph�>saddr, 0, RT TOS(eiph�>tos), 0)) f420 kfree skb(skb2);421 return;422 g423 skb2�>dev = rt�>u.dst.dev;424425 /* route "inoming" paket */426 if ( rt�>rt ags&RTCF LOCAL) f427 ip rt put (rt) ;428 rt = NULL;429 if ( ip route output(&rt, eiph�>daddr, eiph�>saddr, eiph�>tos, 0) jj430 rt�>u.dst.dev�>type != ARPHRD IPGRE) f431 ip rt put (rt) ;432 kfree skb(skb2);433 return;434 g435 g else f436 ip rt put (rt) ;437 if ( ip route input(skb2, eiph�>daddr, eiph�>saddr, eiph�>tos, skb2�>dev) jj438 skb2�>dst�>dev�>type != ARPHRD IPGRE) f439 kfree skb(skb2);440 return;441 g442 g443444 /* hange mtu on this route */445 if (type == ICMP DEST UNREACH && ode == ICMP FRAG NEEDED) f� �Figure 504: IP in IP - ICMP Error handling: linux/net/ipv4/ipip.



� �447 kfree skb(skb2);448 return;449 g450 skb2�>dst�>pmtu = rel info;451 rel info = htonl( rel info ) ;452 g else if (type == ICMP TIME EXCEEDED) f453 strut ip tunnel �t = (strut ip tunnel�)skb2�>dev�>priv;454 if ( t�>parms.iph.ttl) f455 rel type = ICMP DEST UNREACH;456 rel ode = ICMP HOST UNREACH;457 g458 g459460 imp send(skb2, rel type , rel ode , rel info ) ;461 kfree skb(skb2);462 return;463 #endif464 g465466 stati inline void ipip en deapsulate(strut iphdr �iph, strut sk bu� �skb)467 f� �Figure 505: IP in IP - ICMP Error handling: linux/net/ipv4/ipip.



� �469 INET ECN is not e(skb�>nh.iph�>tos))470 IP ECN set e(iph);471 g472473 int ipip rv(strut sk bu� �skb)474 f� �Figure 506: IP in IP - ECN handling: linux/net/ipv4/ipip.



� �476 strut ip tunnel �tunnel;477478 if (! pskb may pull(skb, sizeof(strut iphdr)))479 goto out;480481 iph = skb�>nh.iph;482 skb�>ma.raw = skb�>nh.raw;483 skb�>nh.raw = skb�>data;484 memset(&(IPCB(skb)�>opt), 0, sizeof(strut ip options));485 skb�>protool = onstant htons(ETH P IP);486 skb�>pkt type = PACKET HOST;487488 read lok(&ipip lok) ;489 if (( tunnel = ipip tunnel lookup(iph�>saddr, iph�>daddr)) != NULL) f490 tunnel�>stat.rx pakets++;491 tunnel�>stat.rx bytes += skb�>len;492 skb�>dev = tunnel�>dev;493 dst release (skb�>dst);494 skb�>dst = NULL;495 #ifdef CONFIG NETFILTER496 nf onntrak put(skb�>nft);497 skb�>nft = NULL;498 #ifdef CONFIG NETFILTER DEBUG499 skb�>nf debug = 0;500 #endif501 #endif502 ipip en deapsulate(iph , skb);503 netif rx (skb);504 read unlok(&ipip lok);505 return 0;506 g507 read unlok(&ipip lok);508509 imp send(skb, ICMP DEST UNREACH, ICMP PROT UNREACH, 0);510 out:511 kfree skb(skb);512 return 0;513 g� �Figure 507: IP in IP - Reeive Code: linux/net/ipv4/ipip.



� �515 /* Need this wrapper beause NF_HOOK takes the funtion address */516 stati inline int do ip send(strut sk bu� �skb)517 f518 return ip send(skb);519 g� �Figure 508: IP in IP - Tx Wrapper for NF Hook: linux/net/ipv4/ipip.



� �521 /*522 * This funtion assumes it is being alled from dev_queue_xmit()523 * and that skb is filled properly by that funtion.524 */525526 stati int ipip tunnel xmit(strut sk bu� �skb, strut net devie �dev)527 f528 strut ip tunnel �tunnel = (strut ip tunnel�)dev�>priv;529 strut net devie stats � stats = &tunnel�>stat;530 strut iphdr �tiph = &tunnel�>parms.iph;531 u8 tos = tunnel�>parms.iph.tos;532 u16 df = tiph�>frag o�;533 strut rtable �rt ; /* Route to the other host */534 strut net devie �tdev; /* Devie to other host */535 strut iphdr �old iph = skb�>nh.iph;536 strut iphdr �iph; /* Our new IP header */537 int max headroom; /* The extra header spae needed */538 u32 dst = tiph�>daddr;539 int mtu;540541 if (tunnel�>reursion++) f542 tunnel�>stat.ollisions++;543 goto tx error ;544 g545546 if (skb�>protool != onstant htons(ETH P IP))547 goto tx error ;548549 if ( tos&1)550 tos = old iph�>tos;551552 if (! dst) f553 /* NBMA tunnel */554 if (( rt = (strut rtable�)skb�>dst) == NULL) f555 tunnel�>stat. tx �fo errors++;556 goto tx error ;557 g558 if ((dst = rt�>rt gateway) == 0)559 goto tx error imp;560 g� �Figure 509: IP in IP - Transmit Code: linux/net/ipv4/ipip.



� �562 if ( ip route output(&rt, dst , tiph�>saddr, RT TOS(tos), tunnel�>parms.link)) f563 tunnel�>stat. tx arrier errors++;564 goto tx error imp;565 g566 tdev = rt�>u.dst.dev;567568 if (tdev == dev) f569 ip rt put (rt) ;570 tunnel�>stat.ollisions++;571 goto tx error ;572 g573574 mtu = rt�>u.dst.pmtu � sizeof(strut iphdr);575 if (mtu < 68) f576 tunnel�>stat.ollisions++;577 ip rt put (rt) ;578 goto tx error ;579 g580 if (skb�>dst && mtu < skb�>dst�>pmtu)581 skb�>dst�>pmtu = mtu;582583 df j= (old iph�>frag o�& onstant htons(IP DF));584585 if (( old iph�>frag o�& onstant htons(IP DF)) && mtu < ntohs(old iph�>tot len)) f586 imp send(skb, ICMP DEST UNREACH, ICMP FRAG NEEDED, htonl(mtu));587 ip rt put (rt) ;588 goto tx error ;589 g590591 if (tunnel�>err ount > 0) f592 if ( jiÆes � tunnel�>err time < IPTUNNEL ERR TIMEO) f593 tunnel�>err ount��;594 dst link failure (skb);595 g else596 tunnel�>err ount = 0;597 g598599 skb�>h.raw = skb�>nh.raw;� �Figure 510: IP in IP - Transmit Code: linux/net/ipv4/ipip.



� �601 /*602 * Okay, now see if we an stuff it in the buffer as-is.603 */604 max headroom = (((tdev�>hard header len+15)&~15)+sizeof(strut iphdr));605606 if (skb headroom(skb) < max headroom jj skb loned(skb) jj skb shared(skb)) f607 strut sk bu� �new skb = skb reallo headroom(skb, max headroom);608 if (! new skb) f609 ip rt put (rt) ;610 stats�>tx dropped++;611 dev kfree skb(skb);612 tunnel�>reursion��;613 return 0;614 g615 if (skb�>sk)616 skb set owner w(new skb, skb�>sk);617 dev kfree skb(skb);618 skb = new skb;619 g620621 skb�>nh.raw = skb push(skb, sizeof(strut iphdr));622 memset(&(IPCB(skb)�>opt), 0, sizeof(IPCB(skb)�>opt));623 dst release (skb�>dst);624 skb�>dst = &rt�>u.dst;� �Figure 511: IP in IP - Transmit Code: linux/net/ipv4/ipip.



� �626 /*627 * Push down and install the IPIP header.628 */629630 iph = skb�>nh.iph;631 iph�>version = 4;632 iph�>ihl = sizeof (strut iphdr)>>2;633 iph�>frag o� = df;634 iph�>protool = IPPROTO IPIP;635 iph�>tos = INET ECN enapsulate(tos, old iph�>tos);636 iph�>daddr = rt�>rt dst;637 iph�>saddr = rt�>rt sr;638639 if (( iph�>ttl = tiph�>ttl) == 0)640 iph�>ttl = old iph�>ttl;641642 #ifdef CONFIG NETFILTER643 nf onntrak put(skb�>nft);644 skb�>nft = NULL;645 #ifdef CONFIG NETFILTER DEBUG646 skb�>nf debug = 0;647 #endif648 #endif649650 IPTUNNEL XMIT();651 tunnel�>reursion��;652 return 0;653654 tx error imp:655 dst link failure (skb);656 tx error :657 stats�>tx errors++;658 dev kfree skb(skb);659 tunnel�>reursion��;660 return 0;661 g� �Figure 512: IP in IP - Transmit Code: linux/net/ipv4/ipip.



� �663 stati int664 ipip tunnel iotl ( strut net devie �dev, strut ifreq � ifr , int md)665 f666 int err = 0;667 strut ip tunnel parm p;668 strut ip tunnel �t ;669670 MOD INC USE COUNT;671672 swith (md) f673 ase SIOCGETTUNNEL:674 t = NULL;675 if (dev == &ipip fb tunnel dev) f676 if (opy from user(&p, ifr�>ifr ifru. ifru data , sizeof (p))) f677 err = �EFAULT;678 break;679 g680 t = ipip tunnel loate (&p, 0);681 g682 if ( t == NULL)683 t = (strut ip tunnel�)dev�>priv;684 mempy(&p, &t�>parms, sizeof(p));685 if (opy to user( ifr�>ifr ifru . ifru data , &p, sizeof (p)))686 err = �EFAULT;687 break;� �Figure 513: IP in IP - Iotl entry: linux/net/ipv4/ipip.



� �689 ase SIOCADDTUNNEL:690 ase SIOCCHGTUNNEL:691 err = �EPERM;692 if (! apable(CAP NET ADMIN))693 goto done;694695 err = �EFAULT;696 if (opy from user(&p, ifr�>ifr ifru. ifru data , sizeof (p)))697 goto done;698699 err = �EINVAL;700 if (p.iph.version != 4 jj p.iph.protool != IPPROTO IPIP jj701 p.iph. ihl != 5 jj ( p.iph. frag o� & onstant htons(~IP DF)))702 goto done;703 if (p.iph. ttl )704 p.iph. frag o� j= onstant htons(IP DF);705706 t = ipip tunnel loate (&p, md == SIOCADDTUNNEL);707708 if (dev != &ipip fb tunnel dev && md == SIOCCHGTUNNEL &&709 t != &ipip fb tunnel) f710 if ( t != NULL) f711 if ( t�>dev != dev) f712 err = �EEXIST;713 break;714 g715 g else f716 if ((( dev�>ags&IFF POINTOPOINT) && !p.iph.daddr) jj717 (!( dev�>ags&IFF POINTOPOINT) && p.iph.daddr)) f718 err = �EINVAL;719 break;720 g721 t = (strut ip tunnel�)dev�>priv;722 ipip tunnel unlink(t) ;723 t�>parms.iph.saddr = p.iph.saddr;724 t�>parms.iph.daddr = p.iph.daddr;725 mempy(dev�>dev addr, &p.iph.saddr, 4);726 mempy(dev�>broadast, &p.iph.daddr, 4);727 ipip tunnel link (t) ;728 netdev state hange(dev);729 g730 g� �Figure 514: IP in IP - Iotl entry: linux/net/ipv4/ipip.



� �731732 if ( t) f733 err = 0;734 if (md == SIOCCHGTUNNEL) f735 t�>parms.iph.ttl = p.iph.ttl;736 t�>parms.iph.tos = p.iph.tos;737 t�>parms.iph.frag o� = p.iph. frag o� ;738 g739 if (opy to user( ifr�>ifr ifru . ifru data , &t�>parms, sizeof(p)))740 err = �EFAULT;741 g else742 err = (md == SIOCADDTUNNEL ? �ENOBUFS : �ENOENT);743 break;744745 ase SIOCDELTUNNEL:746 err = �EPERM;747 if (! apable(CAP NET ADMIN))748 goto done;749750 if (dev == &ipip fb tunnel dev) f751 err = �EFAULT;752 if (opy from user(&p, ifr�>ifr ifru. ifru data , sizeof (p)))753 goto done;754 err = �ENOENT;755 if (( t = ipip tunnel loate (&p, 0)) == NULL)756 goto done;757 err = �EPERM;758 if ( t == &ipip fb tunnel)759 goto done;760 g761 err = unregister netdevie (dev);762 break;763764 default :765 err = �EINVAL;766 g767768 done:769 MOD DEC USE COUNT;770 return err ;771 g� �Figure 515: IP in IP - Iotl entry: linux/net/ipv4/ipip.



� �773 stati strut net devie stats � ipip tunnel get stats (strut net devie �dev)774 f775 return &(((strut ip tunnel�)dev�>priv)�>stat);776 g777778 stati int ipip tunnel hange mtu(strut net devie �dev, int new mtu)779 f780 if (new mtu < 68 jj new mtu > 0xFFF8 � sizeof(strut iphdr))781 return �EINVAL;782 dev�>mtu = new mtu;783 return 0;784 g� �Figure 516: IP in IP - stats: linux/net/ipv4/ipip.



� �786 stati void ipip tunnel init gen (strut net devie �dev)787 f788 strut ip tunnel �t = (strut ip tunnel�)dev�>priv;789790 dev�>uninit = ipip tunnel uninit ;791 dev�>destrutor = ipip tunnel destrutor ;792 dev�>hard start xmit = ipip tunnel xmit;793 dev�>get stats = ipip tunnel get stats ;794 dev�>do iotl = ipip tunnel iotl ;795 dev�>hange mtu = ipip tunnel hange mtu;796797 dev�>type = ARPHRD TUNNEL;798 dev�>hard header len = LL MAX HEADER + sizeof(strut iphdr);799 dev�>mtu = 1500 � sizeof(strut iphdr);800 dev�>ags = IFF NOARP;801 dev�>iink = 0;802 dev�>addr len = 4;803 mempy(dev�>dev addr, &t�>parms.iph.saddr, 4);804 mempy(dev�>broadast, &t�>parms.iph.daddr, 4);805 g806807 stati int ipip tunnel init (strut net devie �dev)� �Figure 517: IP in IP - general initialisation: linux/net/ipv4/ipip.



� �809 strut net devie �tdev = NULL;810 strut ip tunnel �tunnel;811 strut iphdr �iph;812813 tunnel = (strut ip tunnel�)dev�>priv;814 iph = &tunnel�>parms.iph;815816 ipip tunnel init gen (dev);817818 if ( iph�>daddr) f819 strut rtable �rt ;820 if (! ip route output(&rt, iph�>daddr, iph�>saddr, RT TOS(iph�>tos),tunnel�>parms.link)) f821 tdev = rt�>u.dst.dev;822 ip rt put (rt) ;823 g824 dev�>ags j= IFF POINTOPOINT;825 g826827 if (! tdev && tunnel�>parms.link)828 tdev = dev get by index(tunnel�>parms.link);829830 if (tdev) f831 dev�>hard header len = tdev�>hard header len + sizeof(strut iphdr);832 dev�>mtu = tdev�>mtu � sizeof(strut iphdr);833 g834 dev�>iink = tunnel�>parms.link;835836 return 0;837 g838839 #ifdef MODULE� �Figure 518: IP in IP - initialise a tunnel: linux/net/ipv4/ipip.



� �841 f842 MOD INC USE COUNT;843 return 0;844 g845846 stati int ipip fb tunnel lose (strut net devie �dev)847 f848 MOD DEC USE COUNT;849 return 0;850 g851 #endif852853 int init ipip fb tunnel init (strut net devie �dev)� �Figure 519: IP in IP - module setup/teardown: linux/net/ipv4/ipip.



� �855 strut iphdr �iph;856857 ipip tunnel init gen (dev);858 #ifdef MODULE859 dev�>open = ipip fb tunnel open;860 dev�>stop = ipip fb tunnel lose ;861 #endif862863 iph = &ipip fb tunnel.parms.iph;864 iph�>version = 4;865 iph�>protool = IPPROTO IPIP;866 iph�>ihl = 5;867868 dev hold(dev);869 tunnels w[0℄ = &ipip fb tunnel;870 return 0;871 g872873 stati strut inet protool ipip protool = f874 handler: ipip rv ,875 err handler : ipip err ,876 protool: IPPROTO IPIP,877 name: "IPIP"878 g;879880 stati onst har banner[℄ initdata =881 KERN INFO "IPv4 over IPv4 tunneling drivernn";882883 int init ipip init (void)� �Figure 520: IP in IP - module init: linux/net/ipv4/ipip.



� �48 Problems & solutions49 ��������������������5051 1. The most important issue is deteting loal dead loops.52 They would ause omplete host lokup in transmit, whih53 would be "resolved" by stak overow or , if queueing is enabled,54 with in�nite looping in net bh.5556 We annot trak suh dead loops during route installation ,57 it is infeasible task . The most general solutions would be58 to keep skb�>enapsulation ounter (sort of loal ttl ) ,59 and silently drop paket when it expires . It is the best60 solution , but it supposes maintaing new variable in ALL61 skb, even if no tunneling is used.6263 Current solution : t�>reursion lok breaks dead loops. It looks64 like dev�>tbusy ag, but I preferred new variable , beause65 the semantis is di�erent . One day, when hard start xmit66 will be multithreaded we will have to use skb�>enapsulation.� �Figure 521: GRE Tunnels - Opening Salvo: linux/net/ipv4/ip gre.



� �70 2. Networking dead loops would not kill routers , but would really71 kill network. IP hop limit plays role of "t�>reursion" in this ase,72 if we opy it from paket being enapsulated to upper header.73 It is very good solution , but it introdues two problems:7475 � Routing protools, using pakets with ttl=1 (OSPF, RIP2),76 do not work over tunnels.77 � traeroute does not work. I planned to relay ICMP from tunnel,78 so that this problem would be solved and traeroute output79 would even more informative. This idea appeared to be wrong:80 only Linux omplies to rf1812 now (yes, guys, Linux is the only81 true router now :�)), all routers (at least , in neighbourhood of mine)82 return only 8 bytes of payload. It is the end.8384 Hene, if we want that OSPF worked or traeroute said something reasonable,85 we should searh for another solution .8687 One of them is to parse paket trying to detet inner enapsulation88 made by our node. It is diÆult or even impossible, espeially ,89 taking into aount fragmentation. TO be short, tt is not solution at all .9091 Current solution : The solution was UNEXPECTEDLY SIMPLE.92 We fore DF ag on tunnels with preon�gured hop limit,93 that is ALL. :�) Well, it does not remove the problem ompletely,94 but exponential growth of network traÆ is hanged to linear95 (branhes, that exeed pmtu are pruned) and tunnel mtu96 fastly degrades to value <68, where looping stops.97 Yes, it is not good if there exists a router in the loop,98 whih does not fore DF, even when enapsulating pakets have DF set.99 But it is not our problem! Nobody ould ause us, we made100 all that we ould make. Even if it is your gated who injeted101 fatal route to network, even if it were you who on�gured102 fatal stati route : you are innoent. :�)103104105106 3. Really , ipv4/ipip. , ipv4/ip gre . and ipv6/sit . ontain107 pratially idential ode. It would be good to glue them108 together , but it is not very evident , how to make them modular.109 sit is integral part of IPv6, ipip and gre are naturally modular.110 We ould extrat ommon parts (hash table, iotl et)111 to a separate module (ip tunnel.).� �Figure 522: GRE Tunnels - Opening Salvo: linux/net/ipv4/ip gre.



� �116 stati int ipgre tunnel init (strut net devie �dev);117118 /* Fallbak tunnel: no soure, no destination, no key, no options */119120 stati int ipgre fb tunnel init (strut net devie �dev);121122 stati strut net devie ipgre fb tunnel dev = f123 "gre0", 0x0, 0x0, 0x0, 0x0 , 0, 0, 0, 0, 0, NULL, ipgre fb tunnel init,124 g;125126 stati strut ip tunnel ipgre fb tunnel = f127 NULL, &ipgre fb tunnel dev , f0, g, 0, 0, 0, 0, 0, 0, 0, f "gre0", g128 g;129130 /* Tunnel hash table */131132 /*133 4 hash tables:134135 3: (remote,loal)136 2: (remote,*)137 1: (*,loal)138 0: (*,*)139140 We require exat key math i.e. if a key is present in paket141 it will math only tunnel with the same key; if it is not present,142 it will math only keyless tunnel.143144 All keysless pakets, if not mathed onfigured keyless tunnels145 will math fallbak tunnel.146 */147148 #de�ne HASH SIZE 16149 #de�ne HASH(addr) ((addr^(addr>>4))&0xF)150151 stati strut ip tunnel �tunnels [4℄[ HASH SIZE℄;152153 #de�ne tunnels r l (tunnels [3℄)154 #de�ne tunnels r (tunnels [2℄)155 #de�ne tunnels l (tunnels [1℄)156 #de�ne tunnels w (tunnels [0℄)157158 stati rwlok t ipgre lok = RW LOCK UNLOCKED;� �Figure 523: GRE Tunnel Data: linux/net/ipv4/ip gre.



� �160 /* Given sr, dst and key, find approriate for input tunnel. */161162 stati strut ip tunnel � ipgre tunnel lookup(u32 remote, u32 loal , u32 key)163 f164 unsigned h0 = HASH(remote);165 unsigned h1 = HASH(key);166 strut ip tunnel �t ;167168 for ( t = tunnels r l [h0^h1℄; t ; t = t�>next) f169 if ( loal == t�>parms.iph.saddr && remote == t�>parms.iph.daddr) f170 if ( t�>parms.i key == key && (t�>dev�>ags&IFF UP))171 return t ;172 g173 g174 for ( t = tunnels r[h0^h1℄; t ; t = t�>next) f175 if (remote == t�>parms.iph.daddr) f176 if ( t�>parms.i key == key && (t�>dev�>ags&IFF UP))177 return t ;178 g179 g180 for ( t = tunnels l [h1 ℄; t ; t = t�>next) f181 if ( loal == t�>parms.iph.saddr jj182 ( loal == t�>parms.iph.daddr && MULTICAST(loal))) f183 if ( t�>parms.i key == key && (t�>dev�>ags&IFF UP))184 return t ;185 g186 g187 for ( t = tunnels w[h1℄; t ; t = t�>next) f188 if ( t�>parms.i key == key && (t�>dev�>ags&IFF UP))189 return t ;190 g191 if ( ipgre fb tunnel dev . ags&IFF UP)192 return &ipgre fb tunnel;193 return NULL;194 g� �Figure 524: GRE Tunnels - Hash Funtion: linux/net/ipv4/ip gre.



� �196 stati strut ip tunnel ��ipgre buket(strut ip tunnel �t)197 f198 u32 remote = t�>parms.iph.daddr;199 u32 loal = t�>parms.iph.saddr;200 u32 key = t�>parms.i key;201 unsigned h = HASH(key);202 int prio = 0;203204 if ( loal )205 prio j= 1;206 if (remote && !MULTICAST(remote)) f207 prio j= 2;208 h ^= HASH(remote);209 g210211 return &tunnels[prio ℄[ h ℄;212 g� �Figure 525: GRE Tunnels - Hash Buket: linux/net/ipv4/ip gre.



� �214 stati void ipgre tunnel link (strut ip tunnel �t)215 f216 strut ip tunnel ��tp = ipgre buket(t) ;217218 t�>next = �tp;219 write lok bh(&ipgre lok);220 �tp = t;221 write unlok bh(&ipgre lok);222 g223224 stati void ipgre tunnel unlink(strut ip tunnel �t)225 f226 strut ip tunnel ��tp;227228 for (tp = ipgre buket(t) ; �tp ; tp = &(�tp)�>next) f229 if ( t == �tp) f230 write lok bh(&ipgre lok);231 �tp = t�>next;232 write unlok bh(&ipgre lok);233 break;234 g235 g236 g� �Figure 526: GRE Tunnels - link/unlink hash entry: linux/net/ipv4/ip gre.



� �238 stati strut ip tunnel � ipgre tunnel loate (strut ip tunnel parm �parms, int reate)239 f240 u32 remote = parms�>iph.daddr;241 u32 loal = parms�>iph.saddr;242 u32 key = parms�>i key;243 strut ip tunnel �t , ��tp , �nt;244 strut net devie �dev;245 unsigned h = HASH(key);246 int prio = 0;247248 if ( loal )249 prio j= 1;250 if (remote && !MULTICAST(remote)) f251 prio j= 2;252 h ^= HASH(remote);253 g254 for (tp = &tunnels[prio℄[h ℄; ( t = �tp) != NULL; tp = &t�>next) f255 if ( loal == t�>parms.iph.saddr && remote == t�>parms.iph.daddr) f256 if (key == t�>parms.i key)257 return t ;258 g259 g260 if (! reate)261 return NULL;262263 MOD INC USE COUNT;� �Figure 527: GRE Tunnels - loate hash entry: linux/net/ipv4/ip gre.



� �265 if (dev == NULL) f266 MOD DEC USE COUNT;267 return NULL;268 g269 memset(dev, 0, sizeof(�dev) + sizeof(�t)) ;270 dev�>priv = (void�)(dev+1);271 nt = (strut ip tunnel�)dev�>priv;272 nt�>dev = dev;273 dev�>init = ipgre tunnel init;274 dev�>features j= NETIF F DYNALLOC;275 mempy(&nt�>parms, parms, sizeof(�parms));276 strpy(dev�>name, nt�>parms.name);277 if (dev�>name[0℄ == 0) f278 int i ;279 for ( i=1; i<100; i++) f280 sprintf (dev�>name, "gre%d", i);281 if ( dev get by name(dev�>name) == NULL)282 break;283 g284 if ( i==100)285 goto failed ;286 mempy(parms�>name, dev�>name, IFNAMSIZ);287 g288 if ( register netdevie (dev) < 0)289 goto failed ;290291 dev hold(dev);292 ipgre tunnel link (nt) ;293 /* Do not derement MOD_USE_COUNT here. */294 return nt;295296 failed :297 kfree(dev);298 MOD DEC USE COUNT;299 return NULL;300 g301302 stati void ipgre tunnel destrutor (strut net devie �dev)303 f304 if (dev != &ipgre fb tunnel dev) f305 MOD DEC USE COUNT;306 g307 g308309 stati void ipgre tunnel uninit (strut net devie �dev)310 f311 ipgre tunnel unlink(( strut ip tunnel�)dev�>priv);312 dev put(dev);313 g� �Figure 528: GRE Tunnels - uninitialise and destory entry:linux/net/ipv4/ip gre.



� �562 int ipgre rv(strut sk bu� �skb)563 f564 strut iphdr �iph;565 u8 �h;566 u16 ags ;567 u16 sum = 0;568 u32 key = 0;569 u32 seqno = 0;570 strut ip tunnel �tunnel;571 int o�set = 4;572573 if (! pskb may pull(skb, 16))574 goto drop nolok;575576 iph = skb�>nh.iph;577 h = skb�>data;578 ags = �(u16�)h;579580 if ( ags&(GRE CSUMjGRE KEYjGRE ROUTINGjGRE SEQjGRE VERSION))f581 /* - Version must be 0.582 - We do not support routing headers.583 */584 if ( ags&(GRE VERSIONjGRE ROUTING))585 goto drop nolok;586587 if ( ags&GRE CSUM) f588 if (skb�>ip summed == CHECKSUM HW) f589 sum = (u16)sum fold(skb�>sum);590 if (sum)591 skb�>ip summed = CHECKSUM NONE;592 g593 if (skb�>ip summed == CHECKSUM NONE) f594 skb�>sum = skb heksum(skb, 0, skb�>len, 0);� �Figure 529: GRE Tunnels- Reeive Case: linux/net/ipv4/ip gre.



� �595 skb�>ip summed = CHECKSUM HW;596 sum = (u16)sum fold(skb�>sum);597 g598 o�set += 4;599 g600 if ( ags&GRE KEY) f601 key = �(u32�)(h + o�set);602 o�set += 4;603 g604 if ( ags&GRE SEQ) f605 seqno = ntohl(�(u32�)(h + o�set));606 o�set += 4;607 g608 g609610 read lok(&ipgre lok);611 if (( tunnel = ipgre tunnel lookup(iph�>saddr, iph�>daddr, key)) != NULL) f612 skb�>ma.raw = skb�>nh.raw;613 skb�>nh.raw = pskb pull(skb, o�set);614 memset(&(IPCB(skb)�>opt), 0, sizeof(strut ip options));615 if (skb�>ip summed == CHECKSUM HW)616 skb�>sum = sum sub(skb�>sum,617 sum partial(skb�>ma.raw, skb�>nh.raw�skb�>ma.raw, 0));� �Figure 530: GRE Tunnels- Reeive Case: linux/net/ipv4/ip gre.



� �618 skb�>protool = �(u16�)(h + 2);619 skb�>pkt type = PACKET HOST;620 #ifdef CONFIG NET IPGRE BROADCAST621 if (MULTICAST(iph�>daddr)) f622 /* Looped bak paket, drop it! */623 if ((( strut rtable�)skb�>dst)�>key.iif == 0)624 goto drop;625 tunnel�>stat.multiast++;626 skb�>pkt type = PACKET BROADCAST;627 g628 #endif629630 if ((( ags&GRE CSUM) && sum) jj631 (!( ags&GRE CSUM) && tunnel�>parms.i ags&GRE CSUM)) f632 tunnel�>stat.rx r errors++;633 tunnel�>stat.rx errors++;634 goto drop;635 g636 if (tunnel�>parms.i ags&GRE SEQ) f637 if (!( ags&GRE SEQ) jj638 (tunnel�>i seqno && (s32)(seqno � tunnel�>i seqno) < 0)) f639 tunnel�>stat. rx �fo errors++;640 tunnel�>stat.rx errors++;641 goto drop;642 g643 tunnel�>i seqno = seqno + 1;644 g645 tunnel�>stat.rx pakets++;646 tunnel�>stat.rx bytes += skb�>len;647 skb�>dev = tunnel�>dev;648 dst release (skb�>dst);649 skb�>dst = NULL;650 #ifdef CONFIG NETFILTER651 nf onntrak put(skb�>nft);� �Figure 531: GRE Tunnels- Reeive Case: linux/net/ipv4/ip gre.



� �653 #ifdef CONFIG NETFILTER DEBUG654 skb�>nf debug = 0;655 #endif656 #endif657 ipgre en deapsulate(iph , skb);� �Figure 532: GRE Tunnels - Tx Wrapper: linux/net/ipv4/ip gre.



� �659 read unlok(&ipgre lok);660 return(0) ;661 g662 imp send(skb, ICMP DEST UNREACH, ICMP PROT UNREACH, 0);663664 drop:665 read unlok(&ipgre lok);666 drop nolok:667 kfree skb(skb);668 return(0) ;669 g670671 /* Need this wrapper beause NF_HOOK takes the funtion address */672 stati inline int do ip send(strut sk bu� �skb)673 f674 return ip send(skb);675 g676677 stati int ipgre tunnel xmit(strut sk bu� �skb, strut net devie �dev)678 f679 strut ip tunnel �tunnel = (strut ip tunnel�)dev�>priv;680 strut net devie stats � stats = &tunnel�>stat;681 strut iphdr �old iph = skb�>nh.iph;682 strut iphdr �tiph;683 u8 tos ;684 u16 df;685 strut rtable �rt ; /* Route to the other host */686 strut net devie �tdev; /* Devie to other host */687 strut iphdr �iph; /* Our new IP header */688 int max headroom; /* The extra header spae needed */689 int gre hlen ;690 u32 dst;691 int mtu;692693 if (tunnel�>reursion++) f694 tunnel�>stat.ollisions++;� �Figure 533: GRE Tunnels - Transmit Case: linux/net/ipv4/ip gre.



� �696 g697698 if (dev�>hard header) f699 gre hlen = 0;700 tiph = (strut iphdr�)skb�>data;701 g else f702 gre hlen = tunnel�>hlen;703 tiph = &tunnel�>parms.iph;704 g705706 if ((dst = tiph�>daddr) == 0) f707 /* NBMA tunnel */708709 if (skb�>dst == NULL) f710 tunnel�>stat. tx �fo errors++;711 goto tx error ;712 g713714 if (skb�>protool == onstant htons(ETH P IP)) f715 rt = (strut rtable�)skb�>dst;716 if ((dst = rt�>rt gateway) == 0)717 goto tx error imp;718 g719 #ifdef CONFIG IPV6720 else if (skb�>protool == onstant htons(ETH P IPV6)) f721 strut in6 addr �addr6;722 int addr type;723 strut neighbour �neigh = skb�>dst�>neighbour;724725 if (neigh == NULL)726 goto tx error ;727728 addr6 = (strut in6 addr�)&neigh�>primary key;729 addr type = ipv6 addr type(addr6);730731 if (addr type == IPV6 ADDR ANY) f732 addr6 = &skb�>nh.ipv6h�>daddr;733 addr type = ipv6 addr type(addr6);734 g735736 if ((addr type & IPV6 ADDR COMPATv4) == 0)737 goto tx error imp;738739 dst = addr6�>s6 addr32[3℄;740 g741 #endif742 else743 goto tx error ;744 g� �Figure 534: GRE Tunnels - Transmit Case: linux/net/ipv4/ip gre.



� �747 if ( tos&1) f748 if (skb�>protool == onstant htons(ETH P IP))749 tos = old iph�>tos;750 tos &= ~1;751 g752753 if ( ip route output(&rt, dst , tiph�>saddr, RT TOS(tos), tunnel�>parms.link)) f754 tunnel�>stat. tx arrier errors++;755 goto tx error ;756 g757 tdev = rt�>u.dst.dev;758759 if (tdev == dev) f760 ip rt put (rt) ;761 tunnel�>stat.ollisions++;762 goto tx error ;763 g764765 df = tiph�>frag o�;766 mtu = rt�>u.dst.pmtu � tunnel�>hlen;767768 if (skb�>protool == onstant htons(ETH P IP)) f769 if (skb�>dst && mtu < skb�>dst�>pmtu && mtu >= 68)770 skb�>dst�>pmtu = mtu;771772 df j= (old iph�>frag o�& onstant htons(IP DF));773774 if (( old iph�>frag o�& onstant htons(IP DF)) &&775 mtu < ntohs(old iph�>tot len)) f776 imp send(skb, ICMP DEST UNREACH, ICMP FRAG NEEDED, htonl(mtu));777 ip rt put (rt) ;778 goto tx error ;779 g780 g781 #ifdef CONFIG IPV6� �Figure 535: GRE Tunnels - Transmit Case: linux/net/ipv4/ip gre.



� �783 strut rt6 info �rt6 = (strut rt6 info �)skb�>dst;784785 if ( rt6 && mtu < rt6�>u.dst.pmtu && mtu >= IPV6 MIN MTU) f786 if (( tunnel�>parms.iph.daddr && !MULTICAST(tunnel�>parms.iph.daddr)) jj787 rt6�>rt6i dst.plen == 128) f788 rt6�>rt6i ags j= RTF MODIFIED;789 skb�>dst�>pmtu = mtu;790 g791 g792793 if (mtu >= IPV6 MIN MTU && mtu < skb�>len � tunnel�>hlen +gre hlen) f794 impv6 send(skb, ICMPV6 PKT TOOBIG, 0, mtu, dev);795 ip rt put (rt) ;796 goto tx error ;797 g798 g799 #endif800801 if (tunnel�>err ount > 0) f802 if ( jiÆes � tunnel�>err time < IPTUNNEL ERR TIMEO) f803 tunnel�>err ount��;804805 dst link failure (skb);806 g else807 tunnel�>err ount = 0;808 g809810 skb�>h.raw = skb�>nh.raw;811812 max headroom = ((tdev�>hard header len+15)&~15)+ gre hlen;813814 if (skb headroom(skb) < max headroom jj skb loned(skb) jj skb shared(skb)) f� �Figure 536: GRE Tunnels - Transmit Case: linux/net/ipv4/ip gre.



� �816 if (! new skb) f817 ip rt put (rt) ;818 stats�>tx dropped++;819 dev kfree skb(skb);820 tunnel�>reursion��;821 return 0;822 g823 if (skb�>sk)824 skb set owner w(new skb, skb�>sk);825 dev kfree skb(skb);826 skb = new skb;827 g828829 skb�>nh.raw = skb push(skb, gre hlen);830 memset(&(IPCB(skb)�>opt), 0, sizeof(IPCB(skb)�>opt));831 dst release (skb�>dst);832 skb�>dst = &rt�>u.dst;833834 /*835 * Push down and install the IPIP header.836 */837838 iph = skb�>nh.iph;839 iph�>version = 4;840 iph�>ihl = sizeof (strut iphdr) >> 2;841 iph�>frag o� = df;� �Figure 537: GRE Tunnels - Transmit Case: linux/net/ipv4/ip gre.



� �843 iph�>tos = ipgre en enapsulate(tos , old iph , skb);844 iph�>daddr = rt�>rt dst;845 iph�>saddr = rt�>rt sr;846847 if (( iph�>ttl = tiph�>ttl) == 0) f848 if (skb�>protool == onstant htons(ETH P IP))849 iph�>ttl = old iph�>ttl;850 #ifdef CONFIG IPV6851 else if (skb�>protool == onstant htons(ETH P IPV6))852 iph�>ttl = ((strut ipv6hdr�)old iph)�>hop limit;853 #endif854 else855 iph�>ttl = systl ip default ttl ;856 g857858 ((u16�)(iph+1))[0℄ = tunnel�>parms.o ags;859 ((u16�)(iph+1))[1℄ = skb�>protool;860861 if (tunnel�>parms.o ags&(GRE KEYjGRE CSUMjGRE SEQ)) f862 u32 �ptr = (u32�)(((u8�)iph) + tunnel�>hlen � 4);863864 if (tunnel�>parms.o ags&GRE SEQ) f865 ++tunnel�>o seqno;866 �ptr = htonl(tunnel�>o seqno);867 ptr��;868 g869 if (tunnel�>parms.o ags&GRE KEY) f870 �ptr = tunnel�>parms.o key;871 ptr��;872 g873 if (tunnel�>parms.o ags&GRE CSUM) f874 �ptr = 0;875 �( u16�)ptr = ip ompute sum((void�)(iph+1), skb�>len �sizeof(strut iphdr));876 g877 g878879 #ifdef CONFIG NETFILTER880 nf onntrak put(skb�>nft);881 skb�>nft = NULL;� �Figure 538: GRE Tunnels - Transmit Case: linux/net/ipv4/ip gre.



� �316 void ipgre err (strut sk bu� �skb, u32 info)317 f318 #ifndef I WISH WORLD WERE PERFECT319320 /* It is not :-( All the routers (exept for Linux) return only321 8 bytes of paket payload. It means, that preise relaying of322 ICMP in the real Internet is absolutely infeasible.323324 Moreover, Ciso "wise men" put GRE key to the third word325 in GRE header. It makes impossible maintaining even soft state for keyed326 GRE tunnels with enabled heksum. Tell them "thank you".327328 Well, I wonder, rf1812 was written by Ciso employee,329 what the hell these idiots break standrads established330 by themself???331 */332333 strut iphdr �iph = (strut iphdr�)skb�>data;334 u16 �p = (u16�)(skb�>data+(iph�>ihl<<2));335 int grehlen = (iph�>ihl<<2) + 4;336 int type = skb�>h.imph�>type;337 int ode = skb�>h.imph�>ode;338 strut ip tunnel �t ;339 u16 ags ;340341 ags = p[0℄;342 if ( ags&(GRE CSUMjGRE KEYjGRE SEQjGRE ROUTINGjGRE VERSION))f343 if ( ags&(GRE VERSIONjGRE ROUTING))344 return;345 if ( ags&GRE KEY) f346 grehlen += 4;347 if ( ags&GRE CSUM)348 grehlen += 4;349 g350 g351352 /* If only 8 bytes returned, keyed message will be dropped here */353 if (skb headlen(skb) < grehlen)354 return;� �Figure 539: GRE Tunnels - Error/ICMP ases: linux/net/ipv4/ip gre.



� �356 swith (type) f357 default :358 ase ICMP PARAMETERPROB:359 return;360361 ase ICMP DEST UNREACH:362 swith (ode) f363 ase ICMP SR FAILED:364 ase ICMP PORT UNREACH:365 /* Impossible event. */366 return;367 ase ICMP FRAG NEEDED:368 /* Soft state for pmtu is maintained by IP ore. */369 return;370 default :371 /* All others are translated to HOST_UNREACH.372 rf2003 ontains "deep thoughts" about NET_UNREACH,373 I believe they are just ether pollution. --ANK374 */375 break;376 g377 break;378 ase ICMP TIME EXCEEDED:379 if (ode != ICMP EXC TTL)380 return;381 break;382 g� �Figure 540: GRE Tunnels - Error/ICMP ases: linux/net/ipv4/ip gre.



� �384 read lok(&ipgre lok);385 t = ipgre tunnel lookup(iph�>daddr, iph�>saddr, (ags&GRE KEY) ? �(((u32�)p) + (grehlen>>2) � 1) : 0);386 if ( t == NULL jj t�>parms.iph.daddr == 0 jj MULTICAST(t�>parms.iph.daddr))387 goto out;388389 if ( t�>parms.iph.ttl == 0 && type == ICMP TIME EXCEEDED)390 goto out;391392 if ( jiÆes � t�>err time < IPTUNNEL ERR TIMEO)393 t�>err ount++;394 else395 t�>err ount = 1;396 t�>err time = jiÆes ;397 out:398 read unlok(&ipgre lok);399 return;400 #else401 strut iphdr �iph = (strut iphdr�)dp;402 strut iphdr �eiph;403 u16 �p = (u16�)(dp+(iph�>ihl<<2));404 int type = skb�>h.imph�>type;405 int ode = skb�>h.imph�>ode;406 int rel type = 0;407 int rel ode = 0;408 int rel info = 0;409 u16 ags ;410 int grehlen = (iph�>ihl<<2) + 4;411 strut sk bu� �skb2;412 strut rtable �rt ;� �Figure 541: GRE Tunnels - Error/ICMP ases: linux/net/ipv4/ip gre.



� �414 if (p [1℄ != onstant htons(ETH P IP))415 return;416417 ags = p[0℄;418 if ( ags&(GRE CSUMjGRE KEYjGRE SEQjGRE ROUTINGjGRE VERSION))f419 if ( ags&(GRE VERSIONjGRE ROUTING))420 return;421 if ( ags&GRE CSUM)422 grehlen += 4;423 if ( ags&GRE KEY)424 grehlen += 4;425 if ( ags&GRE SEQ)426 grehlen += 4;427 g428 if ( len < grehlen + sizeof(strut iphdr))429 return;430 eiph = (strut iphdr�)(dp + grehlen);� �Figure 542: GRE Tunnels - Error/ICMP ases: linux/net/ipv4/ip gre.



� �432 swith (type) f433 default :434 return;435 ase ICMP PARAMETERPROB:436 if (skb�>h.imph�>un.gateway < (iph�>ihl<<2))437 return;438439 /* So... This guy found something strange INSIDE enapsulated440 paket. Well, he is fool, but what an we do ?441 */442 rel type = ICMP PARAMETERPROB;443 rel info = skb�>h.imph�>un.gateway � grehlen;444 break;445446 ase ICMP DEST UNREACH:447 swith (ode) f448 ase ICMP SR FAILED:449 ase ICMP PORT UNREACH:450 /* Impossible event. */451 return;452 ase ICMP FRAG NEEDED:453 /* And it is the only really neesary thing :-) */454 rel info = ntohs(skb�>h.imph�>un.frag.mtu);455 if ( rel info < grehlen+68)456 return;457 rel info �= grehlen;458 /* BSD 4.2 MORE DOES NOT EXIST IN NATURE. */459 if ( rel info > ntohs(eiph�>tot len))460 return;461 break;462 default :463 /* All others are translated to HOST_UNREACH.464 rf2003 ontains "deep thoughts" about NET_UNREACH,465 I believe, it is just ether pollution. --ANK466 */467 rel type = ICMP DEST UNREACH;468 rel ode = ICMP HOST UNREACH;469 break;470 g471 break;472 ase ICMP TIME EXCEEDED:473 if (ode != ICMP EXC TTL)474 return;475 break;476 g� �Figure 543: GRE Tunnels - Error/ICMP ases: linux/net/ipv4/ip gre.



� �478 /* Prepare fake skb to feed it to imp_send */479 skb2 = skb lone(skb, GFP ATOMIC);480 if (skb2 == NULL)481 return;482 dst release (skb2�>dst);483 skb2�>dst = NULL;484 skb pull(skb2, skb�>data � (u8�)eiph);485 skb2�>nh.raw = skb2�>data;486487 /* Try to guess inoming interfae */488 if ( ip route output(&rt, eiph�>saddr, 0, RT TOS(eiph�>tos), 0)) f489 kfree skb(skb2);490 return;491 g492 skb2�>dev = rt�>u.dst.dev;� �Figure 544: GRE Tunnels - Error/ICMP ases: linux/net/ipv4/ip gre.



� �494 /* route "inoming" paket */495 if ( rt�>rt ags&RTCF LOCAL) f496 ip rt put (rt) ;497 rt = NULL;498 if ( ip route output(&rt, eiph�>daddr, eiph�>saddr, eiph�>tos, 0) jj499 rt�>u.dst.dev�>type != ARPHRD IPGRE) f500 ip rt put (rt) ;501 kfree skb(skb2);502 return;503 g504 g else f505 ip rt put (rt) ;506 if ( ip route input(skb2, eiph�>daddr, eiph�>saddr, eiph�>tos, skb2�>dev) jj507 skb2�>dst�>dev�>type != ARPHRD IPGRE) f508 kfree skb(skb2);509 return;510 g511 g512513 /* hange mtu on this route */514 if (type == ICMP DEST UNREACH && ode == ICMP FRAG NEEDED) f515 if ( rel info > skb2�>dst�>pmtu) f516 kfree skb(skb2);517 return;518 g519 skb2�>dst�>pmtu = rel info;520 rel info = htonl( rel info ) ;521 g else if (type == ICMP TIME EXCEEDED) f522 strut ip tunnel �t = (strut ip tunnel�)skb2�>dev�>priv;523 if ( t�>parms.iph.ttl) f524 rel type = ICMP DEST UNREACH;525 rel ode = ICMP HOST UNREACH;526 g527 g528529 imp send(skb2, rel type , rel ode , rel info ) ;530 kfree skb(skb2);531 #endif532 g� �Figure 545: GRE Tunnels - Error/ICMP ases: linux/net/ipv4/ip gre.



� �534 stati inline void ipgre en deapsulate(strut iphdr �iph, strut sk bu� �skb)535 f536 if (INET ECN is e(iph�>tos)) f537 if (skb�>protool == onstant htons(ETH P IP)) f538 if (INET ECN is not e(skb�>nh.iph�>tos))539 IP ECN set e(skb�>nh.iph);540 g else if (skb�>protool == onstant htons(ETH P IPV6)) f541 if (INET ECN is not e(ip6 get ds�eld(skb�>nh.ipv6h)))542 IP6 ECN set e(skb�>nh.ipv6h);543 g544 g545 g546547 stati inline u8548 ipgre en enapsulate(u8 tos , strut iphdr �old iph , strut sk bu� �skb)549 f550 #ifdef CONFIG INET ECN551 u8 inner = 0;552 if (skb�>protool == onstant htons(ETH P IP))553 inner = old iph�>tos;554 else if (skb�>protool == onstant htons(ETH P IPV6))555 inner = ip6 get ds�eld (( strut ipv6hdr�)old iph);556 return INET ECN enapsulate(tos, inner);557 #else558 return tos ;559 #endif560 g� �Figure 546: GRE Tunnels - ECN Handling: linux/net/ipv4/ip gre.



� �883 skb�>nf debug = 0;884 #endif885 #endif886887 IPTUNNEL XMIT();888 tunnel�>reursion��;889 return 0;890891 tx error imp:892 dst link failure (skb);893894 tx error :895 stats�>tx errors++;896 dev kfree skb(skb);897 tunnel�>reursion��;898 return 0;899 g900901 stati int902 ipgre tunnel iotl ( strut net devie �dev, strut ifreq � ifr , int md)903 f904 int err = 0;905 strut ip tunnel parm p;906 strut ip tunnel �t ;� �Figure 547: GRE Tunnels - iotl entry handler: linux/net/ipv4/ip gre.



� �909910 swith (md) f911 ase SIOCGETTUNNEL:912 t = NULL;913 if (dev == &ipgre fb tunnel dev) f914 if (opy from user(&p, ifr�>ifr ifru. ifru data , sizeof (p))) f915 err = �EFAULT;916 break;917 g918 t = ipgre tunnel loate (&p, 0);919 g920 if ( t == NULL)921 t = (strut ip tunnel�)dev�>priv;922 mempy(&p, &t�>parms, sizeof(p));923 if (opy to user( ifr�>ifr ifru . ifru data , &p, sizeof (p)))924 err = �EFAULT;925 break;926927 ase SIOCADDTUNNEL:928 ase SIOCCHGTUNNEL:929 err = �EPERM;930 if (! apable(CAP NET ADMIN))931 goto done;� �Figure 548: GRE Tunnels - iotl entry handler: linux/net/ipv4/ip gre.



� �934 if (opy from user(&p, ifr�>ifr ifru. ifru data , sizeof (p)))935 goto done;936937 err = �EINVAL;938 if (p.iph.version != 4 jj p.iph.protool != IPPROTO GRE jj939 p.iph. ihl != 5 jj ( p.iph. frag o� & onstant htons(~IP DF)) jj940 ((p. i ags jp. o ags )&(GRE VERSIONjGRE ROUTING)))941 goto done;942 if (p.iph. ttl )943 p.iph. frag o� j= onstant htons(IP DF);944945 if (!( p. i ags &GRE KEY))946 p.i key = 0;947 if (!( p. o ags&GRE KEY))948 p.o key = 0;949950 t = ipgre tunnel loate (&p, md == SIOCADDTUNNEL);951952 if (dev != &ipgre fb tunnel dev && md == SIOCCHGTUNNEL &&953 t != &ipgre fb tunnel) f954 if ( t != NULL) f955 if ( t�>dev != dev) f956 err = �EEXIST;957 break;958 g959 g else f960 unsigned nags=0;961962 t = (strut ip tunnel�)dev�>priv;963964 if (MULTICAST(p.iph.daddr))965 nags = IFF BROADCAST;� �Figure 549: GRE Tunnels - iotl entry handler: linux/net/ipv4/ip gre.



� �967 nags = IFF POINTOPOINT;968969 if ((dev�>ags^nags)&(IFF POINTOPOINTjIFF BROADCAST)) f970 err = �EINVAL;971 break;972 g973 ipgre tunnel unlink(t) ;974 t�>parms.iph.saddr = p.iph.saddr;975 t�>parms.iph.daddr = p.iph.daddr;976 t�>parms.i key = p.i key;977 t�>parms.o key = p.o key;978 mempy(dev�>dev addr, &p.iph.saddr, 4);979 mempy(dev�>broadast, &p.iph.daddr, 4);980 ipgre tunnel link (t) ;981 netdev state hange(dev);982 g983 g984985 if ( t) f986 err = 0;987 if (md == SIOCCHGTUNNEL) f988 t�>parms.iph.ttl = p.iph.ttl;989 t�>parms.iph.tos = p.iph.tos;990 t�>parms.iph.frag o� = p.iph. frag o� ;991 g992 if (opy to user( ifr�>ifr ifru . ifru data , &t�>parms, sizeof(p)))993 err = �EFAULT;994 g else995 err = (md == SIOCADDTUNNEL ? �ENOBUFS : �ENOENT);996 break;997998 ase SIOCDELTUNNEL:999 err = �EPERM;1000 if (! apable(CAP NET ADMIN))1001 goto done;10021003 if (dev == &ipgre fb tunnel dev) f1004 err = �EFAULT;1005 if (opy from user(&p, ifr�>ifr ifru. ifru data , sizeof (p)))1006 goto done;� �Figure 550: GRE Tunnels - iotl entry handler: linux/net/ipv4/ip gre.



� �1022 MOD DEC USE COUNT;1023 return err ;1024 g10251026 stati strut net devie stats � ipgre tunnel get stats (strut net devie �dev)1027 f1028 return &(((strut ip tunnel�)dev�>priv)�>stat);1029 g10301031 stati int ipgre tunnel hange mtu(strut net devie �dev, int new mtu)1032 f1033 strut ip tunnel �tunnel = (strut ip tunnel�)dev�>priv;1034 if (new mtu < 68 jj new mtu > 0xFFF8 � tunnel�>hlen)1035 return �EINVAL;1036 dev�>mtu = new mtu;1037 return 0;1038 g10391040 #ifdef CONFIG NET IPGRE BROADCAST1041 /* Nie toy. Unfortunately, useless in real life :-)1042 It allows to onstrut virtual multiprotool broadast "LAN"1043 over the Internet, provided multiast routing is tuned.104410451046 I have no idea was this biyle invented before me,1047 so that I had to set ARPHRD_IPGRE to a random value.1048 I have an impression, that Ciso ould make something similar,1049 but this feature is apparently missing in IOS<=11.2(8).� �Figure 551: GRE Tunnels - Broadast Support!: linux/net/ipv4/ip gre.



� �1052 with broadast 224.66.66.66. If you have aess to mbone, play with me :�)10531054 ping �t 255 224.66.66.6610551056 If nobody answers, mbone does not work.10571058 ip tunnel add Universe mode gre remote 224.66.66.66 loal <Your real addr> ttl 2551059 ip addr add 10.66.66.<somewhat>/24 dev Universe1060 ifon�g Universe up1061 ifon�g Universe add fe80::<Your real addr>/101062 ifon�g Universe add fe0:6666:6666::<Your real addr>/961063 ftp 10.66.66.661064 ...1065 ftp fe0 :6666:6666::193.233.7.651066 ...10671068 �/10691070 stati int ipgre header(strut sk bu� �skb, strut net devie �dev, unsigned short type,1071 void �daddr, void �saddr, unsigned len)1072 f1073 strut ip tunnel �t = (strut ip tunnel�)dev�>priv;1074 strut iphdr �iph = (strut iphdr �)skb push(skb, t�>hlen);1075 u16 �p = (u16�)(iph+1);10761077 mempy(iph, &t�>parms.iph, sizeof(strut iphdr));1078 p[0℄ = t�>parms.o ags;� �Figure 552: GRE Tunnels - Broadast Support!: linux/net/ipv4/ip gre.



� �10801081 /*1082 * Set the soure hardware address.1083 */10841085 if (saddr)1086 mempy(&iph�>saddr, saddr, 4);10871088 if (daddr) f1089 mempy(&iph�>daddr, daddr, 4);1090 return t�>hlen;1091 g1092 if ( iph�>daddr && !MULTICAST(iph�>daddr))1093 return t�>hlen;10941095 return �t�>hlen;1096 g10971098 stati int ipgre open(strut net devie �dev)1099 f1100 strut ip tunnel �t = (strut ip tunnel�)dev�>priv;11011102 MOD INC USE COUNT;1103 if (MULTICAST(t�>parms.iph.daddr)) f1104 strut rtable �rt ;1105 if ( ip route output(&rt, t�>parms.iph.daddr,1106 t�>parms.iph.saddr, RT TOS(t�>parms.iph.tos),1107 t�>parms.link)) f1108 MOD DEC USE COUNT;1109 return �EADDRNOTAVAIL;1110 g1111 dev = rt�>u.dst.dev;1112 ip rt put (rt) ;1113 if ( in dev get (dev) == NULL) f1114 MOD DEC USE COUNT;1115 return �EADDRNOTAVAIL;1116 g1117 t�>mlink = dev�>i�ndex;1118 ip m in group( in dev get(dev), t�>parms.iph.daddr);1119 g� �Figure 553: GRE Tunnels - Broadast Support!: linux/net/ipv4/ip gre.



� �1008 if (( t = ipgre tunnel loate(&p, 0)) == NULL)1009 goto done;1010 err = �EPERM;1011 if ( t == &ipgre fb tunnel)1012 goto done;1013 g1014 err = unregister netdevie (dev);1015 break;10161017 default :1018 err = �EINVAL;1019 g� �Figure 554: GRE Tunnels - stats: linux/net/ipv4/ip gre.



� �1121 g11221123 stati int ipgre lose (strut net devie �dev)1124 f1125 strut ip tunnel �t = (strut ip tunnel�)dev�>priv;1126 if (MULTICAST(t�>parms.iph.daddr) && t�>mlink) f1127 strut in devie �in dev = inetdev by index(t�>mlink);1128 if ( in dev) f1129 ip m de group(in dev, t�>parms.iph.daddr);1130 in dev put(in dev);1131 g1132 g1133 MOD DEC USE COUNT;1134 return 0;1135 g11361137 #endif11381139 stati void ipgre tunnel init gen (strut net devie �dev)1140 f1141 strut ip tunnel �t = (strut ip tunnel�)dev�>priv;� �Figure 555: GRE Tunnels - general initialisation: linux/net/ipv4/ip gre.



� �1144 dev�>destrutor = ipgre tunnel destrutor ;1145 dev�>hard start xmit = ipgre tunnel xmit;1146 dev�>get stats = ipgre tunnel get stats ;1147 dev�>do iotl = ipgre tunnel iotl ;1148 dev�>hange mtu = ipgre tunnel hange mtu;11491150 dev�>type = ARPHRD IPGRE;1151 dev�>hard header len = LL MAX HEADER + sizeof(strut iphdr) + 4;1152 dev�>mtu = 1500 � sizeof(strut iphdr) � 4;1153 dev�>ags = IFF NOARP;1154 dev�>iink = 0;1155 dev�>addr len = 4;1156 mempy(dev�>dev addr, &t�>parms.iph.saddr, 4);1157 mempy(dev�>broadast, &t�>parms.iph.daddr, 4);1158 g11591160 stati int ipgre tunnel init (strut net devie �dev)1161 f1162 strut net devie �tdev = NULL;1163 strut ip tunnel �tunnel;1164 strut iphdr �iph;1165 int hlen = LL MAX HEADER;1166 int mtu = 1500;1167 int addend = sizeof(strut iphdr) + 4;� �Figure 556: GRE Tunnels - tunnel initialisation: linux/net/ipv4/ip gre.



� �1169 tunnel = (strut ip tunnel�)dev�>priv;1170 iph = &tunnel�>parms.iph;11711172 ipgre tunnel init gen (dev);11731174 /* Guess output devie to hoose reasonable mtu and hard_header_len */11751176 if ( iph�>daddr) f1177 strut rtable �rt ;1178 if (! ip route output(&rt, iph�>daddr, iph�>saddr, RT TOS(iph�>tos),tunnel�>parms.link)) f1179 tdev = rt�>u.dst.dev;1180 ip rt put (rt) ;1181 g11821183 dev�>ags j= IFF POINTOPOINT;11841185 #ifdef CONFIG NET IPGRE BROADCAST1186 if (MULTICAST(iph�>daddr)) f1187 if (! iph�>saddr)1188 return �EINVAL;1189 dev�>ags = IFF BROADCAST;1190 dev�>hard header = ipgre header;1191 dev�>open = ipgre open;1192 dev�>stop = ipgre lose;1193 g1194 #endif1195 g11961197 if (! tdev && tunnel�>parms.link)1198 tdev = dev get by index(tunnel�>parms.link);11991200 if (tdev) f1201 hlen = tdev�>hard header len;1202 mtu = tdev�>mtu;1203 g� �Figure 557: GRE Tunnels - tunnel initialisation: linux/net/ipv4/ip gre.



� �12051206 /* Prealulate GRE options length */1207 if (tunnel�>parms.o ags&(GRE CSUMjGRE KEYjGRE SEQ)) f1208 if (tunnel�>parms.o ags&GRE CSUM)1209 addend += 4;1210 if (tunnel�>parms.o ags&GRE KEY)1211 addend += 4;1212 if (tunnel�>parms.o ags&GRE SEQ)1213 addend += 4;1214 g1215 dev�>hard header len = hlen + addend;1216 dev�>mtu = mtu � addend;1217 tunnel�>hlen = addend;1218 return 0;1219 g12201221 #ifdef MODULE1222 stati int ipgre fb tunnel open(strut net devie �dev)1223 f1224 MOD INC USE COUNT;1225 return 0;1226 g12271228 stati int ipgre fb tunnel lose (strut net devie �dev)1229 f1230 MOD DEC USE COUNT;1231 return 0;1232 g1233 #endif12341235 int init ipgre fb tunnel init (strut net devie �dev)1236 f1237 strut ip tunnel �tunnel = (strut ip tunnel�)dev�>priv;1238 strut iphdr �iph;� �Figure 558: GRE Tunnels - module initialisation: linux/net/ipv4/ip gre.



� �1242 dev�>open = ipgre fb tunnel open;1243 dev�>stop = ipgre fb tunnel lose ;1244 #endif12451246 iph = &ipgre fb tunnel.parms.iph;1247 iph�>version = 4;1248 iph�>protool = IPPROTO GRE;1249 iph�>ihl = 5;1250 tunnel�>hlen = sizeof(strut iphdr) + 4;12511252 dev hold(dev);1253 tunnels w[0℄ = &ipgre fb tunnel;1254 return 0;1255 g125612571258 stati strut inet protool ipgre protool = f1259 ipgre rv , /* GRE handler */1260 ipgre err , /* TUNNEL error ontrol */1261 0, /* next */1262 IPPROTO GRE, /* protool ID */1263 0, /* opy */1264 NULL, /* data */1265 "GRE" /* name */1266 g;126712681269 /*1270 * And now the modules ode and kernel interfae.1271 */12721273 #ifdef MODULE1274 int init module(void)1275 #else1276 int init ipgre init (void)1277 #endif1278 f1279 printk(KERN INFO "GRE over IPv4 tunneling drivernn");12801281 ipgre fb tunnel dev .priv = (void�)&ipgre fb tunnel;1282 register netdev (&ipgre fb tunnel dev);1283 inet add protool(&ipgre protool);1284 return 0;1285 g12861287 #ifdef MODULE� �Figure 559: GRE Tunnels - Protool setup: linux/net/ipv4/ip gre.



� �76 /*77 * IPv6 fixed header78 *79 * BEWARE, it is inorret. The first 4 bits of flow_lbl80 * are glued to priority now, forming "lass".81 */8283 strut ipv6hdr f84 #if de�ned( LITTLE ENDIAN BITFIELD)85 u8 priority :4,86 version :4;87 #elif de�ned( BIG ENDIAN BITFIELD)88 u8 version :4,89 priority :4;90 #else91 #error "Please �x <asm/byteorder.h>"92 #endif93 u8 ow lbl [3℄;9495 u16 payload len;96 u8 nexthdr;97 u8 hop limit;9899 strut in6 addr saddr;100 strut in6 addr daddr;101 g;� �Figure 560: IPv6 paket format: linux/inlude/linux/ipv6.h



� �23 #de�ne SIN6 LEN RFC2133 242425 /*26 * NextHeader field of IPv6 header27 */2829 #de�ne NEXTHDR HOP 0 /* Hop-by-hop option header. */30 #de�ne NEXTHDR TCP 6 /* TCP segment. */31 #de�ne NEXTHDR UDP 17 /* UDP message. */32 #de�ne NEXTHDR IPV6 41 /* IPv6 in IPv6 */33 #de�ne NEXTHDR ROUTING 43 /* Routing header. */34 #de�ne NEXTHDR FRAGMENT 44 /* Fragmentation/reassembly header. */35 #de�ne NEXTHDR ESP 50 /* Enapsulating seurity payload. */36 #de�ne NEXTHDR AUTH 51 /* Authentiation header. */37 #de�ne NEXTHDR ICMP 58 /* ICMP for IPv6. */38 #de�ne NEXTHDR NONE 59 /* No next header */39 #de�ne NEXTHDR DEST 60 /* Destination options header. */4041 #de�ne NEXTHDR MAX 255� �Figure 561: Next Header Types: linux/inlude/net/ipv6.h



� �45 #de�ne IPV6 DEFAULT HOPLIMIT 6446 #de�ne IPV6 DEFAULT MCASTHOPS 14748 /*49 * Addr type50 *51 * type - uniast | multiast | anyast52 * sope - loal | site | global53 * v4 - ompat54 * v4mapped55 * any56 * loopbak57 */5859 #de�ne IPV6 ADDR ANY 0x0000U6061 #de�ne IPV6 ADDR UNICAST 0x0001U62 #de�ne IPV6 ADDR MULTICAST 0x0002U63 #de�ne IPV6 ADDR ANYCAST 0x0004U6465 #de�ne IPV6 ADDR LOOPBACK 0x0010U66 #de�ne IPV6 ADDR LINKLOCAL 0x0020U67 #de�ne IPV6 ADDR SITELOCAL 0x0040U6869 #de�ne IPV6 ADDR COMPATv4 0x0080U7071 #de�ne IPV6 ADDR SCOPE MASK 0x00f0U7273 #de�ne IPV6 ADDR MAPPED 0x1000U74 #de�ne IPV6 ADDR RESERVED 0x2000U /* reserved address spae */� �Figure 562: IPv6 address family information: linux/inlude/net/ipv6.h



� �80 strut frag hdr f81 unsigned har nexthdr;82 unsigned har reserved;83 unsigned short frag o� ;84 u32 identi�ation ;85 g;� �Figure 563: IPv6 fragmentation header: linux/inlude/net/ipv6.h



� �23 strut inet6 ifaddr24 f25 strut in6 addr addr;26 u32 pre�x len ;2728 u32 valid lft ;29 u32 prefered lft ;30 unsigned long tstamp;31 atomi t refnt ;32 spinlok t lok;3334 u8 probes;35 u8 ags ;3637 u16 sope;3839 strut timer list timer;4041 strut inet6 dev �idev;4243 strut inet6 ifaddr � lst next ; /* next addr in addr_lst */44 strut inet6 ifaddr � if next ; /* next addr in inet6_dev */4546 int dead;47 g;� �Figure 564: IPv6 network interfae strutures:linux/inlude/net/if inet6.h



� �49 strut ipv6 m soklist50 f51 strut in6 addr addr;52 int i�ndex ;53 strut ipv6 m soklist �next;54 g;5556 #de�ne MAF TIMER RUNNING 0x0157 #de�ne MAF LAST REPORTER 0x0258 #de�ne MAF LOADED 0x045960 strut ifmaddr661 f62 strut in6 addr ma addr;63 strut inet6 dev �idev;64 strut ifmaddr6 �next;65 strut timer list ma timer;66 unsigned ma ags;67 int ma users;68 atomi t ma refnt;69 spinlok t ma lok;70 g;� �Figure 565: IPv6 multiast interfae strutures:linux/inlude/net/if inet6.h



� �72 #de�ne IFA HOST IPV6 ADDR LOOPBACK73 #de�ne IFA LINK IPV6 ADDR LINKLOCAL74 #de�ne IFA SITE IPV6 ADDR SITELOCAL75 #de�ne IFA GLOBAL 0x0000U7677 strut ipv6 devonf78 f79 int forwarding;80 int hop limit;81 int mtu6;82 int aept ra;83 int aept redirets ;84 int autoonf;85 int dad transmits;86 int rtr soliits ;87 int rtr soliit interval ;88 int rtr soliit delay ;8990 void �systl ;91 g;� �Figure 566: IPv6 devie on�guration strut: linux/inlude/net/if inet6.h



� �93 strut inet6 dev94 f95 strut net devie �dev;9697 strut inet6 ifaddr � addr list ;98 strut ifmaddr6 �m list ;99 rwlok t lok;100 atomi t refnt ;101 u32 if ags ;102 int dead;103104 strut neigh parms �nd parms;105 strut inet6 dev �next;106 strut ipv6 devonf nf ;107 g;� �Figure 567: IPv6 devie data: linux/inlude/net/if inet6.h



� �111 stati inline void ipv6 eth m map(strut in6 addr �addr, har �buf)112 f113 /*114 * +-------+-------+-------+-------+-------+-------+115 * | 33 | 33 | DST13 | DST14 | DST15 | DST16 |116 * +-------+-------+-------+-------+-------+-------+117 */118119 buf[0℄= 0x33;120 buf[1℄= 0x33;121122 mempy(buf + 2, &addr�>s6 addr32[3℄, sizeof( u32));123 g� �Figure 568: IPv6 example of ethernet to ipv6 map:linux/inlude/net/if inet6.h



� �26 /*27 * IPv6 address struture28 */2930 strut in6 addr31 f32 union33 f34 u8 u6 addr8[16℄;35 u16 u6 addr16[8℄;36 u32 u6 addr32[4℄;37 g in6 u;38 #de�ne s6 addr in6 u.u6 addr839 #de�ne s6 addr16 in6 u.u6 addr1640 #de�ne s6 addr32 in6 u.u6 addr3241 g;4243 strut sokaddr in6 f44 unsigned short int sin6 family ; /* AF_INET6 */45 u16 sin6 port ; /* Transport layer port # */46 u32 sin6 owinfo ; /* IPv6 flow information */47 strut in6 addr sin6 addr ; /* IPv6 address */48 u32 sin6 sope id ; /* sope id (new in RFC2553) */49 g;� �Figure 569: IPv6 API - address family: linux/inlude/linux/in6.h



� �51 strut ipv6 mreq f52 /* IPv6 multiast address of group */53 strut in6 addr ipv6mr multiaddr;5455 /* loal IPv6 address of interfae */56 int ipv6mr i�ndex;57 g;� �Figure 570: IPv6 API - multiast programmer interfae:linux/inlude/linux/in6.h



� �59 strut in6 owlabel req60 f61 strut in6 addr r dst ;62 u32 r label ;63 u8 r ation ;64 u8 r share ;65 u16 r ags ;66 u16 r expires ;67 u16 r linger ;68 u32 r pad ;69 /* Options in format of IPV6_PKTOPTIONS */70 g;7172 #de�ne IPV6 FL A GET 073 #de�ne IPV6 FL A PUT 174 #de�ne IPV6 FL A RENEW 27576 #de�ne IPV6 FL F CREATE 177 #de�ne IPV6 FL F EXCL 27879 #de�ne IPV6 FL S NONE 080 #de�ne IPV6 FL S EXCL 181 #de�ne IPV6 FL S PROCESS 282 #de�ne IPV6 FL S USER 383 #de�ne IPV6 FL S ANY 255� �Figure 571: IPv6 API - ow label programmer interfae struture:linux/inlude/linux/in6.h



� �126 int ipv6 addr type(strut in6 addr �addr)127 f128 u32 st ;129130 st = addr�>s6 addr32[0℄;131132 /* Consider all addresses with the first three bits different of133 000 and 111 as uniasts.134 */135 if (( st & onstant htonl(0xE0000000)) != onstant htonl(0x00000000) &&136 (st & onstant htonl(0xE0000000)) != onstant htonl(0xE0000000))137 return IPV6 ADDR UNICAST;138139 if (( st & onstant htonl(0xFF000000)) == onstant htonl(0xFF000000)) f140 int type = IPV6 ADDR MULTICAST;141142 swith((st & onstant htonl(0x00FF0000))) f143 ase onstant htonl(0x00010000):144 type j= IPV6 ADDR LOOPBACK;145 break;146147 ase onstant htonl(0x00020000):148 type j= IPV6 ADDR LINKLOCAL;149 break;150151 ase onstant htonl(0x00050000):152 type j= IPV6 ADDR SITELOCAL;153 break;154 g;155 return type;156 g� �Figure 572: IP Address Con�gurator - Determine Address Type:linux/net/ipv6/addronf.



� �158 if (( st & onstant htonl(0xFFC00000)) == onstant htonl(0xFE800000))159 return (IPV6 ADDR LINKLOCAL j IPV6 ADDR UNICAST);160161 if (( st & onstant htonl(0xFFC00000)) == onstant htonl(0xFEC00000))162 return (IPV6 ADDR SITELOCAL j IPV6 ADDR UNICAST);163164 if ((addr�>s6 addr32[0℄ j addr�>s6 addr32[1℄) == 0) f165 if (addr�>s6 addr32[2℄ == 0) f166 if (addr�>in6 u.u6 addr32[3℄ == 0)167 return IPV6 ADDR ANY;168169 if (addr�>s6 addr32[3℄ == onstant htonl(0x00000001))170 return (IPV6 ADDR LOOPBACK jIPV6 ADDR UNICAST);171172 return (IPV6 ADDR COMPATv4 j IPV6 ADDR UNICAST);173 g174175 if (addr�>s6 addr32[2℄ == onstant htonl(0x0000��))176 return IPV6 ADDR MAPPED;177 g178179 return IPV6 ADDR RESERVED;180 g� �Figure 573: IP Address Con�gurator - Determine Address Type:linux/net/ipv6/addronf.



� �434435 in6 ifa put ( ifp ) ;436 g437438 /*439 * Choose an apropriate soure address440 * should do:441 * i) get an address with an apropriate sope442 * ii) see if there is a speifi route for the destination and use443 * an address of the attahed interfae444 * iii) don't use depreated addresses445 */446 int ipv6 get saddr(strut dst entry �dst,447 strut in6 addr �daddr, strut in6 addr �saddr)448 f449 int sope;450 strut inet6 ifaddr � ifp = NULL;451 strut inet6 ifaddr �math = NULL;452 strut net devie �dev = NULL;453 strut inet6 dev �idev;454 strut rt6 info �rt ;455 int err ;456457 rt = (strut rt6 info �) dst;458 if ( rt)459 dev = rt�>rt6i dev;460461 sope = ipv6 addr sope(daddr);462 if ( rt && (rt�>rt6i ags & RTF ALLONLINK)) f463 /*464 * route for the "all destinations on link" rule� �Figure 574: Selet IPv6 Soure Address given Destination to get to:linux/net/ipv6/addronf.



� �468 g469470 /*471 * known dev472 * searh dev and walk through dev addresses473 */474475 if (dev) f476 if (dev�>ags & IFF LOOPBACK)477 sope = IFA HOST;478479 read lok(&addronf lok);480 idev = in6 dev get(dev);481 if ( idev) f482 read lok bh(&idev�>lok);483 for ( ifp=idev�>addr list; ifp; ifp=ifp�>if next) f484 if ( ifp�>sope == sope) f485 if (!( ifp�>ags & (IFA F DEPRECATEDjIFA F TENTATIVE))) f486 in6 ifa hold ( ifp ) ;487 read unlok bh(&idev�>lok);488 read unlok(&addronf lok);489 goto out;490 g491492 if (!math && !(ifp�>ags &IFA F TENTATIVE)) f493 math = ifp;494 in6 ifa hold ( ifp ) ;495 g496 g497 g� �Figure 575: Selet IPv6 Soure Address given Destination to get to:linux/net/ipv6/addronf.



� �499 g500 read unlok(&addronf lok);501 g502503 if (sope == IFA LINK)504 goto out;505506 /*507 * dev == NULL or searh failed for speified dev508 */509510 read lok(&dev base lok);511 read lok(&addronf lok);512 for (dev = dev base; dev; dev=dev�>next) f513 idev = in6 dev get(dev);514 if ( idev) f515 read lok bh(&idev�>lok);516 for ( ifp=idev�>addr list; ifp; ifp=ifp�>if next) f517 if ( ifp�>sope == sope) f518 if (!( ifp�>ags&(IFA F DEPRECATEDjIFA F TENTATIVE))) f519 in6 ifa hold ( ifp ) ;520 read unlok bh(&idev�>lok);521 goto out unlok base;522 g523524 if (!math && !(ifp�>ags&IFA F TENTATIVE)) f525 math = ifp;526 in6 ifa hold ( ifp ) ;527 g528 g� �Figure 576: Selet IPv6 Soure Address given Destination to get to:linux/net/ipv6/addronf.



� �529 g530 read unlok bh(&idev�>lok);531 g532 g533534 out unlok base:535 read unlok(&addronf lok);536 read unlok(&dev base lok);537538 out:539 if ( ifp == NULL) f540 ifp = math;541 math = NULL;542 g543544 err = �EADDRNOTAVAIL;545 if ( ifp ) f546 ipv6 addr opy(saddr, &ifp�>addr);547 err = 0;548 in6 ifa put ( ifp ) ;549 g550 if (math)� �Figure 577: Selet IPv6 Soure Address given Destination to get to:linux/net/ipv6/addronf.



� �667 g668669670 #ifdef CONFIG IPV6 EUI64671 stati int ipv6 generate eui64(u8 �eui , strut net devie �dev)672 f673 swith (dev�>type) f674 ase ARPHRD ETHER:675 ase ARPHRD FDDI:676 ase ARPHRD IEEE802 TR:677 if (dev�>addr len != ETH ALEN)678 return �1;679 mempy(eui, dev�>dev addr, 3);680 mempy(eui + 5, dev�>dev addr+3, 3);681 eui [3℄ = 0xFF;682 eui [4℄ = 0xFE;683 eui [0℄ ^= 2;� �Figure 578: Deriving EUI64 bits of IPv6 Address:linux/net/ipv6/addronf.



� �707 /*708 * Add prefix route.709 */710711 stati void712 addronf pre�x route (strut in6 addr �pfx, int plen , strut net devie �dev,713 unsigned long expires , unsigned ags )714 f715 strut in6 rtmsg rtmsg;716717 memset(&rtmsg, 0, sizeof(rtmsg));718 mempy(&rtmsg.rtmsg dst, pfx, sizeof(strut in6 addr));719 rtmsg.rtmsg dst len = plen;720 rtmsg.rtmsg metri = IP6 RT PRIO ADDRCONF;721 rtmsg.rtmsg i�ndex = dev�>i�ndex;722 rtmsg.rtmsg info = expires;723 rtmsg.rtmsg ags = RTF UPjags;724 rtmsg.rtmsg type = RTMSG NEWROUTE;725726 /* Prevent useless loning on PtP SIT.727 This thing is done here expeting that the whole728 lass of non-broadast devies need not loning.729 */730 if (dev�>type == ARPHRD SIT && (dev�>ags&IFF POINTOPOINT))� �Figure 579: Adding pre�x route: linux/net/ipv6/addronf.



� �791 addronf add lroute(dev);792 return idev;793 g794795 void addronf pre�x rv(strut net devie �dev, u8 �opt, int len)796 f797 strut pre�x info �pinfo ;798 strut rt6 info �rt ;799 u32 valid lft ;800 u32 prefered lft ;801 int addr type;802 unsigned long rt expires ;803 strut inet6 dev �in6 dev;804805 pinfo = (strut pre�x info �) opt;806807 if ( len < sizeof (strut pre�x info )) f808 ADBG(("addronf: pre�x option too shortnn"));809 return;810 g811812 /*813 * Validation heks ([ADDRCONF℄, page 19)814 */� �Figure 580: Adding pre�x route: linux/net/ipv6/addronf.



� �817818 if (addr type & (IPV6 ADDR MULTICASTjIPV6 ADDR LINKLOCAL))819 return;820821 valid lft = ntohl(pinfo�>valid);822 prefered lft = ntohl(pinfo�>prefered);823824 if ( prefered lft > valid lft ) f825 printk(KERN WARNING "addronf: pre�x option has invalid lifetimenn");826 return;827 g828829 in6 dev = in6 dev get(dev);� �Figure 581: Adding pre�x route: linux/net/ipv6/addronf.



� �832 printk(KERN DEBUG "addronf: devie %s not on�gurednn", dev�>name);833 return;834 g835836 /*837 * Two things going on here:838 * 1) Add routes for on-link prefixes839 * 2) Configure prefixes with the auto flag set840 */841842 /* Avoid arithemti overflow. Really, we ould843 save rt_expires in seonds, likely valid_lft,844 but it would require division in fib g, that it845 not good.846 */847 if ( valid lft >= 0x7FFFFFFF/HZ)848 rt expires = 0;849 else850 rt expires = jiÆes + valid lft � HZ;851852 rt = rt6 lookup(&pinfo�>pre�x, NULL, dev�>i�ndex, 1);853854 if ( rt && ((rt�>rt6i ags & (RTF GATEWAY j RTF DEFAULT)) == 0)) f855 if ( rt�>rt6i ags&RTF EXPIRES) f856 if (pinfo�>onlink == 0 jj valid lft == 0) f857 ip6 del rt (rt) ;858 rt = NULL;859 g else f860 rt�>rt6i expires = rt expires;861 g862 g863 g else if (pinfo�>onlink && valid lft) f864 addronf pre�x route(&pinfo�>pre�x, pinfo�>pre�x len,� �Figure 582: Adding pre�x route: linux/net/ipv6/addronf.



� �866 g867 if ( rt)868 dst release (&rt�>u.dst);869870 /* Try to figure out our loal address for this prefix */871872 if (pinfo�>autoonf && in6 dev�>nf.autoonf) f873 strut inet6 ifaddr � ifp ;874 strut in6 addr addr;875 int plen;876877 plen = pinfo�>pre�x len >> 3;878879 #ifdef CONFIG IPV6 EUI64880 if (pinfo�>pre�x len == 64) f881 mempy(&addr, &pinfo�>pre�x, 8);882 if ( ipv6 generate eui64(addr.s6 addr + 8, dev) &&883 ipv6 inherit eui64 (addr.s6 addr + 8, in6 dev)) f884 in6 dev put(in6 dev);885 return;886 g887 goto ok;888 g889 #endif890 #ifndef CONFIG IPV6 NO PB891 if (pinfo�>pre�x len == ((sizeof(strut in6 addr) � dev�>addr len)<<3)) f892 mempy(&addr, &pinfo�>pre�x, plen);893 mempy(addr.s6 addr + plen, dev�>dev addr,894 dev�>addr len);895 goto ok;896 g� �Figure 583: Adding pre�x route: linux/net/ipv6/addronf.



� �898 printk(KERN DEBUG "IPv6 addronf: pre�x with wrong length %dnn",pinfo�>pre�x len);899 in6 dev put(in6 dev);900 return;901902 ok:903904 ifp = ipv6 get ifaddr(&addr, dev);905906 if ( ifp == NULL && valid lft) f907 ifp = ipv6 add addr(in6 dev, &addr, pinfo�>pre�x len,908 addr type&IPV6 ADDR SCOPE MASK, 0);909910 if ( ifp == NULL) f911 in6 dev put(in6 dev);912 return;913 g914915 addronf dad start(ifp) ;916 g� �Figure 584: Adding pre�x route: linux/net/ipv6/addronf.



� �919 ipv6 del addr( ifp ) ;920 ifp = NULL;921 g922923 if ( ifp ) f924 int ags ;925926 spin lok(&ifp�>lok);927 ifp�>valid lft = valid lft ;928 ifp�>prefered lft = prefered lft ;929 ifp�>tstamp = jiÆes;930 ags = ifp�>ags;931 ifp�>ags &= ~IFA F DEPRECATED;932 spin unlok(&ifp�>lok);933934 if (!( ags&IFA F TENTATIVE))935 ipv6 ifa notify (( ags&IFA F DEPRECATED) ?936 0 : RTM NEWADDR, ifp);937 in6 ifa put ( ifp ) ;� �Figure 585: Adding pre�x route: linux/net/ipv6/addronf.



� �18861887 return ret ;1888 g18891890 stati strut addronf systl table1891 f1892 strut tl table header � systl header ;1893 tl table addronf vars [11℄;1894 tl table addronf dev[2℄;1895 tl table addronf onf dir [2℄;1896 tl table addronf proto dir [2℄;1897 tl table addronf root dir [2℄;1898 g addronf systl = f1899 NULL,1900 ffNET IPV6 FORWARDING, "forwarding",1901 &ipv6 devonf.forwarding, sizeof ( int) , 0644, NULL,1902 &addronf systl forwardg,19031904 fNET IPV6 HOP LIMIT, "hop limit",1905 &ipv6 devonf.hop limit, sizeof ( int) , 0644, NULL,1906 &pro dointveg,19071908 fNET IPV6 MTU, "mtu",1909 &ipv6 devonf.mtu6, sizeof(int) , 0644, NULL,1910 &pro dointveg,� �Figure 586: IPv6 addronf systl: linux/net/ipv6/addronf.



� �1912 fNET IPV6 ACCEPT RA, "aept ra",1913 &ipv6 devonf.aept ra, sizeof ( int) , 0644, NULL,1914 &pro dointveg,19151916 fNET IPV6 ACCEPT REDIRECTS, "aept redirets",1917 &ipv6 devonf.aept redirets , sizeof ( int) , 0644, NULL,1918 &pro dointveg,19191920 fNET IPV6 AUTOCONF, "autoonf",1921 &ipv6 devonf.autoonf, sizeof ( int) , 0644, NULL,1922 &pro dointveg,19231924 fNET IPV6 DAD TRANSMITS, "dad transmits",1925 &ipv6 devonf.dad transmits, sizeof( int) , 0644, NULL,1926 &pro dointveg,19271928 fNET IPV6 RTR SOLICITS, "router soliitations",1929 &ipv6 devonf. rtr soliits , sizeof ( int) , 0644, NULL,1930 &pro dointveg,19311932 fNET IPV6 RTR SOLICIT INTERVAL, "router soliitation interval",1933 &ipv6 devonf. rtr soliit interval , sizeof ( int) , 0644, NULL,1934 & pro dointve jiÆes g,19351936 fNET IPV6 RTR SOLICIT DELAY, "router soliitation delay",1937 &ipv6 devonf. rtr soliit delay , sizeof ( int) , 0644, NULL,1938 & pro dointve jiÆes g,19391940 f0gg,19411942 ffNET PROTO CONF ALL, "all", NULL, 0, 0555, addronf systl.addronf varsg,f0gg,� �Figure 587: IPv6 addronf systl: linux/net/ipv6/addronf.



� �86 stati strut neigh ops ndis generi ops =87 f88 AF INET6,89 NULL,90 ndis soliit ,91 ndis error report ,92 neigh resolve output ,93 neigh onneted output,94 dev queue xmit,95 dev queue xmit96 g;9798 stati strut neigh ops ndis hh ops =99 f100 AF INET6,101 NULL,102 ndis soliit ,103 ndis error report ,104 neigh resolve output ,105 neigh resolve output ,106 dev queue xmit,107 dev queue xmit108 g;109110111 stati strut neigh ops ndis diret ops =112 f113 AF INET6,114 NULL,115 NULL,116 NULL,117 dev queue xmit,118 dev queue xmit,119 dev queue xmit,120 dev queue xmit121 g;� �Figure 588: IPv6 Neighbour Disovery Operations: linux/net/ipv6/ndis.



� �317 /*318 * Send a Neighbour Advertisement319 */320321 void ndis send na(strut net devie �dev, strut neighbour �neigh,322 strut in6 addr �daddr, strut in6 addr � soliited addr ,323 int router , int soliited , int override , int in opt)324 f325 strut sok �sk = ndis soket�>sk;326 strut nd msg �msg;327 int len ;328 strut sk bu� �skb;329 int err ;330331 len = sizeof (strut imp6hdr) + sizeof(strut in6 addr);332333 if ( in opt) f334 if (dev�>addr len)335 len += NDISC OPT SPACE(dev�>addr len);336 else337 in opt = 0;338 g339340 skb = sok allo send skb(sk , MAX HEADER + len + dev�>hard header len+ 15,341 0, &err) ;342343 if (skb == NULL) f344 ND PRINTK1("send na: allo skb failednn");345 return;346 g347348 if ( ndis build ll hdr (skb, dev, daddr, neigh, len) == 0) f349 kfree skb(skb);350 return;351 g352353 ip6 nd hdr(sk, skb, dev, soliited addr , daddr, IPPROTO ICMPV6, len);354355 msg = (strut nd msg �) skb put(skb, len);356357 msg�>imph.imp6 type = NDISC NEIGHBOUR ADVERTISEMENT;358 msg�>imph.imp6 ode = 0;359 msg�>imph.imp6 ksum = 0;� �Figure 589: IPv6 Neighbour Advertisement: linux/net/ipv6/ndis.



� �361 msg�>imph.imp6 unused = 0;362 msg�>imph.imp6 router = router;363 msg�>imph.imp6 soliited = soliited;364 msg�>imph.imp6 override = !!override;365366 /* Set the target address. */367 ipv6 addr opy(&msg�>target, soliited addr);368369 if ( in opt)370 ndis �ll option ((void�)&msg�>opt, ND OPT TARGET LL ADDR, dev�>dev addr, dev�>addr len);371372 /* heksum */373 msg�>imph.imp6 ksum = sum ipv6 magi(soliited addr, daddr, len,374 IPPROTO ICMPV6,375 sum partial(( u8 �) msg,376 len , 0) ) ;377378 dev queue xmit(skb);379380 ICMP6 INC STATS(Imp6OutNeighborAdvertisements);381 ICMP6 INC STATS(Imp6OutMsgs);382 g� �Figure 590: IPv6 Neighbour Advertisement: linux/net/ipv6/ndis.



� �569 g570571 stati void ndis router disovery (strut sk bu� �skb)572 f573 strut ra msg �ra msg = (strut ra msg �) skb�>h.raw;574 strut neighbour �neigh;575 strut inet6 dev �in6 dev;576 strut rt6 info �rt ;577 int lifetime ;578 int optlen;579580 u8 � opt = ( u8 �)(ra msg + 1);581582 optlen = (skb�>tail � skb�>h.raw) � sizeof(strut ra msg);583584 if (skb�>nh.ipv6h�>hop limit != 255) f585 printk(KERN INFO586 "NDISC: fake router advertisment reeivednn");587 return;588 g589590 /*591 * set the RA_RECV flag in the interfae592 */593594 in6 dev = in6 dev get(skb�>dev);595 if ( in6 dev == NULL) f596 ND PRINTK1("RA: an't �nd in6 devienn");597 return;598 g599 if ( in6 dev�>nf.forwarding jj !in6 dev�>nf.aept ra) f600 in6 dev put(in6 dev);� �Figure 591: IPv6 Router Disovery: linux/net/ipv6/ndis.



� �602 g603604 if ( in6 dev�>if ags & IF RS SENT) f605 /*606 * flag that an RA was reeived after an RS was sent607 * out on this interfae.608 */609 in6 dev�>if ags j= IF RA RCVD;610 g611612 lifetime = ntohs(ra msg�>imph.imp6 rt lifetime);613614 rt = rt6 get dt router (&skb�>nh.ipv6h�>saddr, skb�>dev);615616 if ( rt && lifetime == 0) f617 ip6 del rt (rt) ;618 rt = NULL;619 g620621 if ( rt == NULL && lifetime) f622 ND PRINTK2("ndis rdis: adding default routernn");623624 rt = rt6 add dt router (&skb�>nh.ipv6h�>saddr, skb�>dev);625 if ( rt == NULL) f626 ND PRINTK1("route add failednn");627 in6 dev put(in6 dev);628 return;629 g630631 neigh = rt�>rt6i nexthop;632 if (neigh == NULL) f633 ND PRINTK1("nd: add default router: null neighbournn");634 dst release (&rt�>u.dst);635 in6 dev put(in6 dev);636 return;637 g638 neigh�>ags j= NTF ROUTER;639640 /*641 * If we where using an "all destinations on link" route642 * delete it643 */� �Figure 592: IPv6 Router Disovery: linux/net/ipv6/ndis.



� �646 g647648 if ( rt)649 rt�>rt6i expires = jiÆes + (HZ � lifetime) ;650651 if (ra msg�>imph.imp6 hop limit)652 in6 dev�>nf.hop limit = ra msg�>imph.imp6 hop limit;653654 /*655 * Update Reahable Time and Retrans Timer656 */657658 if ( in6 dev�>nd parms) f659 u32 rtime = ntohl(ra msg�>retrans timer);660661 if (rtime && rtime/1000 < MAX SCHEDULE TIMEOUT/HZ) f662 rtime = (rtime�HZ)/1000;663 if (rtime < HZ/10)664 rtime = HZ/10;665 in6 dev�>nd parms�>retrans time = rtime;666 g667668 rtime = ntohl(ra msg�>reahable time);669 if (rtime && rtime/1000 < MAX SCHEDULE TIMEOUT/(3�HZ)) f670 rtime = (rtime�HZ)/1000;671672 if (rtime < HZ/10)673 rtime = HZ/10;674675 if (rtime != in6 dev�>nd parms�>base reahable time) f676 in6 dev�>nd parms�>base reahable time = rtime;677 in6 dev�>nd parms�>g staletime = 3 � rtime;678 in6 dev�>nd parms�>reahable time =neigh rand reah time(rtime);679 g� �Figure 593: IPv6 Router Disovery: linux/net/ipv6/ndis.



� �681 g682683 /*684 * Proess options.685 */686687 while (optlen > 0) f688 int len = (opt[1℄ << 3);689690 if ( len == 0) f691 ND PRINTK0("RA: opt has 0 lennn");692 break;693 g694695 swith(�opt) f696 ase ND OPT SOURCE LL ADDR:697698 if ( rt == NULL)699 break;700701 if ((neigh = rt�>rt6i nexthop) != NULL &&702 skb�>dev�>addr len + 2 >= len)703 neigh update(neigh, opt+2, NUD STALE, 1, 1);704 break;705706 ase ND OPT PREFIX INFO:� �Figure 594: IPv6 Router Disovery: linux/net/ipv6/ndis.



� �708 break;709710 ase ND OPT MTU:711 f712 int mtu;713714 mtu = htonl(�( u32 �)(opt+4));715716 if (mtu < IPV6 MIN MTU jj mtu > skb�>dev�>mtu) f717 ND PRINTK0("NDISC: router "718 "announement with mtu = %dnn",719 mtu);720 break;721 g722723 if (in6 dev�>nf.mtu6 != mtu) f724 in6 dev�>nf.mtu6 = mtu;725726 if ( rt)727 rt�>u.dst.pmtu = mtu;728729 rt6 mtu hange(skb�>dev, mtu);730 g731 g732 break;733734 ase ND OPT TARGET LL ADDR:735 ase ND OPT REDIRECT HDR:736 ND PRINTK0("got illegal option with RA");737 break;738 default :739 ND PRINTK0("unkown option in RAnn");740 g;741 optlen �= len;742 opt += len;743 g744 if ( rt)745 dst release (&rt�>u.dst);� �Figure 595: IPv6 Router Disovery: linux/net/ipv6/ndis.



� �54 f55 strut ipv6hdr �hdr;56 u32 pkt len;5758 if (skb�>pkt type == PACKET OTHERHOST)59 goto drop;6061 IP6 INC STATS BH(Ip6InReeives);6263 if (( skb = skb share hek(skb, GFP ATOMIC)) == NULL)64 goto out;6566 /* Store inoming devie index. When the paket will67 be queued, we annot refer to skb->dev anymore.68 */69 (( strut inet6 skb parm �)skb�>b)�>iif = dev�>i�ndex;7071 if (skb�>len < sizeof(strut ipv6hdr))72 goto err ;7374 if (! pskb may pull(skb, sizeof(strut ipv6hdr)))75 goto drop;7677 hdr = skb�>nh.ipv6h;� �Figure 596: IPv6 Reeive: linux/net/ipv6/ip6 input.



� �79 if (hdr�>version != 6)80 goto err ;8182 pkt len = ntohs(hdr�>payload len);8384 /* pkt_len may be zero if Jumbo payload option is present */85 if (pkt len jj hdr�>nexthdr != NEXTHDR HOP) f86 if (pkt len + sizeof (strut ipv6hdr) > skb�>len)87 goto trunated;88 if (pkt len + sizeof (strut ipv6hdr) < skb�>len) f89 if ( pskb trim(skb, pkt len + sizeof (strut ipv6hdr)))90 goto drop;91 hdr = skb�>nh.ipv6h;92 if (skb�>ip summed == CHECKSUM HW)93 skb�>ip summed = CHECKSUM NONE;94 g95 g9697 if (hdr�>nexthdr == NEXTHDR HOP) f98 skb�>h.raw = (u8�)(hdr+1);99 if ( ipv6 parse hopopts(skb, o�setof (strut ipv6hdr, nexthdr)) < 0) f100 IP6 INC STATS BH(Ip6InHdrErrors);101 return 0;102 g� �Figure 597: IPv6 Reeive: linux/net/ipv6/ip6 input.



� �45 stati inline int ip6 rv �nish ( strut sk bu� �skb)46 f47 if (skb�>dst == NULL)48 ip6 route input(skb);4950 return skb�>dst�>input(skb);51 g� �Figure 598: IPv6 Reeive Finish: linux/net/ipv6/ip6 input.



� �9899 int ip6 output(strut sk bu� �skb)100 f101 strut dst entry �dst = skb�>dst;102 strut net devie �dev = dst�>dev;103104 skb�>protool = onstant htons(ETH P IPV6);105 skb�>dev = dev;106107 if ( ipv6 addr is multiast (&skb�>nh.ipv6h�>daddr)) f108 if (!( dev�>ags&IFF LOOPBACK) &&109 (skb�>sk == NULL jj skb�>sk�>net pinfo.af inet6.m loop) &&110 ipv6 hk mast addr(dev, &skb�>nh.ipv6h�>daddr)) f111 strut sk bu� �newskb = skb lone(skb, GFP ATOMIC);112113 /* Do not hek for IFF_ALLMULTI; multiast routing114 is not supported in any ase.115 */116 if (newskb)117 NF HOOK(PF INET6, NF IP6 POST ROUTING, newskb, NULL,118 newskb�>dev,119 ip6 dev loopbak xmit);120121 if (skb�>nh.ipv6h�>hop limit == 0) f122 kfree skb(skb);123 return 0;124 g125 g126127 IP6 INC STATS(Ip6OutMastPkts);128 g129130 return NF HOOK(PF INET6, NF IP6 POST ROUTING, skb,NULL, skb�>dev,ip6 output �nish);� �Figure 599: IPv6 - Output: linux/net/ipv6/ip6 output.



� �180181 int ip6 xmit(strut sok �sk , strut sk bu� �skb, strut owi �  ,182 strut ipv6 txoptions �opt)183 f184 strut ipv6 pinfo � np = sk ? &sk�>net pinfo.af inet6 : NULL;185 strut in6 addr ��rst hop = �>nl u.ip6 u.daddr;186 strut dst entry �dst = skb�>dst;187 strut ipv6hdr �hdr;188 u8 proto = �>proto;189 int seg len = skb�>len;190 int hlimit ;191192 if (opt) f193 int head room;194195 /* First: exthdrs may take lots of spae (~8K for now)196 MAX_HEADER is not enough.197 */198 head room = opt�>opt nen + opt�>opt en;199 seg len += head room;200 head room += sizeof(strut ipv6hdr) + ((dst�>dev�>hard header len+ 15)&~15);201202 if (skb headroom(skb) < head room) f203 strut sk bu� �skb2 = skb reallo headroom(skb, head room);204 kfree skb(skb);205 skb = skb2;206 if (skb == NULL)207 return �ENOBUFS;208 if (sk)209 skb set owner w(skb, sk);210 g211 if (opt�>opt en)212 ipv6 push frag opts(skb, opt, &proto);213 if (opt�>opt nen)214 ipv6 push nfrag opts(skb, opt, &proto, &�rst hop) ;215 g� �Figure 600: IPv6 - Xmt: linux/net/ipv6/ip6 output.



� �218219 /*220 * Fill in the IPv6 header221 */222223 �(u32�)hdr = onstant htonl(0x60000000) j �>6 owlabel;224 hlimit = �1;225 if (np)226 hlimit = np�>hop limit;227 if ( hlimit < 0)228 hlimit = ((strut rt6 info �)dst)�>rt6i hoplimit;229230 hdr�>payload len = htons(seg len);231 hdr�>nexthdr = proto;232 hdr�>hop limit = hlimit;233234 ipv6 addr opy(&hdr�>saddr, �>nl u.ip6 u.saddr);235 ipv6 addr opy(&hdr�>daddr, �rst hop);236237 if (skb�>len <= dst�>pmtu) f238 IP6 INC STATS(Ip6OutRequests);239 return NF HOOK(PF INET6, NF IP6 LOCAL OUT, skb, NULL, dst�>dev, ip6 maybe reroute);240 g241242 printk(KERN DEBUG "IPv6: sending pkt too big to selfnn");243 impv6 send(skb, ICMPV6 PKT TOOBIG, 0, dst�>pmtu, skb�>dev);244 kfree skb(skb);245 return �EMSGSIZE;� �Figure 601: IPv6 - Output: linux/net/ipv6/ip6 output.



� �� �Figure 602: IPv6 - Output: linux/net/ipv6/ip6 output.



� �413414 last skb�>dst = dst lone(dst);415416 skb reserve( last skb , ( dst�>dev�>hard header len + 15) & ~15);417418 hdr = ip6 bld 1(sk, last skb ,  , hlimit , frag len+unfrag len);419 prev hdr = &hdr�>nexthdr;420421 if (opt && opt�>opt nen)422 prev hdr = ipv6 build nfrag opts( last skb , prev hdr, opt , �nal dst , 0) ;423424 prev hdr = ipv6 build fraghdr(last skb , prev hdr, frag o� ) ;425 fhdr dist = prev hdr � last skb�>data;426427 err = getfrag(data, &hdr�>saddr, last skb�>tail, data o�, last len ) ;428429 if (! err) f430 while (nfrags��) f431 strut sk bu� �skb;432433 strut frag hdr �fhdr2;434435 skb = skb opy(last skb, sk�>alloation);436437 if (skb == NULL) f438 IP6 INC STATS(Ip6FragFails);439 kfree skb( last skb ) ;440 return �ENOMEM;441 g442443 frag o� �= frag len;444 data o� �= frag len;445446 fhdr2 = (strut frag hdr �) (skb�>data + fhdr dist);447448 /* more flag on */449 fhdr2�>frag o� = htons(frag o� j 1) ;450451 /* Write fragmentable exthdrs to the first hunk */452 if (nfrags == 0 && opt && opt�>opt en) f453 ipv6 build frag opts (skb, &fhdr2�>nexthdr, opt);454 frag len �= opt�>opt en;455 data o� = 0;456 g457458 err = getfrag(data, &hdr�>saddr,skb put(skb, frag len),459 data o� , frag len ) ;460461 if ( err) f462 kfree skb(skb);463 break;464 g465466 IP6 INC STATS(Ip6FragCreates);467 IP6 INC STATS(Ip6OutRequests);468 err = NF HOOK(PF INET6,NF IP6 LOCAL OUT, skb, NULL,dst�>dev, ip6 maybe reroute);469 if ( err) f470 kfree skb( last skb ) ;471 return err ;472 g473 g474 g475476 if ( err) f477 IP6 INC STATS(Ip6FragFails);478 kfree skb( last skb ) ;479 return �EFAULT;480 g481482 hdr�>payload len = htons(unfrag len + last len � sizeof(strut ipv6hdr));483484 /*485 * update last_skb to reflet the getfrag we did486 * on start.487 */488489 skb put(last skb , last len ) ;490491 IP6 INC STATS(Ip6FragCreates);492 IP6 INC STATS(Ip6FragOKs);493 IP6 INC STATS(Ip6OutRequests);494 return NF HOOK(PF INET6, NF IP6 LOCAL OUT, last skb, NULL,dst�>dev,ip6 maybe reroute);495 g496497 int ip6 build xmit(strut sok �sk , inet getfrag t getfrag , onst void �data,498 strut owi �  , unsigned length,499 strut ipv6 txoptions �opt , int hlimit , int ags )500 f501 strut ipv6 pinfo �np = &sk�>net pinfo.af inet6;502 strut in6 addr � �nal dst = NULL;503 strut dst entry �dst;504 int err = 0;505 unsigned int pktlength, jumbolen, mtu;506 strut in6 addr saddr;507508 if (opt && opt�>srrt) f509 strut rt0 hdr �rt0 = (strut rt0 hdr �) opt�>srrt;510 �nal dst = �>6 dst;511 �>6 dst = rt0�>addr;512 g513514 if (! �>oif && ipv6 addr is multiast(�>nl u.ip6 u.daddr))515 �>oif = np�>mast oif;516517 dst = sk dst hek(sk , np�>dst ookie);518 if (dst) f519 strut rt6 info �rt = (strut rt6 info �)dst;520521 /* Yes, heking route validity in not onneted522 ase is not very simple. Take into aount,523 that we do not support routing by soure, TOS,524 and MSG_DONTROUTE --ANK (980726)525526 1. If route was host route, hek that527 ahed destination is urrent.528 If it is network route, we still may529 hek its validity using saved pointer530 to the last used address: daddr_ahe.531 We do not want to save whole address now,532 (beause main onsumer of this servie533 is tp, whih has not this problem),534 so that the last trik works only on onneted535 sokets.536 2. oif also should be the same.537 */538539 if ((( rt�>rt6i dst.plen != 128 jj540 ipv6 addr mp(�>6 dst, &rt�>rt6i dst.addr))541 && (np�>daddr ahe == NULL jj542 ipv6 addr mp(�>6 dst, np�>daddr ahe)))543 jj ( �>oif && �>oif != dst�>dev�>i�ndex)) f544 dst = NULL;545 g else546 dst lone(dst) ;� �Figure 603: IPv6 - Output: linux/net/ipv6/ip6 output.



� �548549 if (dst == NULL)550 dst = ip6 route output(sk,  ) ;551552 if (dst�>error) f553 IP6 INC STATS(Ip6OutNoRoutes);554 dst release (dst) ;555 return �ENETUNREACH;556 g557558 if ( �>6 sr == NULL) f559 err = ipv6 get saddr(dst , �>6 dst, &saddr);560561 if ( err) f562 #if IP6 DEBUG >= 2563 printk(KERN DEBUG "ip6 build xmit: "564 "no availiable soure addressnn");565 #endif566 goto out;567 g568 �>6 sr = &saddr;569 g570 pktlength = length;571572 if ( hlimit < 0) f573 if ( ipv6 addr is multiast ( �>6 dst))574 hlimit = np�>mast hops;575 else576 hlimit = np�>hop limit;577 if ( hlimit < 0)578 hlimit = ((strut rt6 info �)dst)�>rt6i hoplimit;� �Figure 604: IPv6 - Output: linux/net/ipv6/ip6 output.



� �580581 jumbolen = 0;582583 if (! sk�>protinfo.af inet.hdrinl) f584 pktlength += sizeof(strut ipv6hdr);585 if (opt)586 pktlength += opt�>opt en + opt�>opt nen;587588 if (pktlength > 0xFFFF + sizeof(strut ipv6hdr)) f589 /* Jumbo datagram.590 It is assumed, that in the ase of hdrinl591 jumbo option is supplied by user.592 */593 pktlength += 8;594 jumbolen = pktlength � sizeof(strut ipv6hdr);595 g596 g597598 mtu = dst�>pmtu;599 if (np�>frag size < mtu) f600 if (np�>frag size)601 mtu = np�>frag size;602 else if (np�>pmtudis == IPV6 PMTUDISC DONT)603 mtu = IPV6 MIN MTU;604 g605606 /* Critial arithmeti overflow hek.607 FIXME: may g optimize it out? --ANK (980726)608 */609 if (pktlength < length) f610 ipv6 loal error (sk , EMSGSIZE, , mtu);611 err = �EMSGSIZE;612 goto out;613 g614615 if ( ags&MSG CONFIRM)� �Figure 605: IPv6 - Output: linux/net/ipv6/ip6 output.



� �617618 if (pktlength <= mtu) f619 strut sk bu� �skb;620 strut ipv6hdr �hdr;621 strut net devie �dev = dst�>dev;622623 err = 0;624 if ( ags&MSG PROBE)625 goto out;626627 skb = sok allo send skb(sk , pktlength + 15 +628 dev�>hard header len,629 ags & MSG DONTWAIT, &err);630631 if (skb == NULL) f632 IP6 INC STATS(Ip6OutDisards);633 goto out;634 g635636 skb�>dst = dst lone(dst);637638 skb reserve(skb, (dev�>hard header len + 15) & ~15);639640 hdr = (strut ipv6hdr �) skb�>tail;641 skb�>nh.ipv6h = hdr;642643 if (! sk�>protinfo.af inet.hdrinl) f644 ip6 bld 1(sk , skb,  , hlimit,645 jumbolen ? sizeof(strut ipv6hdr) : pktlength);646647 if (opt jj jumbolen) f648 u8 �prev hdr = &hdr�>nexthdr;649 prev hdr = ipv6 build nfrag opts(skb, prev hdr, opt,�nal dst , jumbolen);650 if (opt && opt�>opt en)651 ipv6 build frag opts (skb, prev hdr, opt);652 g� �Figure 606: IPv6 - Output: linux/net/ipv6/ip6 output.



� �654655 skb put(skb, length) ;656 err = getfrag(data, &hdr�>saddr,657 ((har �) hdr) + (pktlength � length),658 0, length) ;659660 if (! err) f661 IP6 INC STATS(Ip6OutRequests);662 err = NF HOOK(PF INET6, NF IP6 LOCAL OUT, skb, NULL,dst�>dev, ip6 maybe reroute);663 g else f664 err = �EFAULT;665 kfree skb(skb);666 g667 g else f668 if (sk�>protinfo.af inet.hdrinl jj jumbolen jj669 np�>pmtudis == IPV6 PMTUDISC DO) f670 ipv6 loal error (sk , EMSGSIZE, , mtu);671 err = �EMSGSIZE;672 goto out;673 g674675 err = ip6 frag xmit(sk , getfrag , data, dst ,  , opt , �nal dst , hlimit,676 ags , length , mtu);677 g678679 /*680 * leanup681 */682 out:683 ip6 dst store (sk , dst , �>nl u.ip6 u.daddr == &np�>daddr ? &np�>daddr :NULL);684 if ( err > 0)685 err = np�>reverr ? net xmit errno(err) : 0;686 return err ;� �Figure 607: IPv6 - Output: linux/net/ipv6/ip6 output.



� �720721 int ip6 forward(strut sk bu� �skb)722 f723 strut dst entry �dst = skb�>dst;724 strut ipv6hdr �hdr = skb�>nh.ipv6h;725 strut inet6 skb parm �opt =(strut inet6 skb parm�)skb�>b;726727 if ( ipv6 devonf.forwarding == 0 && opt�>srrt == 0)728 goto error ;729730 skb�>ip summed = CHECKSUM NONE;731732 /*733 * We DO NOT make any proessing on734 * RA pakets, pushing them to user level AS IS735 * without ane WARRANTY that appliation will be able736 * to interpret them. The reason is that we737 * annot make anything lever here.738 *739 * We are not end-node, so that if paket ontains740 * AH/ESP, we annot make anything.741 * Defragmentation also would be mistake, RA pakets742 * annot be fragmented, beause there is no warranty743 * that different fragments will go along one path. --ANK744 */745 if (opt�>ra) f746 u8 �ptr = skb�>nh.raw + opt�>ra;747 if ( ip6 all ra hain (skb, (ptr[2℄<<8) + ptr[3℄))748 return 0;749 g750751 /*752 * hek and derement ttl753 */754 if (hdr�>hop limit <= 1) f755 /* Fore OUTPUT devie used as soure address */756 skb�>dev = dst�>dev;757 impv6 send(skb, ICMPV6 TIME EXCEED, ICMPV6 EXC HOPLIMIT,758 0, skb�>dev);� �Figure 608: IPv6 - Forward: linux/net/ipv6/ip6 output.



� �760 kfree skb(skb);761 return �ETIMEDOUT;762 g763764 /* IPv6 spes say nothing about it, but it is lear that we annot765 send redirets to soure routed frames.766 */767 if (skb�>dev == dst�>dev && dst�>neighbour && opt�>srrt == 0) f768 strut in6 addr �target = NULL;769 strut rt6 info �rt ;770 strut neighbour �n = dst�>neighbour;771772 /*773 * inoming and outgoing devies are the same774 * send a rediret.775 */776777 rt = (strut rt6 info �) dst;778 if (( rt�>rt6i ags & RTF GATEWAY))779 target = (strut in6 addr�)&n�>primary key;780 else781 target = &hdr�>daddr;782783 /* Limit redirets both by destination (here)784 and by soure (inside ndis_send_rediret)785 */786 if (xrlim allow(dst, 1�HZ))787 ndis send rediret (skb, n, target) ;788 g else if (ipv6 addr type(&hdr�>saddr)&(IPV6 ADDR MULTICASTjIPV6 ADDR LOOPBACK789 jIPV6 ADDR LINKLOCAL)) f� �Figure 609: IPv6 - Forward: linux/net/ipv6/ip6 output.



� �791 goto error ;792 g793794 if (skb�>len > dst�>pmtu) f795 /* Again, fore OUTPUT devie used as soure address */796 skb�>dev = dst�>dev;797 impv6 send(skb, ICMPV6 PKT TOOBIG, 0, dst�>pmtu, skb�>dev);798 IP6 INC STATS BH(Ip6InTooBigErrors);799 kfree skb(skb);800 return �EMSGSIZE;801 g802803 if (skb ow(skb, dst�>dev�>hard header len))804 goto drop;805806 hdr = skb�>nh.ipv6h;807808 /* Mangling hops number delayed to point after skb COW */809810 hdr�>hop limit��;811812 IP6 INC STATS BH(Ip6OutForwDatagrams);813 return NF HOOK(PF INET6,NF IP6 FORWARD, skb, skb�>dev, dst�>dev,ip6 forward �nish);814815 error :816 IP6 INC STATS BH(Ip6InAddrErrors);� �Figure 610: IPv6 - Forward: linux/net/ipv6/ip6 output.



� �122 int ipv6 setsokopt(strut sok �sk , int level , int optname, har �optval,123 int optlen)124 f125 strut ipv6 pinfo �np = &sk�>net pinfo.af inet6;126 int val , valbool;127 int retv = �ENOPROTOOPT;128129 if ( level==SOL IP && sk�>type != SOCK RAW)130 return udp prot.setsokopt(sk , level , optname, optval, optlen);131132 if ( level !=SOL IPV6)133 goto out;134135 if (optval == NULL)136 val=0;137 else if ( get user(val , ( int �) optval))138 return �EFAULT;139140 valbool = (val!=0);141142 lok sok(sk) ;143144 swith (optname) f� �Figure 611: IPv6 - Soket Glue Set Soket Options:linux/net/ipv6/ipv6 sokglue.



� �146 ase IPV6 ADDRFORM:147 if ( val == PF INET) f148 strut ipv6 txoptions �opt;149 strut sk bu� �pktopt;150151 if (sk�>protool != IPPROTO UDP &&152 sk�>protool != IPPROTO TCP)153 break;154155 if (sk�>state != TCP ESTABLISHED) f156 retv = �ENOTCONN;157 break;158 g159160 if (!( ipv6 addr type(&np�>daddr) & IPV6 ADDR MAPPED)) f161 retv = �EADDRNOTAVAIL;162 break;163 g164165 6 free soklist (sk) ;166 ipv6 sok m lose(sk) ;167168 if (sk�>protool == IPPROTO TCP) f169 strut tp opt �tp = &(sk�>tp pinfo.af tp);170171 loal bh disable () ;172 sok prot de use(sk�>prot);173 sok prot in use(&tp prot);174 loal bh enable () ;175 sk�>prot = &tp prot;176 tp�>af spei� = &ipv4 spei� ;177 sk�>soket�>ops = &inet stream ops;178 sk�>family = PF INET;179 tp syn mss(sk, tp�>pmtu ookie);180 g else f181 loal bh disable () ;182 sok prot de use(sk�>prot);183 sok prot in use(&udp prot);184 loal bh enable () ;185 sk�>prot = &udp prot;186 sk�>soket�>ops = &inet dgram ops;187 sk�>family = PF INET;188 g189 opt = xhg(&np�>opt, NULL);190 if (opt)191 sok kfree s (sk , opt , opt�>tot len);192 pktopt = xhg(&np�>pktoptions, NULL);193 if (pktopt)194 kfree skb(pktopt);195196 sk�>destrut = inet sok destrut;197 #ifdef INET REFCNT DEBUG198 atomi de(&inet6 sok nr);199 #endif200 MOD DEC USE COUNT;201 retv = 0;202 break;203 g204 goto e inval ;� �Figure 612: IPv6 - Soket Glue Set Soket Options:linux/net/ipv6/ipv6 sokglue.



� �206 ase IPV6 PKTINFO:207 np�>rxopt.bits.rxinfo = valbool;208 retv = 0;209 break;210211 ase IPV6 HOPLIMIT:212 np�>rxopt.bits.rxhlim = valbool;213 retv = 0;214 break;215216 ase IPV6 RTHDR:217 if ( val < 0 jj val > 2)218 goto e inval ;219 np�>rxopt.bits.srrt = val;220 retv = 0;221 break;222223 ase IPV6 HOPOPTS:224 np�>rxopt.bits.hopopts = valbool;225 retv = 0;226 break;227228 ase IPV6 AUTHHDR:229 np�>rxopt.bits.authhdr = valbool;230 retv = 0;231 break;232233 ase IPV6 DSTOPTS:234 np�>rxopt.bits.dstopts = valbool;235 retv = 0;236 break;237238 ase IPV6 FLOWINFO:239 np�>rxopt.bits.rxow = valbool;240 retv = 0;241 break;� �Figure 613: IPv6 - Soket Glue Set Soket Options:linux/net/ipv6/ipv6 sokglue.



� �243 ase IPV6 PKTOPTIONS:244 f245 strut ipv6 txoptions �opt = NULL;246 strut msghdr msg;247 strut owi  ;248 int junk;249250  . 6 owlabel = 0;251  . oif = sk�>bound dev if;252253 if (optlen == 0)254 goto update;255256 /* 1K is probably exessive257 * 1K is surely not enough, 2K per standard header is 16K.258 */259 retv = �EINVAL;260 if (optlen > 64�1024)261 break;262263 opt = sok kmallo(sk, sizeof (�opt) + optlen, GFP KERNEL);264 retv = �ENOBUFS;265 if (opt == NULL)266 break;267268 memset(opt, 0, sizeof(�opt));269 opt�>tot len = sizeof(�opt) + optlen;270 retv = �EFAULT;271 if (opy from user(opt+1, optval, optlen))272 goto done;273274 msg.msg ontrollen = optlen;275 msg.msg ontrol = (void�)(opt+1);276277 retv = datagram send tl(&msg, &, opt, &junk);278 if ( retv)279 goto done;280 update:281 retv = 0;282 if (sk�>type == SOCK STREAM) f283 if (opt) f284 strut tp opt �tp = &sk�>tp pinfo.af tp;285 if (!((1<<sk�>state)&(TCPF LISTENjTCPF CLOSE))286 && sk�>daddr != LOOPBACK4 IPV6) f287 tp�>ext header len = opt�>opt en + opt�>opt nen;288 tp syn mss(sk, tp�>pmtu ookie);289 g290 g291 opt = xhg(&np�>opt, opt);292 sk dst reset (sk) ;293 g else f294 write lok(&sk�>dst lok);295 opt = xhg(&np�>opt, opt);296 write unlok(&sk�>dst lok);297 sk dst reset (sk) ;� �Figure 614: IPv6 - Soket Glue Set Soket Options:linux/net/ipv6/ipv6 sokglue.



� �298 g299300 done:301 if (opt)302 sok kfree s (sk , opt , opt�>tot len);303 break;304 g305 ase IPV6 UNICAST HOPS:306 if ( val > 255 jj val < �1)307 goto e inval ;308 np�>hop limit = val;309 retv = 0;310 break;311312 ase IPV6 MULTICAST HOPS:313 if (sk�>type == SOCK STREAM)314 goto e inval ;315 if ( val > 255 jj val < �1)316 goto e inval ;317 np�>mast hops = val;318 retv = 0;319 break;320321 ase IPV6 MULTICAST LOOP:322 np�>m loop = valbool;323 retv = 0;324 break;325326 ase IPV6 MULTICAST IF:327 if (sk�>type == SOCK STREAM)328 goto e inval ;329 if (sk�>bound dev if && sk�>bound dev if != val)330 goto e inval ;� �Figure 615: IPv6 - Soket Glue Set Soket Options:linux/net/ipv6/ipv6 sokglue.



� �332 if ( dev get by index(val) == NULL) f333 retv = �ENODEV;334 break;335 g336 np�>mast oif = val;337 retv = 0;338 break;339 ase IPV6 ADD MEMBERSHIP:340 ase IPV6 DROP MEMBERSHIP:341 f342 strut ipv6 mreq mreq;343344 retv = �EFAULT;345 if (opy from user(&mreq, optval, sizeof(strut ipv6 mreq)))346 break;� �Figure 616: IPv6 - Soket Glue Set Soket Options:linux/net/ipv6/ipv6 sokglue.



� �347348 if (optname == IPV6 ADD MEMBERSHIP)349 retv = ipv6 sok m join(sk, mreq.ipv6mr i�ndex, &mreq.ipv6mr multiaddr);350 else351 retv = ipv6 sok m drop(sk, mreq.ipv6mr i�ndex, &mreq.ipv6mr multiaddr);352 break;353 g354 ase IPV6 ROUTER ALERT:355 retv = ip6 ra ontrol (sk , val , NULL);356 break;357 ase IPV6 MTU DISCOVER:358 if ( val<0 jj val>2)359 goto e inval ;360 np�>pmtudis = val;361 retv = 0;362 break;363 ase IPV6 MTU:364 if ( val && val < IPV6 MIN MTU)365 goto e inval ;366 np�>frag size = val;367 retv = 0;368 break;369 ase IPV6 RECVERR:370 np�>reverr = valbool;371 if (! val)372 skb queue purge(&sk�>error queue);373 retv = 0;374 break;375 ase IPV6 FLOWINFO SEND:376 np�>sndow = valbool;377 retv = 0;378 break;379 ase IPV6 FLOWLABEL MGR:380 retv = ipv6 owlabel opt (sk , optval , optlen) ;381 break;382383 #ifdef CONFIG NETFILTER384 default :385 retv = nf setsokopt(sk , PF INET6, optname, optval,386 optlen) ;387 break;388 #endif389390 g391 release sok (sk) ;� �Figure 617: IPv6 - Soket Glue Set Soket Options:linux/net/ipv6/ipv6 sokglue.



� �274 stati strut ip6 owlabel �275  reate (strut in6 owlabel req � freq , har �optval , int optlen , int �err p)276 f277 strut ip6 owlabel �  ;278 int olen;279 int addr type;280 int err ;281282 err = �ENOMEM;283  = kmallo(sizeof(�  ) , GFP KERNEL);284 if (  == NULL)285 goto done;286 memset( , 0, sizeof (�  )) ;� �Figure 618: IPv6 Flow Label Creation: linux/net/ipv6/ip6 flowlabel.



� �288 olen = optlen � CMSG ALIGN(sizeof(�freq));289 if (olen > 0) f290 strut msghdr msg;291 strut owi owi ;292 int junk;293294 err = �ENOMEM;295 �>opt = kmallo(sizeof(��>opt) + olen, GFP KERNEL);296 if ( �>opt == NULL)297 goto done;298299 memset(�>opt, 0, sizeof(��>opt));300 �>opt�>tot len = sizeof(��>opt) + olen;301 err = �EFAULT;302 if (opy from user(�>opt+1, optval+CMSG ALIGN(sizeof(�freq)), olen))303 goto done;304305 msg.msg ontrollen = olen;306 msg.msg ontrol = (void�)(�>opt+1);307 owi . oif = 0;308309 err = datagram send tl(&msg, &owi, �>opt, &junk);310 if ( err)311 goto done;312 err = �EINVAL;313 if ( �>opt�>opt en)314 goto done;315 if ( �>opt�>opt nen == 0) f316 kfree( �>opt);317 �>opt = NULL;318 g319 g� �Figure 619: IPv6 Flow Label Creation: linux/net/ipv6/ip6 flowlabel.



� �321 �>expires = jiÆes ;322 err = 6 renew(  , freq�>r linger , freq�>r expires);323 if ( err)324 goto done;325 �>share = freq�>r share;326 addr type = ipv6 addr type(&freq�>r dst);327 if ((addr type&IPV6 ADDR MAPPED)328 jj addr type == IPV6 ADDR ANY)329 goto done;330 ipv6 addr opy(&�>dst, &freq�>r dst);331 atomi set(&�>users, 1);332 swith ( �>share) f333 ase IPV6 FL S EXCL:334 ase IPV6 FL S ANY:335 break;336 ase IPV6 FL S PROCESS:337 �>owner = urrent�>pid;338 break;339 ase IPV6 FL S USER:340 �>owner = urrent�>euid;341 break;342 default :343 err = �EINVAL;344 goto done;345 g346 return  ;347348 done:349 if (  )350  free (  ) ;351 �err p = err;352 return NULL;353 g� �Figure 620: IPv6 Flow Label Creation: linux/net/ipv6/ip6 flowlabel.



� �700 if (opt2�>hopopt)701 �((har��)&opt2�>hopopt) += dif;702 if (opt2�>dst0opt)703 �((har��)&opt2�>dst0opt) += dif;704 if (opt2�>dst1opt)705 �((har��)&opt2�>dst1opt) += dif;706 if (opt2�>auth)707 �((har��)&opt2�>auth) += dif;708 if (opt2�>srrt)709 �((har��)&opt2�>srrt) += dif;710 g711 return opt2;712 g713714715 /*716 * find out if nexthdr is a well-known extension header or a protool717 */718719 int ipv6 ext hdr(u8 nexthdr)720 f721 /*722 * find out if nexthdr is an extension header or a protool723 */724 return ( ( nexthdr == NEXTHDR HOP) jj725 (nexthdr == NEXTHDR ROUTING) jj726 (nexthdr == NEXTHDR FRAGMENT) jj727 (nexthdr == NEXTHDR AUTH) jj728 (nexthdr == NEXTHDR NONE) jj729 (nexthdr == NEXTHDR DEST) );730 g731732 /*733 * Skip any extension headers. This is used by the ICMP module.734 *735 * Note that stritly speaking this onflits with RFC1883 4.0:736 * ...The ontents and semantis of eah extension header determine whether737 * or not to proeed to the next header. Therefore, extension headers must738 * be proessed stritly in the order they appear in the paket; a739 * reeiver must not, for example, san through a paket looking for a740 * partiular kind of extension header and proess that header prior to� �Figure 621: IPv6 Extension Headers: linux/net/ipv6/exthdrs.



� �742 �743 � We do exatly this . This is a protool bug. We an't deide after a744 � seeing an unknown disard�with�error avour TLV option if it's a745 � ICMP error message or not (errors should never be send in reply to746 � ICMP error messages).747 �748 � But I see no other way to do this . This might need to be reexamined749 � when Linux implements ESP (and maybe AUTH) headers.750 � ��AK751 �752 � This funtion parses (probably trunated) exthdr set "hdr"753 � of length "len" . "nexthdrp" initially points to some plae,754 � where type of the �rst header an be found.755 �756 � It skips all well�known exthdrs, and returns pointer to the start757 � of unparsable area i .e . the �rst header with unknown type.758 � If it is not NULL �nexthdr is updated by type/protool of this header.759 �760 � NOTES: � if paket terminated with NEXTHDR NONE it returns NULL.761 � � it may return pointer pointing beyond end of paket,762 � if the last reognized header is trunated in the middle.763 � � if paket is trunated, so that all parsed headers are skipped,764 � it returns NULL.765 � � First fragment header is skipped, not��rst ones766 � are onsidered as unparsable.767 � � ESP is unparsable for now and onsidered like768 � normal payload protool.769 � � Note also speial handling of AUTH header. Thanks to IPse wizards.770 �771 � ��ANK (980726)� �Figure 622: IPv6 Extension Headers: linux/net/ipv6/exthdrs.



� �54 /*55 This version of net/ipv6/sit. is loned of net/ipv4/ip_gre.5657 For omments look at net/ipv4/ip_gre. --ANK58 */5960 #de�ne HASH SIZE 1661 #de�ne HASH(addr) ((addr^(addr>>4))&0xF)6263 stati int ipip6 fb tunnel init (strut net devie �dev);64 stati int ipip6 tunnel init (strut net devie �dev);6566 stati strut net devie ipip6 fb tunnel dev = f67 "sit0", 0x0, 0x0, 0x0, 0x0 , 0, 0, 0, 0, 0, NULL, ipip6 fb tunnel init,68 g;6970 stati strut ip tunnel ipip6 fb tunnel = f71 NULL, &ipip6 fb tunnel dev , f0, g, 0, 0, 0, 0, 0, 0, 0, f "sit0", g72 g;7374 stati strut ip tunnel � tunnels r l [HASH SIZE℄;75 stati strut ip tunnel �tunnels r [HASH SIZE℄;76 stati strut ip tunnel � tunnels l [HASH SIZE℄;77 stati strut ip tunnel �tunnels w [1℄;78 stati strut ip tunnel ��tunnels [4℄ = f tunnels w, tunnels l , tunnels r , tunnels r l g;� �Figure 623: SIT: linux/net/ipv6/sit.



� �82 stati strut ip tunnel � ipip6 tunnel lookup(u32 remote, u32 loal)83 f84 unsigned h0 = HASH(remote);85 unsigned h1 = HASH(loal);86 strut ip tunnel �t ;8788 for ( t = tunnels r l [h0^h1℄; t ; t = t�>next) f89 if ( loal == t�>parms.iph.saddr &&90 remote == t�>parms.iph.daddr && (t�>dev�>ags&IFF UP))91 return t ;92 g93 for ( t = tunnels r[h0 ℄; t ; t = t�>next) f94 if (remote == t�>parms.iph.daddr && (t�>dev�>ags&IFF UP))95 return t ;96 g97 for ( t = tunnels l [h1 ℄; t ; t = t�>next) f98 if ( loal == t�>parms.iph.saddr && (t�>dev�>ags&IFF UP))99 return t ;100 g101 if (( t = tunnels w[0℄) != NULL && (t�>dev�>ags&IFF UP))102 return t ;103 return NULL;104 g� �Figure 624: SIT: linux/net/ipv6/sit.



tpmux 1/tp # TCP port servie multiplexereho 7/tpeho 7/udpdisard 9/tp sink nulldisard 9/udp sink nullsystat 11/tp usersdaytime 13/tpdaytime 13/udpnetstat 15/tpqotd 17/tp quotemsp 18/tp # message send protoolmsp 18/udp # message send protoolhargen 19/tp ttytst sourehargen 19/udp ttytst soureftp-data 20/tpftp 21/tpfsp 21/udp fspdssh 22/tp # SSH Remote Login Protoolssh 22/udp # SSH Remote Login Protooltelnet 23/tpFigure 625: A sample from the /et/servies �le



0 7 8 15 16 23 24 31+--------+--------+--------+--------+| Soure | Destination || Port | Port |+--------+--------+--------+--------+| | || Length | Cheksum |+--------+--------+--------+--------+|| data otets ...+---------------- ...



� �922 strut proto ops inet stream ops = f923 family: PF INET,924925 release : inet release ,926 bind: inet bind ,927 onnet: inet stream onnet,928 soketpair : sok no soketpair ,929 aept: inet aept ,930 getname: inet getname,931 poll : tp poll ,932 iotl : inet iotl ,933 listen : inet listen ,934 shutdown: inet shutdown,935 setsokopt : inet setsokopt ,936 getsokopt: inet getsokopt ,937 sendmsg: inet sendmsg,938 revmsg: inet revmsg,939 mmap: sok no mmap,940 sendpage: tp sendpage941 g;942943 strut proto ops inet dgram ops = f� �Figure 626: linkage strutures and funtions (i)



� �1008 strut proto udp prot = f1009 name: "UDP",1010 lose : udp lose,1011 onnet: udp onnet,1012 disonnet: udp disonnet,1013 iotl : udp iotl ,1014 setsokopt : ip setsokopt ,1015 getsokopt: ip getsokopt ,1016 sendmsg: udp sendmsg,1017 revmsg: udp revmsg,1018 baklog rv: udp queue rv skb,1019 hash: udp v4 hash,1020 unhash: udp v4 unhash,1021 get port : udp v4 get port,1022 g;� �� �2165 strut proto tp prot = f2166 name: "TCP",2167 lose : tp lose ,2168 onnet: tp v4 onnet,2169 disonnet: tp disonnet,2170 aept: tp aept,2171 iotl : tp iotl ,2172 init : tp v4 init sok ,2173 destroy: tp v4 destroy sok,2174 shutdown: tp shutdown,2175 setsokopt : tp setsokopt ,2176 getsokopt: tp getsokopt,2177 sendmsg: tp sendmsg,2178 revmsg: tp revmsg,2179 baklog rv: tp v4 do rv,2180 hash: tp v4 hash,2181 unhash: tp unhash,2182 get port : tp v4 get port ,2183 g;� �Figure 627: linkage strutures and funtions (ii)



� �1865 strut tp fun ipv4 spei� = f1866 ip queue xmit,1867 tp v4 send hek,1868 tp v4 rebuild header,1869 tp v4 onn request,1870 tp v4 syn rev sok,1871 tp v4 hash onneting,1872 tp v4 remember stamp,1873 sizeof (strut iphdr),18741875 ip setsokopt ,1876 ip getsokopt ,1877 v4 addr2sokaddr,1878 sizeof (strut sokaddr in)1879 g;� �



� �487 strut sok f488 /* Soket demultiplex omparisons on inoming pakets. */489 u32 daddr; /* Foreign IPv4 addr*/490 u32 rv saddr; /* Bound loal IPv4 addr*/491 u16 dport; /* Destination port*/492 unsigned short num; /* Loal port*/493 int bound dev if; /* Bound devie index if != 0*/494495 /* Main hash linkage for various protool lookup tables. */496 strut sok �next;497 strut sok ��pprev;498 strut sok �bind next;499 strut sok ��bind pprev;� �Figure 628: start of the sok struture linux{2.4.4/inlude/net/sok.h



1 soket(PF_INET, SOCK_DGRAM, IPPROTO_IP) = 32 onnet(3, {sin_family=AF_INET, sin_port=htons(53), sin_addr=inet_addr("xxx.xxx.xxx.xxx")}}, 28) = 03 send(3, "xE\1\0\0\1\0\0\0\0\0\0\3www\5lboro\2a\2uk\0\0\1\0"..., 33, 0)= 334 gettimeofday({986376794, 91755}, NULL) = 05 poll([{fd=3, events=POLLIN, revents=POLLIN}℄, 1, 5000) = 16 revfrom(3, "xE\205\200\0\1\0\2\0\5\0\4\3www\5lboro\2a\2uk\0\0\1\0"..., 1024, 0, {sin_family=AF_INET, sin_port=htons(53), sin_addr=inet_addr("xxx.xxx.xxx.xxx")}}, [16℄) = 2557 lose(3) Figure 629: Strae of a DNS lookup



� �711 int udp onnet(strut sok �sk, strut sokaddr �uaddr, int addr len)712 f713 strut sokaddr in �usin = (strut sokaddr in �) uaddr;714 strut rtable �rt ;715 int err ;716717718 if (addr len < sizeof(�usin))719 return �EINVAL;720721 if (usin�>sin family != AF INET)722 return �EAFNOSUPPORT;723724 sk dst reset (sk) ;725726 err = ip route onnet(&rt, usin�>sin addr.s addr, sk�>saddr,727 sk�>protinfo.af inet.tos jsk�>loalroute, sk�>bound dev if);728 if ( err)729 return err ;730 if (( rt�>rt ags&RTCF BROADCAST) && !sk�>broadast) f731 ip rt put (rt) ;732 return �EACCES;733 g734 if (! sk�>saddr)735 sk�>saddr = rt�>rt sr; /* Update soure address */736 if (! sk�>rv saddr)737 sk�>rv saddr = rt�>rt sr;738 sk�>daddr = rt�>rt dst;739 sk�>dport = usin�>sin port;740 sk�>state = TCP ESTABLISHED;741 sk�>protinfo.af inet.id = jiÆes ;742743 sk dst set (sk, &rt�>u.dst);744 return(0) ;745 g� �Figure 630: UDP onnet funtion linux{2.4.4/net/ipv4/udp.



� �747 int udp disonnet(strut sok �sk , int ags )748 f749 /*750 * 1003.1g - break assoiation.751 */752753 sk�>state = TCP CLOSE;754 sk�>daddr = 0;755 sk�>dport = 0;756 sk�>bound dev if = 0;757 if (!( sk�>userloks&SOCK BINDADDR LOCK)) f758 sk�>rv saddr = 0;759 sk�>saddr = 0;760 #if de�ned(CONFIG IPV6) jj de�ned(CONFIG IPV6 MODULE)761 memset(&sk�>net pinfo.af inet6.saddr, 0, 16);762 memset(&sk�>net pinfo.af inet6.rv saddr, 0, 16);763 #endif764 g765 if (!( sk�>userloks&SOCK BINDPORT LOCK)) f766 sk�>prot�>unhash(sk);767 sk�>sport = 0;768 g769 sk dst reset (sk) ;770 return 0;771 g� �Figure 631: UDP lookup disonnet funtion linux{2.4.4/net/ipv4/udp.



� �535 ufh.saddr = rt�>rt sr;536 if (! ip .addr)537 ufh.daddr = ip.addr = rt�>rt dst;538 ufh.uh.len = htons(ulen);539 ufh.uh.hek = 0;540 ufh.iov = msg�>msg iov;541 ufh.whek = 0;542543 /* RFC1122: OK. Provides the heksumming faility (MUST) as per */544 /* 4.1.3.4. It's onfigurable by the appliation via setsokopt() */545 /* (MAY) and it defaults to on (MUST). */546547 err = ip build xmit(sk,548 (sk�>no hek == UDP CSUM NOXMIT ?549 udp getfrag nosum :550 udp getfrag),551 &ufh, ulen, &ip, rt , msg�>msg ags);552553 out:554 ip rt put (rt) ;555 if ( free )556 kfree(ip .opt);557 if (! err) f558 UDP INC STATS USER(UdpOutDatagrams);559 return len ;560 g561 return err ;562563 do on�rm:� �Figure 632: Building and sending a udp paket (from udp_sendmsg)



� �211 strut sok �udp v4 lookup longway(u32 saddr, u16 sport, u32 daddr, u16 dport, int dif)212 f213 strut sok �sk , � result = NULL;214 unsigned short hnum = ntohs(dport);215 int badness = �1;216217 for(sk = udp hash[hnum & (UDP HTABLE SIZE � 1)℄; sk != NULL; sk = sk�>next) f218 if (sk�>num == hnum) f219 int sore = 0;220 if (sk�>rv saddr) f221 if (sk�>rv saddr != daddr)222 ontinue;223 sore++;224 g225 if (sk�>daddr) f226 if (sk�>daddr != saddr)227 ontinue;228 sore++;229 g230 if (sk�>dport) f231 if (sk�>dport != sport)232 ontinue;233 sore++;234 g235 if (sk�>bound dev if) f236 if (sk�>bound dev if != dif)237 ontinue;238 sore++;239 g240 if (sore == 4) f241 result = sk;242 break;243 g else if (sore > badness) f244 result = sk;245 badness = sore;246 g247 g248 g249 return result ;250 g� �Figure 633: UDP lookup soket funtion linux{2.4.4/net/ipv4/udp.



� �899 if (udp heksum init(skb, uh, ulen, saddr, daddr) < 0)900 goto sum error;901902 if (rt�>rt ags & (RTCF BROADCASTjRTCF MULTICAST))903 return udp v4 mast deliver(skb, uh, saddr, daddr);904905 sk = udp v4 lookup(saddr, uh�>soure, daddr, uh�>dest, skb�>dev�>i�ndex);906907 if (sk != NULL) f908 udp queue rv skb(sk, skb);909 sok put(sk);910 return 0;911 g912913 /* No soket. Drop paket silently, if heksum is wrong */914 if (udp heksum omplete(skb))915 goto sum error;916917 UDP INC STATS BH(UdpNoPorts);918 imp send(skb, ICMP DEST UNREACH, ICMP PORT UNREACH, 0);919920 /*921 * Hmm. We got an UDP paket to a port to whih we922 * don't wanna listen. Ignore it.923 */924 kfree skb(skb);925 return(0) ;� �Figure 634: UDP ations after lookup linux{2.4.4/net/ipv4/udp.



left edge right edge
Window

sent/not ACKed can be sentsent and ACKed to be sentFigure 635: Sliding window operation



1 ...2 onnet(3, {sin_family=AF_INET, sin_port=htons(80), sin_addr=inet_addr("x.x.x.x")}}, 16) = 03 iotl(3, FIONBIO, [0℄) = 04 write(3, "GET /test/index.html HTTP/1.0\r\nH"..., 1140) = 11405 gettimeofday({990094476, 833725}, NULL) = 06 time(NULL) = 9900944767 selet(1024, [3℄, NULL, NULL, {0, 100000}) = 1 (in [3℄, left {0, 90000})8 read(3, "HTTP/1.1 200 OK\r\nDate: Thu, 17 M"..., 1535) = 4509 gettimeofday({990094476, 838885}, NULL) = 010 brk(0x8196000) = 0x819600011 brk(0x8198000) = 0x819800012 brk(0x819b000) = 0x819b00013 brk(0x81a0000) = 0x81a000014 gettimeofday({990094476, 840321}, NULL) = 015 time(NULL) = 99009447616 selet(1024, [3℄, NULL, NULL, {0, 100000}) = 1 (in [3℄, left {0, 100000})17 read(3, "", 4096) = 018 lose(3) = 019 fstat64(1, {st_mode=S_IFCHR|0666, st_rdev=makedev(3, 2), ...}) = 020 mmap2(NULL, 4096, PROT_READ|PROT_WRITE, MAP_PRIVATE|MAP_ANONYMOUS, -1, 0)= 0x402f200021 iotl(1, TCGETS, {B38400 opost isig ianon eho ...}) = 022 write(1, "\n", 1) = 123 write(1, "                                "..., 47) = 4724 write(1, "\n", 1) = 125 write(1, "   Here is an image [test.png℄\n", 31) = 3126 ... Figure 636: Strae output from a web browse with lynx



From lient to server1 GET /test/test.html HTTP/1.02 Host: server3 Aept: text/html, text/plain, appliation/ma-binhex40, appliation/msword, appliation/pdf, appliation/vnd.ms-exel, appliation/postsript, appliation/x-dvi, appliation/frame-idraw, audio/mod, image/*, video/*, video/mpeg, appliation/pgp4 Aept: appliation/pgp, appliation/pdf, message/partial, message/external-body, appliation/postsript, x-be2, appliation/andrew-inset, text/rihtext,text/enrihed, x-sun-attahment, audio-file, postsript-file, default,mail-file5 Aept: sun-deskset-message, appliation/x-metamail-path, appliation/msword,text/sgml, video/mpeg, image/jpeg, image/tiff, image/x-rgb, image/png,image/x-xbitmap, image/x-xbm, image/gif, appliation/postsript, */*;q=0.016 Aept-Enoding: gzip, ompress7 Aept-Language: en8 User-Agent: Lynx/2.8.4dev.16 libwww-FM/2.14 SSL-MM/1.4.1 OpenSSL/0.9.6From server to lient1 HTTP/1.1 200 OK2 Date: Thu, 17 May 2001 10:15:15 GMT3 Server: Apahe/1.3.12 (Unix) (Red Hat/Linux) mod_ssl/2.6.6 OpenSSL/0.9.5aDAV/1.0.1 PHP/4.0.1pl2 mod_perl/1.244 Last-Modified: Thu, 17 May 2001 09:22:34 GMT5 ETag: "713-79-3b03985a"6 Aept-Ranges: bytes7 Content-Length: 1218 Connetion: lose9 Content-Type: text/html1011 <html>12 <head>13 </head>14 <body>1516 <h1> Test HTML page</h1>1718 <p>Here is an image1920 <img sr="test.png"></img>2122 </body>23 </html> Figure 637: tpow output from a web browsing session



1 browser.42978 > server.http: S 799139388:799139388(0) win 5840 <mss 1460,sakOK,timestamp 69053329 0,nop,wsale 0> (DF)2 server.http > browser.42978: S 846949739:846949739(0) ak 799139389 win32120 <mss 1460,sakOK,timestamp 188746286 69053329,nop,wsale 0> (DF)3 browser.42978 > server.http: . 1:1(0) ak 1 win 5840 <nop,nop,timestamp69053329 188746286> (DF)4 browser.42978 > server.http: P 1:1141(1140) ak 1 win 5840 <nop,nop,timestamp 69053329 188746286> (DF)5 server.http > browser.42978: . 1:1(0) ak 1141 win 32120 <nop,nop,timestamp 188746286 69053329> (DF)6 server.http > browser.42978: P 1:451(450) ak 1141 win 32120 <nop,nop,timestamp 188746286 69053329> (DF)7 browser.42978 > server.http: . 1141:1141(0) ak 451 win 6432 <nop,nop,timestamp 69053330 188746286> (DF)8 server.http > browser.42978: F 451:451(0) ak 1141 win 32120 <nop,nop,timestamp 188746287 69053329> (DF)9 browser.42978 > server.http: F 1141:1141(0) ak 452 win 6432 <nop,nop,timestamp 69053330 188746287> (DF)10 server.http > browser.42978: . 452:452(0) ak 1142 win 32120 <nop,nop,timestamp 188746287 69053330> (DF)



1 ...2 soket(PF_INET, SOCK_STREAM, IPPROTO_TCP) = 33 setsokopt(3, SOL_SOCKET, SO_REUSEADDR, [1℄, 4) = 04 bind(3, {sin_family=AF_INET, sin_port=htons(5656), sin_addr=inet_addr("0.0.0.0")}}, 16) = 05 listen(3, 1) = 06 rt_sigation(SIGALRM, {SIG_IGN}, {SIG_DFL}, 8) = 07 alarm(0) = 08 aept(3, {sin_family=AF_INET, sin_port=htons(43036), sin_addr=inet_addr("127.0.0.1")}}, [16℄) = 49 rt_sigation(SIGALRM, {SIG_IGN}, {SIG_IGN}, 8) = 010 alarm(0) = 011 lose(3) = 012 getsokname(4, {sin_family=AF_INET, sin_port=htons(5656), sin_addr=inet_addr("127.0.0.1")}}, [16℄) = 013 selet(16, [0 4℄, NULL, NULL, NULL) = 1 (in [4℄)14 read(4, "", 8192) = 015 lose(4) = 016 ... Figure 638: strae of a server proess



0 1 2 30 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+| Soure Port | Destination Port |+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+| Sequene Number |+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+| Aknowledgment Number |+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+| Data | |U|A|P|R|S|F| || Offset| Reserved |R|C|S|S|Y|I| Window || | |G|K|H|T|N|N| |+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+| Cheksum | Urgent Pointer |+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+| Options | Padding |+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+| data |+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+Figure 639: The TCP header



LISTEN - represents waiting for a onnetion request from any remoteTCP and port.SYN-SENT - represents waiting for a mathing onnetion requestafter having sent a onnetion request.SYN-RECEIVED - represents waiting for a onfirming onnetionrequest aknowledgment after having both reeived and sent aonnetion request.ESTABLISHED - represents an open onnetion, data reeived an bedelivered to the user. The normal state for the data transfer phaseof the onnetion.FIN-WAIT-1 - represents waiting for a onnetion termination requestfrom the remote TCP, or an aknowledgment of the onnetiontermination request previously sent.FIN-WAIT-2 - represents waiting for a onnetion termination requestfrom the remote TCP.CLOSE-WAIT - represents waiting for a onnetion termination requestfrom the loal user.CLOSING - represents waiting for a onnetion termination requestaknowledgment from the remote TCP.LAST-ACK - represents waiting for an aknowledgment of theonnetion termination request previously sent to the remote TCP(whih inludes an aknowledgment of its onnetion terminationrequest).TIME-WAIT - represents waiting for enough time to pass to be surethe remote TCP reeived the aknowledgment of its onnetiontermination request.CLOSED - represents no onnetion state at all.Figure 640: TCP States (from RFC793)



+---------+ ---------\ ative OPEN| CLOSED | \ -----------+---------+<---------\ \ reate TCB| ^ \ \ snd SYNpassive OPEN | | CLOSE \ \------------ | | ---------- \ \reate TCB | | delete TCB \ \V | \ \+---------+ CLOSE | \| LISTEN | ---------- | |+---------+ delete TCB | |rv SYN | | SEND | |----------- | | ------- | V+---------+ snd SYN,ACK / \ snd SYN +---------+| |<----------------- ------------------>| || SYN | rv SYN | SYN || RCVD |<-----------------------------------------------| SENT || | snd ACK | || |------------------ -------------------| |+---------+ rv ACK of SYN \ / rv SYN,ACK +---------+| -------------- | | -----------| x | | snd ACK| V V| CLOSE +---------+| ------- | ESTAB || snd FIN +---------+| CLOSE | | rv FINV ------- | | -------+---------+ snd FIN / \ snd ACK +---------+| FIN |<----------------- ------------------>| CLOSE || WAIT-1 |------------------ | WAIT |+---------+ rv FIN \ +---------+| rv ACK of FIN ------- | CLOSE || -------------- snd ACK | ------- |V x V snd FIN V+---------+ +---------+ +---------+|FINWAIT-2| | CLOSING | | LAST-ACK|+---------+ +---------+ +---------+| rv ACK of FIN | rv ACK of FIN || rv FIN -------------- | Timeout=2MSL -------------- || ------- x V ------------ x V\ snd ACK +---------+delete TCB +---------+------------------------>|TIME WAIT|------------------>| CLOSED |+---------+ +---------+Figure 641: The TCP Connetion reation state diagram (from RFC793)



� �1 strut tp opt �tp = &(sk�>tp pinfo.af tp);� �Figure 642: Assignment to tp



� �248 strut tp opt f249 int tp header len; /* Bytes of tp header to send */250251 /*252 * Header predition flags253 * 0x5?10 << 16 + snd_wnd in net byte order254 */255 u32 pred ags ;256257 /*258 * RFC793 variables by their proper names. This means you an259 * read the ode and the spe side by side (and laugh ...)260 * See RFC793 and RFC1122. The RFC writes these in apitals.261 */262 u32 rv nxt; /* What we want to reeive next */263 u32 snd nxt; /* Next sequene we send */264265 u32 snd una; /* First byte we want an ak for */266 u32 snd sml; /* Last byte of the most reently transmitted smallpaket */267 u32 rv tstamp; /* timestamp of last reeived ACK (for keepalives)*/268 u32 lsndtime; /* timestamp of last sent data paket (for restartwindow) */269270 /* Delayed ACK ontrol data */271 strut f272 u8 pending; /* ACK is pending */273 u8 quik; /* Sheduled number of quik aks */274 u8 pingpong; /* The session is interative */275 u8 bloked; /* Delayed ACK was bloked by soket lok*/276 u32 ato; /* Predited tik of soft lok */277 unsigned long timeout; /* Currently sheduled timeout */278 u32 lrvtime; /* timestamp of last reeived data paket*/279 u16 last seg size ; /* Size of last inoming segment */280 u16 rv mss; /* MSS used for delayed ACK deisions */281 g ak;282283 /* Data for diret opy to user */284 strut f285 strut sk bu� head prequeue;286 int memory;287 strut task strut �task;� �Figure 643: tp_opt (i)



� �288 strut iove �iov;289 int len ;290 g uopy;291292 u32 snd wl1; /* Sequene for window update */293 u32 snd wnd; /* The window we expet to reeive */294 u32 max window; /* Maximal window ever seen from peer */295 u32 pmtu ookie; /* Last pmtu seen by soket */296 u16 mss ahe; /* Cahed effetive mss, not inluding SACKS */297 u16 mss lamp; /* Maximal mss, negotiated at onnetion setup */298 u16 ext header len; /* Network protool overhead (IP/IPv6 options) */299 u8 a state ; /* State of fast-retransmit mahine */300 u8 retransmits; /* Number of unreovered RTO timeouts. */301302 u8 reordering; /* Paket reordering metri. */303 u8 queue shrunk; /* Write queue has been shrunk reently.*/304 u8 defer aept ; /* User waits for some data after aept() */305306 /* RTT measurement */307 u8 bako� ; /* bakoff */308 u32 srtt ; /* smothed round trip time << 3 */309 u32 mdev; /* medium deviation */310 u32 mdev max; /* maximal mdev for the last rtt period */311 u32 rttvar ; /* smoothed mdev_max */312 u32 rtt seq ; /* sequene number to update rttvar */313 u32 rto ; /* retransmit timeout */314315 u32 pakets out; /* Pakets whih are "in flight" */316 u32 left out ; /* Pakets whih leaved network */317 u32 retrans out ; /* Retransmitted pakets out */318319320 /*321 * Slow start and ongestion ontrol (see also Nagle, and Karn & Partridge)322 */323 u32 snd ssthresh; /* Slow start size threshold */324 u32 snd wnd; /* Sending ongestion window */325 u16 snd wnd nt; /* Linear inrease ounter */326 u16 snd wnd lamp; /* Do not allow snd_wnd to grow above this */327 u32 snd wnd used;� �Figure 644: tp_opt (ii)



� �328 u32 snd wnd stamp;329330 /* Two ommonly used timers in both sender and reeiver paths. */331 unsigned long timeout;332 strut timer list retransmit timer; /* Resend (no ak) */333 strut timer list delak timer; /* Ak delay */334335 strut sk bu� head out of order queue ; /* Out of order segments go here*/336337 strut tp fun � af spei� ; /* Operations whih are AF_INET{4,6}speifi */338 strut sk bu� �send head; /* Front of stuff to transmit*/339 strut page �sndmsg page; /* Cahed page for sendmsg*/340 u32 sndmsg o�; /* Cahed offset for sendmsg*/341342 u32 rv wnd; /* Current reeiver window */343 u32 rv wup; /* rv_nxt on last window update sent */344 u32 write seq ; /* Tail(+1) of data held in tp send buffer */345 u32 pushed seq; /* Last pushed seq, required to talk to windows */346 u32 opied seq; /* Head of yet unread data */347 /*348 * Options reeived (usually on last paket, some only on SYN pakets).349 */350 har tstamp ok, /* TIMESTAMP seen on SYN paket */351 wsale ok, /* Wsale seen on SYN paket */352 sak ok; /* SACK seen on SYN paket */353 har saw tstamp; /* Saw TIMESTAMP on last paket */354 u8 snd wsale; /* Window saling reeived from sender */355 u8 rv wsale; /* Window saling to send to reeiver */356 u8 nonagle; /* Disable Nagle algorithm? */357 u8 keepalive probes ; /* num of allowed keep alive probes */358359 /* PAWS/RTTM data */360 u32 rv tsval ; /* Time stamp value */361 u32 rv tser ; /* Time stamp eho reply */362 u32 ts reent ; /* Time stamp to eho next */363 long ts reent stamp;/* Time we stored ts_reent (for aging) */364365 /* SACKs data */366 u16 user mss; /* mss requested by user in iotl */367 u8 dsak; /* D-SACK is sheduled */� �Figure 645: tp_opt (iii)



� �368 u8 e� saks ; /* Size of SACK array to send with next paket */369 strut tp sak blok dupliate sak [1℄; /* D-SACK blok */370 strut tp sak blok seletive aks [4℄; /* The SACKS themselves*/371372 u32 window lamp; /* Maximal window to advertise */373 u32 rv ssthresh ; /* Current window lamp */374 u8 probes out; /* unanswered 0 window probes */375 u8 num saks; /* Number of SACK bloks */376 u16 advmss; /* Advertised MSS */377378 u8 syn retries ; /* num of allowed syn retries */379 u8 en ags ; /* ECN status bits. */380 u16 prior ssthresh ; /* ssthresh saved at reovery start */381 u32 lost out ; /* Lost pakets */382 u32 saked out; /* SACK'd pakets */383 u32 fakets out ; /* FACK'd pakets */384 u32 high seq; /* snd_nxt at onset of ongestion */385386 u32 retrans stamp; /* Timestamp of the last retransmit,387 * also used in SYN-SENT to remember stamp of388 * the first SYN. */389 u32 undo marker; /* traking retrans started here. */390 int undo retrans; /* number of undoable retransmissions. */391 u32 urg seq; /* Seq of reeived urgent pointer */392 u16 urg data; /* Saved otet of OOB data and ontrol flags */393 u8 pending; /* Sheduled timer event */394 u8 urg mode; /* In urgent mode */395 u32 snd up; /* Urgent pointer */396397 /* The syn_wait_lok is neessary only to avoid tp_get_info having398 * to grab the main lok sok while browsing the listening hash399 * (otherwise it's deadlok prone).400 * This lok is aquired in read mode only from tp_get_info() and401 * it's aquired in write mode _only_ from ode that is atively402 * hanging the syn_wait_queue. All readers that are holding403 * the master sok lok don't need to grab this lok in read mode404 * too as the syn_wait_queue writes are always proteted from405 * the main sok lok.406 */407 rwlok t syn wait lok;� �Figure 646: tp_opt (iv)



� �408 strut tp listen opt � listen opt ;409410 /* FIFO of established hildren */411 strut open request �aept queue;412 strut open request �aept queue tail ;413414 int write pending; /* A write to soket waits to start. */415416 unsigned int keepalive time; /* time before keep alive takesplae */417 unsigned int keepalive intvl ; /* time interval between keep aliveprobes */418 int linger2 ;419 g;� �Figure 647: tp_opt (v)



� �977 /* This is what the send paket queueing engine uses to pass978 * TCP per-paket ontrol information to the transmission979 * ode. We also store the host-order sequene numbers in980 * here too. This is 36 bytes on 32-bit arhitetures,981 * 40 bytes on 64-bit mahines, if this grows please adjust982 * skbuff.h:skbuff->b[xxx℄ size appropriately.983 */984 strut tp skb b f985 union f986 strut inet skb parm h4;987 #if de�ned(CONFIG IPV6) jj de�ned (CONFIG IPV6 MODULE)988 strut inet6 skb parm h6;989 #endif990 g header; /* For inoming frames */991 u32 seq; /* Starting sequene number */992 u32 end seq; /* SEQ + FIN + SYN + datalen */993 u32 when; /* used to ompute rtt's */994 u8 ags ; /* TCP header flags. */995996 /* NOTE: These must math up to the flags byte in a997 * real TCP header.998 */999 #de�ne TCPCB FLAG FIN 0x011000 #de�ne TCPCB FLAG SYN 0x021001 #de�ne TCPCB FLAG RST 0x041002 #de�ne TCPCB FLAG PSH 0x081003 #de�ne TCPCB FLAG ACK 0x101004 #de�ne TCPCB FLAG URG 0x201005 #de�ne TCPCB FLAG ECE 0x401006 #de�ne TCPCB FLAG CWR 0x8010071008 u8 saked; /* State flags for SACK/FACK. */1009 #de�ne TCPCB SACKED ACKED 0x01 /* SKB ACK'd by a SACK blok */1010 #de�ne TCPCB SACKED RETRANS 0x02 /* SKB retransmitted */1011 #de�ne TCPCB LOST 0x04 /* SKB is lost */1012 #de�ne TCPCB TAGBITS 0x07 /* All tag bits */10131014 #de�ne TCPCB EVER RETRANS 0x80 /* Ever retransmitted frame */1015 #de�ne TCPCB RETRANS (TCPCB SACKED RETRANSjTCPCB EVER RETRANS)10161017 #de�ne TCPCB URG 0x20 /* Urgent pointer advened here */10181019 #de�ne TCPCB AT TAIL (TCPCB URG)10201021 u16 urg ptr; /* Valid w/URG flags is set. */1022 u32 ak seq; /* Sequene number ACK'd */1023 g;� �Figure 648: tp_skb_b struture



� �1008 int tp sendmsg(strut sok �sk, strut msghdr �msg, int size)1009 f1010 strut iove �iov ;1011 strut tp opt �tp;1012 strut sk bu� �skb;1013 int iovlen , ags ;1014 int mss now;1015 int err , opied;1016 long timeo;10171018 tp = &(sk�>tp pinfo.af tp);10191020 lok sok(sk) ;1021 TCP CHECK TIMER(sk);10221023 ags = msg�>msg ags;1024 timeo = sok sndtimeo(sk, ags&MSG DONTWAIT);10251026 /* Wait for a onnetion to finish. */1027 if ((1 << sk�>state) & ~(TCPF ESTABLISHED j TCPF CLOSE WAIT))1028 if (( err = wait for tp onnet(sk , ags , &timeo)) != 0)1029 goto out err ;10301031 /* This should be in poll */1032 lear bit (SOCK ASYNC NOSPACE, &sk�>soket�>ags);10331034 mss now = tp urrent mss(sk);10351036 /* Ok ommene sending. */1037 iovlen = msg�>msg iovlen;1038 iov = msg�>msg iov;1039 opied = 0;10401041 err = �EPIPE;1042 if (sk�>err jj (sk�>shutdown&SEND SHUTDOWN))1043 goto do error ;� �Figure 649: Start of tp_sendmsg



� �892 /* Compute the urrent effetive MSS, taking SACKs and IP options,893 * and even PMTU disovery events into aount.894 */895896 stati inline unsigned int tp urrent mss(strut sok �sk)897 f898 strut tp opt �tp = &sk�>tp pinfo.af tp;899 strut dst entry �dst = sk dst get (sk) ;900 int mss now = tp�>mss ahe;901902 if (dst && dst�>pmtu != tp�>pmtu ookie)903 mss now = tp syn mss(sk, dst�>pmtu);904905 if (tp�>e� saks)906 mss now �= (TCPOLEN SACK BASE ALIGNED +907 (tp�>e� saks � TCPOLEN SACK PERBLOCK));908 return mss now;909 g� �Figure 650: Determine MSS



� �1045 while (��iovlen >= 0) f1046 int seglen=iov�>iov len;1047 unsigned har � from=iov�>iov base;10481049 iov++;10501051 while (seglen > 0) f1052 int opy;10531054 skb = sk�>write queue.prev;10551056 if (tp�>send head == NULL jj1057 (opy = mss now � skb�>len) <= 0) f10581059 new segment:1060 /* Alloate new segment. If the interfae is SG,1061 * alloate skb fitting to single page.1062 */1063 if (! tp memory free(sk))1064 goto wait for sndbuf ;10651066 skb = tp allo pskb(sk , selet size (sk , tp) , 0, sk�>alloation);1067 if (skb == NULL)1068 goto wait for memory;10691070 skb entail (sk , tp , skb);1071 opy = mss now;1072 g10731074 /* Try to append data to the end of skb. */1075 if (opy > seglen)1076 opy = seglen;� �Figure 651: Start of send loop



� �1078 /* Where to opy to? */1079 if (skb tailroom(skb) > 0) f1080 /* We have some spae in skb head. Superb! */1081 if (opy > skb tailroom(skb))1082 opy = skb tailroom(skb);1083 if (( err = skb add data(skb, from, opy)) != 0)1084 goto do fault ;1085 g else f1086 int merge = 0;1087 int i = skb shinfo(skb)�>nr frags;1088 strut page �page = TCP PAGE(sk);1089 int o� = TCP OFF(sk);10901091 if ( an oalese(skb, i , page, o� ) && o� != PAGE SIZE) f1092 /* We an extend the last page fragment. */1093 merge = 1;1094 g else if ( i == MAX SKB FRAGS jj1095 ( i == 0 && !(sk�>route aps&NETIF F SG))) f1096 /* Need to add new fragment and annot1097 * do this beause interfae is non-SG,1098 * or beause all the page slots are busy.1099 */1100 tp mark push(tp, skb);1101 goto new segment;1102 g else if (page) f1103 /* If page is ahed, align1104 * offset to L1 ahe boundary1105 */1106 o� = (o�+L1 CACHE BYTES�1)&~(L1 CACHE BYTES�1);1107 if ( o� == PAGE SIZE) f1108 put page(page);1109 TCP PAGE(sk) = page = NULL;1110 g1111 g11121113 if (! page) f1114 /* Alloate new ahe page. */1115 if (!( page=tp allo page(sk)))1116 goto wait for memory;1117 o� = 0;� �Figure 652: Finding spae to opy the data to (i)



� �1118 g11191120 if (opy > PAGE SIZE�o�)1121 opy = PAGE SIZE�o�;11221123 /* Time to opy data. We are lose to the end! */1124 err = tp opy to page(sk, from, skb, page, o� , opy);1125 if ( err)1126 goto do error ;11271128 /* Update the skb. */1129 if (merge) f1130 skb shinfo(skb)�>frags[i�1℄.size += opy;1131 g else f1132 �ll page des (skb, i , page, o� , opy);1133 if (TCP PAGE(sk)) f1134 get page(page);1135 g else if ( o� + opy < PAGE SIZE) f1136 get page(page);1137 TCP PAGE(sk) = page;1138 g1139 g11401141 TCP OFF(sk) = o�+opy;1142 g� �Figure 653: Finding spae to opy the data to (ii)



� �1144 if (! opied)1145 TCP SKB CB(skb)�>ags &= ~TCPCB FLAG PSH;11461147 tp�>write seq += opy;1148 TCP SKB CB(skb)�>end seq += opy;11491150 from += opy;1151 opied += opy;1152 seglen �= opy;11531154 if (skb�>len != mss now jj (ags&MSG OOB))1155 ontinue;11561157 if ( fored push(tp)) f1158 tp mark push(tp, skb);1159 tp push pending frames(sk, tp , mss now, 1);1160 g else if (skb == tp�>send head)1161 tp push one(sk, mss now);1162 ontinue;11631164 wait for sndbuf :1165 set bit (SOCK NOSPACE, &sk�>soket�>ags);1166 wait for memory:1167 if (opied)1168 tp push(sk, tp , ags&~MSG MORE, mss now, 1);11691170 if (( err = wait for tp memory(sk, &timeo)) != 0)1171 goto do error ;11721173 mss now = tp urrent mss(sk);1174 g1175 g11761177 out:1178 if (opied)1179 tp push(sk, tp , ags , mss now, tp�>nonagle);1180 TCP CHECK TIMER(sk);1181 release sok (sk) ;1182 return opied;� �Figure 654: Rest of tp_send



� �1184 do fault :1185 if (skb�>len==0) f1186 if (tp�>send head == skb) f1187 tp�>send head = skb�>prev;1188 if (tp�>send head == (strut sk bu��)&sk�>write queue)1189 tp�>send head = NULL;1190 g1191 skb unlink(skb, skb�>list);1192 tp free skb (sk , skb);1193 g11941195 do error :1196 if (opied)1197 goto out;1198 out err :1199 err = tp error(sk , ags , err) ;1200 TCP CHECK TIMER(sk);1201 release sok (sk) ;1202 return err ;1203 g� �Figure 655: Rest of tp_send



� �538 /* This routine writes pakets to the network. It advanes the539 * send_head. This happens as inoming aks open up the remote540 * window for us.541 *542 * Returns 1, if no segments are in flight and we have queued segments, but543 * annot send anything now beause of SWS or another problem.544 */545 int tp write xmit(strut sok �sk , int nonagle)546 f547 strut tp opt �tp = &(sk�>tp pinfo.af tp);548 unsigned int mss now;549550 /* If we are losed, the bytes will have to remain here.551 * In time losedown will finish, we empty the write queue and all552 * will be happy.553 */554 if (sk�>state != TCP CLOSE) f555 strut sk bu� �skb;556 int sent pkts = 0;557558 /* Aount for SACKS, we may need to fragment due to this.559 * It is just like the real MSS hanging on us midstream.560 * We also handle things orretly when the user adds some561 * IP options mid-stream. Silly to do, but over it.562 */563 mss now = tp urrent mss(sk);564565 while((skb = tp�>send head) &&566 tp snd test (tp , skb, mss now, tp skb is last (sk , skb) ? nonagle: 1) ) f567 if (skb�>len > mss now) f568 if (tp fragment(sk, skb, mss now))569 break;570 g571572 TCP SKB CB(skb)�>when = tp time stamp;573 if (tp transmit skb(sk, skb lone(skb, GFP ATOMIC)))574 break;575 /* Advane the send_head. This one is sent out. */576 update send head(sk, tp, skb);577 tp minshall update(tp, mss now, skb);578 sent pkts = 1;579 g580581 if ( sent pkts) f582 tp wnd validate(sk, tp);583 return 0;584 g585586 return ! tp�>pakets out && tp�>send head;587 g588 return 0;589 g� �Figure 656: Writing soket bu�ers to the network



� �1181 /* This heks if the data bearing paket SKB (usually tp->send_head)1182 * should be put on the wire right now.1183 */1184 stati inline int tp snd test (strut tp opt �tp , strut sk bu� �skb,1185 unsigned ur mss, int nonagle)1186 f1187 /* RFC 1122 - setion 4.2.3.41188 *1189 * We must queue if1190 *1191 * a) The right edge of this frame exeeds the window1192 * b) There are pakets in flight and we have a small segment1193 * [SWS avoidane and Nagle algorithm℄1194 * (part of SWS is done on paketization)1195 * Minshall version sounds: there are no _small_1196 * segments in flight. (tp_nagle_hek)1197 * ) We have too many pakets 'in flight'1198 *1199 * Don't use the nagle rule for urgent data (or1200 * for the final FIN -DaveM).1201 *1202 * Also, Nagle rule does not apply to frames, whih1203 * sit in the middle of queue (they have no hanes1204 * to get new data) and if room at tail of skb is1205 * not enough to save something seriously (<32 for now).1206 */12071208 /* Don't be strit about the ongestion window for the1209 * final FIN frame. -DaveM1210 */1211 return ((nonagle==1 jj tp�>urg mode1212 jj ! tp nagle hek(tp , skb, ur mss, nonagle)) &&1213 (( tp pakets in ight (tp) < tp�>snd wnd) jj1214 (TCP SKB CB(skb)�>ags & TCPCB FLAG FIN)) &&1215 ! after (TCP SKB CB(skb)�>end seq, tp�>snd una + tp�>snd wnd));1216 g� �Figure 657: Should we send



� �177 /* This routine atually transmits TCP pakets queued in by178 * tp_do_sendmsg(). This is used by both the initial179 * transmission and possible later retransmissions.180 * All SKB's seen here are ompletely headerless. It is our181 * job to build the TCP header, and pass the paket down to182 * IP so it an do the same plus pass the paket off to the183 * devie.184 *185 * We are working here with either a lone of the original186 * SKB, or a fresh unique opy made by the retransmit engine.187 */188 int tp transmit skb(strut sok �sk , strut sk bu� �skb)189 f190 if (skb != NULL) f191 strut tp opt �tp = &(sk�>tp pinfo.af tp);192 strut tp skb b �tb = TCP SKB CB(skb);193 int tp header size = tp�>tp header len;194 strut tphdr �th;195 int systl ags ;196 int err ;197198 #de�ne SYSCTL FLAG TSTAMPS 0x1199 #de�ne SYSCTL FLAG WSCALE 0x2200 #de�ne SYSCTL FLAG SACK 0x4201202 systl ags = 0;203 if (tb�>ags & TCPCB FLAG SYN) f204 tp header size = sizeof (strut tphdr) + TCPOLEN MSS;205 if (systl tp timestamps) f206 tp header size += TCPOLEN TSTAMP ALIGNED;207 systl ags j= SYSCTL FLAG TSTAMPS;208 g209 if (systl tp window saling) f210 tp header size += TCPOLEN WSCALE ALIGNED;211 systl ags j= SYSCTL FLAG WSCALE;212 g213 if ( systl tp sak ) f214 systl ags j= SYSCTL FLAG SACK;215 if (!( systl ags & SYSCTL FLAG TSTAMPS))216 tp header size +=TCPOLEN SACKPERM ALIGNED;217 g218 g else if (tp�>e� saks) f219 /* A SACK is 2 pad bytes, a 2 byte header, plus220 * 2 32-bit sequene numbers for eah SACK blok.221 */222 tp header size += (TCPOLEN SACK BASE ALIGNED +223 (tp�>e� saks �TCPOLEN SACK PERBLOCK));224 g225 th = (strut tphdr �) skb push(skb, tp header size) ;226 skb�>h.th = th;� �Figure 658: Building a TCP header (i)



� �227 skb set owner w(skb, sk);228229 /* Build TCP header and heksum it. */230 th�>soure = sk�>sport;231 th�>dest = sk�>dport;232 th�>seq = htonl(tb�>seq);233 th�>ak seq = htonl(tp�>rv nxt);234 �((( u16 �)th) + 6) = htons(((tp header size >> 2) << 12) j tb�>ags);235 if (tb�>ags & TCPCB FLAG SYN) f236 /* RFC1323: The window in SYN & SYN/ACK segments237 * is never saled.238 */239 th�>window = htons(tp�>rv wnd);240 g else f241 th�>window = htons(tp selet window(sk));242 g243 th�>hek = 0;244 th�>urg ptr = 0;245246 if (tp�>urg mode &&247 between(tp�>snd up, tb�>seq+1, tb�>seq+0xFFFF)) f248 th�>urg ptr = htons(tp�>snd up�tb�>seq);249 th�>urg = 1;250 g251252 if (tb�>ags & TCPCB FLAG SYN) f253 tp syn build options (( u32 �)(th + 1),254 tp advertise mss(sk) ,255 ( systl ags & SYSCTL FLAG TSTAMPS),256 ( systl ags & SYSCTL FLAG SACK),257 ( systl ags & SYSCTL FLAG WSCALE),258 tp�>rv wsale,259 tb�>when,260 tp�>ts reent);261 g else f262 tp build and update options(( u32 �)(th + 1),263 tp , tb�>when);264265 TCP ECN send(sk, tp, skb, tp header size);266 g267 tp�>af spei��>send hek(sk, th, skb�>len, skb);268269 if (tb�>ags & TCPCB FLAG ACK)270 tp event ak sent(sk) ;271272 if (skb�>len != tp header size)273 tp event data sent(tp , skb);274275 TCP INC STATS(TpOutSegs);� �Figure 659: Building a TCP header (ii)



� �277 err = tp�>af spei��>queue xmit(skb);278 if ( err <= 0)279 return err ;280281 tp enter wr(tp);282283 /* NET_XMIT_CN is speial. It does not guarantee,284 * that this paket is lost. It tells that devie285 * is about to start to drop pakets or already286 * drops some pakets of the same priority and287 * invokes us to send less aggressively.288 */289 return err == NET XMIT CN ? 0 : err;290 g291 return �ENOBUFS;292 #undef SYSCTL FLAG TSTAMPS293 #undef SYSCTL FLAG WSCALE294 #undef SYSCTL FLAG SACK295 g� �Figure 660: Building a TCP header (ii)



� �1003 /* This routine omputes an IPv4 TCP heksum. */1004 void tp v4 send hek(strut sok �sk , strut tphdr �th, int len ,1005 strut sk bu� �skb)1006 f1007 if (skb�>ip summed == CHECKSUM HW) f1008 th�>hek = ~tp v4 hek(th, len, sk�>saddr, sk�>daddr, 0);1009 skb�>sum = o�setof(strut tphdr, hek);1010 g else f1011 th�>hek = tp v4 hek(th, len, sk�>saddr, sk�>daddr,1012 sum partial((har �)th , th�>do�<<2, skb�>sum));1013 g1014 g� �Figure 661: Cheksumming TCP pakets



� �1592 int tp v4 rv(strut sk bu� �skb)1593 f1594 strut tphdr �th;1595 strut sok �sk;1596 int ret ;15971598 if (skb�>pkt type!=PACKET HOST)1599 goto disard it ;16001601 /* Count it even if it's bad */1602 TCP INC STATS BH(TpInSegs);16031604 if (! pskb may pull(skb, sizeof(strut tphdr)))1605 goto disard it ;16061607 th = skb�>h.th;16081609 if (th�>do� < sizeof(strut tphdr)/4)1610 goto bad paket;1611 if (! pskb may pull(skb, th�>do��4))1612 goto disard it ;16131614 /* An explanation is required here, I think.1615 * Paket length and doff are validated by header predition,1616 * provided ase of th->doff==0 is elimineted.1617 * So, we defer the heks. */1618 if (( skb�>ip summed != CHECKSUM UNNECESSARY &&1619 tp v4 heksum init(skb) < 0))1620 goto bad paket;16211622 th = skb�>h.th;1623 TCP SKB CB(skb)�>seq = ntohl(th�>seq);1624 TCP SKB CB(skb)�>end seq = (TCP SKB CB(skb)�>seq + th�>syn + th�>�n +1625 skb�>len � th�>do��4);1626 TCP SKB CB(skb)�>ak seq = ntohl(th�>ak seq);1627 TCP SKB CB(skb)�>when = 0;1628 TCP SKB CB(skb)�>ags = skb�>nh.iph�>tos;1629 TCP SKB CB(skb)�>saked = 0;16301631 sk = tp v4 lookup(skb�>nh.iph�>saddr, th�>soure,1632 skb�>nh.iph�>daddr, ntohs(th�>dest), tp v4 iif(skb));16331634 if (! sk)1635 goto no tp soket ;16361637 proess:1638 if (! ipse sk poliy (sk,skb))1639 goto disard and relse ;16401641 if (sk�>state == TCP TIME WAIT)1642 goto do time wait;16431644 skb�>dev = NULL;16451646 bh lok sok(sk) ;� �Figure 662: Reeiving a paket by the TCP layer (i)



� �1647 ret = 0;1648 if (! sk�>lok.users) f1649 if (! tp prequeue(sk, skb))1650 ret = tp v4 do rv(sk, skb);1651 g else1652 sk add baklog(sk, skb);1653 bh unlok sok(sk);16541655 sok put(sk);16561657 return ret ;16581659 no tp soket :1660 if (skb�>len < (th�>do�<<2) jj tp heksum omplete(skb)) f1661 bad paket:1662 TCP INC STATS BH(TpInErrs);1663 g else f1664 tp v4 send reset(skb);1665 g16661667 disard it :1668 /* Disard frame. */1669 kfree skb(skb);1670 return 0;16711672 disard and relse :1673 sok put(sk);1674 goto disard it ;16751676 do time wait:1677 if (skb�>len < (th�>do�<<2) jj tp heksum omplete(skb)) f1678 TCP INC STATS BH(TpInErrs);1679 goto disard and relse ;1680 g1681 swith(tp timewait state proess (( strut tp tw buket �)sk,1682 skb, th , skb�>len)) f1683 ase TCP TW SYN:1684 f1685 strut sok �sk2;16861687 sk2 = tp v4 lookup listener(skb�>nh.iph�>daddr, ntohs(th�>dest),tp v4 iif(skb));1688 if (sk2 != NULL) f1689 tp tw deshedule((strut tp tw buket �)sk);1690 tp timewait kill (( strut tp tw buket �)sk);1691 tp tw put((strut tp tw buket �)sk);1692 sk = sk2;1693 goto proess;1694 g1695 /* Fall through to ACK */1696 g1697 ase TCP TW ACK:1698 tp v4 timewait ak(sk, skb);1699 break;1700 ase TCP TW RST:1701 goto no tp soket ;1702 ase TCP TW SUCCESS:;1703 g1704 goto disard it ;1705 g� �Figure 663: Reeiving a paket by the TCP layer (ii)



� �1309 /* Paket is added to VJ-style prequeue for proessing in proess1310 * ontext, if a reader task is waiting. Apparently, this exiting1311 * idea (VJ's mail "Re: query about TCP header on tp-ip" of 07 Sep 93)1312 * failed somewhere. Lateny? Burstiness? Well, at least now we will1313 * see, why it failed. 8)8) --ANK1314 *1315 * NOTE: is this not too big to inline?1316 */1317 stati inline int tp prequeue(strut sok �sk , strut sk bu� �skb)1318 f1319 strut tp opt �tp = &sk�>tp pinfo.af tp;13201321 if (tp�>uopy.task) f1322 skb queue tail (&tp�>uopy.prequeue, skb);1323 tp�>uopy.memory += skb�>truesize;1324 if (tp�>uopy.memory > sk�>rvbuf) f1325 strut sk bu� �skb1;13261327 if (sk�>lok.users) BUG();13281329 while ((skb1 = skb dequeue(&tp�>uopy.prequeue)) != NULL)f1330 sk�>baklog rv(sk, skb1);1331 NET INC STATS BH(TCPPrequeueDropped);1332 g13331334 tp�>uopy.memory = 0;1335 g else if (skb queue len(&tp�>uopy.prequeue) == 1) f1336 wake up interruptible(sk�>sleep);1337 if (! tp ak sheduled(tp))1338 tp reset xmit timer(sk , TCP TIME DACK, (3�TCP RTO MIN)/4);1339 g1340 return 1;1341 g1342 return 0;1343 g� �Figure 664: An optimisation



� �3200 /*3201 * TCP reeive funtion for the ESTABLISHED state.3202 *3203 * It is split into a fast path and a slow path. The fast path is3204 * disabled when:3205 * - A zero window was announed from us - zero window probing3206 * is only handled properly in the slow path.3207 * - Out of order segments arrived.3208 * - Urgent data is expeted.3209 * - There is no buffer spae left3210 * - Unexpeted TCP flags/window values/header lengths are reeived3211 * (deteted by heking the TCP header against pred_flags)3212 * - Data is sent in both diretions. Fast path only supports pure senders3213 * or pure reeivers (this means either the sequene number or the ak3214 * value must stay onstant)3215 * - Unexpeted TCP option.3216 *3217 * When these onditions are not satisfied it drops into a standard3218 * reeive proedure patterned after RFC793 to handle all ases.3219 * The first three ases are guaranteed by proper pred_flags setting,3220 * the rest is heked inline. Fast proessing is turned on in3221 * tp_data_queue when everything is OK.3222 */3223 int tp rv established (strut sok �sk , strut sk bu� �skb,3224 strut tphdr �th, unsigned len)3225 f3226 strut tp opt �tp = &(sk�>tp pinfo.af tp);32273228 /*3229 * Header predition.3230 * The ode losely follows the one in the famous3231 * "30 instrution TCP reeive" Van Jaobson mail.3232 *3233 * Van's trik is to deposit buffers into soket queue3234 * on a devie interrupt, to all tp_rev funtion3235 * on the reeive proess ontext and heksum and opy3236 * the buffer to user spae. smart...3237 *3238 * Our urrent sheme is not silly either but we take the3239 * extra ost of the net_bh soft interrupt proessing...3240 * We do heksum and opy also but from devie to kernel.3241 */32423243 tp�>saw tstamp = 0;32443245 /* pred_flags is 0xS?10 << 16 + snd_wnd3246 * if header_predition is to be made3247 * 'S' will always be tp->tp_header_len >> 23248 * '?' will be 0 for the fast path, otherwise pred_flags is 0 to3249 * turn it off (when there are holes in the reeive� �Figure 665: Reeiving a soket bu�er on an established onnetion (i)



� �3250 � spae for instane)3251 � PSH ag is ignored.3252 �/32533254 if (( tp ag word(th) & TCP HP BITS) == tp�>pred ags &&3255 TCP SKB CB(skb)�>seq == tp�>rv nxt) f3256 int tp header len = tp�>tp header len;32573258 /* Timestamp header predition: tp_header_len3259 * is automatially equal to th->doff*4 due to pred_flags3260 * math.3261 */32623263 /* Chek timestamp */3264 if ( tp header len == sizeof(strut tphdr) +TCPOLEN TSTAMP ALIGNED) f3265 u32 �ptr = ( u32 �)(th + 1);32663267 /* No? Slow path! */3268 if (�ptr != onstant ntohl ((TCPOPT NOP << 24) j (TCPOPT NOP << 16)3269 j ( TCPOPT TIMESTAMP << 8) jTCPOLEN TIMESTAMP))3270 goto slow path;32713272 tp�>saw tstamp = 1;3273 ++ptr;3274 tp�>rv tsval = ntohl(�ptr);3275 ++ptr;3276 tp�>rv tser = ntohl(�ptr);32773278 /* If PAWS failed, hek it more arefully in slow path */3279 if (( s32)(tp�>rv tsval � tp�>ts reent) < 0)3280 goto slow path;32813282 /* Predited paket is in window by definition.3283 * seq == rv_nxt and rv_wup <= rv_nxt.3284 * Hene, hek seq<=rv_wup redues to:3285 */3286 if (tp�>rv nxt == tp�>rv wup)3287 tp store ts reent (tp);3288 g32893290 if ( len <= tp header len) f3291 /* Bulk data transfer: sender */3292 if ( len == tp header len) f3293 /* We know that suh pakets are heksummed3294 * on entry.3295 */3296 tp ak(sk , skb, 0) ;3297 kfree skb (skb);3298 tp data snd hek(sk);3299 return 0;� �Figure 666: Reeiving a soket bu�er on an established onnetion (ii)



� �3300 g else f /* Header too small */3301 TCP INC STATS BH(TpInErrs);3302 goto disard;3303 g3304 g else f3305 int eaten = 0;33063307 if (tp�>uopy.task == urrent &&3308 tp�>opied seq == tp�>rv nxt &&3309 len � tp header len <= tp�>uopy.len &&3310 sk�>lok.users) f3311 eaten = 1;33123313 NET INC STATS BH(TCPHPHitsToUser);33143315 set urrent state (TASK RUNNING);33163317 if ( tp opy to iove(sk , skb, tp header len))3318 goto sum error;33193320 skb pull (skb,tp header len) ;33213322 tp�>rv nxt = TCP SKB CB(skb)�>end seq;3323 g else f3324 if (tp heksum omplete user(sk, skb))3325 goto sum error;33263327 if (( int)skb�>truesize > sk�>forward allo)3328 goto step5;33293330 NET INC STATS BH(TCPHPHits);33313332 /* Bulk data transfer: reeiver */3333 skb pull (skb,tp header len) ;3334 skb queue tail (&sk�>reeive queue, skb);3335 tp set owner r(skb, sk);3336 tp�>rv nxt = TCP SKB CB(skb)�>end seq;3337 g33383339 tp event data rev(sk , tp , skb);33403341 if (TCP SKB CB(skb)�>ak seq != tp�>snd una) f3342 /* Well, only one small jumplet in fast path... */3343 tp ak(sk , skb, FLAG DATA);3344 tp data snd hek(sk);3345 if (! tp ak sheduled(tp))3346 goto no ak;3347 g33483349 if (eaten) f� �Figure 667: Reeiving a soket bu�er on an established onnetion (iii)



� �3350 if (tp in quikak mode(tp)) f3351 tp send ak(sk);3352 g else f3353 tp send delayed ak(sk);3354 g3355 g else f3356 tp ak snd hek(sk , 0) ;3357 g33583359 no ak:3360 if (eaten)3361 kfree skb (skb);3362 else3363 sk�>data ready(sk, 0);3364 return 0;3365 g3366 g33673368 slow path:3369 if ( len < (th�>do�<<2) jj tp heksum omplete user(sk, skb))3370 goto sum error;33713372 /*3373 * RFC1323: H1. Apply PAWS hek first.3374 */3375 if ( tp fast parse options (skb, th , tp) && tp�>saw tstamp &&3376 tp paws disard(tp, skb)) f3377 if (! th�>rst) f3378 NET INC STATS BH(PAWSEstabRejeted);3379 tp send dupak(sk, skb);3380 goto disard;3381 g3382 /* Resets are aepted even if PAWS failed.33833384 ts_reent update must be made after we are sure3385 that the paket is in window.3386 */3387 g33883389 /*3390 * Standard slow path.3391 */33923393 if (! tp sequene(tp, TCP SKB CB(skb)�>seq, TCP SKB CB(skb)�>end seq))f3394 /* RFC793, page 37: "In all states exept SYN-SENT, all reset3395 * (RST) segments are validated by heking their SEQ-fields."3396 * And page 69: "If an inoming segment is not aeptable,3397 * an aknowledgment should be sent in reply (unless the RST bit3398 * is set, if so drop the segment and return)".3399 */� �Figure 668: Reeiving a soket bu�er on an established onnetion (iv)



� �3400 if (! th�>rst)3401 tp send dupak(sk, skb);3402 goto disard;3403 g34043405 if (th�>rst) f3406 tp reset (sk) ;3407 goto disard;3408 g34093410 tp replae ts reent (tp , TCP SKB CB(skb)�>seq);34113412 if (th�>syn && !before(TCP SKB CB(skb)�>seq, tp�>rv nxt)) f3413 TCP INC STATS BH(TpInErrs);3414 NET INC STATS BH(TCPAbortOnSyn);3415 tp reset (sk) ;3416 return 1;3417 g34183419 step5:3420 if (th�>ak)3421 tp ak(sk , skb, FLAG SLOWPATH);34223423 /* Proess urgent data. */3424 tp urg(sk , skb, th);34253426 /* step 7: proess the segment text */3427 tp data queue(sk, skb);34283429 tp data snd hek(sk);3430 tp ak snd hek(sk);3431 return 0;34323433 sum error:3434 TCP INC STATS BH(TpInErrs);34353436 disard:3437 kfree skb (skb);3438 return 0;3439 g� �Figure 669: Reeiving a soket bu�er on an established onnetion (iv)



� �2175 /* Chek segment sequene number for validity.2176 *2177 * Segment ontrols are onsidered valid, if the segment2178 * fits to the window after trunation to the window. Aeptability2179 * of data (and SYN, FIN, of ourse) is heked separately.2180 * See tp_data_queue(), for example.2181 *2182 * Also, ontrols (RST is main one) are aepted using RCV.WUP instead2183 * of RCV.NXT. Peer still did not advane his SND.UNA when we2184 * delayed ACK, so that hisSND.UNA<=ourRCV.WUP.2185 * (borrowed from freebsd)2186 */21872188 stati inline int tp sequene(strut tp opt �tp , u32 seq, u32 end seq)2189 f2190 return !before(end seq, tp�>rv wup) &&2191 ! after (seq , tp�>rv nxt + tp reeive window(tp));2192 g� �Figure 670: TCP sequene number hek



� �950 /* Compute the atual reeive window we are urrently advertising.951 * Rv_nxt an be after the window if our peer push more data952 * than the offered window.953 */954 stati inline u32 tp reeive window(strut tp opt �tp)955 f956 s32 win = tp�>rv wup + tp�>rv wnd � tp�>rv nxt;957958 if (win < 0)959 win = 0;960 return (u32) win;961 g� �Figure 671: TCP reeive window determination



� �3006 /*3007 * Chek if sending an ak is needed.3008 */3009 stati inline void tp ak snd hek(strut sok �sk , int ofo possible )3010 f3011 strut tp opt �tp = &(sk�>tp pinfo.af tp);30123013 /* More than one full frame reeived... */3014 if ((( tp�>rv nxt � tp�>rv wup) > tp�>ak.rv mss3015 /* ... and right edge of window advanes far enough.3016 * (tp_revmsg() will send ACK otherwise). Or...3017 */3018 && tp selet window(sk) >= tp�>rv wnd) jj3019 /* We ACK eah frame or... */3020 tp in quikak mode(tp) jj3021 /* We have out of order data. */3022 ( ofo possible &&3023 skb peek(&tp�>out of order queue) != NULL)) f3024 /* Then ak it now */3025 tp send ak(sk);3026 g else f3027 /* Else, send delayed ak. */3028 tp send delayed ak(sk);3029 g3030 g30313032 stati inline void tp ak snd hek(strut sok �sk)3033 f3034 strut tp opt �tp = &(sk�>tp pinfo.af tp);3035 if (! tp ak sheduled(tp)) f3036 /* We sent a data segment already. */3037 return;3038 g3039 tp ak snd hek(sk , 1) ;3040 g� �Figure 672: Ak sending ode



� �1897 /* This routine deals with inoming aks, but not outgoing ones. */1898 stati int tp ak(strut sok �sk , strut sk bu� �skb, int ag )1899 f1900 strut tp opt �tp = &(sk�>tp pinfo.af tp);1901 u32 prior snd una = tp�>snd una;1902 u32 ak seq = TCP SKB CB(skb)�>seq;1903 u32 ak = TCP SKB CB(skb)�>ak seq;1904 u32 prior in ight ;1905 int prior pakets ;19061907 /* If the ak is newer than sent or older than previous aks1908 * then we an probably ignore it.1909 */1910 if ( after (ak, tp�>snd nxt))1911 goto uninteresting ak ;19121913 if (before(ak, prior snd una))1914 goto old ak;19151916 if (!( ag&FLAG SLOWPATH) && after(ak, prior snd una)) f1917 /* Window is onstant, pure forward advane.1918 * No more heks are required.1919 * Note, we use the fat that SND.UNA>=SND.WL2.1920 */1921 tp update wl(tp, ak, ak seq) ;1922 tp�>snd una = ak;1923 ag j= FLAG WIN UPDATE;19241925 NET INC STATS BH(TCPHPAks);1926 g else f1927 if (ak seq != TCP SKB CB(skb)�>end seq)1928 ag j= FLAG DATA;1929 else1930 NET INC STATS BH(TCPPureAks);19311932 ag j= tp ak update window(sk, tp, skb, ak, ak seq) ;19331934 if (TCP SKB CB(skb)�>saked)1935 ag j= tp saktag write queue(sk , skb, prior snd una);19361937 if (TCP ECN rv en eho(tp, skb�>h.th))1938 ag j= FLAG ECE;1939 g19401941 /* We passed data and got it aked, remove any soft error1942 * log. Something worked...1943 */1944 sk�>err soft = 0;1945 tp�>rv tstamp = tp time stamp;1946 if (( prior pakets = tp�>pakets out) == 0)1947 goto no queue;� �Figure 673: Proessing an aknowledgement (i)



� �1848 !((1<<tp�>a state)&(TCPF CA ReoveryjTCPF CA CWR));1849 g18501851 /* Chek that window update is aeptable.1852 * The funtion assumes that snd_una<=ak<=snd_next.1853 */1854 stati inline int1855 tp may update window(strut tp opt �tp, u32 ak, u32 ak seq, u32 nwin)1856 f1857 return ( after (ak, tp�>snd una) jj1858 after (ak seq , tp�>snd wl1) jj1859 (ak seq == tp�>snd wl1 && nwin > tp�>snd wnd));1860 g18611862 /* Update our send window.1863 *1864 * Window update algorithm, desribed in RFC793/RFC1122 (used in linux-2.21865 * and in FreeBSD. NetBSD's one is even worse.) is wrong.1866 */1867 stati int tp ak update window(strut sok �sk, strut tp opt �tp,1868 strut sk bu� �skb, u32 ak, u32 ak seq)1869 f1870 int ag = 0;1871 u32 nwin = ntohs(skb�>h.th�>window) << tp�>snd wsale;18721873 if (tp may update window(tp, ak, ak seq, nwin)) f1874 ag j= FLAG WIN UPDATE;1875 tp update wl(tp, ak, ak seq) ;18761877 if (tp�>snd wnd != nwin) f1878 tp�>snd wnd = nwin;18791880 /* Note, it is the only plae, where1881 * fast path is reovered for sending TCP.1882 */1883 tp fast path hek(sk , tp);18841885 if (nwin > tp�>max window) f1886 tp�>max window = nwin;1887 tp syn mss(sk, tp�>pmtu ookie);1888 g1889 g1890 g18911892 tp�>snd una = ak;18931894 return ag ;1895 g18961897 /* This routine deals with inoming aks, but not outgoing ones. */1898 stati int tp ak(strut sok �sk , strut sk bu� �skb, int ag )1899 f1900 strut tp opt �tp = &(sk�>tp pinfo.af tp);1901 u32 prior snd una = tp�>snd una;1902 u32 ak seq = TCP SKB CB(skb)�>seq;1903 u32 ak = TCP SKB CB(skb)�>ak seq;1904 u32 prior in ight ;1905 int prior pakets ;19061907 /* If the ak is newer than sent or older than previous aks1908 * then we an probably ignore it.1909 */1910 if ( after (ak, tp�>snd nxt))1911 goto uninteresting ak ;19121913 if (before(ak, prior snd una))1914 goto old ak;19151916 if (!( ag&FLAG SLOWPATH) && after(ak, prior snd una)) f1917 /* Window is onstant, pure forward advane.1918 * No more heks are required.1919 * Note, we use the fat that SND.UNA>=SND.WL2.1920 */1921 tp update wl(tp, ak, ak seq) ;1922 tp�>snd una = ak;1923 ag j= FLAG WIN UPDATE;19241925 NET INC STATS BH(TCPHPAks);1926 g else f1927 if (ak seq != TCP SKB CB(skb)�>end seq)1928 ag j= FLAG DATA;1929 else1930 NET INC STATS BH(TCPPureAks);19311932 ag j= tp ak update window(sk, tp, skb, ak, ak seq) ;19331934 if (TCP SKB CB(skb)�>saked)1935 ag j= tp saktag write queue(sk , skb, prior snd una);19361937 if (TCP ECN rv en eho(tp, skb�>h.th))1938 ag j= FLAG ECE;1939 g19401941 /* We passed data and got it aked, remove any soft error1942 * log. Something worked...1943 */1944 sk�>err soft = 0;1945 tp�>rv tstamp = tp time stamp;1946 if (( prior pakets = tp�>pakets out) == 0)1947 goto no queue;19481949 prior in ight = tp pakets in ight (tp);19501951 /* See if we an take anything off of the retransmit queue. */1952 ag j= tp lean rtx queue(sk) ;19531954 if ( tp ak is dubious(tp , ag )) f1955 /* Advanve CWND, if state allows this. */1956 if (( ag&FLAG DATA ACKED) && prior in ight >= tp�>snd wnd&&1957 tp may raise wnd(tp, ag))1958 tp ong avoid(tp);1959 tp fastretrans alert (sk , prior snd una, prior pakets , ag ) ;1960 g else f1961 if (( ag&FLAG DATA ACKED) && prior in ight >= tp�>snd wnd)1962 tp ong avoid(tp);1963 g19641965 if (( ag & FLAG FORWARD PROGRESS) jj !(ag&FLAG NOT DUP))1966 dst on�rm(sk�>dst ahe);19671968 return 1;19691970 no queue:1971 tp�>probes out = 0;19721973 /* If this ak opens up a zero window, lear bakoff. It was1974 * being used to time the probes, and is probably far higher than1975 * it needs to be for normal retransmission.1976 */1977 if (tp�>send head)1978 tp ak probe(sk);1979 return 1;19801981 old ak:1982 if (TCP SKB CB(skb)�>saked)1983 tp saktag write queue(sk , skb, prior snd una);19841985 uninteresting ak :1986 SOCK DEBUG(sk, "Ak %u out of %u:%unn", ak, tp�>snd una, tp�>snd nxt);1987 return 0;1988 g� �Figure 674: Proessing an aknowledgment (ii)



� �2524 stati void tp data queue(strut sok �sk , strut sk bu� �skb)2525 f2526 strut tphdr �th = skb�>h.th;2527 strut tp opt �tp = &(sk�>tp pinfo.af tp);2528 int eaten = �1;25292530 th = skb�>h.th;2531 skb pull (skb, th�>do��4);25322533 if (skb�>len == 0 && !th�>�n)2534 goto drop;25352536 TCP ECN aept wr(tp, skb);25372538 if (tp�>dsak) f2539 tp�>dsak = 0;2540 tp�>e� saks = min(tp�>num saks, 4�tp�>tstamp ok);2541 g25422543 /* Queue data for delivery to the user.2544 * Pakets in sequene go to the reeive queue.2545 * Out of sequene pakets to the out_of_order_queue.2546 */2547 if (TCP SKB CB(skb)�>seq == tp�>rv nxt) f2548 if (tp reeive window(tp) == 0)2549 goto out of window;25502551 /* Ok. In sequene. In window. */2552 if (tp�>uopy.task == urrent &&2553 tp�>opied seq == tp�>rv nxt &&2554 tp�>uopy.len &&2555 sk�>lok.users &&2556 !tp�>urg data) f2557 int hunk = min(skb�>len, tp�>uopy.len);25582559 set urrent state (TASK RUNNING);25602561 loal bh enable () ;2562 if (skb opy datagram iove(skb, 0, tp�>uopy.iov, hunk)) f2563 sk�>err = EFAULT;2564 sk�>error report(sk);2565 g2566 loal bh disable () ;2567 tp�>uopy.len �= hunk;2568 tp�>opied seq += hunk;2569 eaten = (hunk == skb�>len && !th�>�n);2570 g25712572 if (eaten <= 0) f2573 queue and out:2574 if (eaten < 0 &&2575 (atomi read(&sk�>rmem allo) > sk�>rvbuf jj2576 !tp rmem shedule(sk, skb))) f2577 if (tp prune queue(sk) < 0 jj ! tp rmem shedule(sk, skb))2578 goto drop;� �Figure 675: proessing and queuing inoming data (i)



� �2579 g2580 tp set owner r(skb, sk) ;2581 skb queue tail (&sk�>reeive queue, skb);2582 g2583 tp�>rv nxt = TCP SKB CB(skb)�>end seq;2584 if (skb�>len)2585 tp event data rev(sk , tp , skb);2586 if (th�>�n)2587 tp �n (skb, sk , th);25882589 if (skb queue len(&tp�>out of order queue)) f2590 tp ofo queue(sk);25912592 /* RFC2581. 4.2. SHOULD send immediate ACK, when2593 * gap in queue is filled.2594 */2595 if (skb queue len(&tp�>out of order queue) == 0)2596 tp�>ak.pingpong = 0;2597 g25982599 if (tp�>num saks)2600 tp sak remove(tp);26012602 tp fast path hek(sk , tp) ;26032604 if (eaten > 0) f2605 kfree skb (skb);2606 g else if (! sk�>dead)2607 sk�>data ready(sk, 0);2608 return;2609 g26102611 if (! after (TCP SKB CB(skb)�>end seq, tp�>rv nxt)) f2612 /* A retransmit, 2nd most ommon ase. Fore an immediate ak. */2613 NET INC STATS BH(DelayedACKLost);2614 tp enter quikak mode(tp);2615 tp dsak set(tp , TCP SKB CB(skb)�>seq, TCP SKB CB(skb)�>end seq);26162617 out of window:2618 tp shedule ak(tp);2619 drop:2620 kfree skb (skb);2621 return;2622 g26232624 /* Out of window. F.e. zero window probe. */2625 if (! before(TCP SKB CB(skb)�>seq, tp�>rv nxt+tp reeive window(tp)))2626 goto out of window;26272628 tp enter quikak mode(tp);26292630 if (before(TCP SKB CB(skb)�>seq, tp�>rv nxt)) f2631 /* Partial paket, seq < rv_next < end_seq */2632 SOCK DEBUG(sk, "partial paket: rv next %X seq %X � %Xnn",2633 tp�>rv nxt, TCP SKB CB(skb)�>seq,� �Figure 676: proessing and queuing inoming data (ii)



� �2634 TCP SKB CB(skb)�>end seq);26352636 tp dsak set(tp , TCP SKB CB(skb)�>seq, tp�>rv nxt);26372638 /* If window is losed, drop tail of paket. But after2639 * remembering D-SACK for its head made in previous line.2640 */2641 if (! tp reeive window(tp))2642 goto out of window;2643 goto queue and out;2644 g26452646 TCP ECN hek e(tp, skb);26472648 if (atomi read(&sk�>rmem allo) > sk�>rvbuf jj2649 !tp rmem shedule(sk, skb)) f2650 if (tp prune queue(sk) < 0 jj ! tp rmem shedule(sk, skb))2651 goto drop;2652 g26532654 /* Disable header predition. */2655 tp�>pred ags = 0;2656 tp shedule ak(tp);26572658 SOCK DEBUG(sk, "out of order segment: rv next %X seq %X � %Xnn",2659 tp�>rv nxt, TCP SKB CB(skb)�>seq, TCP SKB CB(skb)�>end seq);26602661 tp set owner r(skb, sk) ;26622663 if (skb peek(&tp�>out of order queue) == NULL) f2664 /* Initial out of order segment, build 1 SACK. */2665 if (tp�>sak ok) f2666 tp�>num saks = 1;2667 tp�>dsak = 0;2668 tp�>e� saks = 1;2669 tp�>seletive aks [0℄. start seq = TCP SKB CB(skb)�>seq;2670 tp�>seletive aks [0℄.end seq = TCP SKB CB(skb)�>end seq;2671 g2672 skb queue head(&tp�>out of order queue,skb);2673 g else f2674 strut sk bu� �skb1=tp�>out of order queue.prev;2675 u32 seq = TCP SKB CB(skb)�>seq;2676 u32 end seq = TCP SKB CB(skb)�>end seq;26772678 if (seq == TCP SKB CB(skb1)�>end seq) f2679 skb append(skb1, skb);26802681 if (tp�>num saks == 0 jj2682 tp�>seletive aks [0℄.end seq != seq)2683 goto add sak;26842685 /* Common ase: data arrive in order after hole. */2686 tp�>seletive aks [0℄.end seq = end seq;2687 return;2688 g� �Figure 677: proessing and queuing inoming data (iii)



� �26892690 /* Find plae to insert this segment. */2691 do f2692 if (! after (TCP SKB CB(skb1)�>seq, seq))2693 break;2694 g while (( skb1=skb1�>prev) != (strut sk bu��)&tp�>out of order queue);26952696 /* Do skb overlap to previous one? */2697 if (skb1 != (strut sk bu��)&tp�>out of order queue &&2698 before(seq , TCP SKB CB(skb1)�>end seq)) f2699 if (! after (end seq, TCP SKB CB(skb1)�>end seq)) f2700 /* All the bits are present. Drop. */2701 kfree skb (skb);2702 tp dsak set(tp , seq , end seq);2703 goto add sak;2704 g2705 if ( after (seq , TCP SKB CB(skb1)�>seq)) f2706 /* Partial overlap. */2707 tp dsak set(tp , seq , TCP SKB CB(skb1)�>end seq);2708 g else f2709 skb1 = skb1�>prev;2710 g2711 g2712 skb insert (skb, skb1, skb1�>next, &tp�>out of order queue);27132714 /* And lean segments overed by new one as whole. */2715 while ((skb1 = skb�>next) != (strut sk bu��)&tp�>out of order queue&&2716 after (end seq, TCP SKB CB(skb1)�>seq)) f2717 if (before(end seq, TCP SKB CB(skb1)�>end seq)) f2718 tp dsak extend(tp, TCP SKB CB(skb1)�>seq, end seq);2719 break;2720 g2721 skb unlink(skb1, skb1�>list);2722 tp dsak extend(tp, TCP SKB CB(skb1)�>seq, TCP SKB CB(skb1)�>end seq);2723 kfree skb (skb1);2724 g27252726 add sak:2727 if (tp�>sak ok)2728 tp sak new ofo skb(sk, seq , end seq);2729 g2730 g� �Figure 678: proessing and queuing inoming data (iv)



� �40 /*41 * Using different timers for retransmit, delayed aks and probes42 * We may wish use just one timer maintaining a list of expire jiffies43 * to optimize.44 */4546 void tp init xmit timers (strut sok �sk)47 f48 strut tp opt �tp = &sk�>tp pinfo.af tp;4950 init timer (&tp�>retransmit timer);51 tp�>retransmit timer.funtion=&tp write timer;52 tp�>retransmit timer.data = (unsigned long) sk;53 tp�>pending = 0;5455 init timer (&tp�>delak timer);56 tp�>delak timer.funtion=&tp delak timer;57 tp�>delak timer.data = (unsigned long) sk;58 tp�>ak.pending = 0;5960 init timer (&sk�>timer);61 sk�>timer.funtion=&tp keepalive timer;62 sk�>timer.data = (unsigned long) sk;63 g� �Figure 679: Timer Initialisation



� �1699 /* This is Jaobson's slow start and ongestion avoidane.1700 * SIGCOMM '88, p. 328.1701 */1702 stati inline void tp ong avoid(strut tp opt �tp)1703 f1704 if (tp�>snd wnd <= tp�>snd ssthresh) f1705 /* In "safe" area, inrease. */1706 if (tp�>snd wnd < tp�>snd wnd lamp)1707 tp�>snd wnd++;1708 g else f1709 /* In dangerous area, inrease slowly.1710 * In theory this is tp->snd_wnd += 1 / tp->snd_wnd1711 */1712 if (tp�>snd wnd nt >= tp�>snd wnd) f1713 if (tp�>snd wnd < tp�>snd wnd lamp)1714 tp�>snd wnd++;1715 tp�>snd wnd nt=0;1716 g else1717 tp�>snd wnd nt++;1718 g1719 tp�>snd wnd stamp = tp time stamp;1720 g� �Figure 680: TCP ongestion avoidane



� �2397 stati void tp sak new ofo skb(strut sok �sk , u32 seq, u32 end seq)2398 f2399 strut tp opt �tp = &(sk�>tp pinfo.af tp);2400 strut tp sak blok �sp = &tp�>seletive aks[0℄;2401 int ur saks = tp�>num saks;2402 int this sak ;24032404 if (! ur saks)2405 goto new sak;24062407 for ( this sak=0; this sak<ur saks; this sak++, sp++) f2408 if (tp sak extend(sp, seq , end seq)) f2409 /* Rotate this_sak to the first one. */2410 for (; this sak>0; this sak��, sp��)2411 tp sak swap(sp, sp�1);2412 if ( ur saks > 1)2413 tp sak maybe oalese(tp);2414 return;2415 g2416 g24172418 /* Could not find an adjaent existing SACK, build a new one,2419 * put it at the front, and shift everyone else down. We2420 * always know there is at least one SACK present already here.2421 *2422 * If the sak array is full, forget about the last one.2423 */2424 if ( this sak >= 4) f2425 this sak��;2426 tp�>num saks��;2427 sp��;2428 g2429 for (; this sak > 0; this sak��, sp��)2430 �sp = �(sp�1);24312432 new sak:2433 /* Build the new head SACK, and we're done. */2434 sp�>start seq = seq;2435 sp�>end seq = end seq;2436 tp�>num saks++;2437 tp�>e� saks = min(tp�>num saks+tp�>dsak, 4�tp�>tstamp ok);2438 g� �� �2298 stati inline int2299 tp sak extend(strut tp sak blok �sp, u32 seq, u32 end seq)2300 f2301 if (! after (seq , sp�>end seq) && !after(sp�>start seq, end seq)) f2302 if (before(seq , sp�>start seq))2303 sp�>start seq = seq;2304 if ( after (end seq, sp�>end seq))2305 sp�>end seq = end seq;2306 return 1;2307 g2308 return 0;2309 g� �Figure 681: Reording the need to seletively aknowledge an out-of-order seg-ment (i)



� �2355 /* These routines update the SACK blok as out-of-order pakets arrive or2356 * in-order pakets lose up the sequene spae.2357 */2358 stati void tp sak maybe oalese(strut tp opt �tp)2359 f2360 int this sak ;2361 strut tp sak blok �sp = &tp�>seletive aks[0℄;2362 strut tp sak blok �swalk = sp+1;23632364 /* See if the reent hange to the first SACK eats into2365 * or hits the sequene spae of other SACK bloks, if so oalese.2366 */2367 for ( this sak = 1; this sak < tp�>num saks; )f2368 if (tp sak extend(sp, swalk�>start seq, swalk�>end seq)) f2369 int i ;23702371 /* Zap SWALK, by moving every further SACK up by one slot.2372 * Derease num_saks.2373 */2374 tp�>num saks��;2375 tp�>e� saks = min(tp�>num saks+tp�>dsak, 4�tp�>tstamp ok);2376 for( i=this sak; i < tp�>num saks; i++)2377 sp[ i ℄ = sp[ i+1℄;2378 ontinue;2379 g2380 this sak++, swalk++;2381 g2382 g23832384 stati inline void tp sak swap(strut tp sak blok �sak1, strut tp sak blok �sak2)2385 f2386 u32 tmp;23872388 tmp = sak1�>start seq;2389 sak1�>start seq = sak2�>start seq;2390 sak2�>start seq = tmp;23912392 tmp = sak1�>end seq;2393 sak1�>end seq = sak2�>end seq;2394 sak2�>end seq = tmp;2395 g� �Figure 682: Reording the need to seletively aknowledge an out-of-order seg-ment (ii)



� �2311 stati inline void tp dsak set(strut tp opt �tp , u32 seq, u32 end seq)2312 f2313 if (tp�>sak ok && systl tp dsak) f2314 if (before(seq , tp�>rv nxt))2315 NET INC STATS BH(TCPDSACKOldSent);2316 else2317 NET INC STATS BH(TCPDSACKOfoSent);23182319 tp�>dsak = 1;2320 tp�>dupliate sak[0℄.start seq = seq;2321 tp�>dupliate sak[0℄.end seq = end seq;2322 tp�>e� saks = min(tp�>num saks+1, 4�tp�>tstamp ok);2323 g2324 g23252326 stati inline void tp dsak extend(strut tp opt �tp , u32 seq, u32 end seq)2327 f2328 if (! tp�>dsak)2329 tp dsak set(tp , seq , end seq);2330 else2331 tp sak extend(tp�>dupliate sak, seq, end seq);2332 g� �Figure 683: Reording the need to send a dsak



� �1406 stati inline void tp build and update options( u32 �ptr, strut tp opt �tp , u32tstamp)1407 f1408 if (tp�>tstamp ok) f1409 �ptr++ = onstant htonl((TCPOPT NOP << 24) j1410 (TCPOPT NOP << 16) j1411 (TCPOPT TIMESTAMP << 8) j1412 TCPOLEN TIMESTAMP);1413 �ptr++ = htonl(tstamp);1414 �ptr++ = htonl(tp�>ts reent);1415 g1416 if (tp�>e� saks) f1417 strut tp sak blok �sp = tp�>dsak ? tp�>dupliate sak : tp�>seletive aks;1418 int this sak ;14191420 �ptr++ = onstant htonl((TCPOPT NOP << 24) j1421 (TCPOPT NOP << 16) j1422 (TCPOPT SACK << 8) j1423 (TCPOLEN SACK BASE +1424 (tp�>e� saks �TCPOLEN SACK PERBLOCK)));1425 for( this sak = 0; this sak < tp�>e� saks; this sak++) f1426 �ptr++ = htonl(sp[this sak℄. start seq ) ;1427 �ptr++ = htonl(sp[this sak℄.end seq);1428 g1429 if (tp�>dsak) f1430 tp�>dsak = 0;1431 tp�>e� saks��;1432 g1433 g1434 g� �Figure 684: Building TCP option �elds (timestamp and sak)



� �1028 stati int tp hek sak reneging(strut sok �sk , strut tp opt �tp)1029 f1030 strut sk bu� �skb;10311032 /* If ACK arrived pointing to a remembered SACK,1033 * it means that our remembered SACKs do not reflet1034 * real state of reeiver i.e.1035 * reeiver _host_ is heavily ongested (or buggy).1036 * Do proessing similar to RTO timeout.1037 */1038 if (( skb = skb peek(&sk�>write queue)) != NULL &&1039 (TCP SKB CB(skb)�>saked & TCPCB SACKED ACKED)) f1040 NET INC STATS BH(TCPSACKReneging);10411042 tp enter loss (sk , 1) ;1043 tp�>retransmits++;1044 tp retransmit skb(sk , skb peek(&sk�>write queue));1045 tp reset xmit timer(sk , TCP TIME RETRANS, tp�>rto);1046 return 1;1047 g1048 return 0;1049 g� �Figure 685: Cheking for a sak reneging reeiver



� �1797 stati inline int tp paws hek(strut tp opt �tp , int rst )1798 f1799 if (( s32)(tp�>rv tsval � tp�>ts reent) >= 0)1800 return 0;1801 if (xtime.tv se >= tp�>ts reent stamp + TCP PAWS 24DAYS)1802 return 0;18031804 /* RST segments are not reommended to arry timestamp,1805 and, if they do, it is reommended to ignore PAWS beause1806 "their leanup funtion should take preedene over timestamps."1807 Certainly, it is mistake. It is neessary to understand the reasons1808 of this onstraint to relax it: if peer reboots, lok may go1809 out-of-syn and half-open onnetions will not be reset.1810 Atually, the problem would be not existing if all1811 the implementations followed draft about maintaining lok1812 via reboots. Linux-2.2 DOES NOT!18131814 However, we an relax time bounds for RST segments to MSL.1815 */1816 if ( rst && xtime.tv se >= tp�>ts reent stamp + TCP PAWS MSL)1817 return 0;1818 return 1;1819 g� �Figure 686: PAWS heking



� �409 /* Called to ompute a smoothed rtt estimate. The data fed to this410 * routine either omes from timestamps, or from segments that were411 * known _not_ to have been retransmitted [see Karn/Partridge412 * Proeedings SIGCOMM 87℄. The algorithm is from the SIGCOMM 88413 * piee by Van Jaobson.414 * NOTE: the next three routines used to be one big routine.415 * To save yles in the RFC 1323 implementation it was better to break416 * it up into three proedures. -- eris417 */418 stati inline void tp rtt estimator (strut tp opt �tp , u32 mrtt)419 f420 long m = mrtt; /* RTT */421422 /* The following amusing ode omes from Jaobson's423 * artile in SIGCOMM '88. Note that rtt and mdev424 * are saled versions of rtt and mean deviation.425 * This is designed to be as fast as possible426 * m stands for "measurement".427 *428 * On a 1990 paper the rto value is hanged to:429 * RTO = rtt + 4 * mdev430 *431 * Funny. This algorithm seems to be very broken.432 * These formulae inrease RTO, when it should be dereased, inrease433 * too slowly, when it should be inresed fastly, derease too fastly434 * et. I guess in BSD RTO takes ONE value, so that it is absolutely435 * does not matter how to _alulate_ it. Seems, it was trap436 * that VJ failed to avoid. 8)437 */� �Figure 687: Round Trip Estimation (i)



� �438 if (m == 0)439 m = 1;440 if (tp�>srtt != 0) f441 m �= (tp�>srtt >> 3); /* m is now error in rtt est */442 tp�>srtt += m; /* rtt = 7/8 rtt + 1/8 new */443 if (m < 0) f444 m = �m; /* m is now abs(error) */445 m �= (tp�>mdev >> 2); /* similar update on mdev */446 /* This is similar to one of Eifel findings.447 * Eifel bloks mdev updates when rtt dereases.448 * This solution is a bit different: we use finer gain449 * for mdev in this ase (alpha*beta).450 * Like Eifel it also prevents growth of rto,451 * but also it limits too fast rto dereases,452 * happening in pure Eifel.453 */454 if (m > 0)455 m >>= 3;456 g else f457 m �= (tp�>mdev >> 2); /* similar update on mdev */458 g459 tp�>mdev += m; /* mdev = 3/4 mdev + 1/4 new */460 if (tp�>mdev > tp�>mdev max) f461 tp�>mdev max = tp�>mdev;462 if (tp�>mdev max > tp�>rttvar)463 tp�>rttvar = tp�>mdev max;464 g465 if ( after (tp�>snd una, tp�>rtt seq)) f466 if (tp�>mdev max < tp�>rttvar)467 tp�>rttvar �= (tp�>rttvar�tp�>mdev max)>>2;468 tp�>rtt seq = tp�>snd una;469 tp�>mdev max = TCP RTO MIN;470 g471 g else f472 /* no previous measure. */473 tp�>srtt = m<<3; /* take the measured time to be rtt */474 tp�>mdev = m<<2; /* make sure rto = 3*rtt */475 tp�>mdev max = tp�>rttvar = max(tp�>mdev, TCP RTO MIN);476 tp�>rtt seq = tp�>snd nxt;477 g478 g� �Figure 688: Round Trip Estimation (ii)



� �479480 /* Calulate rto without bakoff. This is the seond half of Van Jaobson's481 * routine referred to above.482 */483 stati inline void tp set rto (strut tp opt �tp)484 f485 /* Old rap is replaed with new one. 8)486 *487 * More seriously:488 * 1. If rtt variane happened to be less 50mse, it is halluination.489 * It annot be less due to utterly errati ACK generation made490 * at least by solaris and freebsd. "Errati ACKs" has _nothing_491 * to do with delayed aks, beause at wnd>2 true delak timeout492 * is invisible. Atually, Linux-2.4 also generates errati493 * ACKs in some urumstanes.494 */495 tp�>rto = (tp�>srtt >> 3) + tp�>rttvar;496497 /* 2. Fixups made earlier annot be right.498 * If we do not estimate RTO orretly without them,499 * all the algo is pure shit and should be replaed500 * with orret one. It is exalty, whih we pretend to do.501 */502 g503504 /* NOTE: lamping at TCP_RTO_MIN is not required, urrent algo505 * guarantees that rto is higher.506 */507 stati inline void tp bound rto(strut tp opt �tp)508 f509 if (tp�>rto > TCP RTO MAX)510 tp�>rto = TCP RTO MAX;511 g� �Figure 689: Round Trip Estimation (iii)



� �1436 /* Construt a tp options header for a SYN or SYN_ACK paket.1437 * If this is every hanged make sure to hange the definition of1438 * MAX_SYN_SIZE to math the new maximum number of options that you1439 * an generate.1440 */1441 stati inline void tp syn build options( u32 �ptr , int mss, int ts , int sak,1442 int o�er wsale , int wsale, u32 tstamp,u32 ts reent )1443 f1444 /* We always get an MSS option.1445 * The option bytes whih will be seen in normal data1446 * pakets should timestamps be used, must be in the MSS1447 * advertised. But we subtrat them from tp->mss_ahe so1448 * that alulations in tp_sendmsg are simpler et.1449 * So aount for this fat here if neessary. If we1450 * don't do this orretly, as a reeiver we won't1451 * reognize data pakets as being full sized when we1452 * should, and thus we won't abide by the delayed ACK1453 * rules orretly.1454 * SACKs don't matter, we never delay an ACK when we1455 * have any of those going out.1456 */1457 �ptr++ = htonl((TCPOPT MSS << 24) j (TCPOLEN MSS << 16) j mss);1458 if ( ts) f1459 if (sak)1460 �ptr++ = onstant htonl((TCPOPT SACK PERM << 24) j (TCPOLEN SACK PERM << 16) j1461 (TCPOPT TIMESTAMP << 8) jTCPOLEN TIMESTAMP);1462 else1463 �ptr++ = onstant htonl((TCPOPT NOP << 24) j (TCPOPT NOP << 16) j1464 (TCPOPT TIMESTAMP << 8) jTCPOLEN TIMESTAMP);1465 �ptr++ = htonl(tstamp); /* TSVAL */1466 �ptr++ = htonl(ts reent); /* TSECR */1467 g else if (sak)1468 �ptr++ = onstant htonl((TCPOPT NOP << 24) j (TCPOPT NOP<< 16) j1469 (TCPOPT SACK PERM << 8) jTCPOLEN SACK PERM);1470 if ( o�er wsale )1471 �ptr++ = htonl((TCPOPT NOP << 24) j (TCPOPT WINDOW << 16)j (TCPOLEN WINDOW << 8) j (wsale));1472 g� �Figure 690: Building options on SYN pakets



� �2301 if (! after (seq , sp�>end seq) && !after(sp�>start seq, end seq)) f� �Figure 691: Parsing the WINDOW option
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� �21 strut kern rta22 f23 void �rta dst ;24 void � rta sr ;25 int � rta iif ;26 int � rta oif ;27 void �rta gw;28 u32 � rta priority ;29 void � rta prefsr ;30 strut rtattr �rta mx;31 strut rtattr �rta mp;32 unsigned har �rta protoinfo ;33 unsigned har �rta ow ;34 strut rta aheinfo � rta i ;35 g;� �Figure 695: FIB Route Table Attribute Entry: linux/inlude/net/ip fib.h



� �37 strut �b nh38 f39 strut net devie �nh dev;40 unsigned nh ags ;41 unsigned har nh sope;42 #ifdef CONFIG IP ROUTE MULTIPATH43 int nh weight;44 int nh power;45 #endif46 #ifdef CONFIG NET CLS ROUTE47 u32 nh tlassid ;48 #endif49 int nh oif ;50 u32 nh gw;51 g;� �Figure 696: FIB Next Hop Data Struture: linux/inlude/net/ip fib.h



� �57 strut �b info58 f59 strut �b info ��b next ;60 strut �b info ��b prev ;61 int �b treeref ;62 atomi t �b lntref ;63 int �b dead ;64 unsigned �b ags ;65 int �b protool ;66 u32 �b prefsr ;67 u32 �b priority ;68 unsigned �b metris [RTAX MAX℄;69 #de�ne �b mtu �b metris [RTAX MTU�1℄70 #de�ne �b window �b metris[RTAX WINDOW�1℄71 #de�ne �b rtt �b metris [RTAX RTT�1℄72 #de�ne �b advmss �b metris[RTAX ADVMSS�1℄73 int �b nhs ;74 #ifdef CONFIG IP ROUTE MULTIPATH75 int �b power;76 #endif77 strut �b nh �b nh [0℄;78 #de�ne �b dev �b nh [0℄. nh dev79 g;� �Figure 697: The Main FIB Struture: linux/inlude/net/ip fib.h



� �86 strut �b result87 f88 unsigned har pre�xlen ;89 unsigned har nh sel ;90 unsigned har type;91 unsigned har sope;92 strut �b info � � ;93 #ifdef CONFIG IP MULTIPLE TABLES94 strut �b rule �r;95 #endif96 g;� �Figure 698: FIB Lookup Result Struture: linux/inlude/net/ip fib.h



� �116 strut �b table117 f118 unsigned har tb id ;119 unsigned tb stamp;120 int (�tb lookup)(strut �b table �tb , onst strut rt key �key,strut �b result �res) ;121 int (� tb insert )(strut �b table �table , strut rtmsg �r,122 strut kern rta �rta , strut nlmsghdr �n,123 strut netlink skb parms �req);124 int (�tb delete )(strut �b table �table , strut rtmsg �r,125 strut kern rta �rta , strut nlmsghdr �n,126 strut netlink skb parms �req);127 int (�tb dump)(strut �b table �table , strut sk bu� �skb,128 strut netlink allbak �b);129 int (� tb ush )(strut �b table �table) ;130 int (� tb get info )(strut �b table �table , har �buf,131 int �rst , int ount);132 void (� tb selet default )(strut �b table �table ,133 onst strut rt key �key, strut �b result �res) ;134135 unsigned har tb data [0℄;136 g;� �Figure 699: FIB Generi Interfae: linux/inlude/net/ip fib.h



� �54 strut �b table � loal table ;55 strut �b table �main table;5657 #else5859 #de�ne RT TABLE MIN 16061 strut �b table � �b tables [RT TABLE MAX+1℄;6263 strut �b table � �b new table ( int id)64 f65 strut �b table �tb;6667 tb = �b hash init (id) ;68 if (! tb)69 return NULL;70 �b tables [ id℄ = tb;71 return tb;72 g� �Figure 700: FIB Frontend i setting up the table:linux/net/ipv4/fib frontend.



� �78 void �b ush (void)79 f80 int ushed = 0;81 #ifdef CONFIG IP MULTIPLE TABLES82 strut �b table �tb;83 int id ;8485 for ( id = RT TABLE MAX; id>0; id��) f86 if (( tb = �b get table (id))==NULL)87 ontinue;88 ushed += tb�>tb ush(tb);89 g90 #else /* CONFIG_IP_MULTIPLE_TABLES */91 ushed += main table�>tb ush(main table);92 ushed += loal table�>tb ush(loal table) ;93 #endif /* CONFIG_IP_MULTIPLE_TABLES */9495 if ( ushed)96 rt ahe ush (�1);97 g� �Figure 701: FIB Frontend i - ushing table: linux/net/ipv4/fib frontend.



� �100 #ifdef CONFIG PROC FS101102 /*103 * Called from the PROCfs module. This outputs /pro/net/route.104 *105 * It always works in bakward ompatibility mode.106 * The format of the file is not supposed to be hanged.107 */108109 stati int110 �b get proinfo (har �bu�er , har ��start , o� t o�set , int length)111 f112 int �rst = o�set /128;113 har �ptr = bu�er ;114 int ount = (length+127)/128;115 int len ;116117 �start = bu�er + o�set%128;118119 if (���rst < 0) f120 sprintf (bu�er , "%�127snn", "IfaentDestinationntGateway ntFlagsntRefCntntUsentMetrintMaskntntMTUntWindowntIRTT");121 ��ount;122 ptr += 128;123 �rst = 0;124 g125126 if (main table && ount > 0) f127 int n = main table�>tb get info(main table, ptr, �rst , ount);128 ount �= n;129 ptr += n�128;130 g131 len = ptr � �start;132 if ( len >= length)133 return length;134 if ( len >= 0)135 return len ;136 return 0;137 g138139 #endif /* CONFIG_PROC_FS */� �Figure 702: FIB Frontend ProFS interfae: linux/net/ipv4/fib frontend.



� �141 /*142 * Find the first devie with a given soure address.143 */144145 strut net devie � ip dev �nd (u32 addr)146 f147 strut rt key key;148 strut �b result res ;149 strut net devie �dev = NULL;150151 memset(&key, 0, sizeof(key));152 key.dst = addr;153 #ifdef CONFIG IP MULTIPLE TABLES154 res . r = NULL;155 #endif156157 if (! loal table jj loal table�>tb lookup(loal table, &key, &res)) f158 return NULL;159 g160 if ( res .type != RTN LOCAL)161 goto out;162 dev = FIB RES DEV(res);163 if (dev)164 atomi in(&dev�>refnt);165166 out:167 �b res put (&res);168 return dev;169 g� �Figure 703: FIB Front end - �nd devie by address:linux/net/ipv4/fib frontend.



� �171 unsigned inet addr type(u32 addr)172 f173 strut rt key key;174 strut �b result res ;175 unsigned ret = RTN BROADCAST;176177 if (ZERONET(addr) jj BADCLASS(addr))178 return RTN BROADCAST;179 if (MULTICAST(addr))180 return RTN MULTICAST;181182 memset(&key, 0, sizeof(key));183 key.dst = addr;184 #ifdef CONFIG IP MULTIPLE TABLES185 res . r = NULL;186 #endif187188 if ( loal table ) f189 ret = RTN UNICAST;190 if ( loal table�>tb lookup(loal table, &key, &res) == 0) f191 ret = res.type;192 �b res put (&res);193 g194 g195 return ret ;196 g� �Figure 704: FIB Frontend - �nd by address type:linux/net/ipv4/fib frontend.



� �198 /* Given (paket soure, input interfae) and optional (dst, oif, tos):199 - (main) hek, that soure is valid i.e. not broadast or our loal200 address.201 - figure out what "logial" interfae this paket arrived202 and alulate "speifi destination" address.203 - hek, that paket arrived from expeted physial interfae.204 */205206 int �b validate soure (u32 sr , u32 dst , u8 tos , int oif ,207 strut net devie �dev, u32 �spe dst, u32 �itag)208 f209 strut in devie �in dev;210 strut rt key key;211 strut �b result res ;212 int no addr, rpf ;213 int ret ;214215 key.dst = sr;216 key.sr = dst;217 key.tos = tos;218 key. oif = 0;219 key. iif = oif ;220 key.sope = RT SCOPE UNIVERSE;221222 no addr = rpf = 0;223 read lok(&inetdev lok);224 in dev = in dev get(dev);225 if ( in dev) f226 no addr = in dev�>ifa list == NULL;227 rpf = IN DEV RPFILTER(in dev);228 g229 read unlok(&inetdev lok);230231 if ( in dev == NULL)232 goto e inval ;233234 if ( �b lookup(&key, &res))235 goto last resort ;236 if ( res .type != RTN UNICAST)237 goto e inval res ;� �Figure 705: FIB Frontend hek address makes sense i:linux/net/ipv4/fib frontend.



� �238 �spe dst = FIB RES PREFSRC(res);239 if ( itag)240 �b ombine itag( itag, &res) ;241 #ifdef CONFIG IP ROUTE MULTIPATH242 if (FIB RES DEV(res) == dev jj res.��>�b nhs > 1)243 #else244 if (FIB RES DEV(res) == dev)245 #endif246 f247 ret = FIB RES NH(res).nh sope >= RT SCOPE HOST;248 �b res put (&res);249 return ret ;250 g251 �b res put (&res);252 if (no addr)253 goto last resort ;254 if ( rpf)255 goto e inval ;256 key. oif = dev�>i�ndex;257258 ret = 0;259 if ( �b lookup(&key, &res) == 0) f260 if ( res .type == RTN UNICAST) f261 �spe dst = FIB RES PREFSRC(res);262 ret = FIB RES NH(res).nh sope >= RT SCOPE HOST;263 g264 �b res put (&res);265 g266 return ret ;267268 last resort :269 if ( rpf)270 goto e inval ;271 �spe dst = inet selet addr (dev , 0, RT SCOPE UNIVERSE);272 �itag = 0;273 return 0;274275 e inval res :276 �b res put (&res);277 e inval :278 return �EINVAL;279 g� �Figure 706: FIB Frontend hek address makes sense ii:linux/net/ipv4/fib frontend.



� �283 /*284 * Handle IP routing iotl alls. These are used to manipulate the routingtables285 */286287 int ip rt iotl (unsigned int md, void �arg)288 f289 int err ;290 strut kern rta rta ;291 strut rtentry r ;292 strut f293 strut nlmsghdr nlh;294 strut rtmsg rtm;295 g req;296297 swith (md) f298 ase SIOCADDRT: /* Add a route */299 ase SIOCDELRT: /* Delete a route */300 if (! apable(CAP NET ADMIN))301 return �EPERM;302 if (opy from user(&r, arg, sizeof (strut rtentry)))303 return �EFAULT;304 rtnl lok () ;305 err = �b onvert rtentry (md, &req.nlh, &req.rtm, &rta, &r);306 if ( err == 0) f307 if (md == SIOCDELRT) f308 strut �b table �tb = �b get table (req.rtm.rtm table);309 err = �ESRCH;310 if (tb)311 err = tb�>tb delete(tb, &req.rtm, &rta, &req.nlh, NULL);312 g else f313 strut �b table �tb = �b new table(req.rtm.rtm table);314 err = �ENOBUFS;315 if (tb)316 err = tb�>tb insert(tb, &req.rtm, &rta, &req.nlh, NULL);317 g318 if ( rta .rta mx)319 kfree(rta .rta mx);320 g321 rtnl unlok () ;322 return err ;323 g324 return �EINVAL;325 g� �Figure 707: FIB Frontend iotl handler: linux/net/ipv4/fib frontend.



� �338 stati int inet hek attr (strut rtmsg �r, strut rtattr ��rta)339 f340 int i ;341342 for ( i=1; i<=RTA MAX; i++) f343 strut rtattr �attr = rta[ i�1℄;344 if ( attr) f345 if (RTA PAYLOAD(attr) < 4)346 return �EINVAL;347 if ( i != RTA MULTIPATH && i != RTA METRICS)348 rta [ i�1℄ = (strut rtattr�)RTA DATA(attr);349 g350 g351 return 0;352 g353354 int inet rtm delroute(strut sk bu� �skb, strut nlmsghdr� nlh, void �arg)355 f356 strut �b table � tb;357 strut rtattr ��rta = arg;358 strut rtmsg �r = NLMSG DATA(nlh);359360 if ( inet hek attr (r , rta))361 return �EINVAL;362363 tb = �b get table (r�>rtm table);364 if (tb)365 return tb�>tb delete(tb, r, ( strut kern rta�)rta , nlh, &NETLINK CB(skb));366 return �ESRCH;367 g368369 int inet rtm newroute(strut sk bu� �skb, strut nlmsghdr� nlh, void �arg)370 f371 strut �b table � tb;372 strut rtattr ��rta = arg;373 strut rtmsg �r = NLMSG DATA(nlh);374375 if ( inet hek attr (r , rta))376 return �EINVAL;377378 tb = �b new table(r�>rtm table);379 if (tb)380 return tb�>tb insert(tb, r , ( strut kern rta�)rta , nlh, &NETLINK CB(skb));381 return �ENOBUFS;382 g� �Figure 708: FIB Frontend route �nd/add/delete:linux/net/ipv4/fib frontend.



� �384 int inet dump �b(strut sk bu� �skb, strut netlink allbak �b)385 f386 int t ;387 int s t ;388 strut �b table �tb;389390 if (NLMSG PAYLOAD(b�>nlh, 0) >= sizeof(strut rtmsg) &&391 (( strut rtmsg�)NLMSG DATA(b�>nlh))�>rtm ags&RTM F CLONED)392 return ip rt dump(skb, b);393394 s t = b�>args[0℄;395 if ( s t == 0)396 s t = b�>args[0℄ = RT TABLE MIN;397398 for ( t=s t; t<=RT TABLE MAX; t++) f399 if ( t < s t) ontinue;400 if ( t > s t)401 memset(&b�>args[1℄, 0, sizeof(b�>args)�sizeof(b�>args[0℄));402 if (( tb = �b get table (t))==NULL)403 ontinue;404 if (tb�>tb dump(tb, skb, b) < 0)405 break;406 g407408 b�>args[0℄ = t;409410 return skb�>len;411 g� �Figure 709: FIB Frontend dump FIB: linux/net/ipv4/fib frontend.



� �415 /* Prepare and feed intra-kernel routing request.416 Really, it should be netlink message, but :-( netlink417 an be not onfigured, so that we feed it diretly418 to fib engine. It is legal, beause all events our419 only when netlink is already loked.420 */� �Figure 710: FIB Frontend - intra-kernel route message:linux/net/ipv4/fib frontend.



� �422 stati void �b magi( int md, int type, u32 dst , int dst len , strut in ifaddr � ifa )423 f424 strut �b table � tb;425 strut f426 strut nlmsghdr nlh;427 strut rtmsg rtm;428 g req;429 strut kern rta rta ;430431 memset(&req.rtm, 0, sizeof(req.rtm));432 memset(&rta, 0, sizeof(rta)) ;433434 if (type == RTN UNICAST)435 tb = �b new table(RT TABLE MAIN);436 else437 tb = �b new table(RT TABLE LOCAL);438439 if (tb == NULL)440 return;441442 req.nlh.nlmsg len = sizeof(req) ;443 req.nlh.nlmsg type = md;444 req.nlh.nlmsg ags = NLM F REQUESTjNLM F CREATEjNLM F APPEND;445 req.nlh.nlmsg pid = 0;446 req.nlh.nlmsg seq = 0;447448 req.rtm.rtm dst len = dst len;449 req.rtm.rtm table = tb�>tb id;450 req.rtm.rtm protool = RTPROT KERNEL;451 req.rtm.rtm sope = (type != RTN LOCAL ? RT SCOPE LINK :RT SCOPE HOST);452 req.rtm.rtm type = type;� �Figure 711: FIB Frontend - intra-kernel route message:linux/net/ipv4/fib frontend.



� �454 rta . rta dst = &dst;455 rta . rta prefsr = &ifa�>ifa loal;456 rta . rta oif = &ifa�>ifa dev�>dev�>i�ndex;457458 if (md == RTM NEWROUTE)459 tb�>tb insert(tb, &req.rtm, &rta, &req.nlh, NULL);460 else461 tb�>tb delete(tb, &req.rtm, &rta, &req.nlh, NULL);462 g� �Figure 712: FIB Frontend - intra-kernel route message:linux/net/ipv4/fib frontend.



� �464 stati void �b add ifaddr (strut in ifaddr � ifa )465 f466 strut in devie �in dev = ifa�>ifa dev;467 strut net devie �dev = in dev�>dev;468 strut in ifaddr �prim = ifa;469 u32 mask = ifa�>ifa mask;470 u32 addr = ifa�>ifa loal;471 u32 pre�x = ifa�>ifa address&mask;472473 if ( ifa�>ifa ags&IFA F SECONDARY) f474 prim = inet ifa bypre�x (in dev , pre�x , mask);475 if (prim == NULL) f476 printk(KERN DEBUG "�b add ifaddr: bug: prim == NULLnn");477 return;478 g479 g480481 �b magi(RTM NEWROUTE, RTN LOCAL, addr, 32, prim);482483 if (!( dev�>ags&IFF UP))484 return;485486 /* Add broadast address, if it is expliitly assigned. */487 if ( ifa�>ifa broadast && ifa�>ifa broadast != 0xFFFFFFFF)488 �b magi(RTM NEWROUTE, RTN BROADCAST, ifa�>ifa broadast, 32, prim);489490 if (! ZERONET(pre�x) && !(ifa�>ifa ags&IFA F SECONDARY) &&491 ( pre�x != addr jj ifa�>ifa pre�xlen < 32)) f492 �b magi(RTM NEWROUTE, dev�>ags&IFF LOOPBACK ?RTN LOCAL :493 RTN UNICAST, pre�x, ifa�>ifa pre�xlen, prim);494495 /* Add network speifi broadasts, when it takes a sense */496 if ( ifa�>ifa pre�xlen < 31) f497 �b magi(RTM NEWROUTE, RTN BROADCAST, pre�x, 32,prim);498 �b magi(RTM NEWROUTE, RTN BROADCAST, pre�xj~mask, 32, prim);499 g500 g501 g� �Figure 713: FIB Frontend add entry by interfae address:linux/net/ipv4/fib frontend.



� �503 stati void �b del ifaddr (strut in ifaddr � ifa )504 f505 strut in devie �in dev = ifa�>ifa dev;506 strut net devie �dev = in dev�>dev;507 strut in ifaddr � ifa1 ;508 strut in ifaddr �prim = ifa;509 u32 brd = ifa�>ifa addressj~ifa�>ifa mask;510 u32 any = ifa�>ifa address&ifa�>ifa mask;511 #de�ne LOCAL OK 1512 #de�ne BRD OK 2513 #de�ne BRD0 OK 4514 #de�ne BRD1 OK 8515 unsigned ok = 0;516517 if (!( ifa�>ifa ags&IFA F SECONDARY))518 �b magi(RTM DELROUTE, dev�>ags&IFF LOOPBACK ?RTN LOCAL :519 RTN UNICAST, any, ifa�>ifa pre�xlen, prim);520 else f521 prim = inet ifa bypre�x (in dev , any, ifa�>ifa mask);522 if (prim == NULL) f523 printk(KERN DEBUG "�b del ifaddr: bug: prim == NULLnn");524 return;525 g526 g527528 /* Deletion is more ompliated than add.529 We should take are of not to delete too muh :-)530531 San address list to be sure that addresses are really gone.532 */533534 for ( ifa1 = in dev�>ifa list ; ifa1 ; ifa1 = ifa1�>ifa next) f535 if ( ifa�>ifa loal == ifa1�>ifa loal)536 ok j= LOCAL OK;537 if ( ifa�>ifa broadast == ifa1�>ifa broadast)538 ok j= BRD OK;539 if (brd == ifa1�>ifa broadast)540 ok j= BRD1 OK;541 if (any == ifa1�>ifa broadast)542 ok j= BRD0 OK;543 g� �Figure 714: FIB Frontend delete entry by interfae address i:linux/net/ipv4/fib frontend.



� �545 if (!( ok&BRD OK))546 �b magi(RTM DELROUTE, RTN BROADCAST, ifa�>ifa broadast, 32, prim);547 if (!( ok&BRD1 OK))548 �b magi(RTM DELROUTE, RTN BROADCAST, brd, 32, prim);549 if (!( ok&BRD0 OK))550 �b magi(RTM DELROUTE, RTN BROADCAST, any, 32, prim);551 if (!( ok&LOCAL OK)) f552 �b magi(RTM DELROUTE, RTN LOCAL, ifa�>ifa loal, 32, prim);553554 /* Chek, that this loal address finally disappeared. */555 if ( inet addr type( ifa�>ifa loal) != RTN LOCAL) f556 /* And the last, but not the least thing.557 We must flush stray FIB entries.558559 First of all, we san fib_info list searhing560 for stray nexthop entries, then ignite fib_flush.561 */562 if (�b syn down(ifa�>ifa loal , NULL, 0))563 �b ush () ;564 g565 g566 #undef LOCAL OK567 #undef BRD OK568 #undef BRD0 OK569 #undef BRD1 OK570 g� �Figure 715: FIB Frontend delete entry by interfae address ii:linux/net/ipv4/fib frontend.



� �572 stati void �b disable ip (strut net devie �dev, int fore )573 f574 if (�b syn down(0, dev, fore))575 �b ush () ;576 rt ahe ush (0) ;577 arp ifdown(dev);578 g� �Figure 716: FIB Frontend Event Handler: linux/net/ipv4/fib frontend.



� �580 stati int �b inetaddr event (strut noti�er blok � this , unsigned long event , void �ptr)581 f582 strut in ifaddr � ifa = (strut in ifaddr�)ptr;583584 swith (event) f585 ase NETDEV UP:586 �b add ifaddr ( ifa ) ;587 rt ahe ush (�1);588 break;589 ase NETDEV DOWN:590 if ( ifa�>ifa dev && ifa�>ifa dev�>ifa list == NULL) f591 /* Last address was deleted from this interfae.592 Disable IP.593 */594 �b disable ip ( ifa�>ifa dev�>dev, 1);595 g else f596 �b del ifaddr ( ifa ) ;597 rt ahe ush (�1);598 g599 break;600 g601 return NOTIFY DONE;602 g� �Figure 717: FIB Frontend Event Handler: linux/net/ipv4/fib frontend.



� �604 stati int �b netdev event (strut noti�er blok � this , unsigned long event , void �ptr)605 f606 strut net devie �dev = ptr;607 strut in devie �in dev = in dev get (dev);608609 if (! in dev)610 return NOTIFY DONE;611612 swith (event) f613 ase NETDEV UP:614 for ifa (in dev) f615 �b add ifaddr ( ifa ) ;616 g endfor ifa (in dev) ;617 #ifdef CONFIG IP ROUTE MULTIPATH618 �b syn up(dev);619 #endif620 rt ahe ush (�1);621 break;622 ase NETDEV DOWN:623 �b disable ip (dev, 0) ;624 break;625 ase NETDEV UNREGISTER:626 �b disable ip (dev, 1) ;627 break;628 ase NETDEV CHANGEMTU:629 ase NETDEV CHANGE:630 rt ahe ush (0) ;631 break;632 g633 return NOTIFY DONE;634 g� �Figure 718: FIB Frontend Event Handler: linux/net/ipv4/fib frontend.



� �647648 void init ip �b init (void)649 f650 #ifdef CONFIG PROC FS651 pro net reate("route",0, �b get proinfo ) ;652 #endif /* CONFIG_PROC_FS */653654 #ifndef CONFIG IP MULTIPLE TABLES655 loal table = �b hash init (RT TABLE LOCAL);656 main table = �b hash init (RT TABLE MAIN);657 #else658 �b rules init () ;659 #endif660661 register netdevie noti�er (& �b netdev noti�er ) ;662 register inetaddr noti�er (& �b inetaddr noti�er ) ;663 g� �Figure 719: FIB Frontend initialisation: linux/net/ipv4/fib frontend.



� �48 stati strut �b info � �b info list ;49 stati rwlok t �b info lok = RW LOCK UNLOCKED;50 int �b info nt ;5152 #de�ne for �b info () f strut �b info � � ; n53 for ( � = �b info list ; � ; � = ��>�b next)5455 #de�ne endfor �b info () g5657 #ifdef CONFIG IP ROUTE MULTIPATH5859 #de�ne for nexthops(�) f int nhsel ; onst strut �b nh � nh; n60 for (nhsel=0, nh = (�)�>�b nh; nhsel < (�)�>�b nhs; nh++, nhsel++)6162 #de�ne hange nexthops(�) f int nhsel ; strut �b nh � nh; n63 for (nhsel=0, nh = (strut �b nh�)(( � )�>�b nh); nhsel < (�)�>�b nhs; nh++, nhsel++)6465 #else /* CONFIG_IP_ROUTE_MULTIPATH */6667 /* Hope, that g will optimize it to get rid of dummy loop */6869 #de�ne for nexthops(�) f int nhsel=0; onst strut �b nh � nh = (�)�>�b nh; n70 for (nhsel=0; nhsel < 1; nhsel++)7172 #de�ne hange nexthops(�) f int nhsel=0; strut �b nh � nh = (strut �b nh�)(( � )�>�b nh); n73 for (nhsel=0; nhsel < 1; nhsel++)7475 #endif /* CONFIG_IP_ROUTE_MULTIPATH */7677 #de�ne endfor nexthops(�) g� �Figure 720: FIB Semantis - looping maros over �b entries :linux/net/ipv4/fib semantis.



� �80 stati strut81 f82 int error ;83 u8 sope;84 g �b props [RTA MAX+1℄ = f85 f 0, RT SCOPE NOWHEREg, /* RTN_UNSPEC */86 f 0, RT SCOPE UNIVERSEg, /* RTN_UNICAST */87 f 0, RT SCOPE HOSTg, /* RTN_LOCAL */88 f 0, RT SCOPE LINKg, /* RTN_BROADCAST */89 f 0, RT SCOPE LINKg, /* RTN_ANYCAST */90 f 0, RT SCOPE UNIVERSEg, /* RTN_MULTICAST */91 f �EINVAL, RT SCOPE UNIVERSEg, /* RTN_BLACKHOLE */92 f �EHOSTUNREACH, RT SCOPE UNIVERSEg,/* RTN_UNREACHABLE */93 f �EACCES, RT SCOPE UNIVERSEg, /* RTN_PROHIBIT */94 f �EAGAIN, RT SCOPE UNIVERSEg, /* RTN_THROW */95 #ifdef CONFIG IP ROUTE NAT96 f 0, RT SCOPE HOSTg, /* RTN_NAT */97 #else98 f �EINVAL, RT SCOPE NOWHEREg, /* RTN_NAT */99 #endif100 f �EINVAL, RT SCOPE NOWHEREg /* RTN_XRESOLVE */101 g;� �Figure 721: FIB Semantis - initial Route Attribute properties:linux/net/ipv4/fib semantis.



� �104 /* Release a nexthop info reord */105106 void free �b info (strut �b info � � )107 f108 if ( ��>�b dead == 0) f109 printk("Freeing alive �b info %pnn", �);110 return;111 g112 hange nexthops(�) f113 if (nh�>nh dev)114 dev put(nh�>nh dev);115 nh�>nh dev = NULL;116 g endfor nexthops(�) ;117 �b info nt ��;118 kfree( � ) ;119 g120121 void �b release info (strut �b info � � )122 f123 write lok(& �b info lok ) ;124 if ( � && ����>�b treeref == 0) f125 if ( ��>�b next)126 ��>�b next�>�b prev = ��>�b prev;127 if ( ��>�b prev)128 ��>�b prev�>�b next = ��>�b next;129 if ( � == �b info list )130 �b info list = ��>�b next;131 ��>�b dead = 1;132 �b info put ( � ) ;133 g134 write unlok(&�b info lok ) ;135 g� �Figure 722: FIB Semantis - �nd and release next hop info:linux/net/ipv4/fib semantis.



� �137 extern inline int nh omp(onst strut �b info � � , onst strut �b info � o� )138 f139 onst strut �b nh �onh = o��>�b nh;140141 for nexthops( � ) f142 if (nh�>nh oif != onh�>nh oif jj143 nh�>nh gw != onh�>nh gw jj144 nh�>nh sope != onh�>nh sope jj145 #ifdef CONFIG IP ROUTE MULTIPATH146 nh�>nh weight != onh�>nh weight jj147 #endif148 #ifdef CONFIG NET CLS ROUTE149 nh�>nh tlassid != onh�>nh tlassid jj150 #endif151 ((nh�>nh ags^onh�>nh ags)&~RTNH F DEAD))152 return �1;153 onh++;154 g endfor nexthops(�) ;155 return 0;156 g157158 extern inline strut �b info � �b �nd info (onst strut �b info �n� )159 f160 for �b info () f161 if ( ��>�b nhs != n��>�b nhs)162 ontinue;163 if ( n��>�b protool == ��>�b protool &&164 n��>�b prefsr == ��>�b prefsr &&165 n��>�b priority == ��>�b priority &&166 memmp(n��>�b metris, ��>�b metris, sizeof(��>�b metris))== 0 &&167 (( n��>�b ags^��>�b ags)&~RTNH F DEAD) == 0 &&168 ( n��>�b nhs == 0 jj nh omp(�, n�) == 0))169 return � ;170 g endfor �b info () ;171 return NULL;172 g� �Figure 723: FIB Semantis - lookup: linux/net/ipv4/fib semantis.



� �174 /* Chek, that the gateway is already onfigured.175 Used only by rediret aept routine.176 */177178 int ip �b hek default (u32 gw, strut net devie �dev)179 f180 read lok(& �b info lok ) ;181 for �b info () f182 if ( ��>�b ags & RTNH F DEAD)183 ontinue;184 for nexthops( � ) f185 if (nh�>nh dev == dev && nh�>nh gw == gw &&186 !(nh�>nh ags&RTNH F DEAD)) f187 read unlok(&�b info lok ) ;188 return 0;189 g190 g endfor nexthops(�) ;191 g endfor �b info () ;192 read unlok(&�b info lok ) ;193 return �1;194 g195196 #ifdef CONFIG IP ROUTE MULTIPATH197198 stati u32 �b get attr32 (strut rtattr �attr , int attrlen , int type)199 f200 while (RTA OK(attr,attrlen)) f201 if ( attr�>rta type == type)202 return �(u32�)RTA DATA(attr);203 attr = RTA NEXT(attr, attrlen);� �Figure 724: FIB Semantis - set defaults: linux/net/ipv4/fib semantis.



� �205 return 0;206 g207208 stati int209 �b ount nexthops(strut rtattr �rta)210 f211 int nhs = 0;212 strut rtnexthop �nhp = RTA DATA(rta);213 int nhlen = RTA PAYLOAD(rta);214215 while (nhlen >= (int)sizeof(strut rtnexthop)) f216 if ((nhlen �= nhp�>rtnh len) < 0)217 return 0;218 nhs++;219 nhp = RTNH NEXT(nhp);220 g;221 return nhs;222 g223224 stati int225 �b get nhs (strut �b info � � , onst strut rtattr �rta , onst strut rtmsg �r)226 f227 strut rtnexthop �nhp = RTA DATA(rta);228 int nhlen = RTA PAYLOAD(rta);229230 hange nexthops(�) f231 int attrlen = nhlen � sizeof(strut rtnexthop);232 if ( attrlen < 0 jj ( nhlen �= nhp�>rtnh len) < 0)233 return �EINVAL;234 nh�>nh ags = (r�>rtm ags&~0xFF) j nhp�>rtnh ags;235 nh�>nh oif = nhp�>rtnh i�ndex;236 nh�>nh weight = nhp�>rtnh hops + 1;237 if ( attrlen ) f238 nh�>nh gw = �b get attr32(RTNH DATA(nhp), attrlen,RTA GATEWAY);239 #ifdef CONFIG NET CLS ROUTE240 nh�>nh tlassid = �b get attr32(RTNH DATA(nhp), attrlen,RTA FLOW);241 #endif242 g243 nhp = RTNH NEXT(nhp);244 g endfor nexthops(�) ;245 return 0;246 g� �Figure 725: FIB Semantis -add up next hops and get nhs:linux/net/ipv4/fib semantis.



� �250 int �b nh math(strut rtmsg �r, strut nlmsghdr �nlh, strut kern rta �rta ,251 strut �b info � � )252 f253 #ifdef CONFIG IP ROUTE MULTIPATH254 strut rtnexthop �nhp;255 int nhlen;256 #endif257258 if ( rta�>rta priority &&259 �rta�>rta priority != ��>�b priority)260 return 1;261262 if ( rta�>rta oif jj rta�>rta gw) f263 if ((! rta�>rta oif jj � rta�>rta oif == ��>�b nh�>nh oif) &&264 (! rta�>rta gw jj memmp(rta�>rta gw, &��>�b nh�>nh gw, 4)== 0))265 return 0;266 return 1;267 g� �Figure 726: FIB Semantis - next hops math:linux/net/ipv4/fib semantis.



� �269 #ifdef CONFIG IP ROUTE MULTIPATH270 if ( rta�>rta mp == NULL)271 return 0;272 nhp = RTA DATA(rta�>rta mp);273 nhlen = RTA PAYLOAD(rta�>rta mp);274275 for nexthops( � ) f276 int attrlen = nhlen � sizeof(strut rtnexthop);277 u32 gw;278279 if ( attrlen < 0 jj ( nhlen �= nhp�>rtnh len) < 0)280 return �EINVAL;281 if (nhp�>rtnh i�ndex && nhp�>rtnh i�ndex != nh�>nh oif)282 return 1;283 if ( attrlen ) f284 gw = �b get attr32(RTNH DATA(nhp), attrlen, RTA GATEWAY);285 if (gw && gw != nh�>nh gw)286 return 1;287 #ifdef CONFIG NET CLS ROUTE288 gw = �b get attr32(RTNH DATA(nhp), attrlen, RTA FLOW);289 if (gw && gw != nh�>nh tlassid)290 return 1;291 #endif292 g293 nhp = RTNH NEXT(nhp);294 g endfor nexthops(�) ;295 #endif296 return 0;297 g� �Figure 727: FIB Semantis - next hops math:linux/net/ipv4/fib semantis.



� �300 /*301 Piture302 -------303304 Semantis of nexthop is very messy by historial reasons.305 We have to take into aount, that:306 a) gateway an be atually loal interfae address,307 so that gatewayed route is diret.308 b) gateway must be on-link address, possibly309 desribed not by an ifaddr, but also by a diret route.310 ) If both gateway and interfae are speified, they should not311 ontradit.312 d) If we use tunnel routes, gateway ould be not on-link.313314 Attempt to reonile all of these (alas, self-ontraditory) onditions315 results in pretty ugly and hairy ode with obsure logi.316317 I hoosed to generalized it instead, so that the size318 of ode does not inrease pratially, but it beomes319 muh more general.320 Every prefix is assigned a "sope" value: "host" is loal address,321 "link" is diret route,322 [ ... "site" ... "interior" ... ℄323 and "universe" is true gateway route with global meaning.324325 Every prefix refers to a set of "nexthop"s (gw, oif),326 where gw must have narrower sope. This reursion stops327 when gw has LOCAL sope or if "nexthop" is delared ONLINK,328 whih means that gw is fored to be on link.329330 Code is still hairy, but now it is apparently logially331 onsistent and very flexible. F.e. as by-produt it allows332 to o-exists in peae independent exterior and interior333 routing proesses.334335 Normally it looks as following.336337 {universe prefix} -> (gw, oif) [sope link℄338 |339 |-> {link prefix} -> (gw, oif) [sope loal℄340 |341 |-> {loal prefix} (terminal node)342 */� �Figure 728: FIB Semantis - the Big Piture:linux/net/ipv4/fib semantis.



� �344 stati int �b hek nh(onst strut rtmsg �r, strut �b info � � , strut �b nh �nh)345 f346 int err ;347348 if (nh�>nh gw) f349 strut rt key key;350 strut �b result res ;351352 #ifdef CONFIG IP ROUTE PERVASIVE353 if (nh�>nh ags&RTNH F PERVASIVE)354 return 0;355 #endif356 if (nh�>nh ags&RTNH F ONLINK) f357 strut net devie �dev;358359 if ( r�>rtm sope >= RT SCOPE LINK)360 return �EINVAL;361 if ( inet addr type(nh�>nh gw) != RTN UNICAST)362 return �EINVAL;363 if ((dev = dev get by index(nh�>nh oif)) == NULL)364 return �ENODEV;365 if (!( dev�>ags&IFF UP))366 return �ENETDOWN;367 nh�>nh dev = dev;368 atomi in(&dev�>refnt);369 nh�>nh sope = RT SCOPE LINK;370 return 0;371 g372 memset(&key, 0, sizeof(key));373 key.dst = nh�>nh gw;374 key. oif = nh�>nh oif;375 key.sope = r�>rtm sope + 1;� �Figure 729: FIB Semantis - Chek Next Hop:linux/net/ipv4/fib semantis.



� �377 /* It is not neessary, but requires a bit of thinking */378 if (key.sope < RT SCOPE LINK)379 key.sope = RT SCOPE LINK;380381 if (( err = �b lookup(&key, &res)) != 0)382 return err ;383 nh�>nh sope = res.sope;384 nh�>nh oif = FIB RES OIF(res);385 nh�>nh dev = FIB RES DEV(res);386 if (nh�>nh dev)387 atomi in(&nh�>nh dev�>refnt);388 �b res put (&res);389 g else f390 strut in devie �in dev;391392 if (nh�>nh ags&(RTNH F PERVASIVEjRTNH F ONLINK))393 return �EINVAL;394395 in dev = inetdev by index(nh�>nh oif);396 if ( in dev == NULL)397 return �ENODEV;398 if (!( in dev�>dev�>ags&IFF UP)) f399 in dev put(in dev);400 return �ENETDOWN;401 g402 nh�>nh dev = in dev�>dev;403 atomi in(&nh�>nh dev�>refnt);404 nh�>nh sope = RT SCOPE HOST;405 in dev put(in dev);406 g407 return 0;408 g� �Figure 730: FIB Semantis - Chek Next Hop:linux/net/ipv4/fib semantis.



� �410 strut �b info �411 �b reate info (onst strut rtmsg �r, strut kern rta �rta ,412 onst strut nlmsghdr �nlh, int �errp)413 f414 int err ;415 strut �b info � � = NULL;416 strut �b info � o� ;417 #ifdef CONFIG IP ROUTE MULTIPATH418 int nhs = 1;419 #else420 onst int nhs = 1;421 #endif422423 /* Fast hek to ath the most weird ases */424 if ( �b props [r�>rtm type℄.sope > r�>rtm sope)425 goto err inval ;426427 #ifdef CONFIG IP ROUTE MULTIPATH428 if ( rta�>rta mp) f429 nhs = �b ount nexthops(rta�>rta mp);430 if (nhs == 0)431 goto err inval ;432 g433 #endif� �Figure 731: FIB Semantis - Create FIB Entry - i:linux/net/ipv4/fib semantis.



� �435 � = kmallo(sizeof(� � )+nhs�sizeof(strut �b nh) , GFP KERNEL);436 err = �ENOBUFS;437 if ( � == NULL)438 goto failure ;439 �b info nt ++;440 memset(� , 0, sizeof (� � )+nhs�sizeof(strut �b nh)) ;441442 ��>�b protool = r�>rtm protool;443 ��>�b nhs = nhs;444 ��>�b ags = r�>rtm ags;445 if ( rta�>rta priority)446 ��>�b priority = �rta�>rta priority;447 if ( rta�>rta mx) f448 int attrlen = RTA PAYLOAD(rta�>rta mx);449 strut rtattr �attr = RTA DATA(rta�>rta mx);450451 while (RTA OK(attr, attrlen)) f452 unsigned avor = attr�>rta type;453 if ( avor ) f454 if ( avor > RTAX MAX)455 goto err inval ;456 ��>�b metris[avor�1℄ = �(unsigned�)RTA DATA(attr);457 g458 attr = RTA NEXT(attr, attrlen);459 g460 g461 if ( rta�>rta prefsr)462 mempy(&��>�b prefsr, rta�>rta prefsr, 4);� �Figure 732: FIB Semantis - Create FIB Entry - i:linux/net/ipv4/fib semantis.



� �464 if ( rta�>rta mp) f465 #ifdef CONFIG IP ROUTE MULTIPATH466 if (( err = �b get nhs ( � , rta�>rta mp, r)) != 0)467 goto failure ;468 if ( rta�>rta oif && ��>�b nh�>nh oif != �rta�>rta oif)469 goto err inval ;470 if ( rta�>rta gw && memmp(&��>�b nh�>nh gw, rta�>rta gw, 4))471 goto err inval ;472 #ifdef CONFIG NET CLS ROUTE473 if ( rta�>rta ow && memmp(&��>�b nh�>nh tlassid, rta�>rta ow, 4))474 goto err inval ;475 #endif476 #else477 goto err inval ;478 #endif479 g else f480 strut �b nh �nh = ��>�b nh;481 if ( rta�>rta oif)482 nh�>nh oif = �rta�>rta oif;483 if ( rta�>rta gw)484 mempy(&nh�>nh gw, rta�>rta gw, 4);485 #ifdef CONFIG NET CLS ROUTE486 if ( rta�>rta ow)487 mempy(&nh�>nh tlassid, rta�>rta ow, 4);488 #endif489 nh�>nh ags = r�>rtm ags;490 #ifdef CONFIG IP ROUTE MULTIPATH491 nh�>nh weight = 1;492 #endif493 g494495 #ifdef CONFIG IP ROUTE NAT496 if ( r�>rtm type == RTN NAT) f497 if ( rta�>rta gw == NULL jj nhs != 1 jj rta�>rta oif)498 goto err inval ;499 mempy(&��>�b nh�>nh gw, rta�>rta gw, 4);500 goto link it ;501 g502 #endif503504 if ( �b props [r�>rtm type℄.error) f505 if ( rta�>rta gw jj rta�>rta oif jj rta�>rta mp)506 goto err inval ;507 goto link it ;508 g� �Figure 733: FIB Semantis - Create FIB Entry - ii:linux/net/ipv4/fib semantis.



� �510 if ( r�>rtm sope > RT SCOPE HOST)511 goto err inval ;512513 if ( r�>rtm sope == RT SCOPE HOST) f514 strut �b nh �nh = ��>�b nh;515516 /* Loal address is added. */517 if (nhs != 1 jj nh�>nh gw)518 goto err inval ;519 nh�>nh sope = RT SCOPE NOWHERE;520 nh�>nh dev = dev get by index(��>�b nh�>nh oif);521 err = �ENODEV;522 if (nh�>nh dev == NULL)523 goto failure ;524 g else f525 hange nexthops(�) f526 if (( err = �b hek nh(r , � , nh)) != 0)527 goto failure ;528 g endfor nexthops(�)529 g530531 if ( ��>�b prefsr) f532 if ( r�>rtm type != RTN LOCAL jj rta�>rta dst == NULL jj533 memmp(&��>�b prefsr, rta�>rta dst, 4))534 if ( inet addr type( ��>�b prefsr) != RTN LOCAL)535 goto err inval ;536 g� �Figure 734: FIB Semantis - Create FIB Entry - iii:linux/net/ipv4/fib semantis.



� �538 link it :539 if (( o� = �b �nd info ( � )) != NULL) f540 ��>�b dead = 1;541 free �b info ( � ) ;542 o��>�b treeref++;543 return o� ;544 g545546 ��>�b treeref++;547 atomi in(&��>�b lntref) ;548 write lok(& �b info lok ) ;549 ��>�b next = �b info list ;550 ��>�b prev = NULL;551 if ( �b info list )552 �b info list �>�b prev = �;553 �b info list = � ;554 write unlok(&�b info lok ) ;555 return � ;556557 err inval :558 err = �EINVAL;559560 failure :561 �errp = err;562 if ( � ) f563 ��>�b dead = 1;564 free �b info ( � ) ;565 g566 return NULL;567 g� �Figure 735: FIB Semantis - Create FIB Entry - iv:linux/net/ipv4/fib semantis.



� �569 int570 �b semanti math(int type, strut �b info � � , onst strut rt key �key, strut�b result �res)571 f572 int err = �b props [type ℄. error ;573574 if ( err == 0) f575 if ( ��>�b ags&RTNH F DEAD)576 return 1;577578 res�>� = �;579580 swith (type) f581 #ifdef CONFIG IP ROUTE NAT582 ase RTN NAT:583 FIB RES RESET(�res);584 atomi in(&��>�b lntref) ;585 return 0;586 #endif587 ase RTN UNICAST:588 ase RTN LOCAL:589 ase RTN BROADCAST:590 ase RTN ANYCAST:591 ase RTN MULTICAST:592 for nexthops( � ) f593 if (nh�>nh ags&RTNH F DEAD)594 ontinue;595 if (! key�>oif jj key�>oif == nh�>nh oif)596 break;597 g� �Figure 736: FIB Semantis - Meaningful Math?:linux/net/ipv4/fib semantis.



� �598 #ifdef CONFIG IP ROUTE MULTIPATH599 if (nhsel < ��>�b nhs) f600 res�>nh sel = nhsel;601 atomi in(&��>�b lntref) ;602 return 0;603 g604 #else605 if (nhsel < 1) f606 atomi in(&��>�b lntref) ;607 return 0;608 g609 #endif610 endfor nexthops(�) ;611 res�>� = NULL;612 return 1;613 default :614 res�>� = NULL;615 printk(KERN DEBUG "impossible 102nn");616 return �EINVAL;617 g618 g619 return err ;620 g� �Figure 737: FIB Semantis - Meaningful Math?:linux/net/ipv4/fib semantis.



� �622 /* Find appropriate soure address to this destination */623624 u32 �b res prefsr (strut �b result �res)625 f626 return inet selet addr (FIB RES DEV(�res), FIB RES GW(�res), res�>sope);627 g� �Figure 738: FIB Semantis - Dump utilities i:linux/net/ipv4/fib semantis.



� �631 int632 �b dump info(strut sk bu� �skb, u32 pid, u32 seq, int event,633 u8 tb id , u8 type, u8 sope, void �dst , int dst len , u8 tos,634 strut �b info � � )635 f636 strut rtmsg �rtm;637 strut nlmsghdr �nlh;638 unsigned har �b = skb�>tail;639640 nlh = NLMSG PUT(skb, pid, seq, event, sizeof(�rtm));641 rtm = NLMSG DATA(nlh);642 rtm�>rtm family = AF INET;643 rtm�>rtm dst len = dst len;644 rtm�>rtm sr len = 0;645 rtm�>rtm tos = tos;646 rtm�>rtm table = tb id;647 rtm�>rtm type = type;648 rtm�>rtm ags = ��>�b ags;649 rtm�>rtm sope = sope;650 if (rtm�>rtm dst len)651 RTA PUT(skb, RTA DST, 4, dst);652 rtm�>rtm protool = ��>�b protool;653 if ( ��>�b priority)654 RTA PUT(skb, RTA PRIORITY, 4, &��>�b priority);655 #ifdef CONFIG NET CLS ROUTE656 if ( ��>�b nh[0℄.nh tlassid)657 RTA PUT(skb, RTA FLOW, 4, &��>�b nh[0℄.nh tlassid);658 #endif659 if ( rtnetlink put metris (skb, ��>�b metris) < 0)660 goto rtattr failure ;661 if ( ��>�b prefsr)662 RTA PUT(skb, RTA PREFSRC, 4, &��>�b prefsr);663 if ( ��>�b nhs == 1) f664 if ( ��>�b nh�>nh gw)665 RTA PUT(skb, RTA GATEWAY, 4, &��>�b nh�>nh gw);666 if ( ��>�b nh�>nh oif)667 RTA PUT(skb, RTA OIF, sizeof(int), &��>�b nh�>nh oif);668 g� �Figure 739: FIB Semantis - Dump utilities ii:linux/net/ipv4/fib semantis.



� �669 #ifdef CONFIG IP ROUTE MULTIPATH670 if ( ��>�b nhs > 1) f671 strut rtnexthop �nhp;672 strut rtattr �mp head;673 if (skb tailroom(skb) <= RTA SPACE(0))674 goto rtattr failure ;675 mp head = (strut rtattr�)skb put(skb, RTA SPACE(0));676677 for nexthops( � ) f678 if (skb tailroom(skb) < RTA ALIGN(RTA ALIGN(sizeof(�nhp))+ 4))679 goto rtattr failure ;680 nhp = (strut rtnexthop�)skb put(skb, RTA ALIGN(sizeof(�nhp)));681 nhp�>rtnh ags = nh�>nh ags & 0xFF;682 nhp�>rtnh hops = nh�>nh weight�1;683 nhp�>rtnh i�ndex = nh�>nh oif;684 if (nh�>nh gw)685 RTA PUT(skb, RTA GATEWAY, 4, &nh�>nh gw);686 nhp�>rtnh len = skb�>tail � (unsigned har�)nhp;687 g endfor nexthops(�) ;688 mp head�>rta type = RTA MULTIPATH;689 mp head�>rta len = skb�>tail � (u8�)mp head;690 g691 #endif692 nlh�>nlmsg len = skb�>tail � b;693 return skb�>len;694695 nlmsg failure :696 rtattr failure :697 skb trim(skb, b � skb�>data);698 return �1;699 g� �Figure 740: FIB Semantis - Dump utilities iii:linux/net/ipv4/fib semantis.



� �705 int706 �b onvert rtentry ( int md, strut nlmsghdr �nl, strut rtmsg �rtm,707 strut kern rta �rta , strut rtentry �r)708 f709 int plen;710 u32 �ptr;711712 memset(rtm, 0, sizeof(�rtm));713 memset(rta, 0, sizeof (�rta)) ;714715 if ( r�>rt dst.sa family != AF INET)716 return �EAFNOSUPPORT;717718 /* Chek mask for validity:719 a) it must be ontiguous.720 b) destination must have all host bits lear.721 ) if appliation forgot to set orret family (AF_INET),722 rejet request unless it is absolutely lear i.e.723 both family and mask are zero.724 */725 plen = 32;726 ptr = &((strut sokaddr in�)&r�>rt dst)�>sin addr.s addr;727 if (!( r�>rt ags&RTF HOST)) f728 u32 mask = ((strut sokaddr in�)&r�>rt genmask)�>sin addr.s addr;729 if ( r�>rt genmask.sa family != AF INET) f730 if (mask jj r�>rt genmask.sa family)731 return �EAFNOSUPPORT;732 g733 if (bad mask(mask, �ptr))734 return �EINVAL;735 plen = inet mask len(mask);736 g737738 nl�>nlmsg ags = NLM F REQUEST;739 nl�>nlmsg pid = 0;740 nl�>nlmsg seq = 0;741 nl�>nlmsg len = NLMSG LENGTH(sizeof(�rtm));742 if (md == SIOCDELRT) f743 nl�>nlmsg type = RTM DELROUTE;744 nl�>nlmsg ags = 0;745 g else f746 nl�>nlmsg type = RTM NEWROUTE;747 nl�>nlmsg ags = NLM F REQUESTjNLM F CREATE;748 rtm�>rtm protool = RTPROT BOOT;749 g� �Figure 741: FIB Semantis - onvert RT request:linux/net/ipv4/fib semantis.



� �751 rtm�>rtm dst len = plen;752 rta�>rta dst = ptr;753754 if ( r�>rt metri) f755 �(u32�)&r�>rt pad3 = r�>rt metri � 1;756 rta�>rta priority = (u32�)&r�>rt pad3;757 g758 if ( r�>rt ags&RTF REJECT) f759 rtm�>rtm sope = RT SCOPE HOST;760 rtm�>rtm type = RTN UNREACHABLE;761 return 0;762 g763 rtm�>rtm sope = RT SCOPE NOWHERE;764 rtm�>rtm type = RTN UNICAST;765766 if ( r�>rt dev) f767 har �olon;768 strut net devie �dev;769 har devname[IFNAMSIZ℄;770771 if (opy from user(devname, r�>rt dev, IFNAMSIZ�1))772 return �EFAULT;773 devname[IFNAMSIZ�1℄ = 0;774 olon = strhr(devname, ':') ;775 if (olon)776 �olon = 0;777 dev = dev get by name(devname);778 if (! dev)779 return �ENODEV;780 rta�>rta oif = &dev�>i�ndex;781 if (olon) f782 strut in ifaddr � ifa ;783 strut in devie �in dev = in dev get (dev);784 if (! in dev)785 return �ENODEV;786 �olon = ' :' ;787 for ( ifa = in dev�>ifa list ; ifa ; ifa = ifa�>ifa next)788 if (strmp(ifa�>ifa label, devname) == 0)789 break;790 if ( ifa == NULL)791 return �ENODEV;792 rta�>rta prefsr = &ifa�>ifa loal;793 g794 g� �Figure 742: FIB Semantis - export to RT entry i :linux/net/ipv4/fib semantis.



� �796 ptr = &((strut sokaddr in�)&r�>rt gateway)�>sin addr.s addr;797 if ( r�>rt gateway.sa family == AF INET && �ptr) f798 rta�>rta gw = ptr;799 if ( r�>rt ags&RTF GATEWAY && inet addr type(�ptr) ==RTN UNICAST)800 rtm�>rtm sope = RT SCOPE UNIVERSE;801 g802803 if (md == SIOCDELRT)804 return 0;805806 if ( r�>rt ags&RTF GATEWAY && rta�>rta gw == NULL)807 return �EINVAL;808809 if (rtm�>rtm sope == RT SCOPE NOWHERE)810 rtm�>rtm sope = RT SCOPE LINK;811812 if ( r�>rt ags&(RTF MTUjRTF WINDOWjRTF IRTT)) f813 strut rtattr �re ;814 strut rtattr �mx = kmallo(RTA LENGTH(3�RTA LENGTH(4)),GFP KERNEL);815 if (mx == NULL)816 return �ENOMEM;817 rta�>rta mx = mx;818 mx�>rta type = RTA METRICS;819 mx�>rta len = RTA LENGTH(0);820 if ( r�>rt ags&RTF MTU) f821 re = (void�)((har�)mx + RTA ALIGN(mx�>rta len));822 re�>rta type = RTAX ADVMSS;823 re�>rta len = RTA LENGTH(4);824 mx�>rta len += RTA LENGTH(4);825 �(u32�)RTA DATA(re) = r�>rt mtu � 40;826 g827 if ( r�>rt ags&RTF WINDOW) f828 re = (void�)((har�)mx + RTA ALIGN(mx�>rta len));829 re�>rta type = RTAX WINDOW;830 re�>rta len = RTA LENGTH(4);831 mx�>rta len += RTA LENGTH(4);832 �(u32�)RTA DATA(re) = r�>rt window;833 g834 if ( r�>rt ags&RTF IRTT) f835 re = (void�)((har�)mx + RTA ALIGN(mx�>rta len));836 re�>rta type = RTAX RTT;837 re�>rta len = RTA LENGTH(4);838 mx�>rta len += RTA LENGTH(4);839 �(u32�)RTA DATA(re) = r�>rt irtt<<3;840 g841 g842 return 0;843 g� �Figure 743: FIB Semantis - export to RT entry ii :linux/net/ipv4/fib semantis.



� �847 /*848 Update FIB if:849 - loal address disappeared -> we must delete all the entries850 referring to it.851 - devie went down -> we must shutdown all nexthops going via it.852 */� �Figure 744: FIB Semantis - update �b if address or interfae down i:linux/net/ipv4/fib semantis.



� �854 int �b syn down(u32 loal , strut net devie �dev, int fore)855 f856 int ret = 0;857 int sope = RT SCOPE NOWHERE;858859 if ( fore)860 sope = �1;861862 for �b info () f863 if ( loal && ��>�b prefsr == loal) f864 ��>�b ags j= RTNH F DEAD;865 ret++;866 g else if (dev && ��>�b nhs) f867 int dead = 0;868869 hange nexthops(�) f870 if (nh�>nh ags&RTNH F DEAD)871 dead++;872 else if (nh�>nh dev == dev &&873 nh�>nh sope != sope) f874 nh�>nh ags j= RTNH F DEAD;875 #ifdef CONFIG IP ROUTE MULTIPATH876 ��>�b power �= nh�>nh power;877 nh�>nh power = 0;878 #endif879 dead++;880 g881 g endfor nexthops(�)882 if (dead == ��>�b nhs) f883 ��>�b ags j= RTNH F DEAD;884 ret++;885 g886 g887 g endfor �b info () ;888 return ret ;889 g� �Figure 745: FIB Semantis - update �b if address or interfae down ii:linux/net/ipv4/fib semantis.



� �893 /*894 Dead devie goes up. We wake up dead nexthops.895 It takes sense only on multipath routes.896 */897898 int �b syn up(strut net devie �dev)899 f900 int ret = 0;901902 if (!( dev�>ags&IFF UP))903 return 0;904905 for �b info () f906 int alive = 0;907908 hange nexthops(�) f909 if (!( nh�>nh ags&RTNH F DEAD)) f910 alive++;911 ontinue;912 g913 if (nh�>nh dev == NULL jj !(nh�>nh dev�>ags&IFF UP))914 ontinue;915 if (nh�>nh dev != dev jj in dev get(dev) == NULL)916 ontinue;917 alive++;918 nh�>nh power = 0;919 nh�>nh ags &= ~RTNH F DEAD;920 g endfor nexthops(�)921922 if ( alive > 0) f923 ��>�b ags &= ~RTNH F DEAD;924 ret++;925 g926 g endfor �b info () ;927 return ret ;928 g� �Figure 746: FIB Semantis - update �b if address or interfae up!:linux/net/ipv4/fib semantis.



� �930 /*931 The algorithm is suboptimal, but it provides really932 fair weighted route distribution.933 */934935 void �b selet multipath (onst strut rt key �key, strut �b result �res)936 f937 strut �b info � � = res�>�;938 int w;939940 if ( ��>�b power <= 0) f941 int power = 0;942 hange nexthops(�) f943 if (!( nh�>nh ags&RTNH F DEAD)) f944 power += nh�>nh weight;945 nh�>nh power = nh�>nh weight;946 g947 g endfor nexthops(�) ;948 ��>�b power = power;949 #if 1950 if (power <= 0) f951 printk(KERN CRIT "impossible 777nn");952 return;953 g954 #endif955 g956957958 /* w should be random number [0..fi->fib_power-1℄,959 it is pretty bad approximation.960 */961962 w = jiÆes % ��>�b power;� �Figure 747: FIB Semantis - multipath ase i:linux/net/ipv4/fib semantis.



� �964 hange nexthops(�) f965 if (!( nh�>nh ags&RTNH F DEAD) && nh�>nh power) f966 if ((w �= nh�>nh power) <= 0) f967 nh�>nh power��;968 ��>�b power��;969 res�>nh sel = nhsel;970 return;971 g972 g973 g endfor nexthops(�) ;974975 #if 1976 printk(KERN CRIT "impossible 888nn");977 #endif978 return;979 g� �Figure 748: FIB Semantis - multipath ase ii:linux/net/ipv4/fib semantis.



� �985 stati unsigned �b ag trans ( int type, int dead, u32 mask, strut �b info � � )986 f987 stati unsigned type2ags [RTN MAX+1℄ = f988 0, 0, 0, 0, 0, 0, 0, RTF REJECT, RTF REJECT, 0, 0, 0989 g;990 unsigned ags = type2ags [type ℄;991992 if ( � && ��>�b nh�>nh gw)993 ags j= RTF GATEWAY;994 if (mask == 0xFFFFFFFF)995 ags j= RTF HOST;996 if (! dead)997 ags j= RTF UP;998 return ags ;999 g10001001 void �b node get info ( int type, int dead, strut �b info � � , u32 pre�x , u32 mask,har �bu�er)1002 f1003 int len ;1004 unsigned ags = �b ag trans (type, dead, mask, �) ;10051006 if ( � ) f1007 len = sprintf (bu�er , "%snt%08Xnt%08Xnt%04Xnt%dnt%unt%dnt%08Xnt%dnt%unt%u",1008 ��>�b dev ? ��>�b dev�>name : "�", pre�x,1009 ��>�b nh�>nh gw, ags, 0, 0, ��>�b priority,1010 mask, ��>�b advmss+40, ��>�b window, ��>�b rtt>>3);1011 g else f1012 len = sprintf (bu�er , "�nt%08Xnt%08Xnt%04Xnt%dnt%unt%dnt%08Xnt%dnt%unt%u",1013 pre�x , 0,1014 ags , 0, 0, 0,1015 mask , 0, 0, 0) ;1016 g1017 memset(bu�er+len, ' ', 127�len);1018 bu�er [127℄ = 'nn';1019 g� �Figure 749: FIB Semantis - PROC FS Interfae:linux/net/ipv4/fib semantis.



� �52 strut �b rule53 f54 strut �b rule �r next ;55 atomi t r lntref ;56 u32 r preferene ;57 unsigned har r table ;58 unsigned har r ation ;59 unsigned har r dst len ;60 unsigned har r sr len ;61 u32 r sr ;62 u32 r srmask;63 u32 r dst ;64 u32 r dstmask;65 u32 r srmap;66 u8 r ags ;67 u8 r tos ;68 #ifdef CONFIG IP ROUTE FWMARK69 u32 r fwmark;70 #endif71 int r i�ndex ;72 #ifdef CONFIG NET CLS ROUTE73 u32 r tlassid ;74 #endif75 har r ifname[IFNAMSIZ℄;76 int r dead;77 g;7879 stati strut �b rule default rule = f NULL, ATOMIC INIT(2), 0x7FFF,RT TABLE DEFAULT, RTN UNICAST, g;80 stati strut �b rule main rule = f &default rule, ATOMIC INIT(2), 0x7FFE,RT TABLE MAIN, RTN UNICAST, g;81 stati strut �b rule loal rule = f &main rule, ATOMIC INIT(2), 0,RT TABLE LOCAL, RTN UNICAST, g;8283 stati strut �b rule � �b rules = &loal rule;84 stati rwlok t �b rules lok = RW LOCK UNLOCKED;� �Figure 750: FIB Rules - globals: linux/net/ipv4/fib rules.



� �86 int inet rtm delrule (strut sk bu� �skb, strut nlmsghdr� nlh, void �arg)87 f88 strut rtattr ��rta = arg;89 strut rtmsg �rtm = NLMSG DATA(nlh);90 strut �b rule �r , ��rp;91 int err = �ESRCH;9293 for (rp=&�b rules; (r=�rp) != NULL; rp=&r�>r next) f94 if ((! rta [RTA SRC�1℄ jj memmp(RTA DATA(rta[RTA SRC�1℄), &r�>r sr, 4) == 0) &&95 rtm�>rtm sr len == r�>r sr len &&96 rtm�>rtm dst len == r�>r dst len &&97 (! rta [RTA DST�1℄ jj memmp(RTA DATA(rta[RTA DST�1℄), &r�>r dst, 4) == 0) &&98 rtm�>rtm tos == r�>r tos &&99 #ifdef CONFIG IP ROUTE FWMARK100 (! rta [RTA PROTOINFO�1℄ jj memmp(RTA DATA(rta[RTA PROTOINFO�1℄), &r�>r fwmark, 4) == 0) &&101 #endif102 (! rtm�>rtm type jj rtm�>rtm type == r�>r ation) &&103 (! rta [RTA PRIORITY�1℄ jj memmp(RTA DATA(rta[RTA PRIORITY�1℄), &r�>r preferene, 4) == 0) &&104 (! rta [RTA IIF�1℄ jj strmp(RTA DATA(rta[RTA IIF�1℄), r�>r ifname) == 0) &&105 (! rtm�>rtm table jj (r && rtm�>rtm table == r�>r table))) f106 err = �EPERM;107 if ( r == &loal rule)108 break;109110 write lok bh(& �b rules lok ) ;111 �rp = r�>r next;112 r�>r dead = 1;113 write unlok bh(&�b rules lok ) ;114 �b rule put (r) ;115 err = 0;116 break;117 g118 g119 return err ;120 g� �Figure 751: FIB Rules i: linux/net/ipv4/fib rules.



� �122 /* Alloate new unique table id */123124 stati strut �b table ��b empty table(void)125 f126 int id ;127128 for ( id = 1; id <= RT TABLE MAX; id++)129 if ( �b tables [ id℄ == NULL)130 return �b new table (id) ;131 return NULL;132 g133134 void �b rule put (strut �b rule �r)135 f136 if (atomi de and test(&r�>r lntref)) f137 if ( r�>r dead)138 kfree(r) ;139 else140 printk("Freeing alive rule %pnn", r);141 g142 g� �Figure 752: FIB Rules - utils: linux/net/ipv4/fib rules.



� �144 int inet rtm newrule(strut sk bu� �skb, strut nlmsghdr� nlh, void �arg)145 f146 strut rtattr ��rta = arg;147 strut rtmsg �rtm = NLMSG DATA(nlh);148 strut �b rule �r , �new r, ��rp;149 unsigned har table id ;150151 if (rtm�>rtm sr len > 32 jj rtm�>rtm dst len > 32 jj152 (rtm�>rtm tos & ~IPTOS TOS MASK))153 return �EINVAL;154155 if ( rta [RTA IIF�1℄ && RTA PAYLOAD(rta[RTA IIF�1℄) > IFNAMSIZ)156 return �EINVAL;157158 table id = rtm�>rtm table;159 if ( table id == RT TABLE UNSPEC) f160 strut �b table �table ;161 if (rtm�>rtm type == RTN UNICAST jj rtm�>rtm type == RTN NAT) f162 if (( table = �b empty table()) == NULL)163 return �ENOBUFS;164 table id = table�>tb id;165 g166 g� �Figure 753: FIB Rules - new rule: linux/net/ipv4/fib rules.



� �168 new r = kmallo(sizeof(�new r), GFP KERNEL);169 if (! new r)170 return �ENOMEM;171 memset(new r, 0, sizeof(�new r));172 if ( rta [RTA SRC�1℄)173 mempy(&new r�>r sr, RTA DATA(rta[RTA SRC�1℄), 4);174 if ( rta [RTA DST�1℄)175 mempy(&new r�>r dst, RTA DATA(rta[RTA DST�1℄), 4);176 if ( rta [RTA GATEWAY�1℄)177 mempy(&new r�>r srmap, RTA DATA(rta[RTA GATEWAY�1℄), 4);178 new r�>r sr len = rtm�>rtm sr len;179 new r�>r dst len = rtm�>rtm dst len;180 new r�>r srmask = inet make mask(rtm�>rtm sr len);181 new r�>r dstmask = inet make mask(rtm�>rtm dst len);182 new r�>r tos = rtm�>rtm tos;183 #ifdef CONFIG IP ROUTE FWMARK184 if ( rta [RTA PROTOINFO�1℄)185 mempy(&new r�>r fwmark, RTA DATA(rta[RTA PROTOINFO�1℄), 4);186 #endif187 new r�>r ation = rtm�>rtm type;188 new r�>r ags = rtm�>rtm ags;189 if ( rta [RTA PRIORITY�1℄)190 mempy(&new r�>r preferene, RTA DATA(rta[RTA PRIORITY�1℄), 4);191 new r�>r table = table id;192 if ( rta [RTA IIF�1℄) f193 strut net devie �dev;194 mempy(new r�>r ifname, RTA DATA(rta[RTA IIF�1℄), IFNAMSIZ);195 new r�>r ifname[IFNAMSIZ�1℄ = 0;196 new r�>r i�ndex = �1;197 dev = dev get by name(new r�>r ifname);198 if (dev)199 new r�>r i�ndex = dev�>i�ndex;200 g201 #ifdef CONFIG NET CLS ROUTE202 if ( rta [RTA FLOW�1℄)203 mempy(&new r�>r tlassid, RTA DATA(rta[RTA FLOW�1℄), 4);204 #endif� �Figure 754: FIB Rules - new rule: linux/net/ipv4/fib rules.



� �206 rp = &�b rules;207 if (! new r�>r preferene) f208 r = �b rules ;209 if ( r && (r = r�>r next) != NULL) f210 rp = &�b rules�>r next;211 if ( r�>r preferene)212 new r�>r preferene = r�>r preferene � 1;213 g214 g215216 while ( ( r = �rp) != NULL )f217 if ( r�>r preferene > new r�>r preferene)218 break;219 rp = &r�>r next;220 g221222 new r�>r next = r;223 atomi in(&new r�>r lntref);224 write lok bh(& �b rules lok ) ;225 �rp = new r;226 write unlok bh(&�b rules lok ) ;227 return 0;228 g� �Figure 755: FIB Rules - new rule: linux/net/ipv4/fib rules.



� �230 u32 �b rules map destination (u32 daddr, strut �b result �res)231 f232 u32 mask = inet make mask(res�>pre�xlen);233 return (daddr&~mask)jres�>��>�b nh�>nh gw;234 g235236 u32 �b rules poliy (u32 saddr, strut �b result �res , unsigned �ags)237 f238 strut �b rule �r = res�>r;239240 if ( r�>r ation == RTN NAT) f241 int addrtype = inet addr type(r�>r srmap);242243 if (addrtype == RTN NAT) f244 /* Paket is from translated soure; remember it */245 saddr = (saddr&~r�>r srmask)jr�>r srmap;246 �ags j= RTCF SNAT;247 g else if (addrtype == RTN LOCAL jj r�>r srmap == 0) f248 /* Paket is from masqueraded soure; remember it */249 saddr = r�>r srmap;250 �ags j= RTCF MASQ;251 g252 g253 return saddr;254 g� �Figure 756: FIB Rules - more utils: linux/net/ipv4/fib rules.



� �256 #ifdef CONFIG NET CLS ROUTE257 u32 �b rules tlass (strut �b result �res)258 f259 if ( res�>r)260 return res�>r�>r tlassid;261 return 0;262 g263 #endif264265266 stati void �b rules detah (strut net devie �dev)267 f268 strut �b rule �r ;269270 for ( r=�b rules ; r ; r=r�>r next) f271 if ( r�>r i�ndex == dev�>i�ndex) f272 write lok bh(& �b rules lok ) ;273 r�>r i�ndex = �1;274 write unlok bh(&�b rules lok ) ;275 g276 g277 g278279 stati void �b rules attah (strut net devie �dev)280 f281 strut �b rule �r ;282283 for ( r=�b rules ; r ; r=r�>r next) f284 if ( r�>r i�ndex == �1 && strmp(dev�>name, r�>r ifname) == 0) f285 write lok bh(& �b rules lok ) ;286 r�>r i�ndex = dev�>i�ndex;287 write unlok bh(&�b rules lok ) ;288 g289 g290 g� �Figure 757: FIB Rules - attah and detah rule: linux/net/ipv4/fib rules.



� �292 int �b lookup(onst strut rt key �key, strut �b result �res)293 f294 int err ;295 strut �b rule �r , � poliy ;296 strut �b table �tb;297298 u32 daddr = key�>dst;299 u32 saddr = key�>sr;300301 FRprintk("Lookup: %u.%u.%u.%u <� %u.%u.%u.%u ",302 NIPQUAD(key�>dst), NIPQUAD(key�>sr));303 read lok(& �b rules lok ) ;304 for ( r = �b rules ; r ; r=r�>r next) f305 if ((( saddr^r�>r sr) & r�>r srmask) jj306 ((daddr^r�>r dst) & r�>r dstmask) jj307 #ifdef CONFIG IP ROUTE TOS308 (r�>r tos && r�>r tos != key�>tos) jj309 #endif310 #ifdef CONFIG IP ROUTE FWMARK311 (r�>r fwmark && r�>r fwmark != key�>fwmark) jj312 #endif313 (r�>r i�ndex && r�>r i�ndex != key�>iif))314 ontinue;315316 FRprintk("tb %d r %d ", r�>r table, r�>r ation);317 swith (r�>r ation) f318 ase RTN UNICAST:319 ase RTN NAT:320 poliy = r;321 break;322 ase RTN UNREACHABLE:323 read unlok(&�b rules lok ) ;324 return �ENETUNREACH;325 default :326 ase RTN BLACKHOLE:327 read unlok(&�b rules lok ) ;328 return �EINVAL;329 ase RTN PROHIBIT:330 read unlok(&�b rules lok ) ;331 return �EACCES;332 g� �Figure 758: FIB Rules -lookup rule: linux/net/ipv4/fib rules.



� �334 if (( tb = �b get table (r�>r table)) == NULL)335 ontinue;336 err = tb�>tb lookup(tb, key, res);337 if ( err == 0) f338 res�>r = poliy;339 if ( poliy)340 atomi in(&poliy�>r lntref);341 read unlok(&�b rules lok ) ;342 return 0;343 g344 if ( err < 0 && err != �EAGAIN) f345 read unlok(&�b rules lok ) ;346 return err ;347 g348 g349 FRprintk("FAILUREnn");350 read unlok(&�b rules lok ) ;351 return �ENETUNREACH;352 g� �Figure 759: FIB Rules -lookup rule: linux/net/ipv4/fib rules.



� �354 void �b selet default (onst strut rt key �key, strut �b result �res)355 f356 if ( res�>r && res�>r�>r ation == RTN UNICAST &&357 FIB RES GW(�res) && FIB RES NH(�res).nh sope == RT SCOPE LINK) f358 strut �b table �tb;359 if (( tb = �b get table (res�>r�>r table)) != NULL)360 tb�>tb selet default(tb, key, res) ;361 g362 g363364 stati int �b rules event (strut noti�er blok � this , unsigned long event , void �ptr)365 f366 strut net devie �dev = ptr;367368 if (event == NETDEV UNREGISTER)369 �b rules detah (dev);370 else if (event == NETDEV REGISTER)371 �b rules attah (dev);372 return NOTIFY DONE;373 g374375376 strut noti�er blok �b rules noti�er = f377 �b rules event ,378 NULL,379 0380 g;� �Figure 760: FIB Rules Events: linux/net/ipv4/fib rules.



� �384 extern inline int inet �ll rule (strut sk bu� �skb,385 strut �b rule �r ,386 strut netlink allbak �b)387 f388 strut rtmsg �rtm;389 strut nlmsghdr �nlh;390 unsigned har �b = skb�>tail;391392 nlh = NLMSG PUT(skb, NETLINK CREDS(b�>skb)�>pid, b�>nlh�>nlmsg seq, RTM NEWRULE, sizeof(�rtm));393 rtm = NLMSG DATA(nlh);394 rtm�>rtm family = AF INET;395 rtm�>rtm dst len = r�>r dst len;396 rtm�>rtm sr len = r�>r sr len;397 rtm�>rtm tos = r�>r tos;398 #ifdef CONFIG IP ROUTE FWMARK399 if ( r�>r fwmark)400 RTA PUT(skb, RTA PROTOINFO, 4, &r�>r fwmark);401 #endif402 rtm�>rtm table = r�>r table;403 rtm�>rtm protool = 0;404 rtm�>rtm sope = 0;405 rtm�>rtm type = r�>r ation;406 rtm�>rtm ags = r�>r ags;407408 if ( r�>r dst len)409 RTA PUT(skb, RTA DST, 4, &r�>r dst);410 if ( r�>r sr len)411 RTA PUT(skb, RTA SRC, 4, &r�>r sr);412 if ( r�>r ifname[0℄)413 RTA PUT(skb, RTA IIF, IFNAMSIZ, &r�>r ifname);414 if ( r�>r preferene)415 RTA PUT(skb, RTA PRIORITY, 4, &r�>r preferene);416 if ( r�>r srmap)417 RTA PUT(skb, RTA GATEWAY, 4, &r�>r srmap);418 #ifdef CONFIG NET CLS ROUTE419 if ( r�>r tlassid)420 RTA PUT(skb, RTA FLOW, 4, &r�>r tlassid);421 #endif422 nlh�>nlmsg len = skb�>tail � b;423 return skb�>len;424425 nlmsg failure :426 rtattr failure :427 skb put(skb, b � skb�>tail);428 return �1;429 g� �Figure 761: FIB Rules - initialisation: linux/net/ipv4/fib rules.



� �431 int inet dump rules(strut sk bu� �skb, strut netlink allbak �b)432 f433 int idx;434 int s idx = b�>args[0℄;435 strut �b rule �r ;436437 read lok(& �b rules lok ) ;438 for ( r=�b rules , idx=0; r ; r = r�>r next, idx++) f439 if ( idx < s idx)440 ontinue;441 if ( inet �ll rule (skb, r , b) < 0)442 break;443 g444 read unlok(&�b rules lok ) ;445 b�>args[0℄ = idx;446447 return skb�>len;448 g449450 #endif /* CONFIG_RTNETLINK */451452 void init �b rules init (void)453 f454 register netdevie noti�er (& �b rules noti�er ) ;455 g� �Figure 762: FIB Rules - initialisation: linux/net/ipv4/fib rules.



� �51 stati kmem ahe t � fn hash kmem;5253 /*54 These bizarre types are just to fore strit type heking.55 When I reversed order of bytes and hanged to natural mask lengths,56 I forgot to make fixes in several plaes. Now I am lazy to return57 it bak.58 */5960 typedef strut f61 u32 datum;62 g fn key t ;6364 typedef strut f65 u32 datum;66 g fn hash idx t ;6768 strut �b node69 f70 strut �b node �fn next;71 strut �b info � fn info ;72 #de�ne FIB INFO(f) (( f)�>fn info)73 fn key t fn key;74 u8 fn tos ;75 u8 fn type;76 u8 fn sope;77 u8 fn state ;78 g;7980 #de�ne FN S ZOMBIE 181 #de�ne FN S ACCESSED 28283 stati int �b hash zombies;� �Figure 763: Fast Aessing the FIB through hashing - types i:linux/net/ipv4/fib hash.



� �85 strut fn zone86 f87 strut fn zone �fz next ; /* Next not empty zone */88 strut �b node ��fz hash; /* Hash table pointer */89 int fz nent ; /* Number of entries */9091 int fz divisor ; /* Hash divisor */92 u32 fz hashmask; /* (1<<fz_divisor) - 1 */93 #de�ne FZ HASHMASK(fz) ((fz)�>fz hashmask)9495 int fz order ; /* Zone order */96 u32 fz mask;97 #de�ne FZ MASK(fz) (( fz)�>fz mask)98 g;99100 /* NOTE. On fast omputers evaluation of fz_hashmask and fz_mask101 an be heaper than memory lookup, so that FZ_* maros are used.102 */103104 strut fn hash105 f106 strut fn zone �fn zones [33℄;107 strut fn zone � fn zone list ;108 g;� �Figure 764: Fast Aessing the FIB through hashing - types ii:linux/net/ipv4/fib hash.



� �110 stati inline fn hash idx t fn hash(fn key t key, strut fn zone � fz)111 f112 u32 h = ntohl(key.datum)>>(32 � fz�>fz order);113 h ^= (h>>20);114 h ^= (h>>10);115 h ^= (h>>5);116 h &= FZ HASHMASK(fz);117 return �( fn hash idx t�)&h;118 g119120 #de�ne fz key 0(key) ((key).datum = 0)121 #de�ne fz pre�x (key,fz) ((key).datum)122123 stati inline fn key t fz key(u32 dst , strut fn zone � fz)124 f125 fn key t k;126 k.datum = dst & FZ MASK(fz);127 return k;128 g129130 stati inline strut �b node �� fz hain p(fn key t key, strut fn zone � fz)131 f132 return &fz�>fz hash[fn hash(key, fz).datum℄;133 g134135 stati inline strut �b node � fz hain( fn key t key, strut fn zone � fz)136 f137 return fz�>fz hash[fn hash(key, fz).datum℄;138 g139140 extern inline int fn key eq( fn key t a , fn key t b)141 f142 return a.datum == b.datum;143 g144145 extern inline int fn key leq( fn key t a , fn key t b)146 f147 return a.datum <= b.datum;148 g149150 stati rwlok t �b hash lok = RW LOCK UNLOCKED;151152 #de�ne FZ MAX DIVISOR 1024� �Figure 765: Fast Aessing the FIB through hashing - inline funtions i:linux/net/ipv4/fib hash.



� �154 #ifdef CONFIG IP ROUTE LARGE TABLES155156 /* The fib hash lok must be held when this is alled. */157 stati inline void fn rebuild zone(strut fn zone � fz ,158 strut �b node ��old ht ,159 int old divisor )160 f161 int i ;162 strut �b node � f , �� fp , �next;163164 for ( i=0; i<old divisor ; i++) f165 for ( f=old ht[i ℄; f ; f=next) f166 next = f�>fn next;167 for ( fp = fz hain p(f�>fn key, fz);168 �fp && fn key leq((�fp)�>fn key, f�>fn key);169 fp = &(�fp)�>fn next)170 /* NONE */;171 f�>fn next = �fp;172 �fp = f;173 g174 g175 g� �Figure 766: Fast Aessing the FIB through hashing - inline funtions ii:linux/net/ipv4/fib hash.



� �177 stati void fn rehash zone(strut fn zone � fz)178 f179 strut �b node ��ht, ��old ht ;180 int old divisor , new divisor;181 u32 new hashmask;182183 old divisor = fz�>fz divisor;184185 swith ( old divisor ) f186 ase 16:187 new divisor = 256;188 new hashmask = 0xFF;189 break;190 ase 256:191 new divisor = 1024;192 new hashmask = 0x3FF;193 break;194 default :195 printk(KERN CRIT "route.: bad divisor %d!nn", old divisor);196 return;197 g198 #if RT CACHE DEBUG >= 2199 printk("fn rehash zone: hash for zone %d grows from %dnn", fz�>fz order,old divisor);200 #endif201202 ht = kmallo(new divisor�sizeof(strut �b node�) , GFP KERNEL);203204 if (ht) f205 memset(ht, 0, new divisor�sizeof(strut �b node�)) ;206 write lok bh(&�b hash lok) ;207 old ht = fz�>fz hash;208 fz�>fz hash = ht;209 fz�>fz hashmask = new hashmask;210 fz�>fz divisor = new divisor;211 fn rebuild zone ( fz , old ht , old divisor ) ;212 write unlok bh(&�b hash lok);213 kfree(old ht) ;214 g215 g216 #endif /* CONFIG_IP_ROUTE_LARGE_TABLES */� �Figure 767: Fast Aessing the FIB through hashing - inline funtions iii:linux/net/ipv4/fib hash.



� �218 stati void fn free node(strut �b node � f)219 f220 �b release info (FIB INFO(f));221 kmem ahe free(fn hash kmem, f);222 g223224225 stati strut fn zone �226 fn new zone(strut fn hash �table , int z)227 f228 int i ;229 strut fn zone � fz = kmallo(sizeof(strut fn zone) , GFP KERNEL);230 if (! fz)231 return NULL;232233 memset(fz, 0, sizeof (strut fn zone)) ;234 if (z) f235 fz�>fz divisor = 16;236 fz�>fz hashmask = 0xF;237 g else f238 fz�>fz divisor = 1;239 fz�>fz hashmask = 0;240 g241 fz�>fz hash = kmallo(fz�>fz divisor�sizeof(strut �b node�), GFP KERNEL);242 if (! fz�>fz hash) f243 kfree( fz) ;244 return NULL;245 g246 memset(fz�>fz hash, 0, fz�>fz divisor�sizeof(strut �b node�)) ;247 fz�>fz order = z;248 fz�>fz mask = inet make mask(z);249250 /* Find the first not empty zone with more speifi mask */251 for ( i=z+1; i<=32; i++)252 if ( table�>fn zones[i℄)253 break;254 write lok bh(&�b hash lok) ;255 if ( i>32) f256 /* No more speifi masks, we are the first. */257 fz�>fz next = table�>fn zone list;258 table�>fn zone list = fz;259 g else f260 fz�>fz next = table�>fn zones[i℄�>fz next;261 table�>fn zones[i℄�>fz next = fz;262 g263 table�>fn zones[z℄ = fz;264 write unlok bh(&�b hash lok);265 return fz ;266 g� �Figure 768: Fast Aessing the FIB through hashing - zone lookup funtions:linux/net/ipv4/fib hash.



� �268 stati int269 fn hash lookup(strut �b table �tb , onst strut rt key �key, strut �b result �res)270 f271 int err ;272 strut fn zone � fz ;273 strut fn hash �t = (strut fn hash�)tb�>tb data;274275 read lok(&�b hash lok) ;276 for ( fz = t�>fn zone list; fz ; fz = fz�>fz next) f277 strut �b node � f ;278 fn key t k = fz key(key�>dst, fz);279280 for ( f = fz hain(k, fz) ; f ; f = f�>fn next) f281 if (! fn key eq(k, f�>fn key)) f282 if ( fn key leq(k, f�>fn key))283 break;284 else285 ontinue;286 g287 #ifdef CONFIG IP ROUTE TOS288 if ( f�>fn tos && f�>fn tos != key�>tos)289 ontinue;290 #endif291 f�>fn state j= FN S ACCESSED;292293 if ( f�>fn state&FN S ZOMBIE)294 ontinue;295 if ( f�>fn sope < key�>sope)296 ontinue;297298 err = �b semanti math(f�>fn type, FIB INFO(f), key, res);299 if ( err == 0) f300 res�>type = f�>fn type;301 res�>sope = f�>fn sope;302 res�>pre�xlen = fz�>fz order;303 goto out;304 g305 if ( err < 0)306 goto out;307 g308 g309 err = 1;310 out:311 read unlok(&�b hash lok);312 return err ;313 g� �Figure 769: Fast Aessing the FIB through hashing - hash lookup funtion:linux/net/ipv4/fib hash.



� �315 stati int fn hash last dt =�1;316317 stati int �b detet death (strut �b info � � , int order,318 strut �b info �� last resort , int � last idx )319 f320 strut neighbour �n;321 int state = NUD NONE;322323 n = neigh lookup(&arp tbl, &��>�b nh[0℄.nh gw, ��>�b dev);324 if (n) f325 state = n�>nud state;326 neigh release (n);327 g328 if ( state==NUD REACHABLE)329 return 0;330 if (( state&NUD VALID) && order != fn hash last dt)331 return 0;332 if (( state&NUD VALID) jj333 (� last idx<0 && order > fn hash last dt)) f334 � last resort = � ;335 � last idx = order;336 g337 return 1;338 g� �Figure 770: Fast Aessing the FIB through hashing - dead entry:linux/net/ipv4/fib hash.



� �340 stati void341 fn hash selet default (strut �b table �tb , onst strut rt key �key, strut �b result �res)342 f343 int order , last idx ;344 strut �b node � f ;345 strut �b info � � = NULL;346 strut �b info � last resort ;347 strut fn hash �t = (strut fn hash�)tb�>tb data;348 strut fn zone � fz = t�>fn zones[0℄;349350 if ( fz == NULL)351 return;352353 last idx = �1;354 last resort = NULL;355 order = �1;356357 read lok(&�b hash lok) ;358 for ( f = fz�>fz hash[0℄; f ; f = f�>fn next) f359 strut �b info � next � = FIB INFO(f);360361 if (( f�>fn state&FN S ZOMBIE) jj362 f�>fn sope != res�>sope jj363 f�>fn type != RTN UNICAST)364 ontinue;365366 if ( next ��>�b priority > res�>��>�b priority)367 break;368 if (! next ��>�b nh[0℄.nh gw jj next ��>�b nh[0℄.nh sope !=RT SCOPE LINK)369 ontinue;370 f�>fn state j= FN S ACCESSED;371372 if ( � == NULL) f373 if ( next � != res�>�)374 break;375 g else if (! �b detet death ( � , order, & last resort , & last idx )) f376 if ( res�>�)377 �b info put (res�>�);378 res�>� = �;379 atomi in(&��>�b lntref) ;380 fn hash last dt = order;381 goto out;382 g383 � = next � ;384 order++;385 g� �Figure 771: Fast Aessing the FIB through hashing - selet default entry:linux/net/ipv4/fib hash.



� �387 if (order<=0 jj �==NULL) f388 fn hash last dt = �1;389 goto out;390 g391392 if (! �b detet death ( � , order, & last resort , & last idx )) f393 if ( res�>�)394 �b info put (res�>�);395 res�>� = �;396 atomi in(&��>�b lntref) ;397 fn hash last dt = order;398 goto out;399 g400401 if ( last idx >= 0) f402 if ( res�>�)403 �b info put (res�>�);404 res�>� = last resort ;405 if ( last resort )406 atomi in(&last resort�>�b lntref) ;407 g408 fn hash last dt = last idx ;409 out:410 read unlok(&�b hash lok);411 g� �Figure 772: Fast Aessing the FIB through hashing - selet default entry:linux/net/ipv4/fib hash.



� �413 #de�ne FIB SCAN(f, fp) n414 for ( ; (( f) = �(fp)) != NULL; (fp) = &(f)�>fn next)415416 #de�ne FIB SCAN KEY(f, fp, key) n417 for ( ; (( f) = �(fp)) != NULL && fn key eq((f)�>fn key, (key)); (fp) = &(f)�>fn next)418419 #ifndef CONFIG IP ROUTE TOS420 #de�ne FIB SCAN TOS(f, fp, key, tos) FIB SCAN KEY(f, fp, key)421 #else422 #de�ne FIB SCAN TOS(f, fp, key, tos) n423 for ( ; (( f) = �(fp)) != NULL && fn key eq((f)�>fn key, (key)) && n424 ( f)�>fn tos == (tos) ; (fp) = &(f)�>fn next)425 #endif426427428 #ifdef CONFIG RTNETLINK429 stati void rtmsg �b( int , strut �b node �, int , int ,430 strut nlmsghdr �n,431 strut netlink skb parms �);432 #else433 #de�ne rtmsg �b(a, b,  , d, e , f)434 #endif435436437 stati int438 fn hash insert (strut �b table �tb , strut rtmsg �r, strut kern rta �rta ,439 strut nlmsghdr �n, strut netlink skb parms �req)440 f441 strut fn hash �table = (strut fn hash�)tb�>tb data;442 strut �b node �new f, � f , �� fp , �� del fp ;443 strut fn zone � fz ;444 strut �b info � � ;445446 int z = r�>rtm dst len;447 int type = r�>rtm type;448 #ifdef CONFIG IP ROUTE TOS449 u8 tos = r�>rtm tos;450 #endif451 fn key t key;452 int err ;� �Figure 773: Fast Aessing the FIB through hashing - insert entry i:linux/net/ipv4/fib hash.



� �454 FTprint("tb(%d) insert: %d %08x/%d %d %08xnn", tb�>tb id, r�>rtm type, rta�>rta dst ?455 �(u32�)rta�>rta dst : 0, z , rta�>rta oif ? �rta�>rta oif : �1,456 rta�>rta prefsr ? �(u32�)rta�>rta prefsr : 0);457 if (z > 32)458 return �EINVAL;459 fz = table�>fn zones[z℄;460 if (! fz && !(fz = fn new zone(table, z)))461 return �ENOBUFS;462463 fz key 0(key);464 if ( rta�>rta dst) f465 u32 dst;466 mempy(&dst, rta�>rta dst, 4);467 if (dst & ~FZ MASK(fz))468 return �EINVAL;469 key = fz key(dst , fz) ;470 g471472 if (( � = �b reate info (r , rta , n, &err)) == NULL)473 return err ;474475 #ifdef CONFIG IP ROUTE LARGE TABLES476 if ( fz�>fz nent > (fz�>fz divisor<<2) &&477 fz�>fz divisor < FZ MAX DIVISOR &&478 (z==32 jj (1<<z) > fz�>fz divisor))479 fn rehash zone(fz) ;480 #endif481482 fp = fz hain p(key, fz) ;483484485 /*486 * San list to find the first route with the same destination487 */488 FIB SCAN(f, fp) f489 if ( fn key leq(key,f�>fn key))490 break;491 g492493 #ifdef CONFIG IP ROUTE TOS494 /*495 * Find route with the same destination and tos.496 */497 FIB SCAN KEY(f, fp, key) f498 if ( f�>fn tos <= tos)499 break;500 g501 #endif� �Figure 774: Fast Aessing the FIB through hashing - insert entry ii:linux/net/ipv4/fib hash.



� �503 del fp = NULL;504505 if ( f && (f�>fn state&FN S ZOMBIE) &&506 #ifdef CONFIG IP ROUTE TOS507 f�>fn tos == tos &&508 #endif509 fn key eq( f�>fn key, key)) f510 del fp = fp;511 fp = &f�>fn next;512 f = �fp;513 goto reate ;514 g515516 FIB SCAN TOS(f, fp, key, tos) f517 if ( ��>�b priority <= FIB INFO(f)�>�b priority)518 break;519 g� �Figure 775: Fast Aessing the FIB through hashing - insert entry iii:linux/net/ipv4/fib hash.



� �521 /* Now f==*fp points to the first node with the same522 keys [prefix,tos,priority℄, if suh key already523 exists or to the node, before whih we will insert new one.524 */525526 if ( f &&527 #ifdef CONFIG IP ROUTE TOS528 f�>fn tos == tos &&529 #endif530 fn key eq( f�>fn key, key) &&531 ��>�b priority == FIB INFO(f)�>�b priority) f532 strut �b node �� ins fp ;533534 err = �EEXIST;535 if (n�>nlmsg ags&NLM F EXCL)536 goto out;537538 if (n�>nlmsg ags&NLM F REPLACE) f539 del fp = fp;540 fp = &f�>fn next;541 f = �fp;542 goto replae ;543 g544545 ins fp = fp;546 err = �EEXIST;547548 FIB SCAN TOS(f, fp, key, tos) f549 if ( ��>�b priority != FIB INFO(f)�>�b priority)550 break;551 if ( f�>fn type == type && f�>fn sope == r�>rtm sope552 && FIB INFO(f) == �)553 goto out;554 g555556 if (!( n�>nlmsg ags&NLM F APPEND)) f557 fp = ins fp ;558 f = �fp;559 g560 g� �Figure 776: Fast Aessing the FIB through hashing - insert entry iv:linux/net/ipv4/fib hash.



� �562 reate :563 err = �ENOENT;564 if (!( n�>nlmsg ags&NLM F CREATE))565 goto out;566567 replae :568 err = �ENOBUFS;569 new f = kmem ahe allo(fn hash kmem, SLAB KERNEL);570 if (new f == NULL)571 goto out;572573 memset(new f, 0, sizeof(strut �b node)) ;574575 new f�>fn key = key;576 #ifdef CONFIG IP ROUTE TOS577 new f�>fn tos = tos;578 #endif579 new f�>fn type = type;580 new f�>fn sope = r�>rtm sope;581 FIB INFO(new f) = �;582583 /*584 * Insert new entry to the list.585 */586587 new f�>fn next = f;588 write lok bh(&�b hash lok) ;589 �fp = new f;590 write unlok bh(&�b hash lok);591 fz�>fz nent++;� �Figure 777: Fast Aessing the FIB through hashing - insert entry v:linux/net/ipv4/fib hash.



� �593 if ( del fp ) f594 f = �del fp ;595 /* Unlink replaed node */596 write lok bh(&�b hash lok) ;597 �del fp = f�>fn next;598 write unlok bh(&�b hash lok);599600 if (!( f�>fn state&FN S ZOMBIE))601 rtmsg �b(RTM DELROUTE, f, z, tb�>tb id, n, req);602 if ( f�>fn state&FN S ACCESSED)603 rt ahe ush (�1);604 fn free node( f) ;605 fz�>fz nent��;606 g else f607 rt ahe ush (�1);608 g609 rtmsg �b(RTM NEWROUTE, new f, z, tb�>tb id, n, req);610 return 0;611612 out:613 �b release info ( � ) ;614 return err ;615 g� �Figure 778: Fast Aessing the FIB through hashing - insert entry v:linux/net/ipv4/fib hash.



� �617618 stati int619 fn hash delete (strut �b table �tb , strut rtmsg �r, strut kern rta �rta ,620 strut nlmsghdr �n, strut netlink skb parms �req)621 f622 strut fn hash �table = (strut fn hash�)tb�>tb data;623 strut �b node ��fp , �� del fp , � f ;624 int z = r�>rtm dst len;625 strut fn zone � fz ;626 fn key t key;627 int mathed;628 #ifdef CONFIG IP ROUTE TOS629 u8 tos = r�>rtm tos;630 #endif631632 FTprint("tb(%d) delete: %d %08x/%d %dnn", tb�>tb id, r�>rtm type, rta�>rta dst ?633 �(u32�)rta�>rta dst : 0, z , rta�>rta oif ? �rta�>rta oif : �1);634 if (z > 32)635 return �EINVAL;636 if (( fz = table�>fn zones[z℄) == NULL)637 return �ESRCH;638639 fz key 0(key);640 if ( rta�>rta dst) f641 u32 dst;642 mempy(&dst, rta�>rta dst, 4);643 if (dst & ~FZ MASK(fz))644 return �EINVAL;645 key = fz key(dst , fz) ;646 g647648 fp = fz hain p(key, fz) ;649650651 FIB SCAN(f, fp) f652 if ( fn key eq( f�>fn key, key))653 break;654 if ( fn key leq(key, f�>fn key)) f655 return �ESRCH;656 g657 g� �Figure 779: Fast Aessing the FIB through hashing - delete entry i:linux/net/ipv4/fib hash.



� �658 #ifdef CONFIG IP ROUTE TOS659 FIB SCAN KEY(f, fp, key) f660 if ( f�>fn tos == tos)661 break;662 g663 #endif664665 mathed = 0;666 del fp = NULL;667 FIB SCAN TOS(f, fp, key, tos) f668 strut �b info � � = FIB INFO(f);669670 if ( f�>fn state&FN S ZOMBIE) f671 return �ESRCH;672 g673 mathed++;674675 if ( del fp == NULL &&676 (! r�>rtm type jj f�>fn type == r�>rtm type) &&677 (r�>rtm sope == RT SCOPE NOWHERE jj f�>fn sope == r�>rtm sope) &&678 (! r�>rtm protool jj ��>�b protool == r�>rtm protool) &&679 �b nh math(r, n, rta , � ) == 0)680 del fp = fp;681 g� �Figure 780: Fast Aessing the FIB through hashing - delete entry ii:linux/net/ipv4/fib hash.



� �683 if ( del fp ) f684 f = �del fp ;685 rtmsg �b(RTM DELROUTE, f, z, tb�>tb id, n, req);686687 if (mathed != 1) f688 write lok bh(&�b hash lok) ;689 �del fp = f�>fn next;690 write unlok bh(&�b hash lok);691692 if ( f�>fn state&FN S ACCESSED)693 rt ahe ush (�1);694 fn free node( f) ;695 fz�>fz nent��;696 g else f697 f�>fn state j= FN S ZOMBIE;698 if ( f�>fn state&FN S ACCESSED) f699 f�>fn state &= ~FN S ACCESSED;700 rt ahe ush (�1);701 g702 if (++�b hash zombies > 128)703 �b ush () ;704 g705706 return 0;707 g708 return �ESRCH;709 g� �Figure 781: Fast Aessing the FIB through hashing - delete entry iii:linux/net/ipv4/fib hash.



� �711 extern inline int712 fn ush list (strut �b node �� fp , int z , strut fn hash �table)713 f714 int found = 0;715 strut �b node � f ;716717 while (( f = �fp) != NULL) f718 strut �b info � � = FIB INFO(f);719720 if ( � && ((f�>fn state&FN S ZOMBIE) jj (��>�b ags&RTNH F DEAD))) f721 write lok bh(&�b hash lok) ;722 �fp = f�>fn next;723 write unlok bh(&�b hash lok);724725 fn free node( f) ;726 found++;727 ontinue;728 g729 fp = &f�>fn next;730 g731 return found;732 g733734 stati int fn hash ush(strut �b table �tb)735 f736 strut fn hash �table = (strut fn hash�)tb�>tb data;737 strut fn zone � fz ;738 int found = 0;739740 �b hash zombies = 0;741 for ( fz = table�>fn zone list; fz ; fz = fz�>fz next) f742 int i ;743 int tmp = 0;744 for ( i=fz�>fz divisor�1; i>=0; i��)745 tmp += fn ush list(&fz�>fz hash[i℄, fz�>fz order, table);746 fz�>fz nent �= tmp;747 found += tmp;748 g749 return found;750 g� �Figure 782: Fast Aessing the FIB through hashing - ush entries:linux/net/ipv4/fib hash.



� �755 stati int fn hash get info (strut �b table �tb , har �bu�er , int �rst , int ount)756 f757 strut fn hash �table = (strut fn hash�)tb�>tb data;758 strut fn zone � fz ;759 int pos = 0;760 int n = 0;761762 read lok(&�b hash lok) ;763 for ( fz=table�>fn zone list; fz ; fz = fz�>fz next) f764 int i ;765 strut �b node � f ;766 int maxslot = fz�>fz divisor;767 strut �b node ��fp = fz�>fz hash;768769 if ( fz�>fz nent == 0)770 ontinue;771772 if (pos + fz�>fz nent <= �rst) f773 pos += fz�>fz nent;774 ontinue;775 g776777 for ( i=0; i < maxslot; i++, fp++) f778 for ( f = �fp; f ; f = f�>fn next) f779 if (++pos <= �rst)780 ontinue;781 �b node get info ( f�>fn type,782 f�>fn state&FN S ZOMBIE,783 FIB INFO(f),784 fz pre�x (f�>fn key, fz),785 FZ MASK(fz), bu�er);786 bu�er += 128;787 if (++n >= ount)788 goto out;789 g790 g791 g792 out:793 read unlok(&�b hash lok);794 return n;795 g� �Figure 783: Aessing the FIB -Pro FS aess : linux/net/ipv4/fib hash.



� �801 extern inline int802 fn hash dump buket(strut sk bu� �skb, strut netlink allbak �b,803 strut �b table �tb,804 strut fn zone � fz ,805 strut �b node � f)806 f807 int i , s i ;808809 s i = b�>args[3℄;810 for ( i=0; f ; i++, f=f�>fn next) f811 if ( i < s i ) ontinue;812 if ( f�>fn state&FN S ZOMBIE) ontinue;813 if (�b dump info(skb, NETLINK CB(b�>skb).pid, b�>nlh�>nlmsg seq,814 RTM NEWROUTE,815 tb�>tb id, (f�>fn state&FN S ZOMBIE) ? 0 : f�>fn type, f�>fn sope,816 &f�>fn key, fz�>fz order, f�>fn tos,817 f�>fn info) < 0) f818 b�>args[3℄ = i;819 return �1;820 g821 g822 b�>args[3℄ = i;823 return skb�>len;824 g� �Figure 784: Aessing the FIB - RT aess i: linux/net/ipv4/fib hash.



� �826 extern inline int827 fn hash dump zone(strut sk bu� �skb, strut netlink allbak �b,828 strut �b table �tb,829 strut fn zone � fz)830 f831 int h, s h ;832833 s h = b�>args[2℄;834 for (h=0; h < fz�>fz divisor; h++) f835 if (h < s h) ontinue;836 if (h > s h)837 memset(&b�>args[3℄, 0, sizeof(b�>args) � 3�sizeof(b�>args[0℄));838 if ( fz�>fz hash == NULL jj fz�>fz hash[h℄ == NULL)839 ontinue;840 if ( fn hash dump buket(skb, b, tb, fz , fz�>fz hash[h℄) < 0) f841 b�>args[2℄ = h;842 return �1;843 g844 g845 b�>args[2℄ = h;846 return skb�>len;847 g� �Figure 785: Aessing the FIB - RT aess ii: linux/net/ipv4/fib hash.



� �849 stati int fn hash dump(strut �b table �tb , strut sk bu� �skb, strut netlink allbak�b)850 f851 int m, s m;852 strut fn zone � fz ;853 strut fn hash �table = (strut fn hash�)tb�>tb data;854855 s m = b�>args[1℄;856 read lok(&�b hash lok) ;857 for ( fz = table�>fn zone list, m=0; fz; fz = fz�>fz next, m++) f858 if (m < s m) ontinue;859 if (m > s m)860 memset(&b�>args[2℄, 0, sizeof(b�>args) � 2�sizeof(b�>args[0℄));861 if ( fn hash dump zone(skb, b, tb, fz) < 0) f862 b�>args[1℄ = m;863 read unlok(&�b hash lok);864 return �1;865 g866 g867 read unlok(&�b hash lok);868 b�>args[1℄ = m;869 return skb�>len;870 g� �Figure 786: Aessing the FIB - RT aess iii: linux/net/ipv4/fib hash.



� �872 stati void rtmsg �b( int event , strut �b node� f , int z , int tb id ,873 strut nlmsghdr �n, strut netlink skb parms �req)874 f875 strut sk bu� �skb;876 u32 pid = req ? req�>pid : 0;877 int size = NLMSG SPACE(sizeof(strut rtmsg)+256);878879 skb = allo skb( size , GFP KERNEL);880 if (! skb)881 return;882883 if (�b dump info(skb, pid , n�>nlmsg seq, event, tb id,884 f�>fn type, f�>fn sope, &f�>fn key, z, f�>fn tos,885 FIB INFO(f)) < 0) f886 kfree skb(skb);887 return;888 g889 NETLINK CB(skb).dst groups = RTMGRP IPV4 ROUTE;890 if (n�>nlmsg ags&NLM F ECHO)891 atomi in(&skb�>users);892 netlink broadast( rtnl , skb, pid , RTMGRP IPV4 ROUTE, GFP KERNEL);893 if (n�>nlmsg ags&NLM F ECHO)894 netlink uniast ( rtnl , skb, pid , MSG DONTWAIT);895 g� �Figure 787: Aessing the FIB - RT aess iv: linux/net/ipv4/fib hash.



� �899 #ifdef CONFIG IP MULTIPLE TABLES900 strut �b table � �b hash init ( int id)901 #else902 strut �b table � init �b hash init ( int id)903 #endif904 f905 strut �b table �tb;906907 if ( fn hash kmem == NULL)908 fn hash kmem = kmem ahe reate("ip �b hash",909 sizeof (strut �b node) ,910 0, SLAB HWCACHE ALIGN,911 NULL, NULL);912913 tb = kmallo(sizeof(strut �b table ) + sizeof (strut fn hash) , GFP KERNEL);914 if (tb == NULL)915 return NULL;916917 tb�>tb id = id;918 tb�>tb lookup = fn hash lookup;919 tb�>tb insert = fn hash insert;920 tb�>tb delete = fn hash delete;921 tb�>tb ush = fn hash ush;922 tb�>tb selet default = fn hash selet default ;923 #ifdef CONFIG RTNETLINK924 tb�>tb dump = fn hash dump;925 #endif926 #ifdef CONFIG PROC FS927 tb�>tb get info = fn hash get info;928 #endif929 memset(tb�>tb data, 0, sizeof(strut fn hash));930 return tb;931 g� �Figure 788: Aessing the FIB - Initialisation: linux/net/ipv4/fib hash.
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� �3637 #de�ne RTO ONLINK 0x0138 #de�ne RTO TPROXY 0x800000003940 #de�ne RTO CONN 04142 strut rt key43 f44 u32 dst;45 u32 sr ;46 int iif ;47 int oif ;48 #ifdef CONFIG IP ROUTE FWMARK49 u32 fwmark;50 #endif51 u8 tos ;52 u8 sope;53 g;5455 strut inet peer ;� �Figure 791: The Route Interfae i: linux/inlude/net/route.h



� �56 strut rtable57 f58 union59 f60 strut dst entry dst;61 strut rtable �rt next ;62 g u;6364 unsigned rt ags ;65 unsigned rt type ;6667 u32 rt dst ; /* Path destination */68 u32 rt sr ; /* Path soure */69 int rt iif ;7071 /* Info on neighbour */72 u32 rt gateway;7374 /* Cahe lookup keys */75 strut rt key key;7677 /* Misellaneous ahed information */78 u32 rt spe dst ; /* RFC1122 speifi destination */79 strut inet peer �peer; /* long-living peer info */8081 #ifdef CONFIG IP ROUTE NAT82 u32 rt sr map;83 u32 rt dst map;84 #endif85 g;� �Figure 792: The Route Interfae ii: linux/inlude/net/route.h



� �87 strut ip rt at88 f89 u32 o bytes;90 u32 o pakets;91 u32 i bytes ;92 u32 i pakets ;93 g;9495 extern strut ip rt at � ip rt at ;9697 strut in devie ;98 extern void ip rt init (void);99 extern void ip rt rediret (u32 old gw, u32 dst, u32 new gw,100 u32 sr , u8 tos , strut net devie �dev);101 extern void ip rt advie (strut rtable ��rp, int advie);102 extern void rt ahe ush ( int how);103 extern int ip route output key(strut rtable ��, onst strut rt key �key);104 extern int ip route input(strut sk bu� �, u32 dst , u32 sr , u8 tos , strutnet devie �devin);105 extern unsigned short ip rt frag needed (strut iphdr �iph, unsigned short new mtu);106 extern void ip rt update pmtu(strut dst entry �dst , unsigned mtu);107 extern void ip rt send rediret (strut sk bu� �skb);108109 extern unsigned inet addr type(u32 addr);110 extern void ip rt multiast event (strut in devie �) ;111 extern int ip rt iotl (unsigned int md, void �arg);112 extern void ip rt get soure (u8 �sr , strut rtable �rt) ;113 extern int ip rt dump(strut sk bu� �skb, strut netlink allbak �b);114115 /* Depreated: use ip_route_output_key diretly */� �Figure 793: The Route Interfae iii: linux/inlude/net/route.h



� �100 #de�ne IP MAX MTU 0xFFF0101102 #de�ne RT GC TIMEOUT (300�HZ)103104 int ip rt min delay = 2�HZ;105 int ip rt max delay = 10�HZ;106 int ip rt max size ;107 int ip rt g timeout = RT GC TIMEOUT;108 int ip rt g interval = 60�HZ;109 int ip rt g min interval = 5�HZ;110 int ip rt rediret number = 9;111 int ip rt rediret load = HZ/50;112 int ip rt rediret silene = ((HZ/50) << (9+1));113 int ip rt error ost = HZ;114 int ip rt error burst = 5�HZ;115 int ip rt g elastiity = 8;116 int ip rt mtu expires = 10�60�HZ;117 int ip rt min pmtu = 512+20+20;118 int ip rt min advmss = 256;119120 stati unsigned long rt deadline ;121122 #de�ne RTprint(a...) printk(KERN DEBUG a)123124 stati strut timer list rt ush timer ;125 stati strut timer list rt periodi timer ;126127 /*128 * Interfae to generi destination ahe.129 */130131 stati strut dst entry � ipv4 dst hek(strut dst entry � dst , u32);132 stati strut dst entry � ipv4 dst reroute (strut dst entry � dst,133 strut sk bu� �) ;134 stati void ipv4 dst destroy(strut dst entry � dst) ;135 stati strut dst entry � ipv4 negative advie(strut dst entry �) ;136 stati void ipv4 link failure (strut sk bu� �skb);137 stati int rt garbage ollet (void) ;� �Figure 794: Basi Route Maintenane: linux/net/ipv4/route.



� �140 strut dst ops ipv4 dst ops =141 f142 AF INET,143 onstant htons(ETH P IP),144 0,145146 rt garbage ollet ,147 ipv4 dst hek ,148 ipv4 dst reroute ,149 ipv4 dst destroy ,150 ipv4 negative advie ,151 ipv4 link failure ,152 sizeof (strut rtable) ,153 g;154155 #ifdef CONFIG INET ECN156 #de�ne ECN OR COST(lass) TC PRIO ##lass157 #else158 #de�ne ECN OR COST(lass) TC PRIO FILLER159 #endif160161 u8 ip tos2prio [16℄ = f162 TC PRIO BESTEFFORT,163 ECN OR COST(FILLER),164 TC PRIO BESTEFFORT,165 ECN OR COST(BESTEFFORT),166 TC PRIO BULK,167 ECN OR COST(BULK),168 TC PRIO BULK,169 ECN OR COST(BULK),170 TC PRIO INTERACTIVE,171 ECN OR COST(INTERACTIVE),172 TC PRIO INTERACTIVE,173 ECN OR COST(INTERACTIVE),174 TC PRIO INTERACTIVE BULK,175 ECN OR COST(INTERACTIVE BULK),176 TC PRIO INTERACTIVE BULK,177 ECN OR COST(INTERACTIVE BULK)178 g;� �Figure 795: Basi Route Maintenane Ops: linux/net/ipv4/route.



� �53 DECLARE MUTEX(rtnl sem);5455 void rtnl lok (void)56 f57 rtnl shlok () ;58 rtnl exlok () ;59 g6061 void rtnl unlok(void)62 f63 rtnl exunlok() ;64 rtnl shunlok() ;65 g� �Figure 796: API for Route Maintenane: linux/net/ore/rtnetlink.



� �42 strut rt key43 f44 u32 dst;45 u32 sr ;46 int iif ;47 int oif ;48 #ifdef CONFIG IP ROUTE FWMARK49 u32 fwmark;50 #endif51 u8 tos ;52 u8 sope;53 g;� �Figure 797: The Route API Hash Key: linux/inlude/net/route.h



� �56 strut rtable57 f58 union59 f60 strut dst entry dst;61 strut rtable �rt next ;62 g u;6364 unsigned rt ags ;65 unsigned rt type ;6667 u32 rt dst ; /* Path destination */68 u32 rt sr ; /* Path soure */69 int rt iif ;7071 /* Info on neighbour */72 u32 rt gateway;7374 /* Cahe lookup keys */75 strut rt key key;7677 /* Misellaneous ahed information */78 u32 rt spe dst ; /* RFC1122 speifi destination */79 strut inet peer �peer; /* long-living peer info */8081 #ifdef CONFIG IP ROUTE NAT82 u32 rt sr map;83 u32 rt dst map;84 #endif85 g;� �Figure 798: The Route API Table: linux/inlude/net/route.h



� �1893 int ip route output key(strut rtable ��rp , onst strut rt key �key)1894 f1895 unsigned hash;1896 strut rtable �rth;18971898 hash = rt hash ode(key�>dst, key�>sr^(key�>oif<<5), key�>tos);18991900 read lok bh(&rt hash table[hash℄.lok) ;1901 for (rth=rt hash table[hash℄.hain ; rth ; rth=rth�>u.rt next) f1902 if ( rth�>key.dst == key�>dst &&1903 rth�>key.sr == key�>sr &&1904 rth�>key.iif == 0 &&1905 rth�>key.oif == key�>oif &&1906 #ifdef CONFIG IP ROUTE FWMARK1907 rth�>key.fwmark == key�>fwmark &&1908 #endif1909 !(( rth�>key.tos^key�>tos)&(IPTOS RT MASKjRTO ONLINK)) &&1910 ((key�>tos&RTO TPROXY) jj !(rth�>rt ags&RTCF TPROXY))1911 ) f1912 rth�>u.dst.lastuse = jiÆes ;1913 dst hold(&rth�>u.dst);1914 rth�>u.dst. use++;1915 read unlok bh(&rt hash table[hash℄.lok) ;1916 �rp = rth;1917 return 0;1918 g1919 g1920 read unlok bh(&rt hash table[hash℄.lok) ;19211922 return ip route output slow(rp , key);1923 g� �Figure 799: Route Output Lookup: linux/net/ipv4/route.



� �1613 int ip route output slow(strut rtable ��rp, onst strut rt key �oldkey)1614 f1615 strut rt key key;1616 strut �b result res ;1617 unsigned ags = 0;1618 strut rtable �rth;1619 strut net devie �dev out = NULL;1620 unsigned hash;1621 int free res = 0;1622 int err ;1623 u32 tos;16241625 tos = oldkey�>tos & (IPTOS RT MASKjRTO ONLINK);1626 key.dst = oldkey�>dst;1627 key.sr = oldkey�>sr;1628 key.tos = tos&IPTOS RT MASK;1629 key. iif = loopbak dev.i�ndex;1630 key. oif = oldkey�>oif;1631 #ifdef CONFIG IP ROUTE FWMARK1632 key.fwmark = oldkey�>fwmark;1633 #endif1634 key.sope = (tos&RTO ONLINK) ? RT SCOPE LINK : RT SCOPE UNIVERSE;1635 res . � = NULL;1636 #ifdef CONFIG IP MULTIPLE TABLES1637 res . r = NULL;1638 #endif� �Figure 800: Route Lookup i : linux/net/ipv4/route.



� �1640 if (oldkey�>sr) f1641 if (MULTICAST(oldkey�>sr)1642 jj BADCLASS(oldkey�>sr)1643 jj ZERONET(oldkey�>sr))1644 return �EINVAL;16451646 /* It is equivalent to inet_addr_type(saddr) == RTN_LOCAL */1647 dev out = ip dev �nd(oldkey�>sr);1648 if (dev out == NULL)1649 return �EINVAL;16501651 /* I removed hek for oif == dev_out->oif here.1652 It was wrong by three reasons:1653 1. ip_dev_find(saddr) an return wrong ifae, if saddr is1654 assigned to multiple interfaes.1655 2. Moreover, we are allowed to send pakets with saddr1656 of another ifae. --ANK1657 */16581659 if (oldkey�>oif == 01660 && (MULTICAST(oldkey�>dst) jj oldkey�>dst == 0xFFFFFFFF))f1661 /* Speial hak: user an diret multiasts1662 and limited broadast via neessary interfae1663 without fiddling with IP_MULTICAST_IF or IP_PKTINFO.1664 This hak is not just for fun, it allows1665 vi,vat and friends to work.1666 They bind soket to loopbak, set ttl to zero1667 and expet that it will work.1668 From the viewpoint of routing ahe they are broken,1669 beause we are not allowed to build multiast path1670 with loopbak soure addr (look, routing ahe1671 annot know, that ttl is zero, so that paket1672 will not leave this host and route is valid).1673 Lukily, this hak is good workaround.1674 */16751676 key. oif = dev out�>i�ndex;1677 goto make route;1678 g1679 if (dev out)1680 dev put(dev out);1681 dev out = NULL;1682 g� �Figure 801: Route Lookup ii - soure ase: linux/net/ipv4/route.



� �1683 if (oldkey�>oif) f1684 dev out = dev get by index(oldkey�>oif);1685 if (dev out == NULL)1686 return �ENODEV;1687 if ( in dev get (dev out) == NULL) f1688 dev put(dev out);1689 return �ENODEV; /* Wrong error ode */1690 g16911692 if (LOCAL MCAST(oldkey�>dst) jj oldkey�>dst == 0xFFFFFFFF) f1693 if (! key.sr)1694 key.sr = inet selet addr (dev out , 0, RT SCOPE LINK);1695 goto make route;1696 g1697 if (! key.sr) f1698 if (MULTICAST(oldkey�>dst))1699 key.sr = inet selet addr (dev out , 0, key.sope);1700 else if (! oldkey�>dst)1701 key.sr = inet selet addr (dev out , 0, RT SCOPE HOST);1702 g1703 g� �Figure 802: Route Lookup iii - oif ase: linux/net/ipv4/route.



� �1705 if (! key.dst) f1706 key.dst = key.sr ;1707 if (! key.dst)1708 key.dst = key.sr = htonl(INADDR LOOPBACK);1709 if (dev out)1710 dev put(dev out);1711 dev out = &loopbak dev;1712 dev hold(dev out);1713 key. oif = loopbak dev.i�ndex;1714 res .type = RTN LOCAL;1715 ags j= RTCF LOCAL;1716 goto make route;1717 g� �Figure 803: Route Lookup - loopbak ase: linux/net/ipv4/route.



� �1719 if ( �b lookup(&key, &res)) f1720 res . � = NULL;1721 if (oldkey�>oif) f1722 /* Apparently, routing tables are wrong. Assume,1723 that the destination is on link.17241725 WHY? DW.1726 Beause we are allowed to send to ifae1727 even if it has NO routes and NO assigned1728 addresses. When oif is speified, routing1729 tables are looked up with only one purpose:1730 to ath if destination is gatewayed, rather than1731 diret. Moreover, if MSG_DONTROUTE is set,1732 we send paket, ignoring both routing tables1733 and ifaddr state. --ANK173417351736 We ould make it even if oif is unknown,1737 likely IPv6, but we do not.1738 */17391740 if (key.sr == 0)1741 key.sr = inet selet addr (dev out , 0, RT SCOPE LINK);1742 res .type = RTN UNICAST;1743 goto make route;1744 g1745 if (dev out)1746 dev put(dev out);1747 return �ENETUNREACH;1748 g� �Figure 804: Route Lookup: oh, need a full FIBlookuplinux/net/ipv4/route.



� �1749 free res = 1;17501751 if ( res .type == RTN NAT)1752 goto e inval ;17531754 if ( res .type == RTN LOCAL) f1755 if (! key.sr)1756 key.sr = key.dst;1757 if (dev out)1758 dev put(dev out);1759 dev out = &loopbak dev;1760 dev hold(dev out);1761 key. oif = dev out�>i�ndex;1762 if ( res . � )1763 �b info put (res . � ) ;1764 res . � = NULL;1765 ags j= RTCF LOCAL;1766 goto make route;1767 g17681769 #ifdef CONFIG IP ROUTE MULTIPATH1770 if ( res . ��>�b nhs > 1 && key.oif == 0)1771 �b selet multipath (&key, &res);1772 else1773 #endif1774 if ( res . pre�xlen==0 && res.type == RTN UNICAST && key.oif == 0)1775 �b selet default (&key, &res);17761777 if (! key.sr)1778 key.sr = FIB RES PREFSRC(res);17791780 if (dev out)1781 dev put(dev out);1782 dev out = FIB RES DEV(res);1783 dev hold(dev out);1784 key. oif = dev out�>i�ndex;� �Figure 805: Route Lookup: orner aseslinux/net/ipv4/route.



� �1786 make route:1787 if (LOOPBACK(key.sr) && !(dev out�>ags&IFF LOOPBACK))1788 goto e inval ;17891790 if (key.dst == 0xFFFFFFFF)1791 res .type = RTN BROADCAST;1792 else if (MULTICAST(key.dst))1793 res .type = RTN MULTICAST;1794 else if (BADCLASS(key.dst) jj ZERONET(key.dst))1795 goto e inval ;17961797 if (dev out�>ags&IFF LOOPBACK)1798 ags j= RTCF LOCAL;17991800 if ( res .type == RTN BROADCAST) f1801 ags j= RTCF BROADCASTjRTCF LOCAL;1802 if ( res . � ) f1803 �b info put (res . � ) ;1804 res . � = NULL;1805 g1806 g else if ( res .type == RTN MULTICAST) f1807 ags j= RTCF MULTICASTjRTCF LOCAL;1808 read lok(&inetdev lok);1809 if (! in dev get (dev out) jj ! ip hek m( in dev get(dev out), oldkey�>dst))1810 ags &= ~RTCF LOCAL;1811 read unlok(&inetdev lok);1812 /* If multiast route do not exist use1813 default one, but do not gateway in this ase.1814 Yes, it is hak.1815 */1816 if ( res . � && res.pre�xlen < 4) f1817 �b info put (res . � ) ;1818 res . � = NULL;1819 g1820 g18211822 rth = dst allo(&ipv4 dst ops);1823 if (! rth)1824 goto e nobufs;18251826 atomi set(&rth�>u.dst. refnt, 1);1827 rth�>u.dst.ags= DST HOST;1828 rth�>key.dst = oldkey�>dst;1829 rth�>key.tos = tos;1830 rth�>key.sr = oldkey�>sr;1831 rth�>key.iif = 0;1832 rth�>key.oif = oldkey�>oif;� �Figure 806: Route Lookup route request: linux/net/ipv4/route.



� �1833 #ifdef CONFIG IP ROUTE FWMARK1834 rth�>key.fwmark = oldkey�>fwmark;1835 #endif1836 rth�>rt dst = key.dst;1837 rth�>rt sr = key.sr;1838 #ifdef CONFIG IP ROUTE NAT1839 rth�>rt dst map = key.dst;1840 rth�>rt sr map = key.sr;1841 #endif1842 rth�>rt iif = oldkey�>oif ? : dev out�>i�ndex;1843 rth�>u.dst.dev = dev out;1844 dev hold(dev out);1845 rth�>rt gateway = key.dst;1846 rth�>rt spe dst= key.sr;18471848 rth�>u.dst.output=ip output;18491850 if ( ags&RTCF LOCAL) f1851 rth�>u.dst.input = ip loal deliver ;1852 rth�>rt spe dst = key.dst;1853 g� �Figure 807: Route Lookup route request tidy up refs (\put"):linux/net/ipv4/route.



� �1854 if ( ags&(RTCF BROADCASTjRTCF MULTICAST)) f1855 rth�>rt spe dst = key.sr;1856 if ( ags&RTCF LOCAL && !(dev out�>ags&IFF LOOPBACK))1857 rth�>u.dst.output = ip m output;1858 #ifdef CONFIG IP MROUTE1859 if ( res .type == RTN MULTICAST) f1860 strut in devie �in dev = in dev get(dev out);1861 if ( in dev) f1862 if (IN DEV MFORWARD(in dev) && !LOCAL MCAST(oldkey�>dst)) f1863 rth�>u.dst.input = ip mr input;1864 rth�>u.dst.output = ip m output;1865 g1866 in dev put(in dev);1867 g1868 g1869 #endif1870 g18711872 rt set nexthop(rth, &res , 0) ;18731874 rth�>rt ags = ags ;18751876 hash = rt hash ode(oldkey�>dst, oldkey�>sr^(oldkey�>oif<<5), tos);1877 err = rt intern hash(hash, rth , rp);1878 done:1879 if ( free res )1880 �b res put (&res);1881 if (dev out)1882 dev put(dev out);1883 return err ;18841885 e inval :1886 err = �EINVAL;1887 goto done;1888 e nobufs:1889 err = �ENOBUFS;1890 goto done;1891 g� �Figure 808: Route Lookup route request tidy up refs (\put"):linux/net/ipv4/route.
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� �38 /* The list of all installed lassifier types */3940 stati strut tf proto ops � tf proto base ;4142 /* Protets list of registered TC modules. It is pure SMP lok. */43 stati rwlok t ls mod lok = RW LOCK UNLOCKED;4445 /* Find lassifier type by string name */4647 strut tf proto ops � tf proto lookup ops(strut rtattr �kind)48 f49 strut tf proto ops �t = NULL;5051 if (kind) f52 read lok(&ls mod lok);53 for ( t = tf proto base ; t ; t = t�>next) f54 if ( rtattr strmp(kind, t�>kind) == 0)55 break;56 g57 read unlok(&ls mod lok);58 g59 return t ;60 g� �Figure 820: Classi�er: linux/net/shed/ls api.



� �62 /* Register(unregister) new lassifier type */6364 int register tf proto ops (strut tf proto ops �ops)65 f66 strut tf proto ops �t , ��tp;6768 write lok(&ls mod lok);69 for (tp = &tf proto base; (t=�tp) != NULL; tp = &t�>next) f70 if (strmp(ops�>kind, t�>kind) == 0) f71 write unlok(&ls mod lok);72 return �EEXIST;73 g74 g7576 ops�>next = NULL;77 �tp = ops;78 write unlok(&ls mod lok);79 return 0;80 g� �Figure 821: Classi�er i: linux/net/shed/ls api.



� �82 int unregister tf proto ops (strut tf proto ops �ops)83 f84 strut tf proto ops �t , ��tp;8586 write lok(&ls mod lok);87 for (tp = &tf proto base; (t=�tp) != NULL; tp = &t�>next)88 if ( t == ops)89 break;9091 if (! t) f92 write unlok(&ls mod lok);93 return �ENOENT;94 g95 �tp = t�>next;96 write unlok(&ls mod lok);97 return 0;98 g� �Figure 822: Classi�er ii: linux/net/shed/ls api.



� �100 #ifdef CONFIG RTNETLINK101102 stati int t�lter notify (strut sk bu� �oskb, strut nlmsghdr �n,103 strut tf proto �tp , unsigned long fh , int event);104105106 /* Selet new prio value from the range, managed by kernel. */107108 stati inline u32 tf auto prio (strut tf proto �tp)109 f110 u32 �rst = TC H MAKE(0xC0000000U,0U);111112 if (tp)113 �rst = tp�>prio�1;114115 return �rst ;116 g� �Figure 823: Classi�er iii: linux/net/shed/ls api.



� �118 /* Add/hange/delete/get a filter node */119120 stati int t tl t�lter (strut sk bu� �skb, strut nlmsghdr �n, void �arg)121 f122 strut rtattr ��ta = arg;123 strut tmsg �t = NLMSG DATA(n);124 u32 protool = TC H MIN(t�>tm info);125 u32 prio = TC H MAJ(t�>tm info);126 u32 nprio = prio;127 u32 parent = t�>tm parent;128 strut net devie �dev;129 strut Qdis �q;130 strut tf proto ��bak, ��hain;131 strut tf proto �tp = NULL;132 strut tf proto ops �tp ops;133 strut Qdis lass ops �ops;134 unsigned long l = 0;135 unsigned long fh;136 int err ;137138 if ( prio == 0) f139 /* If no priority is given, user wants we alloated it. */140 if (n�>nlmsg type != RTM NEWTFILTER jj !(n�>nlmsg ags&NLM F CREATE))141 return �ENOENT;142 prio = TC H MAKE(0x80000000U,0U);143 g144145 /* Find head of filter hain. */146147 /* Find link */148 if ((dev = dev get by index(t�>tm i�ndex)) == NULL)149 return �ENODEV;� �Figure 824: Classi�er iv: linux/net/shed/ls api.



� �151 /* Find qdis */152 if (! parent) f153 q = dev�>qdis sleeping;154 parent = q�>handle;155 g else if ((q = qdis lookup(dev, TC H MAJ(t�>tm parent))) == NULL)156 return �EINVAL;157158 /* Is it lassful? */159 if (( ops = q�>ops�>l ops) == NULL)160 return �EINVAL;161162 /* Do we searh for filter, attahed to lass? */163 if (TC H MIN(parent)) f164 l = ops�>get(q, parent);165 if ( l == 0)166 return �ENOENT;167 g168169 /* And the last stroke */170 hain = ops�>tf hain(q, l);171 err = �EINVAL;172 if (hain == NULL)173 goto errout ;� �Figure 825: Classi�er iv: linux/net/shed/ls api.



� �175 /* Chek the hain for existene of proto-tf with this priority */176 for (bak = hain; (tp=�bak) != NULL; bak = &tp�>next) f177 if (tp�>prio >= prio) f178 if (tp�>prio == prio) f179 if (! nprio jj ( tp�>protool != protool && protool))180 goto errout ;181 g else182 tp = NULL;183 break;184 g185 g186187 if (tp == NULL) f188 /* Proto-tf does not exist, reate new one */189190 if ( ta[TCA KIND�1℄ == NULL jj !protool)191 goto errout ;192193 err = �ENOENT;194 if (n�>nlmsg type != RTM NEWTFILTER jj !(n�>nlmsg ags&NLM F CREATE))195 goto errout ;196197198 /* Create new proto tf */199200 err = �ENOBUFS;201 if (( tp = kmallo(sizeof(�tp) , GFP KERNEL)) == NULL)202 goto errout ;� �Figure 826: Classi�er v: linux/net/shed/ls api.



� �203 tp ops = tf proto lookup ops(ta[TCA KIND�1℄);204 #ifdef CONFIG KMOD205 if (tp ops==NULL && ta[TCA KIND�1℄ != NULL) f206 strut rtattr �kind = ta[TCA KIND�1℄;207 har module name[4 + IFNAMSIZ + 1℄;208209 if (RTA PAYLOAD(kind) <= IFNAMSIZ) f210 sprintf (module name, "ls %s", (har�)RTA DATA(kind));211 request module (module name);212 tp ops = tf proto lookup ops(kind);213 g214 g215 #endif216 if (tp ops == NULL) f217 err = �EINVAL;218 kfree(tp);219 goto errout ;220 g221 memset(tp, 0, sizeof (�tp)) ;222 tp�>ops = tp ops;223 tp�>protool = protool;224 tp�>prio = nprio ? : tf auto prio(�bak);225 tp�>q = q;226 tp�>lassify = tp ops�>lassify;227 tp�>lassid = parent;228 err = tp ops�>init(tp);229 if ( err) f230 kfree(tp);231 goto errout ;232 g233 write lok(&qdis tree lok) ;234 spin lok bh(&dev�>queue lok);235 tp�>next = �bak;236 �bak = tp;237 spin unlok bh(&dev�>queue lok);238 write unlok(&qdis tree lok) ;239 g else if (ta [TCA KIND�1℄ && rtattr strmp(ta[TCA KIND�1℄, tp�>ops�>kind))240 goto errout ;� �Figure 827: Classi�er v: linux/net/shed/ls api.



� �242 fh = tp�>ops�>get(tp, t�>tm handle);243244 if ( fh == 0) f245 if (n�>nlmsg type == RTM DELTFILTER && t�>tm handle == 0) f246 write lok(&qdis tree lok) ;247 spin lok bh(&dev�>queue lok);248 �bak = tp�>next;249 spin unlok bh(&dev�>queue lok);250 write unlok(&qdis tree lok) ;251252 tp�>ops�>destroy(tp);253 kfree(tp);254 err = 0;255 goto errout ;256 g257258 err = �ENOENT;259 if (n�>nlmsg type != RTM NEWTFILTER jj !(n�>nlmsg ags&NLM F CREATE))260 goto errout ;261 g else f262 swith (n�>nlmsg type) f263 ase RTM NEWTFILTER:264 err = �EEXIST;265 if (n�>nlmsg ags&NLM F EXCL)266 goto errout ;267 break;268 ase RTM DELTFILTER:269 err = tp�>ops�>delete(tp, fh);270 goto errout ;271 ase RTM GETTFILTER:272 err = t�lter notify (skb, n, tp , fh , RTM NEWTFILTER);273 goto errout ;274 default :275 err = �EINVAL;276 goto errout ;277 g278 g� �Figure 828: Classi�er vi: linux/net/shed/ls api.



� �280 err = tp�>ops�>hange(tp, l, t�>tm handle, ta, &fh);281 if ( err == 0)282 t�lter notify (skb, n, tp , fh , RTM NEWTFILTER);283284 errout :285 if ( l )286 ops�>put(q, l);287 return err ;288 g� �Figure 829: Classi�er vi: linux/net/shed/ls api.



� �290 stati int291 tf �ll node (strut sk bu� �skb, strut tf proto �tp , unsigned long fh,292 u32 pid, u32 seq, unsigned ags , int event)293 f294 strut tmsg �tm;295 strut nlmsghdr �nlh;296 unsigned har �b = skb�>tail;297298 nlh = NLMSG PUT(skb, pid, seq, event, sizeof(�tm));299 nlh�>nlmsg ags = ags;300 tm = NLMSG DATA(nlh);301 tm�>tm family = AF UNSPEC;302 tm�>tm i�ndex = tp�>q�>dev�>i�ndex;303 tm�>tm parent = tp�>lassid;304 tm�>tm handle = 0;305 tm�>tm info = TC H MAKE(tp�>prio, tp�>protool);306 RTA PUT(skb, TCA KIND, IFNAMSIZ, tp�>ops�>kind);307 if (tp�>ops�>dump && tp�>ops�>dump(tp, fh, skb, tm) < 0)308 goto rtattr failure ;309 nlh�>nlmsg len = skb�>tail � b;310 return skb�>len;311312 nlmsg failure :313 rtattr failure :314 skb trim(skb, b � skb�>data);315 return �1;316 g� �Figure 830: Classi�er vii: linux/net/shed/ls api.



� �318 stati int t�lter notify (strut sk bu� �oskb, strut nlmsghdr �n,319 strut tf proto �tp , unsigned long fh , int event)320 f321 strut sk bu� �skb;322 u32 pid = oskb ? NETLINK CB(oskb).pid : 0;323324 skb = allo skb(NLMSG GOODSIZE, GFP KERNEL);325 if (! skb)326 return �ENOBUFS;327328 if ( tf �ll node (skb, tp , fh , pid , n�>nlmsg seq, 0, event) <= 0) f329 kfree skb(skb);330 return �EINVAL;331 g332333 return rtnetlink send(skb, pid , RTMGRP TC, n�>nlmsg ags&NLM F ECHO);334 g� �Figure 831: Classi�er viii: linux/net/shed/ls api.



� �336 strut tf dump args337 f338 strut tf walker w;339 strut sk bu� �skb;340 strut netlink allbak �b;341 g;342343 stati int tf node dump(strut tf proto �tp , unsigned long n, strut tf walker �arg)344 f345 strut tf dump args �a = (void�)arg;346347 return tf �ll node (a�>skb, tp, n, NETLINK CB(a�>b�>skb).pid,348 a�>b�>nlh�>nlmsg seq, NLM F MULTI,RTM NEWTFILTER);349 g� �Figure 832: Classi�er - Dump Output: linux/net/shed/ls api.



� �351 stati int t dump t�lter (strut sk bu� �skb, strut netlink allbak �b)352 f353 int t ;354 int s t ;355 strut net devie �dev;356 strut Qdis �q;357 strut tf proto �tp, ��hain;358 strut tmsg �tm = (strut tmsg�)NLMSG DATA(b�>nlh);359 unsigned long l = 0;360 strut Qdis lass ops �ops;361 strut tf dump args arg;362363 if (b�>nlh�>nlmsg len < NLMSG LENGTH(sizeof(�tm)))364 return skb�>len;365 if ((dev = dev get by index(tm�>tm i�ndex)) == NULL)366 return skb�>len;367368 read lok(&qdis tree lok) ;369 if (! tm�>tm parent)370 q = dev�>qdis sleeping;371 else372 q = qdis lookup(dev, TC H MAJ(tm�>tm parent));373 if (q == NULL) f374 read unlok(&qdis tree lok) ;375 dev put(dev);376 return skb�>len;377 g378 if (( ops = q�>ops�>l ops) == NULL)379 goto errout ;380 if (TC H MIN(tm�>tm parent)) f381 l = ops�>get(q, tm�>tm parent);382 if ( l == 0)383 goto errout ;384 g385 hain = ops�>tf hain(q, l);386 if (hain == NULL)387 goto errout ;388389 s t = b�>args[0℄;� �Figure 833: Classi�er - Dump Output: linux/net/shed/ls api.



� �391 for (tp=�hain, t=0; tp; tp = tp�>next, t++) f392 if ( t < s t) ontinue;393 if (TC H MAJ(tm�>tm info) &&394 TC H MAJ(tm�>tm info) != tp�>prio)395 ontinue;396 if (TC H MIN(tm�>tm info) &&397 TC H MIN(tm�>tm info) != tp�>protool)398 ontinue;399 if ( t > s t)400 memset(&b�>args[1℄, 0, sizeof(b�>args)�sizeof(b�>args[0℄));401 if (b�>args[1℄ == 0) f402 if ( tf �ll node (skb, tp , 0, NETLINK CB(b�>skb).pid,403 b�>nlh�>nlmsg seq, NLM F MULTI,RTM NEWTFILTER) <= 0) f404 break;405 g406 b�>args[1℄ = 1;407 g408 if (tp�>ops�>walk == NULL)409 ontinue;410 arg.w.fn = tf node dump;411 arg.skb = skb;� �Figure 834: Classi�er - Dump Output: linux/net/shed/ls api.



� �436 int init t �lter init (void)437 f438 #ifdef CONFIG RTNETLINK439 strut rtnetlink link � link p = rtnetlink links [PF UNSPEC℄;440441 /* Setup rtnetlink links. It is made here to avoid442 exporting large number of publi symbols.443 */444445 if ( link p) f446 link p [RTM NEWTFILTER�RTM BASE℄.doit = t tl t�lter;447 link p [RTM DELTFILTER�RTM BASE℄.doit = t tl t�lter;448 link p [RTM GETTFILTER�RTM BASE℄.doit = t tl t�lter;449 link p [RTM GETTFILTER�RTM BASE℄.dumpit = t dump t�lter;450 g451 #endif452 #de�ne INIT TC FILTER(name) f n453 extern strut tf proto ops ls ##name## ops; n454 register tf proto ops (&ls ##name## ops); n455 g456457 #ifdef CONFIG NET CLS U32458 INIT TC FILTER(u32);459 #endif460 #ifdef CONFIG NET CLS ROUTE4461 INIT TC FILTER(route4);462 #endif463 #ifdef CONFIG NET CLS FW464 INIT TC FILTER(fw);465 #endif466 #ifdef CONFIG NET CLS RSVP467 INIT TC FILTER(rsvp);468 #endif469 #ifdef CONFIG NET CLS TCINDEX470 INIT TC FILTER(tindex);471 #endif472 #ifdef CONFIG NET CLS RSVP6473 INIT TC FILTER(rsvp6);474 #endif475 return 0;476 g� �Figure 835: Classi�er- Initialisation: linux/net/shed/ls api.



� �56 strut t u knode57 f58 strut t u knode �next;59 u32 handle;60 strut t u hnode �ht up;61 #ifdef CONFIG NET CLS POLICE62 strut tf polie �polie ;63 #endif64 strut tf result res ;65 strut t u hnode �ht down;66 strut t u32 sel sel ;67 g;6869 strut t u hnode70 f71 strut t u hnode �next;72 u32 handle;73 strut t u ommon �tp ;74 int refnt ;75 unsigned divisor ;76 u32 hgenerator;77 strut t u knode �ht [1℄;78 g;7980 strut t u ommon81 f82 strut t u ommon �next;83 strut t u hnode �hlist ;84 strut Qdis �q;85 int refnt ;86 u32 hgenerator;87 g;8889 stati strut t u ommon �u32 list;9091 stati inline unsigned u32 hash fold(u32 key, strut t u32 sel � sel )92 f93 unsigned h = key & sel�>hmask;9495 h ^= h>>16;96 h ^= h>>8;97 return h;98 g� �Figure 836: Universal 32 bit Classi�er API - Global Data:linux/net/shed/ls u32.



� �101 f102 strut f103 strut t u knode �knode;104 u8 �ptr;105 g stak[TC U32 MAXDEPTH℄;106107 strut t u hnode �ht = (strut t u hnode�)tp�>root;108 u8 �ptr = skb�>nh.raw;109 strut t u knode �n;110 int sdepth = 0;111 int o�2 = 0;112 int sel = 0;113 int i ;114115 #if !de�ned( i386 ) && !de�ned( m68000 )116 if ((unsigned long)ptr & 3)117 return �1;118 #endif119120 next ht:121 n = ht�>ht[sel℄;122123 next knode:124 if (n) f125 strut t u32 key �key = n�>sel.keys;126127 for ( i = n�>sel.nkeys; i>0; i��, key++) f128 if ((�( u32�)(ptr+key�>o�+(o�2&key�>o�mask))^key�>val)&key�>mask) f129 n = n�>next;130 goto next knode;131 g132 g133 if (n�>ht down == NULL) f134 hek terminal:135 if (n�>sel.ags&TC U32 TERMINAL) f136 �res = n�>res;137 #ifdef CONFIG NET CLS POLICE138 if (n�>polie) f139 int pol res = tf polie (skb, n�>polie);140 if ( pol res >= 0)141 return pol res ;142 g else143 #endif144 return 0;145 g146 n = n�>next;147 goto next knode;148 g149150 /* PUSH */151 if (sdepth >= TC U32 MAXDEPTH)152 goto deadloop;� �Figure 837: u32 API- the Classi�er i: linux/net/shed/ls u32.



� �153 stak[sdepth℄.knode = n;154 stak[sdepth℄.ptr = ptr;155 sdepth++;156157 ht = n�>ht down;158 sel = 0;159 if (ht�>divisor)160 sel = ht�>divisor&u32 hash fold(�(u32�)(ptr+n�>sel.ho�), &n�>sel);161162 if (!( n�>sel.ags&(TC U32 VAROFFSETjTC U32 OFFSETjTC U32 EAT)))163 goto next ht;164165 if (n�>sel.ags&(TC U32 EATjTC U32 VAROFFSET)) f166 o�2 = n�>sel.o� + 3;167 if (n�>sel.ags&TC U32 VAROFFSET)168 o�2 += ntohs(n�>sel.o�mask & �(u16�)(ptr+n�>sel.o�o�)) >>n�>sel.o�shift;169 o�2 &= ~3;170 g171 if (n�>sel.ags&TC U32 EAT) f172 ptr += o�2;173 o�2 = 0;174 g175176 if (ptr < skb�>tail)177 goto next ht;178 g179180 /* POP */181 if (sdepth��) f182 n = stak[sdepth℄.knode;183 ht = n�>ht up;184 ptr = stak[sdepth℄.ptr;185 goto hek terminal;186 g187 return �1;188189 deadloop:190 if ( net ratelimit ())191 printk("ls u32 : dead loopnn");192 return �1;193 g� �Figure 838: u32 API- the Classi�er ii: linux/net/shed/ls u32.



� �195 stati inline strut t u hnode �196 u32 lookup ht(strut t u ommon �tp , u32 handle)197 f198 strut t u hnode �ht;199200 for (ht = tp �>hlist; ht ; ht = ht�>next)201 if (ht�>handle == handle)202 break;203204 return ht;205 g206207 stati inline strut t u knode �208 u32 lookup key(strut t u hnode �ht, u32 handle)209 f210 unsigned sel ;211 strut t u knode �n;212213 sel = TC U32 HASH(handle);214 if ( sel > ht�>divisor)215 return 0;216217 for (n = ht�>ht[sel℄; n; n = n�>next)218 if (n�>handle == handle)219 return n;220221 return NULL;222 g� �Figure 839: u32 API - lookup funtions: linux/net/shed/ls u32.



� �225 stati unsigned long u32 get(strut tf proto �tp , u32 handle)226 f227 strut t u hnode �ht;228 strut t u ommon �tp  = tp�>data;229230 if (TC U32 HTID(handle) == TC U32 ROOT)231 ht = tp�>root;232 else233 ht = u32 lookup ht(tp , TC U32 HTID(handle));234235 if (! ht)236 return 0;237238 if (TC U32 KEY(handle) == 0)239 return (unsigned long)ht;240241 return (unsigned long)u32 lookup key(ht, handle);242 g243244 stati void u32 put(strut tf proto �tp , unsigned long f)245 f246 g247248 stati u32 gen new htid(strut t u ommon �tp )249 f250 int i = 0x800;251252 do f253 if (++tp �>hgenerator == 0x7FF)254 tp �>hgenerator = 1;255 g while (��i>0 && u32 lookup ht(tp , (tp �>hgeneratorj0x800)<<20));256257 return i > 0 ? (tp �>hgeneratorj0x800)<<20 : 0;258 g� �Figure 840: u32 API - Mis Support: linux/net/shed/ls u32.



� �260 stati int u32 init (strut tf proto �tp)261 f262 strut t u hnode �root ht;263 strut t u ommon �tp ;264265 MOD INC USE COUNT;266267 for ( tp  = u32 list ; tp  ; tp  = tp �>next)268 if ( tp �>q == tp�>q)269 break;270271 root ht = kmallo(sizeof(�root ht) , GFP KERNEL);272 if ( root ht == NULL) f273 MOD DEC USE COUNT;274 return �ENOBUFS;275 g276 memset(root ht, 0, sizeof (�root ht)) ;277 root ht�>divisor = 0;278 root ht�>refnt++;279 root ht�>handle = tp  ? gen new htid(tp ) : 0x80000000;280281 if ( tp  == NULL) f282 tp  = kmallo(sizeof(�tp ) , GFP KERNEL);283 if ( tp  == NULL) f284 kfree(root ht) ;285 MOD DEC USE COUNT;286 return �ENOBUFS;287 g288 memset(tp , 0, sizeof (�tp )) ;289 tp �>q = tp�>q;290 tp �>next = u32 list;291 u32 list = tp ;292 g293294 tp �>refnt++;295 root ht�>next = tp �>hlist;296 tp �>hlist = root ht;297 root ht�>tp  = tp ;298299 tp�>root = root ht;300 tp�>data = tp ;301 return 0;302 g� �Figure 841: u32 API - Initialisation: linux/net/shed/ls u32.



� �304 stati int u32 destroy key(strut tf proto �tp , strut t u knode �n)305 f306 unsigned long l ;307308 if (( l = ls set lass (&n�>res.lass, 0)) != 0)309 tp�>q�>ops�>l ops�>unbind tf(tp�>q, l);310 #ifdef CONFIG NET CLS POLICE311 tf polie release (n�>polie);312 #endif313 if (n�>ht down)314 n�>ht down�>refnt��;315 kfree(n);316 return 0;317 g318319 stati int u32 delete key(strut tf proto �tp , strut t u knode� key)320 f321 strut t u knode ��kp;322 strut t u hnode �ht = key�>ht up;323324 if (ht) f325 for (kp = &ht�>ht[TC U32 HASH(key�>handle)℄; �kp; kp = &(�kp)�>next) f326 if (�kp == key) f327 tf tree lok (tp);328 �kp = key�>next;329 tf tree unlok (tp);330331 u32 destroy key(tp, key);332 return 0;333 g334 g335 g336 BUG TRAP(0);337 return 0;338 g339340 stati void u32 lear hnode(strut tf proto �tp , strut t u hnode �ht)341 f342 strut t u knode �n;343 unsigned h;344345 for (h=0; h<=ht�>divisor; h++) f346 while ((n = ht�>ht[h℄) != NULL) f347 ht�>ht[h℄ = n�>next;348349 u32 destroy key(tp, n);350 g351 g352 g� �Figure 842: u32 API - Destroy/Delete Key: linux/net/shed/ls u32.



� �354 stati int u32 destroy hnode(strut tf proto �tp , strut t u hnode �ht)355 f356 strut t u ommon �tp  = tp�>data;357 strut t u hnode ��hn;358359 BUG TRAP(!ht�>refnt);360361 u32 lear hnode(tp, ht) ;362363 for (hn = &tp �>hlist; �hn; hn = &(�hn)�>next) f364 if (�hn == ht) f365 �hn = ht�>next;366 kfree(ht) ;367 return 0;368 g369 g370371 BUG TRAP(0);372 return �ENOENT;373 g374375 stati void u32 destroy(strut tf proto �tp)376 f377 strut t u ommon �tp  = tp�>data;378 strut t u hnode �root ht = xhg(&tp�>root, NULL);379380 BUG TRAP(root ht != NULL);381382 if ( root ht && ��root ht�>refnt == 0)383 u32 destroy hnode(tp, root ht);384385 if (��tp �>refnt == 0) f386 strut t u hnode �ht;387 strut t u ommon ��tp p;388389 for (tp p = &u32 list; �tp p ; tp p = &(�tp p)�>next) f390 if (�tp p == tp ) f391 �tp p = tp �>next;392 break;393 g394 g395396 for (ht=tp �>hlist; ht; ht = ht�>next)397 u32 lear hnode(tp, ht) ;398399 while ((ht = tp �>hlist) != NULL) f400 tp �>hlist = ht�>next;401402 BUG TRAP(ht�>refnt == 0);403404 kfree(ht) ;405 g;406407 kfree(tp ) ;408 g409410 MOD DEC USE COUNT;411 tp�>data = NULL;412 g� �Figure 843: u32 API - Destroy/Delete Classi�er: linux/net/shed/ls u32.



� �414 stati int u32 delete(strut tf proto �tp , unsigned long arg)415 f416 strut t u hnode �ht = (strut t u hnode�)arg;417418 if (ht == NULL)419 return 0;420421 if (TC U32 KEY(ht�>handle))422 return u32 delete key(tp , ( strut t u knode�)ht);423424 if (tp�>root == ht)425 return �EINVAL;426427 if (��ht�>refnt == 0)428 u32 destroy hnode(tp, ht);429430 return 0;431 g432433 stati u32 gen new kid(strut t u hnode �ht, u32 handle)434 f435 strut t u knode �n;436 unsigned i = 0x7FF;437438 for (n=ht�>ht[TC U32 HASH(handle)℄; n; n = n�>next)439 if ( i < TC U32 NODE(n�>handle))440 i = TC U32 NODE(n�>handle);441 i++;442443 return handlej(i>0xFFF ? 0xFFF : i);444 g� �Figure 844: u32 API - New Key Id: linux/net/shed/ls u32.



� �446 stati int u32 set parms(strut Qdis �q, unsigned long base,447 strut t u hnode �ht,448 strut t u knode �n, strut rtattr ��tb,449 strut rtattr �est)450 f451 if (tb[TCA U32 LINK�1℄) f452 u32 handle = �(u32�)RTA DATA(tb[TCA U32 LINK�1℄);453 strut t u hnode �ht down = NULL;454455 if (TC U32 KEY(handle))456 return �EINVAL;457458 if (handle) f459 ht down = u32 lookup ht(ht�>tp , handle);460461 if (ht down == NULL)462 return �EINVAL;463 ht down�>refnt++;464 g465466 sh tree lok (q);467 ht down = xhg(&n�>ht down, ht down);468 sh tree unlok(q);469470 if (ht down)471 ht down�>refnt��;472 g473 if (tb[TCA U32 CLASSID�1℄) f474 unsigned long l ;475476 n�>res.lassid = �(u32�)RTA DATA(tb[TCA U32 CLASSID�1℄);477 sh tree lok (q);478 l = ls set lass (&n�>res.lass, q�>ops�>l ops�>bind tf(q, base,n�>res.lassid));479 sh tree unlok(q);480 if ( l )481 q�>ops�>l ops�>unbind tf(q, l);482 g483 #ifdef CONFIG NET CLS POLICE484 if (tb[TCA U32 POLICE�1℄) f485 strut tf polie �polie = tf polie loate (tb[TCA U32 POLICE�1℄,est);486487 sh tree lok (q);488 polie = xhg(&n�>polie, polie);489 sh tree unlok(q);490491 tf polie release (polie) ;492 g493 #endif494 return 0;495 g� �Figure 845: u32 API - Set Parameters: linux/net/shed/ls u32.



� �497 stati int u32 hange(strut tf proto �tp , unsigned long base, u32 handle,498 strut rtattr ��ta ,499 unsigned long �arg)500 f501 strut t u ommon �tp  = tp�>data;502 strut t u hnode �ht;503 strut t u knode �n;504 strut t u32 sel �s ;505 strut rtattr �opt = ta[TCA OPTIONS�1℄;506 strut rtattr �tb[TCA U32 MAX℄;507 u32 htid;508 int err ;509510 if (opt == NULL)511 return handle ? �EINVAL : 0;512513 if ( rtattr parse (tb , TCA U32 MAX, RTA DATA(opt), RTA PAYLOAD(opt))< 0)514 return �EINVAL;515516 if ((n = (strut t u knode�)�arg) != NULL) f517 if (TC U32 KEY(n�>handle) == 0)518 return �EINVAL;519520 return u32 set parms(tp�>q, base, n�>ht up, n, tb, ta[TCA RATE�1℄);521 g522523 if (tb[TCA U32 DIVISOR�1℄) f524 unsigned divisor = �(unsigned�)RTA DATA(tb[TCA U32 DIVISOR�1℄);525526 if (��divisor > 0x100)527 return �EINVAL;528 if (TC U32 KEY(handle))529 return �EINVAL;530 if (handle == 0) f531 handle = gen new htid(tp�>data);532 if (handle == 0)533 return �ENOMEM;534 g535 ht = kmallo(sizeof(�ht) + divisor� sizeof (void�) , GFP KERNEL);536 if (ht == NULL)537 return �ENOBUFS;538 memset(ht, 0, sizeof (�ht) + divisor� sizeof (void�)) ;539 ht�>tp  = tp ;540 ht�>refnt = 0;541 ht�>divisor = divisor;542 ht�>handle = handle;543 ht�>next = tp �>hlist;544 tp �>hlist = ht;545 �arg = (unsigned long)ht;546 return 0;547 g� �Figure 846: u32 API - Change Parameters: linux/net/shed/ls u32.



� �549 if (tb[TCA U32 HASH�1℄) f550 htid = �(unsigned�)RTA DATA(tb[TCA U32 HASH�1℄);551 if (TC U32 HTID(htid) == TC U32 ROOT) f552 ht = tp�>root;553 htid = ht�>handle;554 g else f555 ht = u32 lookup ht(tp�>data, TC U32 HTID(htid));556 if (ht == NULL)557 return �EINVAL;558 g559 g else f560 ht = tp�>root;561 htid = ht�>handle;562 g563564 if (ht�>divisor < TC U32 HASH(htid))565 return �EINVAL;566567 if (handle) f568 if (TC U32 HTID(handle) && TC U32 HTID(handle^htid))569 return �EINVAL;570 handle = htid j TC U32 NODE(handle);571 g else572 handle = gen new kid(ht, htid);573574 if (tb[TCA U32 SEL�1℄ == 0 jj575 RTA PAYLOAD(tb[TCA U32 SEL�1℄) < sizeof(strut t u32 sel))576 return �EINVAL;577578 s = RTA DATA(tb[TCA U32 SEL�1℄);579 n = kmallo(sizeof(�n) + s�>nkeys�sizeof(strut t u32 key), GFP KERNEL);580 if (n == NULL)581 return �ENOBUFS;582 memset(n, 0, sizeof(�n) + s�>nkeys�sizeof(strut t u32 key));583 mempy(&n�>sel, s, sizeof(�s) + s�>nkeys�sizeof(strut t u32 key));584 n�>ht up = ht;585 n�>handle = handle;586 err = u32 set parms(tp�>q, base, ht, n, tb, ta [TCA RATE�1℄);587 if ( err == 0) f588 strut t u knode ��ins;589 for ( ins = &ht�>ht[TC U32 HASH(handle)℄; �ins; ins = &(�ins)�>next)590 if (TC U32 NODE(handle) < TC U32 NODE((�ins)�>handle))591 break;592593 n�>next = �ins;594 wmb();595 �ins = n;596597 �arg = (unsigned long)n;598 return 0;599 g600 kfree(n);601 return err ;602 g� �Figure 847: u32 API - Change Parameters: linux/net/shed/ls u32.



� �604 stati void u32 walk(strut tf proto �tp , strut tf walker �arg)605 f606 strut t u ommon �tp  = tp�>data;607 strut t u hnode �ht;608 strut t u knode �n;609 unsigned h;610611 if (arg�>stop)612 return;613614 for (ht = tp �>hlist; ht ; ht = ht�>next) f615 if (arg�>ount >= arg�>skip) f616 if (arg�>fn(tp, (unsigned long)ht, arg) < 0) f617 arg�>stop = 1;618 return;619 g620 g621 arg�>ount++;622 for (h = 0; h <= ht�>divisor; h++) f623 for (n = ht�>ht[h℄; n; n = n�>next) f624 if (arg�>ount < arg�>skip) f625 arg�>ount++;626 ontinue;627 g628 if (arg�>fn(tp, (unsigned long)n, arg) < 0) f629 arg�>stop = 1;630 return;631 g632 arg�>ount++;633 g634 g635 g636 g� �Figure 848: u32 API - Walk Tree: linux/net/shed/ls u32.



� �639 stati int u32 dump(strut tf proto �tp, unsigned long fh,640 strut sk bu� �skb, strut tmsg �t)641 f642 strut t u knode �n = (strut t u knode�)fh;643 unsigned har �b = skb�>tail;644 strut rtattr �rta ;645646 if (n == NULL)647 return skb�>len;648649 t�>tm handle = n�>handle;650651 rta = (strut rtattr�)b;652 RTA PUT(skb, TCA OPTIONS, 0, NULL);653654 if (TC U32 KEY(n�>handle) == 0) f655 strut t u hnode �ht = (strut t u hnode�)fh;656 u32 divisor = ht�>divisor+1;657 RTA PUT(skb, TCA U32 DIVISOR, 4, &divisor);658 g else f659 RTA PUT(skb, TCA U32 SEL,660 sizeof (n�>sel) + n�>sel.nkeys�sizeof(strut t u32 key),661 &n�>sel);662 if (n�>ht up) f663 u32 htid = n�>handle & 0xFFFFF000;664 RTA PUT(skb, TCA U32 HASH, 4, &htid);665 g666 if (n�>res.lassid)667 RTA PUT(skb, TCA U32 CLASSID, 4, &n�>res.lassid);668 if (n�>ht down)669 RTA PUT(skb, TCA U32 LINK, 4, &n�>ht down�>handle);670 #ifdef CONFIG NET CLS POLICE671 if (n�>polie) f672 strut rtattr � p rta = (strut rtattr�)skb�>tail;673674 RTA PUT(skb, TCA U32 POLICE, 0, NULL);675676 if (tf polie dump(skb, n�>polie) < 0)677 goto rtattr failure ;678679 p rta�>rta len = skb�>tail � (u8�)p rta;680 g681 #endif682 g683684 rta�>rta len = skb�>tail � b;685 #ifdef CONFIG NET CLS POLICE686 if (TC U32 KEY(n�>handle) && n�>polie) f687 if ( qdis opy stats (skb, &n�>polie�>stats))688 goto rtattr failure ;689 g690 #endif691 return skb�>len;692693 rtattr failure :694 skb trim(skb, b � skb�>data);695 return �1;696 g� �Figure 849: u32 API - RTNETLINK Comms: linux/net/shed/ls u32.



� �698699 strut tf proto ops ls u32 ops = f700 NULL,701 "u32",702 u32 lassify ,703 u32 init ,704 u32 destroy,705706 u32 get,707 u32 put,708 u32 hange,709 u32 delete ,710 u32 walk,711 #ifdef CONFIG RTNETLINK712 u32 dump713 #else714 NULL715 #endif716 g;717718 #ifdef MODULE719 int init module(void)720 f721 return register tf proto ops (&ls u32 ops);722 g723724 void leanup module(void)725 f726 unregister tf proto ops (&ls u32 ops);727 g� �Figure 850: u32 API - TCF Operationlinux/net/shed/Registration:linux/net/shed/ls u32.



� �12 /*13 Comparing to general paket lassifiation problem,14 RSVP needs only sevaral relatively simple rules:1516 * (dst, protool) are always speified,17 so that we are able to hash them.18 * sr may be exat, or may be wildard, so that19 we an keep a hash table plus one wildard entry.20 * soure port (or flow label) is important only if sr is given.2122 IMPLEMENTATION.2324 We use a two level hash table: The top level is keyed by25 destination address and protool ID, every buket ontains a list26 of "rsvp sessions", identified by destination address, protool and27 DPI(="Destination Port ID"): triple (key, mask, offset).2829 Every buket has a smaller hash table keyed by soure address30 (f. RSVP flowspe) and one wildard entry for wildard reservations.31 Every buket is again a list of "RSVP flows", seleted by32 soure address and SPI(="Soure Port ID" here rather than33 "seurity parameter index"): triple (key, mask, offset).343536 NOTE 1. All the pakets with IPv6 extension headers (but AH and ESP)37 and all fragmented pakets go to the best-effort traffi lass.383940 NOTE 2. Two "port id"'s seems to be redundant, rf2207 requires41 only one "Generalized Port Identifier". So that for lassi42 ah, esp (and udp,tp) both *pi should oinide or one of them43 should be wildard.4445 At first sight, this redundany is just a waste of CPU46 resoures. But DPI and SPI add the possibility to assign different47 priorities to GPIs. Look also at note 4 about tunnels below.484950 NOTE 3. One ompliation is the ase of tunneled pakets.51 We implement it as following: if the first lookup52 mathes a speial session with "tunnelhdr" value not zero,53 flowid doesn't ontain the true flow ID, but the tunnel ID (1...255).54 In this ase, we pull tunnelhdr bytes and restart lookup55 with tunnel ID added to the list of keys. Simple and stupid 8)8)56 It's enough for PIMREG and IPIP.575859 NOTE 4. Two GPIs make it possible to parse even GRE pakets.60 F.e. DPI an selet ETH_P_IP (and neessary flags to make61 tunnelhdr orret) in GRE protool field and SPI mathes62 GRE key. Is it not nie? 8)8)636465 Well, as result, despite its simpliity, we get a pretty66 powerful lassifiation engine. */� �Figure 851: RSVP Classi�er Interfae - Opening Comment:linux/net/shed/ls rsvp.h



� �70 strut rsvp head71 f72 u32 tmap[256/32℄;73 u32 hgenerator;74 u8 tgenerator ;75 strut rsvp session �ht [256℄;76 g;7778 strut rsvp session79 f80 strut rsvp session �next;81 u32 dst[RSVP DST LEN℄;82 strut t rsvp gpi dpi;83 u8 protool;84 u8 tunnelid;85 /* 16 (sr,sport) hash slots, and one wildard soure slot */86 strut rsvp �lter �ht[16+1℄;87 g;888990 strut rsvp �lter91 f92 strut rsvp �lter �next;93 u32 sr [RSVP DST LEN℄;94 strut t rsvp gpi spi ;95 u8 tunnelhdr;9697 strut tf result res ;98 #ifdef CONFIG NET CLS POLICE99 strut tf polie �polie ;100 #endif101102 u32 handle;103 strut rsvp session �sess ;104 g;� �Figure 852: RSVP - Strutures: linux/net/shed/ls rsvp.h



� �106 stati inline unsigned hash dst(u32 �dst, u8 protool , u8 tunnelid)107 f108 unsigned h = dst[RSVP DST LEN�1℄;109 h ^= h>>16;110 h ^= h>>8;111 return (h ^ protool ^ tunnelid) & 0xFF;112 g113114 stati inline unsigned hash sr(u32 �sr)115 f116 unsigned h = sr[RSVP DST LEN�1℄;117 h ^= h>>16;118 h ^= h>>8;119 h ^= h>>4;120 return h & 0xF;121 g122123 #ifdef CONFIG NET CLS POLICE124 #de�ne RSVP POLICE() n125 if ( f�>polie) f n126 int pol res = tf polie (skb, f�>polie); n127 if ( pol res < 0) ontinue; n128 if ( pol res ) return pol res ; n129 g130 #else131 #de�ne RSVP POLICE()132 #endif� �Figure 853: RSVP - Polie funtion: linux/net/shed/ls rsvp.h



� �135 stati int rsvp lassify (strut sk bu� �skb, strut tf proto �tp,136 strut tf result �res)137 f138 strut rsvp session ��sht = ((strut rsvp head�)tp�>root)�>ht;139 strut rsvp session �s ;140 strut rsvp �lter � f ;141 unsigned h1, h2;142 u32 �dst, � sr ;143 u8 protool;144 u8 tunnelid = 0;145 u8 �xprt;146 #if RSVP DST LEN == 4147 strut ipv6hdr �nhptr = skb�>nh.ipv6h;148 #else149 strut iphdr �nhptr = skb�>nh.iph;150 #endif151152 #if !de�ned( i386 ) && !de�ned( m68000 )153 if ((unsigned long)nhptr & 3)154 return �1;155 #endif156157 restart :158159 #if RSVP DST LEN == 4160 sr = &nhptr�>saddr.s6 addr32[0℄;161 dst = &nhptr�>daddr.s6 addr32[0℄;162 protool = nhptr�>nexthdr;163 xprt = ((u8�)nhptr) + sizeof(strut ipv6hdr);164 #else165 sr = &nhptr�>saddr;166 dst = &nhptr�>daddr;167 protool = nhptr�>protool;168 xprt = ((u8�)nhptr) + (nhptr�>ihl<<2);169 if (nhptr�>frag o�& onstant htons(IP MFjIP OFFSET))170 return �1;171 #endif� �Figure 854: RSVP - Classi�er Funtion i: linux/net/shed/ls rsvp.h



� �173 h1 = hash dst(dst, protool , tunnelid) ;174 h2 = hash sr(sr);175176 for ( s = sht[h1 ℄; s ; s = s�>next) f177 if (dst[RSVP DST LEN�1℄ == s�>dst[RSVP DST LEN�1℄ &&178 protool == s�>protool &&179 !( s�>dpi.mask & (�(u32�)(xprt+s�>dpi.o�set)^s�>dpi.key))180 #if RSVP DST LEN == 4181 && dst[0℄ == s�>dst[0℄182 && dst[1℄ == s�>dst[1℄183 && dst[2℄ == s�>dst[2℄184 #endif185 && tunnelid == s�>tunnelid) f186187 for ( f = s�>ht[h2℄; f; f = f�>next) f188 if ( sr [RSVP DST LEN�1℄ == f�>sr[RSVP DST LEN�1℄ &&189 !( f�>spi.mask & (�(u32�)(xprt+f�>spi.o�set)^f�>spi.key))190 #if RSVP DST LEN == 4191 && sr[0℄ == f�>sr[0℄192 && sr[1℄ == f�>sr[1℄193 && sr[2℄ == f�>sr[2℄194 #endif195 ) f196 �res = f�>res;197198 RSVP POLICE();199200 mathed:201 if ( f�>tunnelhdr == 0)202 return 0;203204 tunnelid = f�>res.lassid;205 nhptr = (void�)(xprt + f�>tunnelhdr � sizeof(�nhptr));206 goto restart ;207 g208 g209210 /* And wildard buket... */211 for ( f = s�>ht[16℄; f ; f = f�>next) f212 �res = f�>res;213 RSVP POLICE();214 goto mathed;215 g216 return �1;217 g218 g219 return �1;220 g� �Figure 855: RSVP - Classi�er Funtion ii: linux/net/shed/ls rsvp.h



� �222 stati unsigned long rsvp get(strut tf proto �tp , u32 handle)223 f224 strut rsvp session ��sht = ((strut rsvp head�)tp�>root)�>ht;225 strut rsvp session �s ;226 strut rsvp �lter � f ;227 unsigned h1 = handle&0xFF;228 unsigned h2 = (handle>>8)&0xFF;229230 if (h2 > 16)231 return 0;232233 for ( s = sht[h1 ℄; s ; s = s�>next) f234 for ( f = s�>ht[h2℄; f; f = f�>next) f235 if ( f�>handle == handle)236 return (unsigned long)f ;237 g238 g239 return 0;240 g241242 stati void rsvp put(strut tf proto �tp , unsigned long f)243 f244 g245246 stati int rsvp init (strut tf proto �tp)247 f248 strut rsvp head �data;249250 MOD INC USE COUNT;251 data = kmallo(sizeof(strut rsvp head), GFP KERNEL);252 if (data) f253 memset(data, 0, sizeof(strut rsvp head));254 tp�>root = data;255 return 0;256 g257 MOD DEC USE COUNT;258 return �ENOBUFS;259 g� �Figure 856: RSVP - Mis Funtions: linux/net/shed/ls rsvp.h



� �261 stati void rsvp destroy(strut tf proto �tp)262 f263 strut rsvp head �data = xhg(&tp�>root, NULL);264 strut rsvp session ��sht ;265 int h1, h2;266267 if (data == NULL)268 return;269270 sht = data�>ht;271272 for (h1=0; h1<256; h1++) f273 strut rsvp session �s ;274275 while (( s = sht[h1℄) != NULL) f276 sht [h1℄ = s�>next;277278 for (h2=0; h2<=16; h2++) f279 strut rsvp �lter � f ;280281 while (( f = s�>ht[h2℄) != NULL) f282 unsigned long l ;283284 s�>ht[h2℄ = f�>next;285 if (( l = ls set lass (&f�>res.lass, 0)) != 0)286 tp�>q�>ops�>l ops�>unbind tf(tp�>q, l);287 #ifdef CONFIG NET CLS POLICE288 tf polie release ( f�>polie);289 #endif290 kfree( f) ;291 g292 g293 kfree(s) ;294 g295 g296 kfree(data);297 MOD DEC USE COUNT;298 g� �Figure 857: RSVP - Delete: linux/net/shed/ls rsvp.h



� �300 stati int rsvp delete (strut tf proto �tp , unsigned long arg)301 f302 strut rsvp �lter ��fp , � f = (strut rsvp �lter �)arg;303 unsigned h = f�>handle;304 strut rsvp session ��sp;305 strut rsvp session �s = f�>sess;306 int i ;307308 for ( fp = &s�>ht[(h>>8)&0xFF℄; �fp; fp = &(�fp)�>next) f309 if (�fp == f) f310 unsigned long l ;311312313 tf tree lok (tp);314 �fp = f�>next;315 tf tree unlok (tp) ;316317 if (( l = ls set lass (tp, &f�>res.lass, 0) ) != 0)318 tp�>q�>ops�>l ops�>unbind tf(tp�>q, l);319320 #ifdef CONFIG NET CLS POLICE321 tf polie release ( f�>polie);322 #endif323324 kfree( f) ;325326 /* Strip tree */327328 for ( i=0; i<=16; i++)329 if ( s�>ht[i℄)330 return 0;331332 /* OK, session has no flows */333 for (sp = &((strut rsvp head�)tp�>root)�>ht[h&0xFF℄;334 �sp; sp = &(�sp)�>next) f335 if (�sp == s) f336 tf tree lok (tp);337 �sp = s�>next;338 tf tree unlok (tp);339340 kfree(s) ;341 return 0;342 g343 g344345 return 0;346 g347 g348 return 0;349 g� �Figure 858: RSVP - Destroy: linux/net/shed/ls rsvp.h



� �351 stati unsigned gen handle(strut tf proto �tp , unsigned salt)352 f353 strut rsvp head �data = tp�>root;354 int i = 0xFFFF;355356 while ( i�� > 0) f357 u32 h;358 if ((data�>hgenerator += 0x10000) == 0)359 data�>hgenerator = 0x10000;360 h = data�>hgeneratorjsalt;361 if ( rsvp get(tp , h) == 0)362 return h;363 g364 return 0;365 g366367 stati int tunnel bts(strut rsvp head �data)368 f369 int n = data�>tgenerator>>5;370 u32 b = 1<<(data�>tgenerator&0x1F);371372 if (data�>tmap[n℄&b)373 return 0;374 data�>tmap[n℄ j= b;375 return 1;376 g� �Figure 859: RSVP - general bits: linux/net/shed/ls rsvp.h



� �378 stati void tunnel reyle (strut rsvp head �data)379 f380 strut rsvp session ��sht = data�>ht;381 u32 tmap[256/32℄;382 int h1, h2;383384 memset(tmap, 0, sizeof(tmap));385386 for (h1=0; h1<256; h1++) f387 strut rsvp session �s ;388 for ( s = sht[h1 ℄; s ; s = s�>next) f389 for (h2=0; h2<=16; h2++) f390 strut rsvp �lter � f ;391392 for ( f = s�>ht[h2℄; f; f = f�>next) f393 if ( f�>tunnelhdr == 0)394 ontinue;395 data�>tgenerator = f�>res.lassid;396 tunnel bts(data);397 g398 g399 g400 g401402 mempy(data�>tmap, tmap, sizeof(tmap));403 g404405 stati u32 gen tunnel(strut rsvp head �data)406 f407 int i , k;408409 for (k=0; k<2; k++) f410 for ( i=255; i>0; i��) f411 if (++data�>tgenerator == 0)412 data�>tgenerator = 1;413 if ( tunnel bts(data))414 return data�>tgenerator;415 g416 tunnel reyle (data);417 g418 return 0;419 g� �Figure 860: RSVP - reyle or generate tunnel: linux/net/shed/ls rsvp.h



� �421 stati int rsvp hange(strut tf proto �tp , unsigned long base,422 u32 handle,423 strut rtattr ��ta ,424 unsigned long �arg)425 f426 strut rsvp head �data = tp�>root;427 strut rsvp �lter � f , �� fp ;428 strut rsvp session �s , ��sp;429 strut t rsvp pinfo �pinfo = NULL;430 strut rtattr �opt = ta[TCA OPTIONS�1℄;431 strut rtattr �tb[TCA RSVP MAX℄;432 unsigned h1, h2;433 u32 �dst;434 int err ;435436 if (opt == NULL)437 return handle ? �EINVAL : 0;438439 if ( rtattr parse (tb , TCA RSVP MAX, RTA DATA(opt), RTA PAYLOAD(opt))< 0)440 return �EINVAL;� �Figure 861: RSVP - Change Parameters i: linux/net/shed/ls rsvp.h



� �442 if (( f = (strut rsvp �lter �)�arg) != NULL) f443 /* Node exists: adjust only lassid */444445 if ( f�>handle != handle && handle)446 return �EINVAL;447 if (tb[TCA RSVP CLASSID�1℄) f448 unsigned long l ;449450 f�>res.lassid = �(u32�)RTA DATA(tb[TCA RSVP CLASSID�1℄);451 l = ls set lass (tp, &f�>res.lass, tp�>q�>ops�>l ops�>bind tf(tp�>q, base, f�>res.lassid));452 if ( l )453 tp�>q�>ops�>l ops�>unbind tf(tp�>q, l);454 g455 #ifdef CONFIG NET CLS POLICE456 if (tb[TCA RSVP POLICE�1℄) f457 strut tf polie �polie = tf polie loate (tb[TCA RSVP POLICE�1℄, ta[TCA RATE�1℄);458459 tf tree lok (tp);460 polie = xhg(&f�>polie, polie);461 tf tree unlok (tp) ;462463 tf polie release (polie) ;464 g465 #endif466 return 0;467 g468469 /* Now more serious part... */470 if (handle)471 return �EINVAL;472 if (tb[TCA RSVP DST�1℄ == NULL)473 return �EINVAL;474475 f = kmallo(sizeof(strut rsvp �lter ) , GFP KERNEL);476 if ( f == NULL)477 return �ENOBUFS;� �Figure 862: RSVP - Change Parameters ii: linux/net/shed/ls rsvp.h



� �479 memset(f, 0, sizeof (�f)) ;480 h2 = 16;481 if (tb[TCA RSVP SRC�1℄) f482 err = �EINVAL;483 if (RTA PAYLOAD(tb[TCA RSVP SRC�1℄) != sizeof(f�>sr))484 goto errout ;485 mempy(f�>sr, RTA DATA(tb[TCA RSVP SRC�1℄), sizeof(f�>sr));486 h2 = hash sr(f�>sr);487 g488 if (tb[TCA RSVP PINFO�1℄) f489 err = �EINVAL;490 if (RTA PAYLOAD(tb[TCA RSVP PINFO�1℄) < sizeof(strutt rsvp pinfo))491 goto errout ;492 pinfo = RTA DATA(tb[TCA RSVP PINFO�1℄);493 f�>spi = pinfo�>spi;494 f�>tunnelhdr = pinfo�>tunnelhdr;495 g496 if (tb[TCA RSVP CLASSID�1℄) f497 err = �EINVAL;498 if (RTA PAYLOAD(tb[TCA RSVP CLASSID�1℄) != 4)499 goto errout ;500 f�>res.lassid = �(u32�)RTA DATA(tb[TCA RSVP CLASSID�1℄);501 g502503 err = �EINVAL;504 if (RTA PAYLOAD(tb[TCA RSVP DST�1℄) != sizeof(f�>sr))505 goto errout ;506 dst = RTA DATA(tb[TCA RSVP DST�1℄);507 h1 = hash dst(dst, pinfo ? pinfo�>protool : 0, pinfo ? pinfo�>tunnelid : 0);508509 err = �ENOMEM;510 if (( f�>handle = gen handle(tp, h1 j (h2<<8))) == 0)511 goto errout ;� �Figure 863: RSVP - Change Parameters iii: linux/net/shed/ls rsvp.h



� �513 if ( f�>tunnelhdr) f514 err = �EINVAL;515 if ( f�>res.lassid > 255)516 goto errout ;517518 err = �ENOMEM;519 if ( f�>res.lassid == 0 &&520 ( f�>res.lassid = gen tunnel(data)) == 0)521 goto errout ;522 g523524 for (sp = &data�>ht[h1℄; (s=�sp) != NULL; sp = &s�>next) f525 if (dst[RSVP DST LEN�1℄ == s�>dst[RSVP DST LEN�1℄ &&526 pinfo�>protool == s�>protool &&527 memmp(&pinfo�>dpi, &s�>dpi, sizeof(s�>dpi)) == 0528 #if RSVP DST LEN == 4529 && dst[0℄ == s�>dst[0℄530 && dst[1℄ == s�>dst[1℄531 && dst[2℄ == s�>dst[2℄532 #endif533 && pinfo�>tunnelid == s�>tunnelid) f534535 insert :536 /* OK, we found appropriate session */537538 fp = &s�>ht[h2℄;539540 f�>sess = s;541 if ( f�>tunnelhdr == 0)542 ls set lass (tp, &f�>res.lass, tp�>q�>ops�>l ops�>bind tf(tp�>q, base, f�>res.lassid));543 #ifdef CONFIG NET CLS POLICE544 if (tb[TCA RSVP POLICE�1℄)545 f�>polie = tf polie loate(tb[TCA RSVP POLICE�1℄, ta[TCA RATE�1℄);546 #endif547548 for ( fp = &s�>ht[h2℄; �fp; fp = &(�fp)�>next)549 if (((� fp)�>spi.mask&f�>spi.mask) != f�>spi.mask)550 break;551 f�>next = �fp;552 wmb();553 �fp = f;554555 �arg = (unsigned long)f;556 return 0;557 g558 g� �Figure 864: RSVP - Change Parameters iv: linux/net/shed/ls rsvp.h



� �560 /* No session found. Create new one. */561562 err = �ENOBUFS;563 s = kmallo(sizeof(strut rsvp session ) , GFP KERNEL);564 if ( s == NULL)565 goto errout ;566 memset(s, 0, sizeof (�s)) ;567 mempy(s�>dst, dst, sizeof(s�>dst));568 s�>dpi = pinfo�>dpi;569 s�>protool = pinfo�>protool;570 s�>tunnelid = pinfo�>tunnelid;571 for (sp = &data�>ht[h1℄; �sp; sp = &(�sp)�>next) f572 if (((� sp)�>dpi.mask&s�>dpi.mask) != s�>dpi.mask)573 break;574 g575 s�>next = �sp;576 wmb();577 �sp = s;578579 goto insert ;580581 errout :582 if ( f)583 kfree( f) ;584 return err ;585 g� �Figure 865: RSVP - Change Parameters v: linux/net/shed/ls rsvp.h



� �587 stati void rsvp walk(strut tf proto �tp , strut tf walker �arg)588 f589 strut rsvp head �head = tp�>root;590 unsigned h, h1;591592 if (arg�>stop)593 return;594595 for (h = 0; h < 256; h++) f596 strut rsvp session �s ;597598 for ( s = head�>ht[h℄; s; s = s�>next) f599 for (h1 = 0; h1 <= 16; h1++) f600 strut rsvp �lter � f ;601602 for ( f = s�>ht[h1℄; f; f = f�>next) f603 if (arg�>ount < arg�>skip) f604 arg�>ount++;605 ontinue;606 g607 if (arg�>fn(tp, (unsigned long)f, arg) < 0) f608 arg�>stop = 1;609 break;610 g611 arg�>ount++;612 g613 g614 g615 g616 g� �Figure 866: RSVP - Walk RSVP tree: linux/net/shed/ls rsvp.h



� �41 #inlude "ls rsvp.h"� �Figure 867: RSVP Classi�er API: linux/net/shed/ls rsvp.



� �38 /*39 1. For now we assume that route tags < 256.40 It allows to use diret table lookups, instead of hash tables.41 2. For now we assume that "from TAG" and "fromdev DEV" statements42 are mutually exlusive.43 3. "to TAG from ANY" has higher priority, than "to ANY from XXX"44 */4546 strut route4 fastmap47 f48 strut route4 �lter � �lter ;49 u32 id;50 int iif ;51 g;5253 strut route4 head54 f55 strut route4 fastmap fastmap[16℄;56 strut route4 buket �table[256+1℄;57 g;5859 strut route4 buket60 f61 strut route4 �lter �ht[16+16+1℄;62 g;6364 strut route4 �lter65 f66 strut route4 �lter �next;67 u32 id;68 int iif ;6970 strut tf result res ;71 #ifdef CONFIG NET CLS POLICE72 strut tf polie �polie ;73 #endif7475 u32 handle;76 strut route4 buket �bkt;77 g;7879 #de�ne ROUTE4 FAILURE ((strut route4 �lter�)(�1L))� �Figure 868: Route Classi�er API - Strutures: linux/net/shed/ls route.



� �81 stati inline int route4 fastmap hash(u32 id, int iif )82 f83 return id&0xF;84 g8586 stati void route4 reset fastmap(strut net devie �dev, strut route4 head �head, u32 id)87 f88 spin lok bh(&dev�>queue lok);89 memset(head�>fastmap, 0, sizeof(head�>fastmap));90 spin unlok bh(&dev�>queue lok);91 g9293 stati void inline94 route4 set fastmap(strut route4 head �head, u32 id, int iif ,95 strut route4 �lter � f)96 f97 int h = route4 fastmap hash(id, iif ) ;98 head�>fastmap[h℄.id = id;99 head�>fastmap[h℄.iif = iif ;100 head�>fastmap[h℄.�lter = f;101 g102103 stati inline int route4 hash to(u32 id)104 f105 return id&0xFF;106 g107108 stati inline int route4 hash from(u32 id)109 f110 return ( id>>16)&0xF;111 g112113 stati inline int route4 hash iif ( int iif )114 f115 return 16 + (( iif>>16)&0xF);116 g117118 stati inline int route4 hash wild(void)119 f120 return 32;121 g122123 #ifdef CONFIG NET CLS POLICE124 #de�ne IF ROUTE POLICE n125 if ( f�>polie) f n126 int pol res = tf polie (skb, f�>polie); n127 if ( pol res >= 0) return pol res ; n128 dont ahe = 1; n129 ontinue; n130 g n131 if (! dont ahe)132 #else133 #de�ne IF ROUTE POLICE134 #endif� �Figure 869: Route Classi�er API - Funtions inluding Polier:linux/net/shed/ls route.



� �137 stati int route4 lassify (strut sk bu� �skb, strut tf proto �tp,138 strut tf result �res)139 f140 strut route4 head �head = (strut route4 head�)tp�>root;141 strut dst entry �dst;142 strut route4 buket �b;143 strut route4 �lter � f ;144 #ifdef CONFIG NET CLS POLICE145 int dont ahe = 0;146 #endif147 u32 id , h;148 int iif ;149150 if ((dst = skb�>dst) == NULL)151 goto failure ;152153 id = dst�>tlassid;154 if (head == NULL)155 goto old method;156157 iif = ((strut rtable�)dst)�>key.iif;158159 h = route4 fastmap hash(id, iif ) ;160 if ( id == head�>fastmap[h℄.id &&161 iif == head�>fastmap[h℄.iif &&162 ( f = head�>fastmap[h℄.�lter) != NULL) f163 if ( f == ROUTE4 FAILURE)164 goto failure ;165166 �res = f�>res;167 return 0;168 g169170 h = route4 hash to(id);� �Figure 870: Route Classi�er API - Classi�er Funtion i:linux/net/shed/ls route.



� �172 restart :173 if ((b = head�>table[h℄) != NULL) f174 f = b�>ht[route4 hash from(id)℄;175176 for ( ; f ; f = f�>next) f177 if ( f�>id == id) f178 �res = f�>res;179 IF ROUTE POLICE route4 set fastmap(head, id, iif, f);180 return 0;181 g182 g183184 for ( f = b�>ht[route4 hash iif( iif ) ℄; f ; f = f�>next) f185 if ( f�>iif == iif) f186 �res = f�>res;187 IF ROUTE POLICE route4 set fastmap(head, id, iif, f);188 return 0;189 g190 g191192 for ( f = b�>ht[route4 hash wild()℄; f; f = f�>next) f193 �res = f�>res;194 IF ROUTE POLICE route4 set fastmap(head, id, iif, f);195 return 0;196 g197198 g199 if (h < 256) f200 h = 256;201 id &= ~0xFFFF;202 goto restart ;203 g� �Figure 871: Route Classi�er API - Classi�er Funtion ii:linux/net/shed/ls route.



� �204205 #ifdef CONFIG NET CLS POLICE206 if (! dont ahe)207 #endif208 route4 set fastmap(head, id , iif , ROUTE4 FAILURE);209 failure :210 return �1;211212 old method:213 if ( id && (TC H MAJ(id) == 0 jj214 !(TC H MAJ(id^tp�>q�>handle)))) f215 res�>lassid = id;216 res�>lass = 0;217 return 0;218 g219 return �1;220 g� �Figure 872: Route Classi�er API - Classi�er Funtion iii:linux/net/shed/ls route.



� �222 stati u32 to hash(u32 id)223 f224 u32 h = id&0xFF;225 if ( id&0x8000)226 h += 256;227 return h;228 g229230 stati u32 from hash(u32 id)231 f232 id &= 0xFFFF;233 if ( id == 0xFFFF)234 return 32;235 if (!( id & 0x8000)) f236 if ( id > 255)237 return 256;238 return id&0xF;239 g240 return 16 + (id&0xF);241 g242243 stati unsigned long route4 get(strut tf proto �tp , u32 handle)244 f245 strut route4 head �head = (strut route4 head�)tp�>root;246 strut route4 buket �b;247 strut route4 �lter � f ;248 unsigned h1, h2;249250 if (! head)251 return 0;252253 h1 = to hash(handle);254 if (h1 > 256)255 return 0;256257 h2 = from hash(handle>>16);258 if (h2 > 32)259 return 0;260261 if ((b = head�>table[h1℄) != NULL) f262 for ( f = b�>ht[h2℄; f; f = f�>next)263 if ( f�>handle == handle)264 return (unsigned long)f ;265 g266 return 0;267 g268269 stati void route4 put(strut tf proto �tp , unsigned long f)270 f271 g272273 stati int route4 init (strut tf proto �tp)274 f275 MOD INC USE COUNT;276 return 0;277 g� �Figure 873: Route Classi�er API - Mis: linux/net/shed/ls route.



� �279 stati void route4 destroy(strut tf proto �tp)280 f281 strut route4 head �head = xhg(&tp�>root, NULL);282 int h1, h2;283284 if (head == NULL) f285 MOD DEC USE COUNT;286 return;287 g288289 for (h1=0; h1<=256; h1++) f290 strut route4 buket �b;291292 if ((b = head�>table[h1℄) != NULL) f293 for (h2=0; h2<=32; h2++) f294 strut route4 �lter � f ;295296 while (( f = b�>ht[h2℄) != NULL) f297 unsigned long l ;298299 b�>ht[h2℄ = f�>next;300 if (( l = ls set lass (&f�>res.lass, 0)) != 0)301 tp�>q�>ops�>l ops�>unbind tf(tp�>q, l);302 #ifdef CONFIG NET CLS POLICE303 tf polie release ( f�>polie);304 #endif305 kfree( f) ;306 g307 g308 kfree(b);309 g310 g311 kfree(head);312 MOD DEC USE COUNT;313 g� �Figure 874: Route Classi�er API - Destroy Route CLassi�er:linux/net/shed/ls route.



� �315 stati int route4 delete (strut tf proto �tp , unsigned long arg)316 f317 strut route4 head �head = (strut route4 head�)tp�>root;318 strut route4 �lter ��fp , � f = (strut route4 �lter �)arg;319 unsigned h = f�>handle;320 strut route4 buket �b;321 int i ;322323 if (! head jj ! f)324 return �EINVAL;325326 b = f�>bkt;327328 for ( fp = &b�>ht[from hash(h>>16)℄; �fp; fp = &(�fp)�>next) f329 if (�fp == f) f330 unsigned long l ;331332 tf tree lok (tp);333 �fp = f�>next;334 tf tree unlok (tp) ;335336 route4 reset fastmap(tp�>q�>dev, head, f�>id);337338 if (( l = ls set lass (tp, &f�>res.lass, 0) ) != 0)339 tp�>q�>ops�>l ops�>unbind tf(tp�>q, l);340341 #ifdef CONFIG NET CLS POLICE342 tf polie release ( f�>polie);343 #endif344 kfree( f) ;345346 /* Strip tree */347348 for ( i=0; i<=32; i++)349 if (b�>ht[i℄)350 return 0;351352 /* OK, session has no flows */353 tf tree lok (tp);354 head�>table[to hash(h)℄ = NULL;355 tf tree unlok (tp) ;356357 kfree(b);358 return 0;359 g360 g361 return 0;362 g� �Figure 875: Route Classi�er API - Delete Entry:linux/net/shed/ls route.



� �43 strut fw head44 f45 strut fw �lter �ht [256℄;46 g;4748 strut fw �lter49 f50 strut fw �lter �next;51 u32 id;52 strut tf result res ;53 #ifdef CONFIG NET CLS POLICE54 strut tf polie �polie ;55 #endif56 g;5758 stati inline int fw hash(u32 handle)59 f60 return handle&0xFF;61 g� �Figure 876: Firewall Classi�er API - Strutures: linux/net/shed/ls fw.



� �63 stati int fw lassify (strut sk bu� �skb, strut tf proto �tp,64 strut tf result �res)65 f66 strut fw head �head = (strut fw head�)tp�>root;67 strut fw �lter � f ;68 #ifdef CONFIG NETFILTER69 u32 id = skb�>nfmark;70 #else71 u32 id = 0;72 #endif7374 if (head == NULL)75 goto old method;7677 for ( f=head�>ht[fw hash(id)℄; f; f=f�>next) f78 if ( f�>id == id) f79 �res = f�>res;80 #ifdef CONFIG NET CLS POLICE81 if ( f�>polie)82 return tf polie (skb, f�>polie);83 #endif84 return 0;85 g86 g87 return �1;8889 old method:90 if ( id && (TC H MAJ(id) == 0 jj91 !(TC H MAJ(id^tp�>q�>handle)))) f92 res�>lassid = id;93 res�>lass = 0;94 return 0;95 g96 return �1;97 g� �Figure 877: Firewall Classi�er API - Classi�er: linux/net/shed/ls fw.



� �99 stati unsigned long fw get(strut tf proto �tp , u32 handle)100 f101 strut fw head �head = (strut fw head�)tp�>root;102 strut fw �lter � f ;103104 if (head == NULL)105 return 0;106107 for ( f=head�>ht[fw hash(handle)℄; f; f=f�>next) f108 if ( f�>id == handle)109 return (unsigned long)f ;110 g111 return 0;112 g113114 stati void fw put(strut tf proto �tp , unsigned long f)115 f116 g117118 stati int fw init (strut tf proto �tp)119 f120 MOD INC USE COUNT;121 return 0;122 g� �Figure 878: Firewall Classi�er API - Mis: linux/net/shed/ls fw.



� �124 stati void fw destroy(strut tf proto �tp)125 f126 strut fw head �head = (strut fw head�)xhg(&tp�>root, NULL);127 strut fw �lter � f ;128 int h;129130 if (head == NULL) f131 MOD DEC USE COUNT;132 return;133 g134135 for (h=0; h<256; h++) f136 while (( f=head�>ht[h℄) != NULL) f137 unsigned long l ;138 head�>ht[h℄ = f�>next;139140 if (( l = ls set lass (&f�>res.lass, 0)) != 0)141 tp�>q�>ops�>l ops�>unbind tf(tp�>q, l);142 #ifdef CONFIG NET CLS POLICE143 tf polie release ( f�>polie);144 #endif145 kfree( f) ;146 g147 g148 kfree(head);149 MOD DEC USE COUNT;150 g� �Figure 879: Firewall Classi�er API - Destroy Classi�er:linux/net/shed/ls fw.



� �152 stati int fw delete(strut tf proto �tp , unsigned long arg)153 f154 strut fw head �head = (strut fw head�)tp�>root;155 strut fw �lter � f = (strut fw �lter �)arg;156 strut fw �lter ��fp;157158 if (head == NULL jj f == NULL)159 return �EINVAL;160161 for ( fp=&head�>ht[fw hash(f�>id)℄; �fp; fp = &(�fp)�>next) f162 if (�fp == f) f163 unsigned long l ;164165 tf tree lok (tp);166 �fp = f�>next;167 tf tree unlok (tp) ;168169 if (( l = ls set lass (tp, &f�>res.lass, 0) ) != 0)170 tp�>q�>ops�>l ops�>unbind tf(tp�>q, l);171 #ifdef CONFIG NET CLS POLICE172 tf polie release ( f�>polie);173 #endif174 kfree( f) ;175 return 0;176 g177 g178 return �EINVAL;179 g� �Figure 880: Firewall Classi�er API Delete Classi�er:linux/net/shed/ls fw.



� �181 stati int fw hange(strut tf proto �tp , unsigned long base,182 u32 handle,183 strut rtattr ��ta,184 unsigned long �arg)185 f186 strut fw head �head = (strut fw head�)tp�>root;187 strut fw �lter � f ;188 strut rtattr �opt = ta[TCA OPTIONS�1℄;189 strut rtattr �tb[TCA FW MAX℄;190 int err ;191192 if (! opt)193 return handle ? �EINVAL : 0;194195 if ( rtattr parse (tb , TCA FW MAX, RTA DATA(opt), RTA PAYLOAD(opt))< 0)196 return �EINVAL;� �Figure 881: Firewall Classi�er API - Change Classi�er:linux/net/shed/ls fw.



� �197198 if (( f = (strut fw �lter �)�arg) != NULL) f199 /* Node exists: adjust only lassid */200201 if ( f�>id != handle && handle)202 return �EINVAL;203 if (tb[TCA FW CLASSID�1℄) f204 unsigned long l ;205206 f�>res.lassid = �(u32�)RTA DATA(tb[TCA FW CLASSID�1℄);207 l = tp�>q�>ops�>l ops�>bind tf(tp�>q, base, f�>res.lassid);208 l = ls set lass (tp, &f�>res.lass, l ) ;209 if ( l )210 tp�>q�>ops�>l ops�>unbind tf(tp�>q, l);211 g212 #ifdef CONFIG NET CLS POLICE213 if (tb[TCA FW POLICE�1℄) f214 strut tf polie �polie = tf polie loate (tb[TCA FW POLICE�1℄, ta[TCA RATE�1℄);215216 tf tree lok (tp);217 polie = xhg(&f�>polie, polie);218 tf tree unlok (tp) ;219220 tf polie release (polie) ;221 g222 #endif223 return 0;224 g� �Figure 882: Firewall Classi�er API - Change Classi�er ii:linux/net/shed/ls fw.



� �226 if (! handle)227 return �EINVAL;228229 if (head == NULL) f230 head = kmallo(sizeof(strut fw head), GFP KERNEL);231 if (head == NULL)232 return �ENOBUFS;233 memset(head, 0, sizeof(�head));234235 tf tree lok (tp);236 tp�>root = head;237 tf tree unlok (tp) ;238 g239240 f = kmallo(sizeof(strut fw �lter ) , GFP KERNEL);241 if ( f == NULL)242 return �ENOBUFS;243 memset(f, 0, sizeof (�f)) ;244245 f�>id = handle;� �Figure 883: Firewall Classi�er API - Change Classi�er iii:linux/net/shed/ls fw.



� �247 if (tb[TCA FW CLASSID�1℄) f248 err = �EINVAL;249 if (RTA PAYLOAD(tb[TCA FW CLASSID�1℄) != 4)250 goto errout ;251 f�>res.lassid = �(u32�)RTA DATA(tb[TCA FW CLASSID�1℄);252 ls set lass (tp, &f�>res.lass, tp�>q�>ops�>l ops�>bind tf(tp�>q, base, f�>res.lassid));253 g254255 #ifdef CONFIG NET CLS POLICE256 if (tb[TCA FW POLICE�1℄)257 f�>polie = tf polie loate(tb[TCA FW POLICE�1℄, ta[TCA RATE�1℄);258 #endif259260 f�>next = head�>ht[fw hash(handle)℄;261 tf tree lok (tp);262 head�>ht[fw hash(handle)℄ = f;263 tf tree unlok (tp) ;264265 �arg = (unsigned long)f;266 return 0;267268 errout :269 if ( f)270 kfree( f) ;271 return err ;272 g� �Figure 884: Firewall Classi�er API - Change Classi�er iv:linux/net/shed/ls fw.



� �19 /*20 * Not quite sure if we need all the xhgs Alexey uses when aessing things.21 * Can always add them later ... :)22 */2324 /*25 * Passing parameters to the root seems to be done more awkwardly than really26 * neessary. At least, u32 doesn't seem to use suh dirty haks. To be27 * verified. FIXME.28 */2930 #de�ne PERFECT HASH THRESHOLD 64 /* use perfet hash if not bigger */31 #de�ne DEFAULT HASH SIZE 64 /* optimized for diffserv */323334 #if 1 /* ontrol */35 #de�ne DPRINTK(format,args...) printk(KERN DEBUG format,##args)36 #else37 #de�ne DPRINTK(format,args...)38 #endif3940 #if 0 /* data */41 #de�ne D2PRINTK(format,args...) printk(KERN DEBUG format,##args)42 #else43 #de�ne D2PRINTK(format,args...)44 #endif454647 #de�ne PRIV(tp) (( strut tindex data �) (tp)�>root)484950 strut tindex �lter result f51 strut tf polie �polie ;52 strut tf result res ;53 g;5455 strut tindex �lter f56 u16 key;57 strut tindex �lter result result ;58 strut tindex �lter �next;59 g;606162 strut tindex data f63 strut tindex �lter result �perfet ; /* perfet hash; NULL if none */64 strut tindex �lter ��h; /* imperfet hash; only used if !perfet;65 NULL if unused */66 u16 mask; /* AND key with mask */67 int shift ; /* shift ANDed key to the right */68 int hash; /* hash table size; 0 if undefined */69 int allo hash ; /* alloated size */70 int fall through ; /* 0: only lassify if expliit math */71 g;� �Figure 885: TC Classi�er API - De�nes: linux/net/shed/ls tindex.



� �74 stati strut tindex �lter result �lookup(strut tindex data �p, u16 key)75 f76 strut tindex �lter � f ;7778 if (p�>perfet)79 return p�>perfet[key℄.res. lass ? p�>perfet+key : NULL;80 if (! p�>h)81 return NULL;82 for ( f = p�>h[key % p�>hash℄; f; f = f�>next) f83 if ( f�>key == key)84 return &f�>result;85 g86 return NULL;87 g� �Figure 886: TC Classi�er API - lookup: linux/net/shed/ls tindex.



� �90 stati int tindex lassify (strut sk bu� �skb, strut tf proto �tp,91 strut tf result �res)92 f93 strut tindex data �p = PRIV(tp);94 strut tindex �lter result � f ;9596 D2PRINTK("tindex lassify(skb %p,tp %p,res %p),p %pnn",skb,tp,res,p);9798 f = lookup(p,(skb�>t index & p�>mask) >> p�>shift);99 if (! f) f100 if (! p�>fall through)101 return �1;102 res�>lassid = TC H MAKE(TC H MAJ(tp�>q�>handle),103 (skb�>t index& p�>mask) >> p�>shift);104 res�>lass = 0;105 D2PRINTK("alg 0x%xnn",res�>lassid);106 return 0;107 g108 �res = f�>res;109 D2PRINTK("map 0x%xnn",res�>lassid);110 #ifdef CONFIG NET CLS POLICE111 if ( f�>polie) f112 int result ;113114 result = tf polie (skb,f�>polie);115 D2PRINTK("polie %dnn",res);116 return result ;117 g118 #endif119 return 0;120 g� �Figure 887: TC Classi�er API - Classi�er: linux/net/shed/ls tindex.



� �122123 stati unsigned long tindex get(strut tf proto �tp , u32 handle)124 f125 strut tindex data �p = PRIV(tp);126 strut tindex �lter result �r ;127128 DPRINTK("tindex get(tp %p,handle 0x%08x)nn",tp,handle);129 if (p�>perfet && handle >= p�>allo hash)130 return 0;131 r = lookup(PRIV(tp),handle);132 return r && r�>res.lass ? (unsigned long) r : 0;133 g134135136 stati void tindex put(strut tf proto �tp , unsigned long f)137 f138 DPRINTK("tindex put(tp %p,f 0x%lx)nn",tp,f);139 g140141142 stati int tindex init (strut tf proto �tp)143 f144 strut tindex data �p;145146 DPRINTK("tindex init(tp %p)nn",tp);147 MOD INC USE COUNT;148 p = kmallo(sizeof(strut tindex data),GFP KERNEL);149 if (! p) f150 MOD DEC USE COUNT;151 return �ENOMEM;152 g153 tp�>root = p;154 p�>perfet = NULL;155 p�>h = NULL;156 p�>hash = 0;� �Figure 888: TC Classi�er API - Mis: linux/net/shed/ls tindex.



� �158 p�>shift = 0;159 p�>fall through = 1;160 return 0;161 g162163164 stati int tindex delete (strut tf proto �tp , unsigned long arg)165 f166 strut tindex data �p = PRIV(tp);167 strut tindex �lter result �r = (strut tindex �lter result �) arg;168 strut tindex �lter � f = NULL;169 unsigned long l ;170171 DPRINTK("tindex delete(tp %p,arg 0x%lx),p %p,f %pnn",tp,arg,p,f);172 if (p�>perfet) f173 if (! r�>res.lass)174 return �ENOENT;175 g else f176 int i ;177 strut tindex �lter ��walk = NULL;178179 for ( i = 0; i < p�>hash; i++)180 for (walk = p�>h+i; �walk; walk = &(�walk)�>next)181 if (&(�walk)�>result == r)182 goto found;183 return �ENOENT;184185 found:186 f = �walk;187 tf tree lok (tp);188 �walk = f�>next;189 tf tree unlok (tp) ;190 g191 l = ls set lass (&r�>res.lass,0);192 if ( l )193 tp�>q�>ops�>l ops�>unbind tf(tp�>q,l);194 #ifdef CONFIG NET CLS POLICE� �Figure 889: TC Classi�er API - delete lassi�er:linux/net/shed/ls tindex.



� �377 g378 g379 if (! p�>h)380 return;381 for ( i = 0; i < p�>hash; i++) f382 for ( f = p�>h[i℄; f ; f = next) f383 next = f�>next;384 if (walker�>ount >= walker�>skip) f385 if (walker�>fn(tp,(unsigned long) &f�>result,386 walker) < 0) f387 walker�>stop = 1;388 return;389 g390 g391 walker�>ount++;392 g393 g394 g395396397 stati int tindex destroy element(strut tf proto �tp,398 unsigned long arg , strut tf walker �walker)399 f400 return tindex delete (tp,arg);401 g� �Figure 890: TC Classi�er API - Destroy Classi�er:linux/net/shed/ls tindex.



� �202203 /*204 * There are no parameters for tindex_init, so we overload tindex_hange205 */206207208 stati int tindex hange(strut tf proto �tp,unsigned long base,u32 handle,209 strut rtattr ��ta,unsigned long �arg)210 f211 strut tindex �lter result new �lter result = f212 NULL, /* no poliing */213 f 0,0 g, /* no lassifiation */214 g;215 strut rtattr �opt = ta[TCA OPTIONS�1℄;216 strut rtattr �tb[TCA TCINDEX MAX℄;217 strut tindex data �p = PRIV(tp);218 strut tindex �lter � f ;219 strut tindex �lter result �r = (strut tindex �lter result �) �arg;220 strut tindex �lter ��walk;221 int hash, shift ;222 u16 mask;223224 DPRINTK("tindex hange(tp %p,handle 0x%08x,ta %p,arg %p),opt %p,"225 "p %p,r %pnn",tp,handle,ta,arg,opt,p,r);226 if (arg)227 DPRINTK("�arg = 0x%lxnn",�arg);228 if (! opt)229 return 0;230 if ( rtattr parse (tb,TCA TCINDEX MAX,RTA DATA(opt),RTA PAYLOAD(opt))< 0)231 return �EINVAL;232 if (! tb[TCA TCINDEX HASH�1℄) f233 hash = p�>hash;234 g else f235 if (RTA PAYLOAD(tb[TCA TCINDEX HASH�1℄) < sizeof(int))236 return �EINVAL;237 hash = �(int �) RTA DATA(tb[TCA TCINDEX HASH�1℄);238 g239 if (! tb[TCA TCINDEX MASK�1℄) f240 mask = p�>mask;241 g else f242 if (RTA PAYLOAD(tb[TCA TCINDEX MASK�1℄) < sizeof( u16))243 return �EINVAL;� �Figure 891: TC Classi�er API - hange lassi�er i:linux/net/shed/ls tindex.



� �244 mask = �( u16 �) RTA DATA(tb[TCA TCINDEX MASK�1℄);245 g246 if (! tb[TCA TCINDEX SHIFT�1℄)247 shift = p�>shift;248 else f249 if (RTA PAYLOAD(tb[TCA TCINDEX SHIFT�1℄) < sizeof( u16))250 return �EINVAL;251 shift = �(int �) RTA DATA(tb[TCA TCINDEX SHIFT�1℄);252 g253 if (p�>perfet && hash <= (mask >> shift))254 return �EBUSY;255 if (p�>perfet && hash > p�>allo hash)256 return �EBUSY;257 if (p�>h && hash != p�>allo hash)258 return �EBUSY;259 p�>hash = hash;260 p�>mask = mask;261 p�>shift = shift;262 if (tb[TCA TCINDEX FALL THROUGH�1℄) f263 if (RTA PAYLOAD(tb[TCA TCINDEX FALL THROUGH�1℄) < sizeof(int))264 return �EINVAL;265 p�>fall through =266 �(int �) RTA DATA(tb[TCA TCINDEX FALL THROUGH�1℄);267 g� �Figure 892: TC Classi�er API - hange lassi�er ii:linux/net/shed/ls tindex.



� �268 DPRINTK("lassid/polie %p/%pnn",tb[TCA TCINDEX CLASSID�1℄,269 tb[TCA TCINDEX POLICE�1℄);270 if (! tb[TCA TCINDEX CLASSID�1℄ && !tb[TCA TCINDEX POLICE�1℄)271 return 0;272 if (! hash) f273 if ((mask >> shift) < PERFECT HASH THRESHOLD) f274 p�>hash = (mask >> shift)+1;275 g else f276 p�>hash = DEFAULT HASH SIZE;277 g278 g279 if (! p�>perfet && !p�>h) f280 p�>allo hash = p�>hash;281 DPRINTK("hash %d mask %dnn",p�>hash,p�>mask);282 if (p�>hash > (mask >> shift)) f283 p�>perfet = kmallo(p�>hash�284 sizeof (strut tindex �lter result ) ,GFP KERNEL);285 if (! p�>perfet)286 return �ENOMEM;287 memset(p�>perfet, 0,288 p�>hash � sizeof(strut tindex �lter result )) ;289 g else f290 p�>h = kmallo(p�>hash�sizeof(strut tindex �lter �),291 GFP KERNEL);292 if (! p�>h)293 return �ENOMEM;294 memset(p�>h, 0, p�>hash�sizeof(strut tindex �lter �));295 g296 g� �Figure 893: TC Classi�er API - hange lassi�er iii:linux/net/shed/ls tindex.



� �297 /*298 * Note: this ould be as restritive as299 * if (handle & ~(mask >> shift))300 * but then, we'd fail handles that may beome valid after some301 * future mask hange. While this is extremely unlikely to ever302 * matter, the hek below is safer (and also more303 * bakwards-ompatible).304 */305 if (p�>perfet && handle >= p�>allo hash)306 return �EINVAL;307 if (p�>perfet) f308 r = p�>perfet+handle;309 g else f310 r = lookup(p,handle);311 DPRINTK("r=%pnn",r);312 if (! r)313 r = &new �lter result ;314 g315 DPRINTK("r=%pnn",r);316 if (tb[TCA TCINDEX CLASSID�1℄) f317 unsigned long l = ls set lass (tp,&r�>res.lass,0);318319 if ( l )320 tp�>q�>ops�>l ops�>unbind tf(tp�>q,l);321 r�>res.lassid = �( u32 �) RTA DATA(tb[TCA TCINDEX CLASSID�1℄);322 r�>res.lass = tp�>q�>ops�>l ops�>bind tf(tp�>q,base,323 r�>res.lassid);324 if (! r�>res.lass) f325 r�>res.lassid = 0;326 return �ENOENT;327 g328 g329 #ifdef CONFIG NET CLS POLICE330 f331 strut tf polie �polie ;332333 polie = tb[TCA TCINDEX POLICE�1℄ ?334 tf polie loate (tb[TCA TCINDEX POLICE�1℄,NULL) : NULL;335 tf tree lok (tp);336 polie = xhg(&r�>polie,polie);� �Figure 894: TC Classi�er API - hange lassi�er iii:linux/net/shed/ls tindex.



� �51 /*5253 Short review.54 -------------5556 This file onsists of two interrelated parts:5758 1. queueing disiplines manager frontend.59 2. traffi lasses manager frontend.6061 Generally, queueing disipline ("qdis") is a blak box,62 whih is able to enqueue pakets and to dequeue them (when63 devie is ready to send something) in order and at times64 determined by algorithm hidden in it.6566 qdis's are divided to two ategories:67 - "queues", whih have no internal struture visible from outside.68 - "shedulers", whih split all the pakets to "traffi lasses",69 using "paket lassifiers" (look at ls_api.)7071 In turn, lasses may have hild qdiss (as rule, queues)72 attahed to them et. et. et.7374 The goal of the routines in this file is to translate75 information supplied by user in the form of handles76 to more intelligible for kernel form, to make some sanity77 heks and part of work, whih is ommon to all qdiss78 and to provide rtnetlink notifiations.7980 All real intelligent work is done inside qdis modules.81828384 Every disipline has two major routines: enqueue and dequeue.8586 ---dequeue8788 dequeue usually returns a skb to send. It is allowed to return NULL,89 but it does not mean that queue is empty, it just means that90 disipline does not want to send anything this time.91 Queue is really empty if q->q.qlen == 0.92 For ompliated disiplines with multiple queues q->q is not93 real paket queue, but however q->q.qlen must be valid.9495 ---enqueue9697 enqueue returns 0, if paket was enqueued suessfully.98 If paket (this one or another one) was dropped, it returns99 not zero error ode.100 NET_XMIT_DROP - this paket dropped101 Expeted ation: do not bakoff, but wait until queue will lear.102 NET_XMIT_CN - probably this paket enqueued, but another one dropped.103 Expeted ation: bakoff or ignore104 NET_XMIT_POLICED - dropped by polie.105 Expeted ation: bakoff or error to real-time apps.� �Figure 895: Sheduler API i: linux/net/shed/sh api.



� �106107 Auxiliary routines :108109 ���requeue110111 requeues one dequeued paket. It is used for non�standard or112 just buggy devies, whih an defer output even if dev�>tbusy=0.113114 ���reset115116 returns qdis to initial state : purge all bu�ers , lear all117 timers , ounters (exept for statistis ) et .118119 ���init120121 initializes newly reated qdis.122123 ���destroy124125 destroys resoures alloated by init and during lifetime of qdis .126127 ���hange128129 hanges qdis parameters.130 �/131132 /* Protets list of registered TC modules. It is pure SMP lok. */133 stati rwlok t qdis mod lok = RW LOCK UNLOCKED;� �Figure 896: Sheduler API auxilliary routines: linux/net/shed/sh api.



� �136 /************************************************137 * Queueing disiplines manipulation. *138 ************************************************/139140141 /* The list of all installed queueing disiplines. */142143 stati strut Qdis ops �qdis base = NULL;� �Figure 897: Sheduler API all the disiplines: linux/net/shed/sh api.



� �147 int register qdis (strut Qdis ops �qops)148 f149 strut Qdis ops �q, ��qp;150151 write lok(&qdis mod lok);152 for (qp = &qdis base; (q=�qp)!=NULL; qp = &q�>next) f153 if (strmp(qops�>id, q�>id) == 0) f154 write unlok(&qdis mod lok);155 return �EEXIST;156 g157 g158159 if (qops�>enqueue == NULL)160 qops�>enqueue = noop qdis ops.enqueue;161 if (qops�>requeue == NULL)162 qops�>requeue = noop qdis ops.requeue;163 if (qops�>dequeue == NULL)164 qops�>dequeue = noop qdis ops.dequeue;165166 qops�>next = NULL;167 �qp = qops;168 write unlok(&qdis mod lok);169 return 0;170 g171172 int unregister qdis (strut Qdis ops �qops)173 f174 strut Qdis ops �q, ��qp;175 int err = �ENOENT;176177 write lok(&qdis mod lok);178 for (qp = &qdis base; (q=�qp)!=NULL; qp = &q�>next)179 if (q == qops)180 break;181 if (q) f182 �qp = q�>next;183 q�>next = NULL;184 err = 0;185 g186 write unlok(&qdis mod lok);187 return err ;188 g� �Figure 898: Sheduler API - register/unregister a disipline:linux/net/shed/sh api.



� �190 /* We know handle. Find qdis among all qdis's attahed to devie191 (root qdis, all its hildren, hildren of hildren et.)192 */193194 strut Qdis �qdis lookup(strut net devie �dev, u32 handle)195 f196 strut Qdis �q;197198 for (q = dev�>qdis list; q; q = q�>next) f199 if (q�>handle == handle)200 return q;201 g202 return NULL;203 g204205 strut Qdis �qdis leaf (strut Qdis �p, u32 lassid )206 f207 unsigned long l ;208 strut Qdis �leaf ;209 strut Qdis lass ops �ops = p�>ops�>l ops;210211 if (ops == NULL)212 return NULL;213 l = ops�>get(p, lassid);214215 if ( l == 0)216 return NULL;217 leaf = ops�>leaf(p, l);218 ops�>put(p, l);219 return leaf ;220 g� �Figure 899: Sheduler API - �nd a disipline by handle:linux/net/shed/sh api.



� �224 strut Qdis ops �qdis lookup ops(strut rtattr �kind)225 f226 strut Qdis ops �q = NULL;227228 if (kind) f229 read lok(&qdis mod lok);230 for (q = qdis base; q ; q = q�>next) f231 if ( rtattr strmp(kind, q�>id) == 0)232 break;233 g234 read unlok(&qdis mod lok);235 g236 return q;237 g� �Figure 900: Sheduler API - �nd a disipline by name:linux/net/shed/sh api.



� �241 strut qdis rate table �qdis get rtab (strut t ratespe �r , strut rtattr �tab)242 f243 strut qdis rate table �rtab;244245 for (rtab = qdis rtab list ; rtab ; rtab = rtab�>next) f246 if (memmp(&rtab�>rate, r, sizeof(strut t ratespe)) == 0) f247 rtab�>refnt++;248 return rtab;249 g250 g251252 if (tab == NULL jj r�>rate == 0 jj r�>ell log == 0 jj RTA PAYLOAD(tab)!= 1024)253 return NULL;254255 rtab = kmallo(sizeof(�rtab) , GFP KERNEL);256 if (rtab) f257 rtab�>rate = �r;258 rtab�>refnt = 1;259 mempy(rtab�>data, RTA DATA(tab), 1024);260 rtab�>next = qdis rtab list;261 qdis rtab list = rtab;262 g263 return rtab;264 g� �Figure 901: Sheduler API - �nd a disipline by rate:linux/net/shed/sh api.



� �266 void qdis put rtab(strut qdis rate table �tab)267 f268 strut qdis rate table �rtab, ��rtabp;269270 if (! tab jj ��tab�>refnt)271 return;272273 for (rtabp = &qdis rtab list ; ( rtab=�rtabp) != NULL; rtabp = &rtab�>next) f274 if (rtab == tab) f275 �rtabp = rtab�>next;276 kfree(rtab) ;277 return;278 g279 g280 g� �Figure 902: Sheduler API - free rate table entry: linux/net/shed/sh api.



� �285 u32 qdis allo handle (strut net devie �dev)286 f287 int i = 0x10000;288 stati u32 autohandle = TC H MAKE(0x80000000U, 0);289290 do f291 autohandle += TC H MAKE(0x10000U, 0);292 if (autohandle == TC H MAKE(TC H ROOT, 0))293 autohandle = TC H MAKE(0x80000000U, 0);294 g while (qdis lookup(dev, autohandle) && ��i > 0);295296 return i>0 ? autohandle : 0;297 g� �Figure 903: Sheduler API - alloate disipline a unique handle:linux/net/shed/sh api.



� �299 /* Attah toplevel qdis to devie dev */300301 stati strut Qdis �302 dev graft qdis (strut net devie �dev, strut Qdis �qdis)303 f304 strut Qdis �oqdis;305306 if (dev�>ags & IFF UP)307 dev deativate(dev);308309 write lok(&qdis tree lok) ;310 spin lok bh(&dev�>queue lok);311 if (qdis && qdis�>ags&TCQ F INGRES) f312 oqdis = dev�>qdis ingress;313 /* Prune old sheduler */314 if (oqdis && atomi read(&oqdis�>refnt) <= 1) f315 /* delete */316 qdis reset (oqdis) ;317 dev�>qdis ingress = NULL;318 g else f /* new */319 dev�>qdis ingress = qdis;320 g321322 g else f323324 oqdis = dev�>qdis sleeping;325326 /* Prune old sheduler */327 if (oqdis && atomi read(&oqdis�>refnt) <= 1)328 qdis reset (oqdis) ;329330 /* ... and graft new one */331 if (qdis == NULL)332 qdis = &noop qdis;333 dev�>qdis sleeping = qdis;334 dev�>qdis = &noop qdis;335 g336337 spin unlok bh(&dev�>queue lok);338 write unlok(&qdis tree lok) ;339340 if (dev�>ags & IFF UP)341 dev ativate(dev);342343 return oqdis;344 g� �Figure 904: Sheduler API - graft queue disipline to a devie:linux/net/shed/sh api.



� �347 /* Graft qdis "new" to lass "lassid" of qdis "parent" or348 to devie "dev".349350 Old qdis is not destroyed but returned in *old.351 */352353 int qdis graft (strut net devie �dev, strut Qdis �parent, u32 lassid ,354 strut Qdis �new, strut Qdis ��old)355 f356 int err = 0;357 strut Qdis �q = �old;358359360 if (parent == NULL) f361 if (q && q�>ags&TCQ F INGRES) f362 �old = dev graft qdis(dev, q);363 g else f364 �old = dev graft qdis(dev, new);365 g366 g else f367 strut Qdis lass ops �ops = parent�>ops�>l ops;368369 err = �EINVAL;370371 if (ops) f372 unsigned long l = ops�>get(parent, lassid);373 if ( l ) f374 err = ops�>graft(parent, l, new, old);375 ops�>put(parent, l);376 g377 g378 g379 return err ;380 g� �Figure 905: Sheduler API - graft queue disipline hild to parent lass:linux/net/shed/sh api.



� �384 /*385 Alloate and initialize new qdis.386387 Parameters are passed via opt.388 */389390 stati strut Qdis �391 qdis reate (strut net devie �dev, u32 handle, strut rtattr ��ta , int �errp)392 f393 int err ;394 strut rtattr �kind = ta[TCA KIND�1℄;395 strut Qdis �sh = NULL;396 strut Qdis ops �ops;397 int size ;398399 ops = qdis lookup ops(kind);400 #ifdef CONFIG KMOD401 if (ops==NULL && ta[TCA KIND�1℄ != NULL) f402 har module name[4 + IFNAMSIZ + 1℄;403404 if (RTA PAYLOAD(kind) <= IFNAMSIZ) f405 sprintf (module name, "sh %s", (har�)RTA DATA(kind));406 request module (module name);407 ops = qdis lookup ops(kind);408 g409 g410 #endif� �Figure 906: Sheduler API - alloate and initialise new queue disipline:linux/net/shed/sh api.



� �412 err = �EINVAL;413 if (ops == NULL)414 goto err out ;415416 size = sizeof (�sh) + ops�>priv size;417418 sh = kmallo(size , GFP KERNEL);419 err = �ENOBUFS;420 if (! sh)421 goto err out ;422423 /* Grrr... Resolve rae ondition with module unload */424425 err = �EINVAL;426 if (ops != qdis lookup ops(kind))427 goto err out ;428429 memset(sh, 0, size ) ;� �Figure 907: Sheduler API - alloate and initialise new queue disipline:linux/net/shed/sh api.



� �431 skb queue head init(&sh�>q);432433 if (handle == TC H INGRESS)434 sh�>ags j= TCQ F INGRES;435436 sh�>ops = ops;437 sh�>enqueue = ops�>enqueue;438 sh�>dequeue = ops�>dequeue;439 sh�>dev = dev;440 atomi set(&sh�>refnt, 1);441 sh�>stats.lok = &dev�>queue lok;442 if (handle == 0) f443 handle = qdis allo handle(dev);444 err = �ENOMEM;445 if (handle == 0)446 goto err out ;447 g448449 if (handle == TC H INGRESS)450 sh�>handle =TC H MAKE(TC H INGRESS, 0);451 else452 sh�>handle = handle;453454 if (! ops�>init jj ( err = ops�>init(sh, ta[TCA OPTIONS�1℄)) == 0) f455 write lok(&qdis tree lok) ;456 sh�>next = dev�>qdis list;457 dev�>qdis list = sh;458 write unlok(&qdis tree lok) ;459 #ifdef CONFIG NET ESTIMATOR460 if ( ta[TCA RATE�1℄)461 qdis new estimator(&sh�>stats, ta[TCA RATE�1℄);462 #endif463 return sh;464 g465466 err out :467 �errp = err;468 if (sh)469 kfree(sh) ;470 return NULL;471 g� �Figure 908: Sheduler API - alloate and initialise new queue disipline:linux/net/shed/sh api.



� �473 stati int qdis hange(strut Qdis �sh, strut rtattr ��ta)474 f475 if ( ta[TCA OPTIONS�1℄) f476 int err ;477478 if (sh�>ops�>hange == NULL)479 return �EINVAL;480 err = sh�>ops�>hange(sh, ta[TCA OPTIONS�1℄);481 if ( err)482 return err ;483 g484 #ifdef CONFIG NET ESTIMATOR485 if ( ta[TCA RATE�1℄) f486 qdis kill estimator (&sh�>stats);487 qdis new estimator(&sh�>stats, ta[TCA RATE�1℄);488 g489 #endif490 return 0;491 g� �Figure 909: Sheduler API - modify new queue disipline:linux/net/shed/sh api.



� �493 strut hek loop arg494 f495 strut qdis walker w;496 strut Qdis �p;497 int depth;498 g;499500 stati int hek loop fn(strut Qdis �q, unsigned long l , strut qdis walker �w);501502 stati int hek loop(strut Qdis �q, strut Qdis �p, int depth)503 f504 strut hek loop arg arg;505506 if (q�>ops�>l ops == NULL)507 return 0;508509 arg.w.stop = arg.w.skip = arg.w.ount = 0;510 arg.w.fn = hek loop fn;511 arg.depth = depth;512 arg.p = p;513 q�>ops�>l ops�>walk(q, &arg.w);514 return arg.w.stop ? �ELOOP : 0;515 g516517 stati int518 hek loop fn(strut Qdis �q, unsigned long l , strut qdis walker �w)519 f520 strut Qdis �leaf ;521 strut Qdis lass ops �ops = q�>ops�>l ops;522 strut hek loop arg �arg = (strut hek loop arg �)w;523524 leaf = ops�>leaf(q, l);525 if ( leaf ) f526 if ( leaf == arg�>p jj arg�>depth > 7)527 return �ELOOP;528 return hek loop( leaf , arg�>p, arg�>depth + 1);529 g530 return 0;531 g� �Figure 910: Sheduler API - detet loops in queue operations graph:linux/net/shed/sh api.



� �537 stati int t get qdis (strut sk bu� �skb, strut nlmsghdr �n, void �arg)538 f539 strut tmsg �tm = NLMSG DATA(n);540 strut rtattr ��ta = arg;541 strut net devie �dev;542 u32 lid = tm�>tm parent;543 strut Qdis �q = NULL;544 strut Qdis �p = NULL;545 int err ;546547 if ((dev = dev get by index(tm�>tm i�ndex)) == NULL)548 return �ENODEV;549550 if ( lid ) f551 if ( lid != TC H ROOT) f552 if (TC H MAJ(lid) != TC H MAJ(TC H INGRESS)) f553 if ((p = qdis lookup(dev, TC H MAJ(lid))) == NULL)554 return �ENOENT;555 q = qdis leaf (p, lid ) ;556 g else f /* ingress */557 q = dev�>qdis ingress;558 g559 g else f560 q = dev�>qdis sleeping;561 g562 if (! q)563 return �ENOENT;564565 if (tm�>tm handle && q�>handle != tm�>tm handle)566 return �EINVAL;567 g else f568 if ((q = qdis lookup(dev, tm�>tm handle)) == NULL)569 return �ENOENT;570 g� �Figure 911: Sheduler API - destroy Queue disipline entry:linux/net/shed/sh api.



� �572 if ( ta[TCA KIND�1℄ && rtattr strmp(ta[TCA KIND�1℄, q�>ops�>id))573 return �EINVAL;574575 if (n�>nlmsg type == RTM DELQDISC) f576 if (! lid )577 return �EINVAL;578 if (q�>handle == 0)579 return �ENOENT;580 if (( err = qdis graft (dev, p, lid , NULL, &q)) != 0)581 return err ;582 if (q) f583 qdis notify (skb, n, lid , q, NULL);584 spin lok bh(&dev�>queue lok);585 qdis destroy(q);586 spin unlok bh(&dev�>queue lok);587 g588 g else f589 qdis notify (skb, n, lid , NULL, q);590 g591 return 0;592 g� �Figure 912: Sheduler API - destroy Queue disipline entry:linux/net/shed/sh api.



� �598 stati int t modify qdis(strut sk bu� �skb, strut nlmsghdr �n, void �arg)599 f600 strut tmsg �tm = NLMSG DATA(n);601 strut rtattr ��ta = arg;602 strut net devie �dev;603 u32 lid = tm�>tm parent;604 strut Qdis �q = NULL;605 strut Qdis �p = NULL;606 int err ;607608 if ((dev = dev get by index(tm�>tm i�ndex)) == NULL)609 return �ENODEV;610611 if ( lid ) f612 if ( lid != TC H ROOT) f613 if ( lid != TC H INGRESS) f614 if ((p = qdis lookup(dev, TC H MAJ(lid))) == NULL)615 return �ENOENT;616 q = qdis leaf (p, lid ) ;617 g else f /*ingress */618 q = dev�>qdis ingress;619 g620 g else f621 q = dev�>qdis sleeping;622 g623624 /* It may be default qdis, ignore it */625 if (q && q�>handle == 0)626 q = NULL;627628 if (! q jj ! tm�>tm handle jj q�>handle != tm�>tm handle) f629 if (tm�>tm handle) f630 if (q && !(n�>nlmsg ags&NLM F REPLACE))631 return �EEXIST;632 if (TC H MIN(tm�>tm handle))633 return �EINVAL;634 if ((q = qdis lookup(dev, tm�>tm handle)) == NULL)635 goto reate n graft ;636 if (n�>nlmsg ags&NLM F EXCL)637 return �EEXIST;638 if (ta [TCA KIND�1℄ && rtattr strmp(ta[TCA KIND�1℄, q�>ops�>id))639 return �EINVAL;640 if (q == p jj641 (p && hek loop(q, p, 0)))642 return �ELOOP;643 atomi in(&q�>refnt);644 goto graft ;645 g else f� �Figure 913: Sheduler API - hange Queue disipline entry:linux/net/shed/sh api.



� �646 if (q == NULL)647 goto reate n graft ;648649 /* This magi test requires explanation.650 *651 * We know, that some hild q is already652 * attahed to this parent and have hoie:653 * either to hange it or to reate/graft new one.654 *655 * 1. We are allowed to reate/graft only656 * if CREATE and REPLACE flags are set.657 *658 * 2. If EXCL is set, requestor wanted to say,659 * that qdis tm_handle is not expeted660 * to exist, so that we hoose reate/graft too.661 *662 * 3. The last ase is when no flags are set.663 * Alas, it is sort of hole in API, we664 * annot deide what to do unambiguously.665 * For now we selet reate/graft, if666 * user gave KIND, whih does not math existing.667 */668 if ((n�>nlmsg ags&NLM F CREATE) &&669 (n�>nlmsg ags&NLM F REPLACE) &&670 ((n�>nlmsg ags&NLM F EXCL) jj671 (ta [TCA KIND�1℄ &&672 rtattr strmp(ta [TCA KIND�1℄, q�>ops�>id))))673 goto reate n graft ;674 g675 g676 g else f677 if (! tm�>tm handle)678 return �EINVAL;679 q = qdis lookup(dev, tm�>tm handle);680 g� �Figure 914: Sheduler API - hange Queue disipline entry:linux/net/shed/sh api.



� �682 /* Change qdis parameters */683 if (q == NULL)684 return �ENOENT;685 if (n�>nlmsg ags&NLM F EXCL)686 return �EEXIST;687 if ( ta[TCA KIND�1℄ && rtattr strmp(ta[TCA KIND�1℄, q�>ops�>id))688 return �EINVAL;689 err = qdis hange(q, ta) ;690 if ( err == 0)691 qdis notify (skb, n, lid , NULL, q);692 return err ;693694 reate n graft :695 if (!( n�>nlmsg ags&NLM F CREATE))696 return �ENOENT;697 if ( lid == TC H INGRESS)698 q = qdis reate(dev, tm�>tm parent, ta, &err);699 else700 q = qdis reate(dev, tm�>tm handle, ta, &err);701 if (q == NULL)702 return err ;703704 graft :705 if (1) f706 strut Qdis �old q = NULL;707 err = qdis graft (dev, p, lid , q, &old q);708 if ( err) f709 if (q) f710 spin lok bh(&dev�>queue lok);711 qdis destroy(q);712 spin unlok bh(&dev�>queue lok);713 g714 return err ;715 g716 qdis notify (skb, n, lid , old q , q);717 if (old q) f718 spin lok bh(&dev�>queue lok);719 qdis destroy(old q) ;720 spin unlok bh(&dev�>queue lok);721 g722 g723 return 0;724 g� �Figure 915: Sheduler API - hange Queue disipline entry:linux/net/shed/sh api.



� �726 int qdis opy stats (strut sk bu� �skb, strut t stats �st)727 f728 spin lok bh(st�>lok);729 RTA PUT(skb, TCA STATS, (har�)&st�>lok � (har�)st, st);730 spin unlok bh(st�>lok);731 return 0;732733 rtattr failure :734 spin unlok bh(st�>lok);735 return �1;736 g� �Figure 916: Sheduler API - report stats via RT: linux/net/shed/sh api.



� �738739 stati int t �ll qdis (strut sk bu� �skb, strut Qdis �q, u32 lid ,740 u32 pid, u32 seq, unsigned ags , int event)741 f742 strut tmsg �tm;743 strut nlmsghdr �nlh;744 unsigned har �b = skb�>tail;745746 nlh = NLMSG PUT(skb, pid, seq, event, sizeof(�tm));747 nlh�>nlmsg ags = ags;748 tm = NLMSG DATA(nlh);749 tm�>tm family = AF UNSPEC;750 tm�>tm i�ndex = q�>dev ? q�>dev�>i�ndex : 0;751 tm�>tm parent = lid;752 tm�>tm handle = q�>handle;753 tm�>tm info = atomi read(&q�>refnt);754 RTA PUT(skb, TCA KIND, IFNAMSIZ, q�>ops�>id);755 if (q�>ops�>dump && q�>ops�>dump(q, skb) < 0)756 goto rtattr failure ;757 q�>stats.qlen = q�>q.qlen;758 if ( qdis opy stats (skb, &q�>stats))759 goto rtattr failure ;760 nlh�>nlmsg len = skb�>tail � b;761 return skb�>len;762763 nlmsg failure :764 rtattr failure :765 skb trim(skb, b � skb�>data);766 return �1;767 g� �Figure 917: Sheduler API - NLM Message: linux/net/shed/sh api.



� �769 stati int qdis notify (strut sk bu� �oskb, strut nlmsghdr �n,770 u32 lid , strut Qdis �old, strut Qdis �new)771 f772 strut sk bu� �skb;773 u32 pid = oskb ? NETLINK CB(oskb).pid : 0;774775 skb = allo skb(NLMSG GOODSIZE, GFP KERNEL);776 if (! skb)777 return �ENOBUFS;778779 if (old && old�>handle) f780 if ( t �ll qdis (skb, old , lid , pid , n�>nlmsg seq, 0,RTM DELQDISC) < 0)781 goto err out ;782 g783 if (new) f784 if ( t �ll qdis (skb, new, lid , pid , n�>nlmsg seq, old ?NLM F REPLACE : 0, RTM NEWQDISC) < 0)785 goto err out ;786 g787788 if (skb�>len)789 return rtnetlink send(skb, pid , RTMGRP TC, n�>nlmsg ags&NLM F ECHO);790791 err out :792 kfree skb(skb);793 return �EINVAL;794 g� �Figure 918: Sheduler API - notify RTNETLINK: linux/net/shed/sh api.



� �796 stati int t dump qdis(strut sk bu� �skb, strut netlink allbak �b)797 f798 int idx , q idx;799 int s idx , s q idx ;800 strut net devie �dev;801 strut Qdis �q;802803 s idx = b�>args[0℄;804 s q idx = q idx = b�>args[1℄;805 read lok(&dev base lok);806 for (dev=dev base, idx=0; dev; dev = dev�>next, idx++) f807 if ( idx < s idx)808 ontinue;809 if ( idx > s idx)810 s q idx = 0;811 read lok(&qdis tree lok) ;812 for (q = dev�>qdis list, q idx = 0; q;813 q = q�>next, q idx++) f814 if (q idx < s q idx)815 ontinue;816 if ( t �ll qdis (skb, q , 0, NETLINK CB(b�>skb).pid,817 b�>nlh�>nlmsg seq, NLM F MULTI,RTM NEWQDISC) <= 0) f818 read unlok(&qdis tree lok) ;819 goto done;820 g821 g822 read unlok(&qdis tree lok) ;823 g824825 done:826 read unlok(&dev base lok);827828 b�>args[0℄ = idx;829 b�>args[1℄ = q idx;830831 return skb�>len;832 g� �Figure 919: Sheduler API - dump statistis to RT:linux/net/shed/sh api.



� �842 stati int t tl tlass (strut sk bu� �skb, strut nlmsghdr �n, void �arg)843 f844 strut tmsg �tm = NLMSG DATA(n);845 strut rtattr ��ta = arg;846 strut net devie �dev;847 strut Qdis �q = NULL;848 strut Qdis lass ops �ops;849 unsigned long l = 0;850 unsigned long new l;851 u32 pid = tm�>tm parent;852 u32 lid = tm�>tm handle;853 u32 qid = TC H MAJ(lid);854 int err ;855856 if ((dev = dev get by index(tm�>tm i�ndex)) == NULL)857 return �ENODEV;858859 /*860 parent == TC_H_UNSPEC - unspeified parent.861 parent == TC_H_ROOT - lass is root, whih has no parent.862 parent == X:0 - parent is root lass.863 parent == X:Y - parent is a node in hierarhy.864 parent == 0:Y - parent is X:Y, where X:0 is qdis.865866 handle == 0:0 - generate handle from kernel pool.867 handle == 0:Y - lass is X:Y, where X:0 is qdis.868 handle == X:Y - lear.869 handle == X:0 - root lass.870 */� �Figure 920: Sheduler API - traÆ lass ontrol: linux/net/shed/sh api.



� �872 /* Step 1. Determine qdis handle X:0 */873874 if (pid != TC H ROOT) f875 u32 qid1 = TC H MAJ(pid);876877 if (qid && qid1) f878 /* If both majors are known, they must be idential. */879 if (qid != qid1)880 return �EINVAL;881 g else if (qid1) f882 qid = qid1;883 g else if (qid == 0)884 qid = dev�>qdis sleeping�>handle;885886 /* Now qid is genuine qdis handle onsistent887 both with parent and hild.888889 TC_H_MAJ(pid) still may be unspeified, omplete it now.890 */891 if (pid)892 pid = TC H MAKE(qid, pid);893 g else f894 if (qid == 0)895 qid = dev�>qdis sleeping�>handle;896 g897898 /* OK. Loate qdis */899 if ((q = qdis lookup(dev, qid)) == NULL)900 return �ENOENT;901902 /* An hek that it supports lasses */903 ops = q�>ops�>l ops;904 if (ops == NULL)905 return �EINVAL;� �Figure 921: Sheduler API - traÆ lass ontrol: linux/net/shed/sh api.



� �907 /* Now try to get lass */908 if ( lid == 0) f909 if (pid == TC H ROOT)910 lid = qid;911 g else912 lid = TC H MAKE(qid, lid);913914 if ( lid )915 l = ops�>get(q, lid);916917 if ( l == 0) f918 err = �ENOENT;919 if (n�>nlmsg type != RTM NEWTCLASS jj !(n�>nlmsg ags&NLM F CREATE))920 goto out;921 g else f922 swith (n�>nlmsg type) f923 ase RTM NEWTCLASS:924 err = �EEXIST;925 if (n�>nlmsg ags&NLM F EXCL)926 goto out;927 break;928 ase RTM DELTCLASS:929 err = ops�>delete(q, l);930 if ( err == 0)931 tlass notify (skb, n, q , l , RTM DELTCLASS);932 goto out;933 ase RTM GETTCLASS:934 err = tlass notify (skb, n, q , l , RTM NEWTCLASS);935 goto out;936 default :937 err = �EINVAL;938 goto out;939 g940 g� �Figure 922: Sheduler API - traÆ lass ontrol: linux/net/shed/sh api.



� �942 new l = l;943 err = ops�>hange(q, lid, pid, ta, &new l);944 if ( err == 0)945 tlass notify (skb, n, q, new l, RTM NEWTCLASS);946947 out:948 if ( l )949 ops�>put(q, l);950951 return err ;952 g� �Figure 923: Sheduler API - traÆ lass ontrol: linux/net/shed/sh api.



� �1016 stati int t dump tlass(strut sk bu� �skb, strut netlink allbak �b)1017 f1018 int t ;1019 int s t ;1020 strut net devie �dev;1021 strut Qdis �q;1022 strut tmsg �tm = (strut tmsg�)NLMSG DATA(b�>nlh);1023 strut qdis dump args arg;10241025 if (b�>nlh�>nlmsg len < NLMSG LENGTH(sizeof(�tm)))1026 return 0;1027 if ((dev = dev get by index(tm�>tm i�ndex)) == NULL)1028 return 0;10291030 s t = b�>args[0℄;10311032 read lok(&qdis tree lok) ;1033 for (q=dev�>qdis list, t=0; q; q = q�>next, t++) f1034 if ( t < s t) ontinue;1035 if (! q�>ops�>l ops) ontinue;1036 if (tm�>tm parent && TC H MAJ(tm�>tm parent) != q�>handle)1037 ontinue;1038 if ( t > s t)1039 memset(&b�>args[1℄, 0, sizeof(b�>args)�sizeof(b�>args[0℄));1040 arg.w.fn = qdis lass dump;1041 arg.skb = skb;1042 arg.b = b;1043 arg.w.stop = 0;1044 arg.w.skip = b�>args[1℄;1045 arg.w.ount = 0;1046 q�>ops�>l ops�>walk(q, &arg.w);1047 b�>args[1℄ = arg.w.ount;1048 if (arg.w.stop)1049 break;1050 g1051 read unlok(&qdis tree lok) ;10521053 b�>args[0℄ = t;10541055 dev put(dev);1056 return skb�>len;1057 g� �Figure 924: Sheduler API - traÆ lass report to RTNETLINK:linux/net/shed/sh api.



� �1060 int pshed us per tik = 1;1061 int pshed tik per us = 1;10621063 #ifdef CONFIG PROC FS1064 stati int pshed read pro(har �bu�er , har ��start , o� t o�set ,1065 int length , int �eof , void �data)1066 f1067 int len ;10681069 len = sprintf (bu�er , "%08x %08x %08x %08xnn",1070 pshed tik per us , pshed us per tik ,1071 1000000, HZ);10721073 len �= o�set;10741075 if ( len > length)1076 len = length;1077 if (len < 0)1078 len = 0;10791080 �start = bu�er + o�set ;1081 �eof = 1;10821083 return len ;1084 g1085 #endif10861087 #if PSCHED CLOCK SOURCE == PSCHED GETTIMEOFDAY1088 int pshed tod di� ( int delta se , int bound)1089 f1090 int delta ;10911092 if (bound <= 1000000 jj delta se > (0x7FFFFFFF/1000000)�1)1093 return bound;1094 delta = delta se � 1000000;1095 if ( delta > bound)1096 delta = bound;1097 return delta ;1098 g1099 #endif11001101 pshed time t pshed time base;11021103 #if PSCHED CLOCK SOURCE == PSCHED CPU1104 pshed tdi� t pshed lok per hz;1105 int pshed lok sale ;1106 #endif11071108 #ifdef PSCHED WATCHER1109 PSCHED WATCHER pshed time mark;11101111 stati void pshed tik(unsigned long);11121113 stati strut timer list pshed timer =1114 f funtion : pshed tik g;� �Figure 925: Sheduler API - Paket Sheduling: linux/net/shed/sh api.



� �1116 stati void pshed tik(unsigned long dummy)1117 f1118 #if PSCHED CLOCK SOURCE == PSCHED CPU1119 pshed time t dummy stamp;1120 PSCHED GET TIME(dummy stamp);1121 /* It is OK up to 4GHz pu */1122 pshed timer.expires = jiÆes + 1�HZ;1123 #else1124 unsigned long now = jiÆes ;1125 pshed time base = ((u64)now)<<PSCHED JSCALE;1126 pshed time mark = now;1127 pshed timer.expires = now + 60�60�HZ;1128 #endif1129 add timer(&pshed timer);1130 g� �Figure 926: Sheduler API - Paket Sheduling Tik:linux/net/shed/sh api.



� �1133 #if PSCHED CLOCK SOURCE == PSCHED CPU1134 int init pshed alibrate lok (void)1135 f1136 pshed time t stamp, stamp1;1137 strut timeval tv , tv1;1138 pshed tdi� t delay;1139 long rdelay;1140 unsigned long stop;11411142 #ifdef PSCHED WATCHER1143 pshed tik(0) ;1144 #endif1145 stop = jiÆes + HZ/10;1146 PSCHED GET TIME(stamp);1147 do gettimeofday(&tv);1148 while (time before( jiÆes , stop))1149 barrier () ;1150 PSCHED GET TIME(stamp1);1151 do gettimeofday(&tv1);11521153 delay = PSCHED TDIFF(stamp1, stamp);1154 rdelay = tv1.tv use � tv.tv use ;1155 rdelay += (tv1.tv se � tv.tv se)�1000000;1156 if ( rdelay > delay)1157 return �1;1158 delay /= rdelay;1159 pshed tik per us = delay;1160 while ((delay>>=1) != 0)1161 pshed lok sale++;1162 pshed us per tik = 1<<pshed lok sale;1163 pshed lok per hz = (pshed tik per us�(1000000/HZ))>>pshed lok sale;1164 return 0;1165 g1166 #endif� �Figure 927: Sheduler API - Paket Sheduling Tik:linux/net/shed/sh api.



� �1168 int init pktshed init(void)1169 f1170 #ifdef CONFIG RTNETLINK1171 strut rtnetlink link � link p ;1172 #endif11731174 #if PSCHED CLOCK SOURCE == PSCHED CPU1175 if ( pshed alibrate lok () < 0)1176 return �1;1177 #elif PSCHED CLOCK SOURCE == PSCHED JIFFIES1178 pshed tik per us = HZ<<PSCHED JSCALE;1179 pshed us per tik = 1000000;1180 #ifdef PSCHED WATCHER1181 pshed tik(0) ;1182 #endif1183 #endif11841185 #ifdef CONFIG RTNETLINK1186 link p = rtnetlink links [PF UNSPEC℄;11871188 /* Setup rtnetlink links. It is made here to avoid1189 exporting large number of publi symbols.1190 */11911192 if ( link p) f1193 link p [RTM NEWQDISC�RTM BASE℄.doit = t modify qdis;1194 link p [RTM DELQDISC�RTM BASE℄.doit = t get qdis;1195 link p [RTM GETQDISC�RTM BASE℄.doit = t get qdis;1196 link p [RTM GETQDISC�RTM BASE℄.dumpit = t dump qdis;1197 link p [RTM NEWTCLASS�RTM BASE℄.doit = t tl tlass;1198 link p [RTM DELTCLASS�RTM BASE℄.doit = t tl tlass;1199 link p [RTM GETTCLASS�RTM BASE℄.doit = t tl tlass;1200 link p [RTM GETTCLASS�RTM BASE℄.dumpit = t dump tlass;1201 g� �Figure 928: Sheduler API - Paket Sheduling Initialisation:linux/net/shed/sh api.



� �12031204 #de�ne INIT QDISC(name) f n1205 extern strut Qdis ops name## qdis ops; n1206 register qdis (& name## qdis ops); n1207 g12081209 INIT QDISC(p�fo);1210 INIT QDISC(b�fo);� �Figure 929: Sheduler API - Paket Sheduling Initialisation:linux/net/shed/sh api.



� �1212 #ifdef CONFIG NET SCH CBQ1213 INIT QDISC(bq);1214 #endif1215 #ifdef CONFIG NET SCH CSZ1216 INIT QDISC(sz);1217 #endif1218 #ifdef CONFIG NET SCH HPFQ1219 INIT QDISC(hpfq);1220 #endif1221 #ifdef CONFIG NET SCH HFSC1222 INIT QDISC(hfs);1223 #endif1224 #ifdef CONFIG NET SCH RED1225 INIT QDISC(red);1226 #endif1227 #ifdef CONFIG NET SCH GRED1228 INIT QDISC(gred);1229 #endif1230 #ifdef CONFIG NET SCH INGRESS1231 INIT QDISC(ingress);1232 #endif1233 #ifdef CONFIG NET SCH DSMARK1234 INIT QDISC(dsmark);1235 #endif1236 #ifdef CONFIG NET SCH SFQ1237 INIT QDISC(sfq);1238 #endif1239 #ifdef CONFIG NET SCH TBF1240 INIT QDISC(tbf);1241 #endif1242 #ifdef CONFIG NET SCH TEQL1243 teql init () ;1244 #endif1245 #ifdef CONFIG NET SCH PRIO1246 INIT QDISC(prio);1247 #endif1248 #ifdef CONFIG NET SCH ATM1249 INIT QDISC(atm);1250 #endif1251 #ifdef CONFIG NET CLS1252 t �lter init () ;1253 #endif12541255 #ifdef CONFIG PROC FS1256 reate pro read entry("net/pshed" , 0, 0, pshed read pro, NULL);1257 #endif� �Figure 930: Sheduler API - Paket Sheduling Initialisation:linux/net/shed/sh api.



� �2021 strut qdis walker22 f23 int stop;24 int skip;25 int ount;26 int (�fn)(strut Qdis �, unsigned long l , strut qdis walker �) ;27 g;� �Figure 931: Paket Sheduler Interfae - QDis Walker De�nition:linux/inlude/net/pkt shed.h



� �29 strut Qdis lass ops30 f31 /* Child qdis manipulation */32 int (�graft)(strut Qdis �, unsigned long l , strut Qdis�, strut Qdis ��);33 strut Qdis � (� leaf )(strut Qdis �, unsigned long l) ;3435 /* Class manipulation routines */36 unsigned long (�get)(strut Qdis �, u32 lassid ) ;37 void (�put)(strut Qdis �, unsigned long);38 int (�hange)(strut Qdis �, u32, u32, strut rtattr ��,unsigned long �);39 int (�delete)(strut Qdis �, unsigned long);40 void (�walk)(strut Qdis �, strut qdis walker � arg);4142 /* Filter manipulation */43 strut tf proto �� (� tf hain )(strut Qdis �, unsigned long);44 unsigned long (�bind tf)(strut Qdis �, unsigned long, u32 lassid ) ;45 void (�unbind tf)(strut Qdis �, unsigned long);4647 /* rtnetlink speifi */48 int (�dump)(strut Qdis �, unsigned long, strut sk bu� �skb, strut tmsg�);49 g;� �Figure 932: Paket Sheduler Interfae QDis Class Operations:linux/inlude/net/pkt shed.h



� �51 strut Qdis ops52 f53 strut Qdis ops �next;54 strut Qdis lass ops �l ops ;55 har id [IFNAMSIZ℄;56 int priv size ;5758 int (�enqueue)(strut sk bu� �, strut Qdis �);59 strut sk bu� � (�dequeue)(strut Qdis �);60 int (�requeue)(strut sk bu� �, strut Qdis �);61 int (�drop)(strut Qdis �);6263 int (� init )(strut Qdis �, strut rtattr �arg);64 void (�reset )(strut Qdis �);65 void (�destroy)(strut Qdis �);66 int (�hange)(strut Qdis �, strut rtattr �arg);6768 int (�dump)(strut Qdis �, strut sk bu� �) ;69 g;� �Figure 933: Paket Sheduler Interfae QDis Operations:linux/inlude/net/pkt shed.h



� �73 strut Qdis74 f75 int (�enqueue)(strut sk bu� �skb, strut Qdis �dev);76 strut sk bu� � (�dequeue)(strut Qdis �dev);77 unsigned ags ;78 #de�ne TCQ F BUILTIN 179 #de�ne TCQ F THROTTLED 280 #de�ne TCQ F INGRES 481 strut Qdis ops �ops;82 strut Qdis �next;83 u32 handle;84 atomi t refnt ;85 strut sk bu� head q;86 strut net devie �dev;8788 strut t stats stats ;89 int (� reshape fail )(strut sk bu� �skb, strut Qdis �q);9091 /* This field is depreated, but it is still used by CBQ92 * and it will live until better solution will be invented.93 */94 strut Qdis � parent ;9596 har data [0℄;97 g;� �Figure 934: Paket Sheduler Interfae QDis Struture:linux/inlude/net/pkt shed.h



� �99 strut qdis rate table100 f101 strut t ratespe rate ;102 u32 data [256℄;103 strut qdis rate table �next;104 int refnt ;105 g;106107 stati inline void sh tree lok (strut Qdis �q)108 f109 write lok(&qdis tree lok) ;110 spin lok bh(&q�>dev�>queue lok);111 g112113 stati inline void sh tree unlok(strut Qdis �q)114 f115 spin unlok bh(&q�>dev�>queue lok);116 write unlok(&qdis tree lok) ;117 g118119 stati inline void tf tree lok (strut tf proto �tp)120 f121 write lok(&qdis tree lok) ;122 spin lok bh(&tp�>q�>dev�>queue lok);123 g124125 stati inline void tf tree unlok (strut tf proto �tp)126 f127 spin unlok bh(&tp�>q�>dev�>queue lok);128 write unlok(&qdis tree lok) ;129 g130131132 stati inline unsigned long133 ls set lass (strut tf proto �tp , unsigned long �lp , unsigned long l)134 f135 unsigned long old l ;136137 tf tree lok (tp);138 old l = �lp;139 �lp = l ;140 tf tree unlok (tp) ;141 return old l ;142 g143144 stati inline unsigned long145 ls set lass (unsigned long �lp , unsigned long l)146 f147 unsigned long old l ;148149 old l = �lp;150 �lp = l ;151 return old l ;152 g� �Figure 935: Paket Sheduler Interfae QDis Operations:linux/inlude/net/pkt shed.h



� �155 /*156 Timer resolution MUST BE < 10% of min_shedulable_paket_size/bandwidth157158 Normal IP paket size ~ 512byte, hene:159160 0.5Kbyte/1Mbyte/se = 0.5mse, so that we need 50use timer for161 10Mbit ethernet.162163 10mse resolution -> <50Kbit/se.164165 The result: [34℄86 is not good hoie for QoS router :-(166167 The things are not so bad, beause we may use artifial168 lok evaluated by integration of network data flow169 in the most ritial plaes.170171 Note: we do not use fastgettimeofday.172 The reason is that, when it is not the same thing as173 gettimeofday, it returns invalid timestamp, whih is174 not updated, when net_bh is ative.175176 So, use PSCHED_CLOCK_SOURCE = PSCHED_CPU on alpha and pentiums177 with rtds. And PSCHED_JIFFIES on all other arhitetures, inluding [34℄86178 and pentiums without rtds.179 You an use PSCHED_GETTIMEOFDAY on another arhitetures,180 whih have fast and preise lok soure, but it is too expensive.181 */182183 /* General note about internal lok.184185 Any lok soure returns time intervals, measured in units186 lose to 1use. With soure PSCHED_GETTIMEOFDAY it is preisely187 miroseonds, otherwise something lose but different hosen to minimize188 arithmeti ost. Ratio use/internal untis in form nominator/denominator189 may be read from /pro/net/pshed.190 */� �Figure 936: Paket Sheduler Interfae Clok Comment:linux/inlude/net/pkt shed.h



� �44 #ifdef CONFIG RTNETLINK45 stati int qdis notify (strut sk bu� �oskb, strut nlmsghdr �n, u32 lid,46 strut Qdis �old, strut Qdis �new);47 stati int tlass notify (strut sk bu� �oskb, strut nlmsghdr �n,48 strut Qdis �q, unsigned long l , int event);49 #endif� �Figure 937: Sheduler API ii: linux/net/shed/sh api.



� �51 /*5253 Short review.54 -------------5556 This file onsists of two interrelated parts:5758 1. queueing disiplines manager frontend.59 2. traffi lasses manager frontend.6061 Generally, queueing disipline ("qdis") is a blak box,62 whih is able to enqueue pakets and to dequeue them (when63 devie is ready to send something) in order and at times64 determined by algorithm hidden in it.6566 qdis's are divided to two ategories:67 - "queues", whih have no internal struture visible from outside.68 - "shedulers", whih split all the pakets to "traffi lasses",69 using "paket lassifiers" (look at ls_api.)7071 In turn, lasses may have hild qdiss (as rule, queues)72 attahed to them et. et. et.� �Figure 938: Sheduler API disussion: linux/net/shed/sh api.



� �74 The goal of the routines in this �le is to translate75 information supplied by user in the form of handles76 to more intelligible for kernel form, to make some sanity77 heks and part of work, whih is ommon to all qdiss78 and to provide rtnetlink noti�ations .7980 All real intelligent work is done inside qdis modules.� �Figure 939: Sheduler API more disussion: linux/net/shed/sh api.



� �84 Every disipline has two major routines: enqueue and dequeue.8586 ���dequeue8788 dequeue usually returns a skb to send. It is allowed to return NULL,89 but it does not mean that queue is empty, it just means that90 disipline does not want to send anything this time.91 Queue is really empty if q�>q.qlen == 0.92 For ompliated disiplines with multiple queues q�>q is not93 real paket queue, but however q�>q.qlen must be valid.9495 ���enqueue9697 enqueue returns 0, if paket was enqueued suessfully.98 If paket ( this one or another one) was dropped, it returns99 not zero error ode.100 NET XMIT DROP � this paket dropped101 Expeted ation: do not bako� , but wait until queue will lear .102 NET XMIT CN � probably this paket enqueued, but another one dropped.103 Expeted ation: bako� or ignore104 NET XMIT POLICED � dropped by polie.105 Expeted ation: bako� or error to real�time apps.� �Figure 940: Sheduler API more disussion: linux/net/shed/sh api.



� �107 Auxiliary routines :108109 ���requeue110111 requeues one dequeued paket. It is used for non�standard or112 just buggy devies, whih an defer output even if dev�>tbusy=0.113114 ���reset115116 returns qdis to initial state : purge all bu�ers , lear all117 timers , ounters (exept for statistis ) et .118119 ���init120121 initializes newly reated qdis.122123 ���destroy124125 destroys resoures alloated by init and during lifetime of qdis .126127 ���hange128129 hanges qdis parameters.130 �/� �Figure 941: Sheduler API more: linux/net/shed/sh api.



� �7 � 2 of the Liense , or (at your option) any later version .8 �9 � Authors: Alexey Kuznetsov, <kuznet�ms2.inr.a.ru>10 � Jamal Hadi Salim, <hadi�nortelnetworks.om> 99060111 � � Ingress support12 �/1314 #inlude <asm/uaess.h>15 #inlude <asm/system.h>16 #inlude <asm/bitops.h>17 #inlude <linux/on�g.h>18 #inlude <linux/types.h>19 #inlude <linux/kernel.h>20 #inlude <linux/shed.h>21 #inlude <linux/string.h>22 #inlude <linux/mm.h>23 #inlude <linux/soket.h>24 #inlude <linux/sokios.h>25 #inlude <linux/in.h>26 #inlude <linux/errno.h>27 #inlude <linux/interrupt.h>28 #inlude <linux/netdevie.h>29 #inlude <linux/skbu�.h>30 #inlude <linux/rtnetlink.h>31 #inlude <linux/init.h>32 #inlude <net/sok.h>33 #inlude <net/pkt shed.h>3435 /* Main transmission queue. */3637 /* Main qdis struture lok.3839 However, modifiations40 to data, partiipating in sheduling must be additionally41 proteted with dev->queue_lok spinlok.4243 The idea is the following:44 - enqueue, dequeue are serialized via top level devie45 spinlok dev->queue_lok.46 - tree walking is proteted by read_lok(qdis_tree_lok)47 and this lok is used only in proess ontext.48 - updates to tree are made only under rtnl semaphore,49 hene this lok may be made without loal bh disabling.5051 qdis_tree_lok must be grabbed BEFORE dev->queue_lok!52 */53 rwlok t qdis tree lok = RW LOCK UNLOCKED;5455 /*56 dev->queue_lok serializes queue aesses for this devie57 AND dev->qdis pointer itself.5859 dev->xmit_lok serializes aesses to devie driver.6061 dev->queue_lok and dev->xmit_lok are mutually exlusive,62 if one is grabbed, another must be free.63 */� �Figure 942: A Generi Sheduler - Queue Disiple Lok Comment:linux/net/shed/sh generi.



� �66 /* Kik devie.67 Note, that this proedure an be alled by a wathdog timer, so that68 we do not hek dev->tbusy flag here.6970 Returns: 0 - queue is empty.71 >0 - queue is not empty, but throttled.72 <0 - queue is not empty. Devie is throttled, if dev->tbusy != 0.7374 NOTE: Called under dev->queue_lok with loally disabled BH.75 */� �Figure 943: A Generi Sheduler i: linux/net/shed/sh generi.



� �77 int qdis restart (strut net devie �dev)78 f79 strut Qdis �q = dev�>qdis;80 strut sk bu� �skb;8182 /* Dequeue paket */83 if (( skb = q�>dequeue(q)) != NULL) f84 if ( spin trylok(&dev�>xmit lok)) f85 /* Remember that the driver is grabbed by us. */86 dev�>xmit lok owner = smp proessor id();8788 /* And release queue */89 spin unlok(&dev�>queue lok);9091 if (! netif queue stopped(dev)) f92 if (netdev nit)93 dev queue xmit nit(skb, dev);9495 if (dev�>hard start xmit(skb, dev) == 0) f96 dev�>xmit lok owner = �1;97 spin unlok(&dev�>xmit lok);9899 spin lok(&dev�>queue lok);100 return �1;101 g102 g103104 /* Release the driver */105 dev�>xmit lok owner = �1;106 spin unlok(&dev�>xmit lok);107 spin lok(&dev�>queue lok);108 q = dev�>qdis;� �Figure 944: A Generi Sheduler i: linux/net/shed/sh generi.



� �109 g else f110 /* So, someone grabbed the driver. */111112 /* It may be transient onfiguration error,113 when hard_start_xmit() reurses. We detet114 it by heking xmit owner and drop the115 paket when deadloop is deteted.116 */117 if (dev�>xmit lok owner == smp proessor id()) f118 kfree skb(skb);119 if ( net ratelimit ())120 printk(KERN DEBUG "Dead loop on netdevie%s, �x it urgently!nn", dev�>name);121 return �1;122 g123 netdev rx stat [smp proessor id() ℄. pu ollision ++;124 g125126 /* Devie kiked us out :(127 This is possible in three ases:128129 0. driver is loked130 1. fastroute is enabled131 2. devie annot determine busy state132 before start of transmission (f.e. dialout)133 3. devie is buggy (ppp)134 */135136 q�>ops�>requeue(skb, q);137 netif shedule (dev);138 return 1;139 g140 return q�>q.qlen;141 g� �Figure 945: A Generi Sheduler ii: linux/net/shed/sh generi.



� �143 stati void dev wathdog(unsigned long arg)144 f145 strut net devie �dev = (strut net devie �)arg;146147 spin lok(&dev�>xmit lok);148 if (dev�>qdis != &noop qdis) f149 if ( netif devie present (dev) &&150 netif running(dev) &&151 netif arrier ok (dev)) f152 if (netif queue stopped(dev) &&153 ( jiÆes � dev�>trans start) > dev�>wathdog timeo) f154 printk(KERN INFO "NETDEV WATCHDOG: %s:transmit timed outnn", dev�>name);155 dev�>tx timeout(dev);156 g157 if (!mod timer(&dev�>wathdog timer, jiÆes + dev�>wathdog timeo))158 dev hold(dev);159 g160 g161 spin unlok(&dev�>xmit lok);162163 dev put(dev);164 g165166 stati void dev wathdog init(strut net devie �dev)167 f168 init timer (&dev�>wathdog timer);169 dev�>wathdog timer.data = (unsigned long)dev;170 dev�>wathdog timer.funtion = dev wathdog;171 g172173 void netdev wathdog up(strut net devie �dev)174 f175 if (dev�>tx timeout) f176 if (dev�>wathdog timeo <= 0)177 dev�>wathdog timeo = 5�HZ;178 if (! mod timer(&dev�>wathdog timer, jiÆes + dev�>wathdog timeo))179 dev hold(dev);180 g181 g182183 stati void dev wathdog up(strut net devie �dev)184 f185 spin lok bh(&dev�>xmit lok);186 netdev wathdog up(dev);187 spin unlok bh(&dev�>xmit lok);188 g189190 stati void dev wathdog down(strut net devie �dev)191 f192 spin lok bh(&dev�>xmit lok);193 if ( del timer(&dev�>wathdog timer))194 dev put(dev);195 spin unlok bh(&dev�>xmit lok);196 g� �Figure 946: A Generi Sheduler - Wathdog Timers:linux/net/shed/sh generi.



� �198 /* "NOOP" sheduler: the best sheduler, reommended for all interfaes199 under all irumstanes. It is diffiult to invent anything faster or200 heaper.201 */202203 stati int204 noop enqueue(strut sk bu� �skb, strut Qdis � qdis)205 f206 kfree skb(skb);207 return NET XMIT CN;208 g209210 stati strut sk bu� �211 noop dequeue(strut Qdis � qdis)212 f213 return NULL;214 g215216 stati int217 noop requeue(strut sk bu� �skb, strut Qdis� qdis)218 f219 if ( net ratelimit ())220 printk(KERN DEBUG "%s deferred output. It is buggy.nn", skb�>dev�>name);221 kfree skb(skb);222 return NET XMIT CN;223 g� �Figure 947: A Generi Sheduler - No-op Sheduler:linux/net/shed/sh generi.



� �225 strut Qdis ops noop qdis ops =226 f227 NULL,228 NULL,229 "noop",230 0,231232 noop enqueue,233 noop dequeue,234 noop requeue,235 g;236237 strut Qdis noop qdis =238 f239 noop enqueue,240 noop dequeue,241 TCQ F BUILTIN,242 &noop qdis ops,243 g;244245246 strut Qdis ops noqueue qdis ops =247 f248 NULL,249 NULL,250 "noqueue",251 0,252253 noop enqueue,254 noop dequeue,255 noop requeue,256257 g;258259 strut Qdis noqueue qdis =260 f261 NULL,262 noop dequeue,263 TCQ F BUILTIN,264 &noqueue qdis ops,265 g;� �Figure 948: A Generi Sheduler - Operations:linux/net/shed/sh generi.



� �268 stati onst u8 prio2band[TC PRIO MAX+1℄ =269 f 1, 2, 2, 2, 1, 2, 0, 0 , 1, 1, 1, 1, 1, 1, 1, 1 g;270271 /* 3-band FIFO queue: old style, but should be a bit faster than272 generi prio+fifo ombination.273 */274275 stati int276 p�fo fast enqueue (strut sk bu� �skb, strut Qdis� qdis)277 f278 strut sk bu� head � list ;279280 list = ((strut sk bu� head�)qdis�>data) +281 prio2band[skb�>priority&TC PRIO MAX℄;282283 if ( list�>qlen <= skb�>dev�>tx queue len) f284 skb queue tail ( list , skb);285 qdis�>q.qlen++;286 return 0;287 g288 qdis�>stats.drops++;289 kfree skb(skb);290 return NET XMIT DROP;291 g� �Figure 949: A Generi Sheduler - PFIFO Operations:linux/net/shed/sh generi.



� �293 stati strut sk bu� �294 p�fo fast dequeue (strut Qdis� qdis)295 f296 int prio ;297 strut sk bu� head � list = ((strut sk bu� head�)qdis�>data);298 strut sk bu� �skb;299300 for ( prio = 0; prio < 3; prio++, list++) f301 skb = skb dequeue(list) ;302 if (skb) f303 qdis�>q.qlen��;304 return skb;305 g306 g307 return NULL;308 g309310 stati int311 p�fo fast requeue (strut sk bu� �skb, strut Qdis� qdis)312 f313 strut sk bu� head � list ;314315 list = ((strut sk bu� head�)qdis�>data) +316 prio2band[skb�>priority&TC PRIO MAX℄;317318 skb queue head( list , skb);319 qdis�>q.qlen++;320 return 0;321 g322323 stati void324 p�fo fast reset (strut Qdis� qdis)325 f326 int prio ;327 strut sk bu� head � list = ((strut sk bu� head�)qdis�>data);328329 for ( prio=0; prio < 3; prio++)330 skb queue purge(list+prio);331 qdis�>q.qlen = 0;332 g333334 stati int p�fo fast init (strut Qdis �qdis , strut rtattr �opt)335 f336 int i ;337 strut sk bu� head � list ;338339 list = ((strut sk bu� head�)qdis�>data);340341 for ( i=0; i<3; i++)342 skb queue head init( list +i);343344 return 0;345 g� �Figure 950: A Generi Sheduler - PFIFO Operations:linux/net/shed/sh generi.



� �347 stati strut Qdis ops p�fo fast ops =348 f349 NULL,350 NULL,351 " p�fo fast ",352 3 � sizeof (strut sk bu� head) ,353354 p�fo fast enqueue ,355 p�fo fast dequeue ,356 p�fo fast requeue ,357 NULL,358359 p�fo fast init ,360 p�fo fast reset ,361 g;� �Figure 951: A Generi Sheduler - PFIFO delare:linux/net/shed/sh generi.



� �363 strut Qdis � qdis reate dt (strut net devie �dev, strut Qdis ops �ops)364 f365 strut Qdis �sh;366 int size = sizeof (�sh) + ops�>priv size;367368 sh = kmallo(size , GFP KERNEL);369 if (! sh)370 return NULL;371 memset(sh, 0, size ) ;372373 skb queue head init(&sh�>q);374 sh�>ops = ops;375 sh�>enqueue = ops�>enqueue;376 sh�>dequeue = ops�>dequeue;377 sh�>dev = dev;378 sh�>stats.lok = &dev�>queue lok;379 atomi set(&sh�>refnt, 1);380 if (! ops�>init jj ops�>init(sh, NULL) == 0)381 return sh;382383 kfree(sh) ;384 return NULL;385 g� �Figure 952: A Generi Sheduler - reate default entry:linux/net/shed/sh generi.



� �40 /* Class-Based Queueing (CBQ) algorithm.41 =======================================4243 Soures: [1℄ Sally Floyd and Van Jaobson, "Link-sharing and Resoure44 Management Models for Paket Networks",45 IEEE/ACM Transations on Networking, Vol.3, No.4, 19954647 [2℄ Sally Floyd, "Notes on CBQ and Guaranted Servie", 19954849 [3℄ Sally Floyd, "Notes on Class-Based Queueing: Setting50 Parameters", 19965152 [4℄ Sally Floyd and Mihael Speer, "Experimental Results53 for Class-Based Queueing", 1998, not published.5455 -----------------------------------------------------------------------5657 Algorithm skeleton was taken from NS simulator bq..58 If someone wants to hek this ode against the LBL version,59 he should take into aount that ONLY the skeleton was borrowed,60 the implementation is different. Partiularly:6162 --- The WRR algorithm is different. Our version looks more63 reasonable (I hope) and works when quanta are allowed to be64 less than MTU, whih is always the ase when real time lasses65 have small rates. Note, that the statement of [3℄ is66 inomplete, delay may atually be estimated even if lass67 per-round allotment is less than MTU. Namely, if per-round68 allotment is W*r_i, and r_1+...+r_k = r < 16970 delay_i <= ([MTU/(W*r_i)℄*W*r + W*r + k*MTU)/B7172 In the worst ase we have IntServ estimate with D = W*r+k*MTU73 and C = MTU*r. The proof (if orret at all) is trivial.� �Figure 953: CBQ - Initial Comment i: linux/net/shed/sh bq.



� �76 ��� It seems that bq�2.0 is not very aurate. At least, I annot77 interpret some plaes, whih look like wrong translations78 from NS. Anyone is advised to �nd these di�erenes79 and explain to me, why I am wrong 8).8081 ��� Linux has no EOI event, so that we annot estimate true lass82 idle time. Workaround is to onsider the next dequeue event83 as sign that previous paket is �nished . This is wrong beause of84 internal devie queueing, but on a permanently loaded link it is true.85 Moreover, ombined with lok integrator, this sheme looks86 very lose to an ideal solution . �/� �Figure 954: CBQ - Initial Comment ii: linux/net/shed/sh bq.



� �88 strut bq shed data;899091 strut bq lass92 f93 strut bq lass �next; /* hash table link */94 strut bq lass �next alive ; /* next lass with baklog in thispriority band */9596 /* Parameters */97 u32 lassid ;98 unsigned har priority ; /* lass priority */� �Figure 955: CBQ - Class Struture De�nition i: linux/net/shed/sh bq.



� �99 unsigned har priority2 ; /* priority to be used afteroverlimit */100 unsigned har ewma log; /* time onstant for idle timealulation */101 unsigned har ovl strategy ;102 #ifdef CONFIG NET CLS POLICE103 unsigned har polie ;104 #endif105106 u32 defmap;� �Figure 956: CBQ - Class Struture De�nition i: linux/net/shed/sh bq.



� �108 /* Link-sharing sheduler parameters */109 long maxidle; /* Class paramters: see below. */110 long o�time ;111 long minidle;112 u32 avpkt;113 strut qdis rate table �R tab;114115 /* Overlimit strategy parameters */116 void (�overlimit)(strut bq lass �l ) ;117 long penalty;118119 /* General sheduler (WRR) parameters */120 long allot ;121 long quantum; /* Allotment per WRR round */122 long weight; /* Relative allotment: see below */123124 strut Qdis �qdis; /* Ptr to CBQ disipline */125 strut bq lass � split ; /* Ptr to split node */126 strut bq lass �share; /* Ptr to LS parent in the lass tree*/127 strut bq lass �tparent; /* Ptr to tree parent in the lasstree */128 strut bq lass �borrow; /* NULL if lass is bandwidth limited;129 parent otherwise */130 strut bq lass � sibling ; /* Sibling hain */131 strut bq lass �hildren ; /* Pointer to hildren hain */132133 strut Qdis �q; /* Elementary queueing disipline */� �Figure 957: CBQ - Class Struture De�nition ii: linux/net/shed/sh bq.



� �136 /* Variables */137 unsigned har priority ; /* Effetive priority */138 unsigned har delayed;139 unsigned har level ; /* level of the lass in hierarhy:140 0 for leaf lasses, and maximal141 level of hildren + 1 for nodes.142 */143144 pshed time t last ; /* Last end of servie */� �Figure 958: CBQ - Class Struture De�nition iii: linux/net/shed/sh bq.



� �145 pshed time t undertime;146 long avgidle ;147 long de�it ; /* Saved defiit for WRR */148 unsigned long penalized;149 strut t stats stats ;150 strut t bq xstats xstats ;151152 strut tf proto � �lter list ;153154 int refnt ;155 int �lters ;156157 strut bq lass �defaults [TC PRIO MAX+1℄;158 g;� �Figure 959: CBQ - Class Struture De�nition iii: linux/net/shed/sh bq.



� �160 strut bq shed data161 f162 strut bq lass �lasses [16℄; /* Hash table of all lasses*/163 int nlasses [TC CBQ MAXPRIO+1℄;164 unsigned quanta[TC CBQ MAXPRIO+1℄;165166 strut bq lass link ;167168 unsigned ativemask;169 strut bq lass �ative [TC CBQ MAXPRIO+1℄; /* List of all lasses170 with baklog */171172 #ifdef CONFIG NET CLS POLICE173 strut bq lass � rx lass ;174 #endif175 strut bq lass � tx lass ;176 strut bq lass �tx borrowed;177 int tx len ;178 pshed time t now; /* Cahed timestamp */179 pshed time t now rt; /* Cahed real time */180 unsigned pmask;181182 strut timer list delay timer;183 strut timer list wd timer; /* Wathdog timer,184 started when CBQ has185 baklog, but annot186 transmit just now */187 long wd expires;188 int toplevel ;189 u32 hgenerator;190 g;� �Figure 960: CBQ - Sheduling Data Forwarding: linux/net/shed/sh bq.



� �230 /* Classify paket. The proedure is pretty ompliated, but231 it allows us to ombine link sharing and priority sheduling232 transparently.233234 Namely, you an put link sharing rules (f.e. route based) at root of CBQ,235 so that it resolves to split nodes. Then pakets are lassified236 by logial priority, or a more speifi lassifier may be attahed237 to the split node.238 */239240 stati strut bq lass �241 bq lassify (strut sk bu� �skb, strut Qdis �sh)242 f243 strut bq shed data �q = (strut bq shed data�)sh�>data;244 strut bq lass �head = &q�>link;245 strut bq lass ��defmap;246 strut bq lass �l = NULL;247 u32 prio = skb�>priority;248 strut tf result res ;249250 /*251 * Step 1. If skb->priority points to one of our lasses, use it.252 */253 if (TC H MAJ(prio^sh�>handle) == 0 &&254 ( l = bq lass lookup(q, prio)) != NULL)255 return l ;256257 for (;;) f258 int result = 0;259260 defmap = head�>defaults;261262 /*263 * Step 2+n. Apply lassifier.264 */265 if (! head�>�lter list jj ( result = t lassify (skb, head�>�lter list , &res)) < 0)266 goto fallbak ;267268 if (( l = (void�)res . lass ) == NULL) f269 if (TC H MAJ(res.lassid))270 l = bq lass lookup(q, res . lassid ) ;271 else if (( l = defmap[res.lassid&TC PRIO MAX℄) == NULL)272 l = defmap[TC PRIO BESTEFFORT℄;273274 if ( l == NULL jj l�>level >= head�>level)275 goto fallbak ;276 g� �Figure 961: CBQ - Classi�er - i: linux/net/shed/sh bq.



� �278 #ifdef CONFIG NET CLS POLICE279 swith ( result ) f280 ase TC POLICE RECLASSIFY:281 return bq relassify (skb, l ) ;282 ase TC POLICE SHOT:283 return NULL;284 default :285 g286 #endif287 if ( l�>level == 0)288 return l ;289290 /*291 * Step 3+n. If lassifier seleted a link sharing lass,292 * apply ageny speifi lassifier.293 * Repeat this produre until we hit a leaf node.294 */295 head = l;296 g297298 fallbak :299 l = head;300301 /*302 * Step 4. No suess...303 */304 if (TC H MAJ(prio) == 0 &&305 !( l = head�>defaults[prio&TC PRIO MAX℄) &&306 !( l = head�>defaults[TC PRIO BESTEFFORT℄))307 return head;308309 return l ;310 g� �Figure 962: CBQ - Classi�er - ii: linux/net/shed/sh bq.



� �216 stati strut bq lass �217 bq relassify (strut sk bu� �skb, strut bq lass � this )218 f219 strut bq lass �l , �new;220221 for ( l = this�>tparent; l; l = l�>tparent)222 if ((new = l�>defaults[TC PRIO BESTEFFORT℄) != NULL && new!= this)223 return new;224225 return NULL;226 g� �Figure 963: CBQ - Re-Classi�er: linux/net/shed/sh bq.



� �312 /*313 A paket has just been enqueued on the empty lass.314 bq_ativate_lass adds it to the tail of ative lass list315 of its priority band.316 */317318 stati inline void bq ativate lass (strut bq lass �l )319 f320 strut bq shed data �q = (strut bq shed data�)l�>qdis�>data;321 int prio = l�>priority;322 strut bq lass � l tail ;323324 l tail = q�>ative[prio℄;325 q�>ative[prio℄ = l;326327 if ( l tail != NULL) f328 l�>next alive = l tail�>next alive;329 l tail �>next alive = l;330 g else f331 l�>next alive = l;332 q�>ativemask j= (1<<prio);333 g334 g� �Figure 964: CBQ - Ativate or Deativate a Class:linux/net/shed/sh bq.



� �336 /*337 Unlink lass from ative hain.338 Note that this same proedure is done diretly in bq_dequeue*339 during round-robin proedure.340 */341342 stati void bq deativate lass (strut bq lass � this )343 f344 strut bq shed data �q = (strut bq shed data�)this�>qdis�>data;345 int prio = this�>priority;346 strut bq lass �l ;347 strut bq lass �l prev = q�>ative[prio℄;348349 do f350 l = l prev�>next alive;351 if ( l == this) f352 l prev�>next alive = l�>next alive;353 l�>next alive = NULL;354355 if ( l == q�>ative[prio℄) f356 q�>ative[prio℄ = l prev;357 if ( l == q�>ative[prio℄) f358 q�>ative[prio℄ = NULL;359 q�>ativemask &= ~(1<<prio);360 return;361 g362 g363364 l = l prev�>next alive;365 return;366 g367 g while (( l prev = l) != q�>ative[prio℄);368 g� �Figure 965: CBQ - Ativate or Deativate a Class:linux/net/shed/sh bq.



� �370 stati void371 bq mark toplevel(strut bq shed data �q, strut bq lass �l )372 f373 int toplevel = q�>toplevel;374375 if ( toplevel > l�>level && !(l�>q�>ags&TCQ F THROTTLED)) f376 pshed time t now;377 pshed tdi� t inr ;378379 PSCHED GET TIME(now);380 inr = PSCHED TDIFF(now, q�>now rt);381 PSCHED TADD2(q�>now, inr, now);382383 do f384 if (PSCHED TLESS(l�>undertime, now)) f385 q�>toplevel = l�>level;386 return;387 g388 g while (( l=l�>borrow) != NULL && toplevel > l�>level);389 g390 g� �Figure 966: CBQ - Mark Top Level: linux/net/shed/sh bq.



� �392 stati int393 bq enqueue(strut sk bu� �skb, strut Qdis �sh)394 f395 strut bq shed data �q = (strut bq shed data �)sh�>data;396 strut bq lass �l = bq lassify (skb, sh) ;397 int len = skb�>len;398 int ret = NET XMIT POLICED;399400 #ifdef CONFIG NET CLS POLICE401 q�>rx lass = l;402 #endif403 if ( l ) f404 #ifdef CONFIG NET CLS POLICE405 l�>q�> parent = sh;406 #endif407 if (( ret = l�>q�>enqueue(skb, l�>q)) == 0) f408 sh�>q.qlen++;409 sh�>stats.pakets++;410 sh�>stats.bytes+=len;411 bq mark toplevel(q, l ) ;412 if (! l�>next alive)413 bq ativate lass ( l ) ;414 return 0;415 g416 g417418 sh�>stats.drops++;419 if ( l == NULL)420 kfree skb(skb);421 else f422 bq mark toplevel(q, l ) ;423 l�>stats.drops++;424 g425 return ret ;426 g� �Figure 967: CBQ - Enqueue: linux/net/shed/sh bq.



� �428 stati int429 bq requeue(strut sk bu� �skb, strut Qdis �sh)430 f431 strut bq shed data �q = (strut bq shed data �)sh�>data;432 strut bq lass �l ;433 int ret ;434435 if (( l = q�>tx lass) == NULL) f436 kfree skb(skb);437 sh�>stats.drops++;438 return NET XMIT CN;439 g440 q�>tx lass = NULL;441442 bq mark toplevel(q, l ) ;443444 #ifdef CONFIG NET CLS POLICE445 q�>rx lass = l;446 l�>q�> parent = sh;447 #endif448 if (( ret = l�>q�>ops�>requeue(skb, l�>q)) == 0) f449 sh�>q.qlen++;450 if (! l�>next alive)451 bq ativate lass ( l ) ;452 return 0;453 g454 sh�>stats.drops++;455 l�>stats.drops++;456 return ret ;457 g� �Figure 968: CBQ - Requeue: linux/net/shed/sh bq.



� �459 /* Overlimit ations */460461 /* TC_CBQ_OVL_CLASSIC: (default) penalize leaf lass by adding offtime */462463 stati void bq ovl lassi (strut bq lass �l )464 f465 strut bq shed data �q = (strut bq shed data �)l�>qdis�>data;466 pshed tdi� t delay = PSCHED TDIFF(l�>undertime, q�>now);467468 if (! l�>delayed) f469 delay += l�>o�time;470471 /*472 Class goes to sleep, so that it will have no473 hane to work avgidle. Let's forgive it 8)474475 BTW bq-2.0 has a rap in this476 plae, apparently they forgot to shift it by l->ewma_log.477 */478 if ( l�>avgidle < 0)479 delay �= (�l�>avgidle) � ((�l�>avgidle) >> l�>ewma log);480 if ( l�>avgidle < l�>minidle)481 l�>avgidle = l�>minidle;482 if (delay <= 0)483 delay = 1;484 PSCHED TADD2(q�>now, delay, l�>undertime);485486 l�>xstats.overations++;487 l�>delayed = 1;488 g489 if (q�>wd expires == 0 jj q�>wd expires > delay)490 q�>wd expires = delay;491492 /* Dirty work! We must shedule wakeups based on493 real available rate, rather than leaf rate,494 whih may be tiny (even zero).495 */496 if (q�>toplevel == TC CBQ MAXLEVEL) f497 strut bq lass �b;498 pshed tdi� t base delay = q�>wd expires;499500 for (b = l�>borrow; b; b = b�>borrow) f501 delay = PSCHED TDIFF(b�>undertime, q�>now);502 if (delay < base delay) f503 if (delay <= 0)504 delay = 1;505 base delay = delay;506 g507 g508509 q�>wd expires = base delay;510 g511 g� �Figure 969: CBQ - overlimit: linux/net/shed/sh bq.



� �513 /* TC_CBQ_OVL_RCLASSIC: penalize by offtime lasses in hierarhy, when514 they go overlimit515 */516517 stati void bq ovl rlassi (strut bq lass �l )518 f519 strut bq shed data �q = (strut bq shed data �)l�>qdis�>data;520 strut bq lass � this = l ;521522 do f523 if ( l�>level > q�>toplevel) f524 l = NULL;525 break;526 g527 g while (( l = l�>borrow) != NULL);528529 if ( l == NULL)530 l = this ;531 bq ovl lassi (l ) ;532 g� �Figure 970: CBQ - overlimit: relassify: linux/net/shed/sh bq.



� �534 /* TC_CBQ_OVL_DELAY: delay until it will go to underlimit */535536 stati void bq ovl delay(strut bq lass �l )537 f538 strut bq shed data �q = (strut bq shed data �)l�>qdis�>data;539 pshed tdi� t delay = PSCHED TDIFF(l�>undertime, q�>now);540541 if (! l�>delayed) f542 unsigned long shed = jiÆes ;543544 delay += l�>o�time;545 if ( l�>avgidle < 0)546 delay �= (�l�>avgidle) � ((�l�>avgidle) >> l�>ewma log);547 if ( l�>avgidle < l�>minidle)548 l�>avgidle = l�>minidle;549 PSCHED TADD2(q�>now, delay, l�>undertime);550551 if (delay > 0) f552 shed += PSCHED US2JIFFIE(delay) + l�>penalty;553 l�>penalized = shed;554 l�>priority = TC CBQ MAXPRIO;555 q�>pmask j= (1<<TC CBQ MAXPRIO);556 if ( del timer(&q�>delay timer) &&557 (long)(q�>delay timer.expires � shed) > 0)558 q�>delay timer.expires = shed;559 add timer(&q�>delay timer);560 l�>delayed = 1;561 l�>xstats.overations++;562 return;563 g564 delay = 1;565 g566 if (q�>wd expires == 0 jj q�>wd expires > delay)567 q�>wd expires = delay;568 g� �Figure 971: CBQ - overlimit: delay: linux/net/shed/sh bq.



� �570 /* TC_CBQ_OVL_LOWPRIO: penalize lass by lowering its priority band */571572 stati void bq ovl lowprio(strut bq lass �l )573 f574 strut bq shed data �q = (strut bq shed data�)l�>qdis�>data;575576 l�>penalized = jiÆes + l�>penalty;577578 if ( l�>priority != l�>priority2) f579 l�>priority = l�>priority2;580 q�>pmask j= (1<<l�>priority);581 l�>xstats.overations++;582 g583 bq ovl lassi (l ) ;584 g585586 /* TC_CBQ_OVL_DROP: penalize lass by dropping */587588 stati void bq ovl drop(strut bq lass �l )589 f590 if ( l�>q�>ops�>drop)591 if ( l�>q�>ops�>drop(l�>q))592 l�>qdis�>q.qlen��;593 l�>xstats.overations++;594 bq ovl lassi (l ) ;595 g� �Figure 972: CBQ - overlimit: lower priority or even drop:linux/net/shed/sh bq.



� �597 stati void bq wathdog(unsigned long arg)598 f599 strut Qdis �sh = (strut Qdis�)arg;600601 sh�>ags &= ~TCQ F THROTTLED;602 netif shedule (sh�>dev);603 g� �Figure 973: CBQ - wathdog timer: linux/net/shed/sh bq.



� �605 stati unsigned long bq undelay prio(strut bq shed data �q, int prio)606 f607 strut bq lass �l ;608 strut bq lass �l prev = q�>ative[prio℄;609 unsigned long now = jiÆes ;610 unsigned long shed = now;611612 if ( l prev == NULL)613 return now;614615 do f616 l = l prev�>next alive;617 if (( long)(now � l�>penalized) > 0) f618 l prev�>next alive = l�>next alive;619 l�>next alive = NULL;620 l�>priority = l�>priority;621 l�>delayed = 0;622 bq ativate lass ( l ) ;623624 if ( l == q�>ative[prio℄) f625 q�>ative[prio℄ = l prev;626 if ( l == q�>ative[prio℄) f627 q�>ative[prio℄ = NULL;628 return 0;629 g630 g631632 l = l prev�>next alive;633 g else if (( long)(shed � l�>penalized) > 0)634 shed = l�>penalized;635 g while (( l prev = l) != q�>ative[prio℄);636637 return (long)(shed � now);638 g� �Figure 974: CBQ - remove delay priority penalty: linux/net/shed/sh bq.



� �640 stati void bq undelay(unsigned long arg)641 f642 strut Qdis �sh = (strut Qdis�)arg;643 strut bq shed data �q = (strut bq shed data�)sh�>data;644 long delay = 0;645 unsigned pmask;646647 pmask = q�>pmask;648 q�>pmask = 0;649650 while (pmask) f651 int prio = �z(~pmask);652 long tmp;653654 pmask &= ~(1<<prio);655656 tmp = bq undelay prio(q, prio);657 if (tmp > 0) f658 q�>pmask j= 1<<prio;659 if (tmp < delay jj delay == 0)660 delay = tmp;661 g662 g663664 if (delay) f665 q�>delay timer.expires = jiÆes + delay;666 add timer(&q�>delay timer);667 g668669 sh�>ags &= ~TCQ F THROTTLED;670 netif shedule (sh�>dev);671 g� �Figure 975: CBQ - remove delay penalty: linux/net/shed/sh bq.



� �675676 stati int bq reshape fail (strut sk bu� �skb, strut Qdis �hild)677 f678 int len = skb�>len;679 strut Qdis �sh = hild�> parent;680 strut bq shed data �q = (strut bq shed data �)sh�>data;681 strut bq lass �l = q�>rx lass;682683 q�>rx lass = NULL;684685 if ( l && (l = bq relassify(skb, l )) != NULL) f686687 bq mark toplevel(q, l ) ;688689 q�>rx lass = l;690 l�>q�> parent = sh;691692 if ( l�>q�>enqueue(skb, l�>q) == 0) f693 sh�>q.qlen++;694 sh�>stats.pakets++;695 sh�>stats.bytes+=len;696 if (! l�>next alive)697 bq ativate lass ( l ) ;698 return 0;699 g700 sh�>stats.drops++;701 return 0;702 g703704 sh�>stats.drops++;705 return �1;706 g� �Figure 976: CBQ - reshape: linux/net/shed/sh bq.



� �709 /*710 It is mission ritial proedure.711712 We "regenerate" toplevel utoff, if transmitting lass713 has baklog and it is not regulated. It is not part of714 original CBQ desription, but looks more reasonable.715 Probably, it is wrong. This question needs further investigation.716 */717718 stati inline void719 bq update toplevel(strut bq shed data �q, strut bq lass �l ,720 strut bq lass �borrowed)721 f722 if ( l && q�>toplevel >= borrowed�>level) f723 if ( l�>q�>q.qlen > 1) f724 do f725 if (PSCHED IS PASTPERFECT(borrowed�>undertime)) f726 q�>toplevel = borrowed�>level;727 return;728 g729 g while ((borrowed=borrowed�>borrow) != NULL);730 g731 #if 0732 /* It is not neessary now. Unommenting it733 will save CPU yles, but derease fairness.734 */735 q�>toplevel = TC CBQ MAXLEVEL;736 #endif737 g738 g� �Figure 977: CBQ - update toplevel oupany: linux/net/shed/sh bq.



� �740 stati void741 bq update(strut bq shed data �q)742 f743 strut bq lass � this = q�>tx lass;744 strut bq lass �l = this ;745 int len = q�>tx len;746747 q�>tx lass = NULL;748749 for ( ; l ; l = l�>share) f750 long avgidle = l�>avgidle;751 long idle ;752753 l�>stats.pakets++;754 l�>stats.bytes += len;755756 /*757 (now - last) is total time between paket right edges.758 (last_pktlen/rate) is "virtual" busy time, so that759760 idle = (now - last) - last_pktlen/rate761 */762763 idle = PSCHED TDIFF(q�>now, l�>last);764 if ((unsigned long)idle > 128�1024�1024) f765 avgidle = l�>maxidle;766 g else f767 idle �= L2T(l, len);768769 /* true_avgidle := (1-W)*true_avgidle + W*idle,770 where W=2^{-ewma_log}. But l->avgidle is saled:771 l->avgidle == true_avgidle/W,772 hene:773 */774 avgidle += idle � (avgidle>>l�>ewma log);775 g� �Figure 978: CBQ - update eah level's oupany:linux/net/shed/sh bq.



� �779780 if ( avgidle < l�>minidle)781 avgidle = l�>minidle;782783 l�>avgidle = avgidle;784785 /* Calulate expeted time, when this lass786 will be allowed to send.787 It will our, when:788 (1-W)*true_avgidle + W*delay = 0, i.e.789 idle = (1/W - 1)*(-true_avgidle)790 or791 idle = (1 - W)*(-l->avgidle);792 */793 idle = (�avgidle) � ((�avgidle) >> l�>ewma log);794795 /*796 That is not all.797 To maintain the rate alloated to the lass,798 we add to undertime virtual lok,799 neesary to omplete transmitted paket.800 (len/phys_bandwidth has been already passed801 to the moment of bq_update)802 */803804 idle �= L2T(&q�>link, len);805 idle += L2T(l, len);806807 PSCHED AUDIT TDIFF(idle);808809 PSCHED TADD2(q�>now, idle, l�>undertime);� �Figure 979: CBQ - update eah level's oupany ii:linux/net/shed/sh bq.



� �810 g else f811 /* Underlimit */812813 PSCHED SET PASTPERFECT(l�>undertime);814 if ( avgidle > l�>maxidle)815 l�>avgidle = l�>maxidle;816 else817 l�>avgidle = avgidle;818 g819 l�>last = q�>now;820 g821822 bq update toplevel(q, this , q�>tx borrowed);823 g� �Figure 980: CBQ - update eah level's oupany iii:linux/net/shed/sh bq.



� �825 stati inline strut bq lass �826 bq under limit(strut bq lass �l )827 f828 strut bq shed data �q = (strut bq shed data�)l�>qdis�>data;829 strut bq lass � this l = l ;830831 if ( l�>tparent == NULL)832 return l ;833834 if (PSCHED IS PASTPERFECT(l�>undertime) jj835 !PSCHED TLESS(q�>now, l�>undertime)) f836 l�>delayed = 0;837 return l ;838 g839840 do f841 /* It is very suspiious plae. Now overlimit842 ation is generated for not bounded lasses843 only if link is ompletely ongested.844 Though it is in agree with anestor-only paradigm,845 it looks very stupid. Partiularly,846 it means that this hunk of ode will either847 never be alled or result in strong amplifiation848 of burstiness. Dangerous, silly, and, however,849 no another solution exists.850 */851 if (( l = l�>borrow) == NULL) f852 this l�>stats.overlimits++;853 this l�>overlimit(this l) ;854 return NULL;855 g856 if ( l�>level > q�>toplevel)857 return NULL;858 g while (! PSCHED IS PASTPERFECT(l�>undertime) &&859 PSCHED TLESS(q�>now, l�>undertime));860861 l�>delayed = 0;862 return l ;863 g� �Figure 981: CBQ - underlimit ations: linux/net/shed/sh bq.



� �865 stati inline strut sk bu� �866 bq dequeue prio(strut Qdis �sh, int prio)867 f868 strut bq shed data �q = (strut bq shed data �)sh�>data;869 strut bq lass � l tail , � l prev , � l ;870 strut sk bu� �skb;871 int de�it ;872873 l tail = l prev = q�>ative[prio℄;874 l = l prev�>next alive;875876 do f877 de�it = 0;878879 /* Start round */880 do f881 strut bq lass �borrow = l;882883 if ( l�>q�>q.qlen &&884 (borrow = bq under limit(l)) == NULL)885 goto skip lass ;886887 if ( l�>de�it <= 0) f888 /* Class exhausted its allotment per889 this round. Swith to the next one.890 */891 de�it = 1;892 l�>de�it += l�>quantum;893 goto next lass ;894 g895896 skb = l�>q�>dequeue(l�>q);� �Figure 982: CBQ - dequeue by priorities i: linux/net/shed/sh bq.



� �898 /* Class did not give us any skb :-(899 It ould our even if l->q->q.qlen != 0900 f.e. if l->q == "tbf"901 */902 if (skb == NULL)903 goto skip lass ;904905 l�>de�it �= skb�>len;906 q�>tx lass = l;907 q�>tx borrowed = borrow;908 if (borrow != l) f909 #ifndef CBQ XSTATS BORROWS BYTES910 borrow�>xstats.borrows++;911 l�>xstats.borrows++;912 #else913 borrow�>xstats.borrows += skb�>len;914 l�>xstats.borrows += skb�>len;915 #endif916 g917 q�>tx len = skb�>len;918919 if ( l�>de�it <= 0) f920 q�>ative[prio℄ = l;921 l = l�>next alive;922 l�>de�it += l�>quantum;923 g924 return skb;� �Figure 983: CBQ - dequeue by priorities ii: linux/net/shed/sh bq.



� �926 skip lass :927 if ( l�>q�>q.qlen == 0 jj prio != l�>priority) f928 /* Class is empty or penalized.929 Unlink it from ative hain.930 */931 l prev�>next alive = l�>next alive;932 l�>next alive = NULL;933934 /* Did l_tail point to it? */935 if ( l == l tail ) f936 /* Repair it! */937 l tail = l prev;938939 /* Was it the last lass in this band? */940 if ( l == l tail ) f941 /* Kill the band! */942 q�>ative[prio℄ = NULL;943 q�>ativemask &= ~(1<<prio);944 if ( l�>q�>q.qlen)945 bq ativate lass ( l ) ;946 return NULL;947 g� �Figure 984: CBQ - dequeue by priorities iii: linux/net/shed/sh bq.



� �949 q�>ative[prio℄ = l tail ;950 g951 if ( l�>q�>q.qlen)952 bq ativate lass ( l ) ;953954 l = l prev;955 g956957 next lass :958 l prev = l ;959 l = l�>next alive;960 g while ( l prev != l tail ) ;961 g while ( de�it ) ;962963 q�>ative[prio℄ = l prev;964965 return NULL;966 g� �Figure 985: CBQ - dequeue by priorities iv: linux/net/shed/sh bq.



� �968 stati inline strut sk bu� �969 bq dequeue 1(strut Qdis �sh)970 f971 strut bq shed data �q = (strut bq shed data �)sh�>data;972 strut sk bu� �skb;973 unsigned ativemask;974975 ativemask = q�>ativemask&0xFF;976 while (ativemask) f977 int prio = �z(~ativemask);978 ativemask &= ~(1<<prio);979 skb = bq dequeue prio(sh, prio);980 if (skb)981 return skb;982 g983 return NULL;984 g� �Figure 986: CBQ - dequeue 1: linux/net/shed/sh bq.



� �986 stati strut sk bu� �987 bq dequeue(strut Qdis �sh)988 f989 strut sk bu� �skb;990 strut bq shed data �q = (strut bq shed data �)sh�>data;991 pshed time t now;992 pshed tdi� t inr ;993994 PSCHED GET TIME(now);995 inr = PSCHED TDIFF(now, q�>now rt);996997 if (q�>tx lass) f998 pshed tdi� t inr2 ;999 /* Time integrator. We alulate EOS time1000 by adding expeted paket transmittion time.1001 If real time is greater, we warp artifiial lok,1002 so that:10031004 bq_time = max(real_time, work);1005 */1006 inr2 = L2T(&q�>link, q�>tx len);1007 PSCHED TADD(q�>now, inr2);1008 bq update(q);1009 if (( inr �= inr2) < 0)1010 inr = 0;1011 g1012 PSCHED TADD(q�>now, inr);1013 q�>now rt = now;� �Figure 987: CBQ - main dequeue funton i: linux/net/shed/sh bq.



� �1015 for (;;) f1016 q�>wd expires = 0;10171018 skb = bq dequeue 1(sh);1019 if (skb) f1020 sh�>q.qlen��;1021 sh�>ags &= ~TCQ F THROTTLED;1022 return skb;1023 g10241025 /* All the lasses are overlimit.10261027 It is possible, if:10281029 1. Sheduler is empty.1030 2. Toplevel utoff inhibited borrowing.1031 3. Root lass is overlimit.10321033 Reset 2d and 3d onditions and retry.10341035 Note, that NS and bq-2.0 are buggy, peeking1036 an arbitrary lass is appropriate for anestor-only1037 sharing, but not for toplevel algorithm.10381039 Our version is better, but slower, beause it requires1040 two passes, but it is unavoidable with top-level sharing.1041 */10421043 if (q�>toplevel == TC CBQ MAXLEVEL &&1044 PSCHED IS PASTPERFECT(q�>link.undertime))1045 break;10461047 q�>toplevel = TC CBQ MAXLEVEL;1048 PSCHED SET PASTPERFECT(q�>link.undertime);1049 g� �Figure 988: CBQ - main dequeue funton: linux/net/shed/sh bq.



� �1051 /* No pakets in sheduler or nobody wants to give them to us :-(1052 Sigh... start wathdog timer in the last ase. */10531054 if (sh�>q.qlen) f1055 sh�>stats.overlimits++;1056 if (q�>wd expires && !netif queue stopped(sh�>dev)) f1057 long delay = PSCHED US2JIFFIE(q�>wd expires);1058 del timer(&q�>wd timer);1059 if (delay <= 0)1060 delay = 1;1061 q�>wd timer.expires = jiÆes + delay;1062 add timer(&q�>wd timer);1063 sh�>ags j= TCQ F THROTTLED;1064 g1065 g1066 return NULL;1067 g� �Figure 989: CBQ - main dequeue funton: linux/net/shed/sh bq.



� �1069 /* CBQ lass maintanane routines */10701071 stati void bq adjust levels (strut bq lass � this)1072 f1073 if ( this == NULL)1074 return;10751076 do f1077 int level = 0;1078 strut bq lass �l ;10791080 if (( l = this�>hildren) != NULL) f1081 do f1082 if ( l�>level > level)1083 level = l�>level;1084 g while (( l = l�>sibling) != this�>hildren);1085 g1086 this�>level = level+1;1087 g while (( this = this�>tparent) != NULL);� �Figure 990: CBQ - Maintenane Funtions: linux/net/shed/sh bq.



� �1394 stati int bq init (strut Qdis �sh, strut rtattr �opt)1395 f1396 strut bq shed data �q = (strut bq shed data�)sh�>data;1397 strut rtattr �tb[TCA CBQ MAX℄;1398 strut t ratespe �r ;13991400 if ( rtattr parse (tb , TCA CBQ MAX, RTA DATA(opt), RTA PAYLOAD(opt))< 0 jj1401 tb[TCA CBQ RTAB�1℄ == NULL jj tb[TCA CBQ RATE�1℄ == NULL jj1402 RTA PAYLOAD(tb[TCA CBQ RATE�1℄) < sizeof(strut t ratespe))1403 return �EINVAL;14041405 if (tb[TCA CBQ LSSOPT�1℄ &&1406 RTA PAYLOAD(tb[TCA CBQ LSSOPT�1℄) < sizeof(strut t bq lssopt))1407 return �EINVAL;14081409 r = RTA DATA(tb[TCA CBQ RATE�1℄);14101411 MOD INC USE COUNT;1412 if ((q�>link.R tab = qdis get rtab(r, tb[TCA CBQ RTAB�1℄)) == NULL) f1413 MOD DEC USE COUNT;1414 return �EINVAL;1415 g� �Figure 991: CBQ - Initialise CBQ: linux/net/shed/sh bq.



� �1417 q�>link.refnt = 1;1418 q�>link.sibling = &q�>link;1419 q�>link.lassid = sh�>handle;1420 q�>link.qdis = sh;1421 if (!( q�>link.q = qdis reate dt(sh�>dev, &p�fo qdis ops)))1422 q�>link.q = &noop qdis;14231424 q�>link.priority = TC CBQ MAXPRIO�1;1425 q�>link.priority2 = TC CBQ MAXPRIO�1;1426 q�>link.priority = TC CBQ MAXPRIO�1;1427 q�>link.ovl strategy = TC CBQ OVL CLASSIC;1428 q�>link.overlimit = bq ovl lassi ;1429 q�>link.allot = pshed mtu(sh�>dev);1430 q�>link.quantum = q�>link.allot;1431 q�>link.weight = q�>link.R tab�>rate.rate;14321433 q�>link.ewma log = TC CBQ DEF EWMA;1434 q�>link.avpkt = q�>link.allot/2;1435 q�>link.minidle = �0x7FFFFFFF;1436 q�>link.stats.lok = &sh�>dev�>queue lok;� �Figure 992: CBQ - Initialise CBQ ii: linux/net/shed/sh bq.



� �1438 init timer (&q�>wd timer);1439 q�>wd timer.data = (unsigned long)sh;1440 q�>wd timer.funtion = bq wathdog;1441 init timer (&q�>delay timer);1442 q�>delay timer.data = (unsigned long)sh;1443 q�>delay timer.funtion = bq undelay;1444 q�>toplevel = TC CBQ MAXLEVEL;1445 PSCHED GET TIME(q�>now);1446 q�>now rt = q�>now;14471448 bq link lass (&q�>link);14491450 if (tb[TCA CBQ LSSOPT�1℄)1451 bq set lss (&q�>link, RTA DATA(tb[TCA CBQ LSSOPT�1℄));14521453 bq addprio(q, &q�>link);1454 return 0;1455 g� �Figure 993: CBQ - Initialise CBQ iii: linux/net/shed/sh bq.



� �1660 stati int bq graft(strut Qdis �sh, unsigned long arg, strut Qdis �new,1661 strut Qdis ��old)1662 f1663 strut bq lass �l = (strut bq lass�)arg;16641665 if ( l ) f1666 if (new == NULL) f1667 if ((new = qdis reate dt(sh�>dev, &p�fo qdis ops)) ==NULL)1668 return �ENOBUFS;1669 g else f1670 #ifdef CONFIG NET CLS POLICE1671 if ( l�>polie == TC POLICE RECLASSIFY)1672 new�>reshape fail = bq reshape fail;1673 #endif1674 g1675 sh tree lok (sh) ;1676 �old = l�>q;1677 l�>q = new;1678 qdis reset (�old) ;1679 sh tree unlok(sh) ;16801681 return 0;1682 g1683 return �ENOENT;1684 g� �Figure 994: CBQ - Grafting and pruning lasses: linux/net/shed/sh bq.



� �1686 stati strut Qdis �1687 bq leaf(strut Qdis �sh, unsigned long arg)1688 f1689 strut bq lass �l = (strut bq lass�)arg;16901691 return l ? l�>q : NULL;1692 g16931694 stati unsigned long bq get(strut Qdis �sh, u32 lassid )1695 f1696 strut bq shed data �q = (strut bq shed data �)sh�>data;1697 strut bq lass �l = bq lass lookup(q, lassid ) ;16981699 if ( l ) f1700 l�>refnt++;1701 return (unsigned long)l ;1702 g1703 return 0;1704 g� �Figure 995: CBQ - Grafting and pruning lasses ii:linux/net/shed/sh bq.



� �1706 stati void bq destroy �lters (strut bq lass �l )1707 f1708 strut tf proto �tp;17091710 while ((tp = l�> �lter list ) != NULL) f1711 l�> �lter list = tp�>next;1712 tp�>ops�>destroy(tp);1713 g1714 g17151716 stati void bq destroy lass (strut bq lass �l )1717 f1718 bq destroy �lters (l ) ;1719 qdis destroy(l�>q);1720 qdis put rtab(l�>R tab);1721 #ifdef CONFIG NET ESTIMATOR1722 qdis kill estimator (&l�>stats);1723 #endif1724 kfree( l ) ;1725 g� �Figure 996: CBQ - Grafting and pruning lasses iii:linux/net/shed/sh bq.



� �1770 bq destroy lass ( l ) ;1771 g1772 g17731774 stati int1775 bq hange lass(strut Qdis �sh, u32 lassid , u32 parentid, strut rtattr ��ta ,1776 unsigned long �arg)1777 f1778 int err ;1779 strut bq shed data �q = (strut bq shed data �)sh�>data;1780 strut bq lass �l = (strut bq lass�)�arg;1781 strut rtattr �opt = ta[TCA OPTIONS�1℄;1782 strut rtattr �tb[TCA CBQ MAX℄;1783 strut bq lass �parent;1784 strut qdis rate table �rtab = NULL;17851786 if (opt==NULL jj1787 rtattr parse (tb , TCA CBQ MAX, RTA DATA(opt), RTA PAYLOAD(opt)))1788 return �EINVAL;17891790 if (tb[TCA CBQ OVL STRATEGY�1℄ &&1791 RTA PAYLOAD(tb[TCA CBQ OVL STRATEGY�1℄) < sizeof(strutt bq ovl))1792 return �EINVAL;17931794 if (tb[TCA CBQ FOPT�1℄ &&1795 RTA PAYLOAD(tb[TCA CBQ FOPT�1℄) < sizeof(strut t bq fopt))1796 return �EINVAL;17971798 if (tb[TCA CBQ RATE�1℄ &&1799 RTA PAYLOAD(tb[TCA CBQ RATE�1℄) < sizeof(strut t ratespe))1800 return �EINVAL;18011802 if (tb[TCA CBQ LSSOPT�1℄ &&1803 RTA PAYLOAD(tb[TCA CBQ LSSOPT�1℄) < sizeof(strut t bq lssopt))1804 return �EINVAL;18051806 if (tb[TCA CBQ WRROPT�1℄ &&1807 RTA PAYLOAD(tb[TCA CBQ WRROPT�1℄) < sizeof(strut t bq wrropt))1808 return �EINVAL;18091810 #ifdef CONFIG NET CLS POLICE1811 if (tb[TCA CBQ POLICE�1℄ &&1812 RTA PAYLOAD(tb[TCA CBQ POLICE�1℄) < sizeof(strut t bq polie))1813 return �EINVAL;1814 #endif18151816 if ( l ) f1817 /* Chek parent */1818 if (parentid) f1819 if ( l�>tparent && l�>tparent�>lassid != parentid)1820 return �EINVAL;1821 if (! l�>tparent && parentid != TC H ROOT)1822 return �EINVAL;1823 g18241825 if (tb[TCA CBQ RATE�1℄) f� �Figure 997: CBQ: linux/net/shed/sh bq.



� �1827 if (rtab == NULL)1828 return �EINVAL;1829 g18301831 /* Change lass parameters */1832 sh tree lok (sh) ;18331834 if ( l�>next alive != NULL)1835 bq deativate lass ( l ) ;18361837 if (rtab) f1838 rtab = xhg(&l�>R tab, rtab);1839 qdis put rtab(rtab);1840 g18411842 if (tb[TCA CBQ LSSOPT�1℄)1843 bq set lss ( l , RTA DATA(tb[TCA CBQ LSSOPT�1℄));18441845 if (tb[TCA CBQ WRROPT�1℄) f1846 bq rmprio(q, l) ;1847 bq set wrr(l , RTA DATA(tb[TCA CBQ WRROPT�1℄));1848 g18491850 if (tb[TCA CBQ OVL STRATEGY�1℄)1851 bq set overlimit ( l , RTA DATA(tb[TCA CBQ OVL STRATEGY�1℄));18521853 #ifdef CONFIG NET CLS POLICE1854 if (tb[TCA CBQ POLICE�1℄)1855 bq set polie ( l , RTA DATA(tb[TCA CBQ POLICE�1℄));1856 #endif18571858 if (tb[TCA CBQ FOPT�1℄)1859 bq set fopt( l , RTA DATA(tb[TCA CBQ FOPT�1℄));� �Figure 998: CBQ: linux/net/shed/sh bq.



� �1862 bq ativate lass ( l ) ;18631864 sh tree unlok(sh) ;18651866 #ifdef CONFIG NET ESTIMATOR1867 if ( ta[TCA RATE�1℄) f1868 qdis kill estimator (&l�>stats);1869 qdis new estimator(&l�>stats, ta[TCA RATE�1℄);1870 g1871 #endif1872 return 0;1873 g18741875 if (parentid == TC H ROOT)1876 return �EINVAL;18771878 if (tb[TCA CBQ WRROPT�1℄ == NULL jj tb[TCA CBQ RATE�1℄ == NULLjj1879 tb[TCA CBQ LSSOPT�1℄ == NULL)1880 return �EINVAL;18811882 rtab = qdis get rtab(RTA DATA(tb[TCA CBQ RATE�1℄), tb[TCA CBQ RTAB�1℄);1883 if (rtab == NULL)1884 return �EINVAL;18851886 if ( lassid ) f1887 err = �EINVAL;1888 if (TC H MAJ(lassid^sh�>handle) jj bq lass lookup(q, lassid))1889 goto failure ;1890 g else f1891 int i ;1892 lassid = TC H MAKE(sh�>handle,0x8000);18931894 for ( i=0; i<0x8000; i++) f1895 if (++q�>hgenerator >= 0x8000)1896 q�>hgenerator = 1;1897 if (bq lass lookup(q, lassid jq�>hgenerator) == NULL)1898 break;1899 g1900 err = �ENOSR;� �Figure 999: CBQ: linux/net/shed/sh bq.



� �1902 goto failure ;1903 lassid = lassid jq�>hgenerator;1904 g19051906 parent = &q�>link;1907 if (parentid) f1908 parent = bq lass lookup(q, parentid);1909 err = �EINVAL;1910 if (parent == NULL)1911 goto failure ;1912 g19131914 err = �ENOBUFS;1915 l = kmallo(sizeof(�l ) , GFP KERNEL);1916 if ( l == NULL)1917 goto failure ;1918 memset(l, 0, sizeof (�l )) ;1919 l�>R tab = rtab;1920 rtab = NULL;1921 l�>refnt = 1;1922 if (!( l�>q = qdis reate dt(sh�>dev, &p�fo qdis ops)))1923 l�>q = &noop qdis;1924 l�>lassid = lassid;1925 l�>tparent = parent;1926 l�>qdis = sh;1927 l�>allot = parent�>allot;1928 l�>quantum = l�>allot;1929 l�>weight = l�>R tab�>rate.rate;1930 l�>stats.lok = &sh�>dev�>queue lok;19311932 sh tree lok (sh) ;1933 bq link lass ( l ) ;1934 l�>borrow = l�>tparent;1935 if ( l�>tparent != &q�>link)1936 l�>share = l�>tparent;1937 bq adjust levels (parent);1938 l�>minidle = �0x7FFFFFFF;1939 bq set lss (l , RTA DATA(tb[TCA CBQ LSSOPT�1℄));1940 bq set wrr(l , RTA DATA(tb[TCA CBQ WRROPT�1℄));1941 if ( l�>ewma log==0)1942 l�>ewma log = q�>link.ewma log;1943 if ( l�>maxidle==0)1944 l�>maxidle = q�>link.maxidle;1945 if ( l�>avpkt==0)� �Figure 1000: CBQ: linux/net/shed/sh bq.



� �1946 l�>avpkt = q�>link.avpkt;1947 l�>overlimit = bq ovl lassi;1948 if (tb[TCA CBQ OVL STRATEGY�1℄)1949 bq set overlimit ( l , RTA DATA(tb[TCA CBQ OVL STRATEGY�1℄));1950 #ifdef CONFIG NET CLS POLICE1951 if (tb[TCA CBQ POLICE�1℄)1952 bq set polie ( l , RTA DATA(tb[TCA CBQ POLICE�1℄));1953 #endif1954 if (tb[TCA CBQ FOPT�1℄)1955 bq set fopt( l , RTA DATA(tb[TCA CBQ FOPT�1℄));1956 sh tree unlok(sh) ;19571958 #ifdef CONFIG NET ESTIMATOR1959 if ( ta[TCA RATE�1℄)1960 qdis new estimator(&l�>stats, ta[TCA RATE�1℄);1961 #endif19621963 �arg = (unsigned long)l;1964 return 0;� �Figure 1001: CBQ: linux/net/shed/sh bq.



� �1967 qdis put rtab(rtab);1968 return err ;1969 g19701971 stati int bq delete(strut Qdis �sh, unsigned long arg)1972 f1973 strut bq shed data �q = (strut bq shed data �)sh�>data;1974 strut bq lass �l = (strut bq lass�)arg;19751976 if ( l�>�lters jj l�>hildren jj l == &q�>link)1977 return �EBUSY;19781979 sh tree lok (sh) ;19801981 if ( l�>next alive)1982 bq deativate lass ( l ) ;19831984 if (q�>tx borrowed == l)1985 q�>tx borrowed = q�>tx lass;1986 if (q�>tx lass == l) f1987 q�>tx lass = NULL;1988 q�>tx borrowed = NULL;1989 g1990 #ifdef CONFIG NET CLS POLICE1991 if (q�>rx lass == l)1992 q�>rx lass = NULL;1993 #endif19941995 bq unlink lass( l ) ;1996 bq adjust levels ( l�>tparent);1997 l�>defmap = 0;1998 bq syn defmap(l);19992000 bq rmprio(q, l) ;2001 sh tree unlok(sh) ;20022003 if (��l�>refnt == 0)� �Figure 1002: CBQ - delete CBQ from Qdis : linux/net/shed/sh bq.



� �40 /* Clark-Shenker-Zhang algorithm.41 =======================================4243 SOURCE.4445 David D. Clark, Sott Shenker and Lixia Zhang46 "Supporting Real-Time Appliations in an Integrated Servies Paket47 Network: Arhiteture and Mehanism".4849 CBQ presents a flexible universal algorithm for paket sheduling,50 but it has pretty poor delay harateristis.51 Round-robin sheduling and link-sharing goals52 apparently ontradit minimization of network delay and jitter.53 Moreover, orret handling of preditive flows seems to be54 impossible in CBQ.5556 CSZ presents a more preise but less flexible and less effiient57 approah. As I understand it, the main idea is to reate58 WFQ flows for eah guaranteed servie and to alloate59 the rest of bandwith to dummy flow-0. Flow-0 omprises60 the preditive servies and the best effort traffi;61 it is handled by a priority sheduler with the highest62 priority band alloated for preditive servies, and the rest ---63 to the best effort pakets.6465 Note that in CSZ flows are NOT limited to their bandwidth. It66 is supposed that the flow passed admission ontrol at the edge67 of the QoS network and it doesn't need further shaping. Any68 attempt to improve the flow or to shape it to a token buket69 at intermediate hops will introdue undesired delays and raise70 jitter.7172 At the moment CSZ is the only sheduler that provides73 true guaranteed servie. Another shemes (inluding CBQ)74 do not provide guaranteed delay and randomize jitter.75 There is a proof (Sally Floyd), that delay76 an be estimated by a IntServ ompliant formula.77 This result is true formally, but it is wrong in priniple.78 It takes into aount only round-robin delays,79 ignoring delays introdued by link sharing i.e. overlimiting.80 Note that temporary overlimits are inevitable beause81 real links are not ideal, and the real algorithm must take this82 into aount.� �Figure 1003: Clark/Shenker/Zhang Sheduling - Initial Comment:linux/net/shed/sh sz.



� �86 ��� Notations.8788 $B$ is link bandwidth (bits/se).8990 $I$ is set of all ows , inluding ow $0$.91 Every ow $a nin I$ has assoiated bandwidth slie $r a < 1$ and92 $nsum fa nin Ig r a = 1$.9394 ��� Flow model.9596 Let $m a$ is the number of baklogged bits in ow $a$.97 The ow is fnem ativeg, if $m a > 0$.98 This number is a disontinuous funtion of time;99 when a paket $i$ arrives :100 n[101 m a(t i+0) � m a(t i�0) = L^i,102 n℄103 where $L^i$ is the length of the arrived paket.104 The ow queue is drained ontinuously until $m a == 0$:105 n[106 fd m a nover dtg = � f B r a nover nsum fb nin Ag r bg.107 n℄108 I .e . ow rates are their alloated rates proportionally109 saled to take all available link bandwidth. Apparently,110 it is not the only possible poliy . F.e . CBQ lasses111 without borrowing would be modelled by:112 n[113 fd m a nover dtg = � B r a .114 n℄115 More ompliated hierarhial bandwidth alloation116 poliies are possible , but unfortunately, the basi117 ow equations have a simple solution only for proportional118 saling .� �Figure 1004: CSZ Notation: linux/net/shed/sh sz.



� �120 ��� Departure times.121122 We alulate the time until the last bit of paket is sent :123 n[124 E a^i(t) = f m a(t i) � ndelta a(t) nover r a g,125 n℄126 where $ndelta a(t)$ is number of bits drained sine $t i$ .127 We have to evaluate $E a^i$ for all queued pakets,128 then �nd the paket with minimal $E a^i$ and send it.129130 This sounds good, but diret implementation of the algorithm131 is absolutely infeasible . Lukily , if ow rates132 are saled proportionally , the equations have a simple solution .133134 The di�erential equation for $E a^i$ is135 n[136 fd E a^i (t) nover dt g = � f d ndelta a(t) nover dtg f 1 nover r ag =137 f B nover nsum fb nin Ag r bg138 n℄139 with initial ondition140 n[141 E a^i ( t i ) = f m a(t i) nover r a g .142 n℄143144 Let's introdue an auxiliary funtion $R(t)$:� �Figure 1005: CSZ Departure Times: linux/net/shed/sh sz.



� �146 ��� Round number.147148 Consider the following model: we rotate over ative ows ,149 sending $r a B$ bits from every ow , so that we send150 $B nsum fa nin Ag r a$ bits per round, that takes151 $nsum fa nin Ag r a$ seonds.152153 Hene, $R(t)$ (round number) is a monotonially inreasing154 linear funtion of time when $A$ is not hanged155 n[156 f d R(t) nover dt g = f 1 nover nsum fa nin Ag r a g157 n℄158 and it is ontinuous when $A$ hanges.159160 The entral observation is that the quantity161 $F a^i = R(t) + E a^i(t)/B$ does not depend on time at all!162 $R(t)$ does not depend on ow, so that $F a^i$ an be163 alulated only one on paket arrival , and we need not164 realulate $E$ numbers and resorting queues.165 The number $F a^i$ is alled �nish number of the paket.166 It is just the value of $R(t)$ when the last bit of paket167 is sent out.168169 Maximal �nish number on ow is alled �nish number of ow170 and minimal one is "start number of ow".171 Apparently, ow is ative if and only if $F a nleq R$.� �Figure 1006: CSZ - The Round: linux/net/shed/sh sz.



� �173 When a paket of length $L i$ bit arrives to ow $a$ at time $t i$ ,174 we alulate $F a^i$ as:175176 If ow was inative ($F a < R$):177 $F a^i = R(t) + fL i nover B r ag$178 otherwise179 $F a^i = F a + fL i nover B r ag$180181 These equations omplete the algorithm spei�ation .� �Figure 1007: CSZ - The Round: linux/net/shed/sh sz.



� �183 It looks pretty hairy , but there is a simple184 proedure for solving these equations.185 See proedure sz update(), that is a generalization of186 the algorithm from S. Keshav's thesis Chapter 3187 " EÆient Implementation of Fair Queeing".188189 NOTES.190191 � We implement only the simplest variant of CSZ,192 when ow�0 is a expliit 4band priority �fo .193 This is bad, but we need a "peek" operation in addition194 to "dequeue" to implement omplete CSZ.195 I do not want to do that, unless it is absolutely196 neessary.� �Figure 1008: CSZ Disussion: linux/net/shed/sh sz.



� �198 � A primitive support for token buket �ltering199 presents itself too . It diretly ontradits CSZ, but200 even though the Internet is on the globe ... :�)201 "the edges of the network" really exist .202203 BUGS.204205 � Fixed point arithmeti is overompliated, suboptimal and even206 wrong. Chek it later . �/� �Figure 1009: CSZ Disussion: linux/net/shed/sh sz.



� �37 /* 1 band FIFO pseudo-"sheduler" */3839 strut �fo shed data40 f41 unsigned limit;42 g;� �Figure 1010: FIFO Queueing Sheduler - data: linux/net/shed/sh fifo.



� �44 stati int45 b�fo enqueue(strut sk bu� �skb, strut Qdis� sh)46 f47 strut �fo shed data �q = (strut �fo shed data �)sh�>data;4849 if (sh�>stats.baklog <= q�>limit) f50 skb queue tail (&sh�>q, skb);51 sh�>stats.baklog += skb�>len;52 sh�>stats.bytes += skb�>len;53 sh�>stats.pakets++;54 return 0;55 g56 sh�>stats.drops++;57 #ifdef CONFIG NET CLS POLICE58 if (sh�>reshape fail==NULL jj sh�>reshape fail(skb, sh))59 #endif60 kfree skb(skb);61 return NET XMIT DROP;62 g� �Figure 1011: FIFO Queueing Sheduler - enqueue:linux/net/shed/sh fifo.



� �64 stati int65 b�fo requeue (strut sk bu� �skb, strut Qdis� sh)66 f67 skb queue head(&sh�>q, skb);68 sh�>stats.baklog += skb�>len;69 return 0;70 g� �Figure 1012: FIFO Queueing Sheduler - requeue:linux/net/shed/sh fifo.



� �72 stati strut sk bu� �73 b�fo dequeue(strut Qdis� sh)74 f75 strut sk bu� �skb;7677 skb = skb dequeue(&sh�>q);78 if (skb)79 sh�>stats.baklog �= skb�>len;80 return skb;81 g� �Figure 1013: FIFO Queueing Sheduler - dequeue:linux/net/shed/sh fifo.



� �83 stati int84 �fo drop (strut Qdis� sh)85 f86 strut sk bu� �skb;8788 skb = skb dequeue tail(&sh�>q);89 if (skb) f90 sh�>stats.baklog �= skb�>len;91 kfree skb(skb);92 return 1;93 g94 return 0;95 g� �Figure 1014: FIFO Queueing Sheduler - drop: linux/net/shed/sh fifo.



� �97 stati void98 �fo reset (strut Qdis� sh)99 f100 skb queue purge(&sh�>q);101 sh�>stats.baklog = 0;102 g� �Figure 1015: FIFO Queueing Sheduler - reset: linux/net/shed/sh fifo.



� �105 p�fo enqueue(strut sk bu� �skb, strut Qdis� sh)106 f107 strut �fo shed data �q = (strut �fo shed data �)sh�>data;108109 if (sh�>q.qlen <= q�>limit) f110 skb queue tail (&sh�>q, skb);111 sh�>stats.bytes += skb�>len;112 sh�>stats.pakets++;113 return 0;114 g115 sh�>stats.drops++;116 #ifdef CONFIG NET CLS POLICE117 if (sh�>reshape fail==NULL jj sh�>reshape fail(skb, sh))118 #endif119 kfree skb(skb);120 return NET XMIT DROP;121 g� �Figure 1016: FIFO Queueing Sheduler - enqueue:linux/net/shed/sh fifo.



� �123 stati int124 p�fo requeue (strut sk bu� �skb, strut Qdis� sh)125 f126 skb queue head(&sh�>q, skb);127 return 0;128 g� �Figure 1017: FIFO Queueing Sheduler - requeue:linux/net/shed/sh fifo.



� �131 stati strut sk bu� �132 p�fo dequeue(strut Qdis� sh)133 f134 return skb dequeue(&sh�>q);135 g� �Figure 1018: FIFO Queueing Sheduler - dequeue:linux/net/shed/sh fifo.



� �138 f139 strut �fo shed data �q = (void�)sh�>data;140141 if (opt == NULL) f142 if (sh�>ops == &b�fo qdis ops)143 q�>limit = sh�>dev�>tx queue len�sh�>dev�>mtu;144 else145 q�>limit = sh�>dev�>tx queue len;146 g else f147 strut t �fo qopt � tl = RTA DATA(opt);148 if (opt�>rta len < RTA LENGTH(sizeof(�tl)))149 return �EINVAL;150 q�>limit = tl�>limit;151 g152 return 0;153 g� �Figure 1019: FIFO Queueing Sheduler - init: linux/net/shed/sh fifo.



� �33 /*34 This ode is NOT intended to be used for statistis olletion,35 its purpose is to provide a base for statistial multiplexing36 for ontrolled load servie.37 If you need only statistis, run a user level daemon whih38 periodially reads byte ounters.3940 Unfortunately, rate estimation is not a very easy task.41 F.e. I did not find a simple way to estimate the urrent peak rate42 and even failed to formulate the problem 8)8)4344 So I preferred not to built an estimator into the sheduler,45 but run this task separately.46 Ideally, it should be kernel thread(s), but for now it runs47 from timers, whih puts apparent top bounds on the number of rated48 flows, has minimal overhead on small, but is enough49 to handle ontrolled load servie, sets of aggregates.5051 We measure rate over A=(1<<interval) seonds and evaluate EWMA:5253 avrate = avrate*(1-W) + rate*W5455 where W is hosen as negative power of 2: W = 2^(-ewma_log)5657 The resulting time onstant is:5859 T = A/(-ln(1-W))606162 NOTES.6364 * The stored value for avbps is saled by 2^5, so that maximal65 rate is ~1Gbit, avpps is saled by 2^10.6667 * Minimal interval is HZ/4=250mse (it is the greatest ommon divisor68 for HZ=100 and HZ=1024 8)), maximal interval69 is (HZ/4)*2^EST_MAX_INTERVAL = 8se. Shorter intervals70 are too expensive, longer ones an be implemented71 at user level painlessly.72 */� �Figure 1020: Rate Estimator - general purpose blok omment:linux/net/shed/estimator.



� �74 #if (HZ%4) != 075 #error Bad HZ value.76 #endif7778 #de�ne EST MAX INTERVAL 57980 strut qdis estimator81 f82 strut qdis estimator �next;83 strut t stats �stats ;84 unsigned interval ;85 int ewma log;86 u64 last bytes ;87 u32 last pakets ;88 u32 avpps;89 u32 avbps;90 g;9192 strut qdis estimator head93 f94 strut timer list timer;95 strut qdis estimator � list ;96 g;9798 stati strut qdis estimator head elist [EST MAX INTERVAL+1℄;99100 /* Estimator array lok */101 stati rwlok t est lok = RW LOCK UNLOCKED;� �Figure 1021: Rate Estimator - Data: linux/net/shed/estimator.



� �103 stati void est timer(unsigned long arg)104 f105 int idx = (int)arg;106 strut qdis estimator �e;107108 read lok(&est lok) ;109 for (e = elist [idx ℄. list ; e ; e = e�>next) f110 strut t stats �st = e�>stats;111 u64 nbytes;112 u32 npakets;113 u32 rate;114115 spin lok(st�>lok);116 nbytes = st�>bytes;117 npakets = st�>pakets;118 rate = (nbytes � e�>last bytes)<<(7 � idx);119 e�>last bytes = nbytes;120 e�>avbps += ((long)rate � (long)e�>avbps) >> e�>ewma log;121 st�>bps = (e�>avbps+0xF)>>5;122123 rate = (npakets � e�>last pakets)<<(12 � idx);124 e�>last pakets = npakets;125 e�>avpps += ((long)rate � (long)e�>avpps) >> e�>ewma log;126 e�>stats�>pps = (e�>avpps+0x1FF)>>10;127 spin unlok(st�>lok);128 g129130 mod timer(&elist[idx℄.timer, jiÆes + ((HZ/4)<<idx));131 read unlok(&est lok);132 g� �Figure 1022: Rate Estimator - timer routine for estimation:linux/net/shed/estimator.



� �134 int qdis new estimator(strut t stats � stats , strut rtattr �opt)135 f136 strut qdis estimator �est ;137 strut t estimator �parm = RTA DATA(opt);138139 if (RTA PAYLOAD(opt) < sizeof(�parm))140 return �EINVAL;141142 if (parm�>interval < �2 jj parm�>interval > 3)143 return �EINVAL;144145 est = kmallo(sizeof(�est) , GFP KERNEL);146 if ( est == NULL)147 return �ENOBUFS;148149 memset(est, 0, sizeof (�est)) ;150 est�>interval = parm�>interval + 2;151 est�>stats = stats;152 est�>ewma log = parm�>ewma log;153 est�>last bytes = stats�>bytes;154 est�>avbps = stats�>bps<<5;155 est�>last pakets = stats�>pakets;156 est�>avpps = stats�>pps<<10;157158 est�>next = elist[est�>interval℄. list ;159 if ( est�>next == NULL) f160 init timer (&elist [ est�>interval℄.timer);161 elist [ est�>interval℄.timer.data = est�>interval;162 elist [ est�>interval℄.timer.expires = jiÆes + ((HZ/4)<<est�>interval);163 elist [ est�>interval℄.timer.funtion = est timer;164 add timer(&elist[est�>interval℄.timer);165 g166 write lok bh(&est lok) ;167 elist [ est�>interval℄. list = est ;168 write unlok bh(&est lok);169 return 0;170 g� �Figure 1023: Rate Estimator - add a timer routine for estimation:linux/net/shed/estimator.



� �172 void qdis kill estimator (strut t stats � stats )173 f174 int idx;175 strut qdis estimator �est , ��pest;176177 for (idx=0; idx <= EST MAX INTERVAL; idx++) f178 int killed = 0;179 pest = &elist[idx ℄. list ;180 while (( est=�pest) != NULL) f181 if ( est�>stats != stats) f182 pest = &est�>next;183 ontinue;184 g185186 write lok bh(&est lok) ;187 �pest = est�>next;188 write unlok bh(&est lok);189190 kfree(est) ;191 killed++;192 g193 if ( killed && elist [idx ℄. list == NULL)194 del timer(&elist [idx ℄. timer);195 g196 g� �Figure 1024: Rate Estimator - stop estimation timer routine for estimation:linux/net/shed/estimator.



� �34 #de�ne L2T(p,L) ((p)�>R tab�>data[(L)>>(p)�>R tab�>rate.ell log℄)35 #de�ne L2T P(p,L) ((p)�>P tab�>data[(L)>>(p)�>P tab�>rate.ell log℄)3637 stati u32 idx gen;38 stati strut tf polie � tf polie ht [16℄;39 /* Polier hash table lok */40 stati rwlok t polie lok = RW LOCK UNLOCKED;4142 /* Eah polier is serialized by its individual spinlok */4344 stati inline unsigned tf polie hash (u32 index)45 f46 return index&0xF;47 g4849 stati inline strut tf polie � tf polie lookup (u32 index)50 f51 strut tf polie �p;5253 read lok(&polie lok) ;54 for (p = tf polie ht [ tf polie hash (index) ℄; p; p = p�>next) f55 if (p�>index == index)56 break;57 g58 read unlok(&polie lok);59 return p;60 g6162 stati inline u32 tf polie new index(void)63 f64 do f65 if (++idx gen == 0)66 idx gen = 1;67 g while ( tf polie lookup (idx gen)) ;6869 return idx gen;70 g� �Figure 1025: Polier i: linux/net/shed/polie.



� �73 void tf polie destroy (strut tf polie �p)74 f75 unsigned h = tf polie hash(p�>index);76 strut tf polie ��p1p;7778 for (p1p = &tf polie ht[h ℄; � p1p; p1p = &(�p1p)�>next) f79 if (�p1p == p) f80 write lok bh(&polie lok) ;81 �p1p = p�>next;82 write unlok bh(&polie lok);83 #ifdef CONFIG NET ESTIMATOR84 qdis kill estimator (&p�>stats);85 #endif86 if (p�>R tab)87 qdis put rtab(p�>R tab);88 if (p�>P tab)89 qdis put rtab(p�>P tab);90 kfree(p);91 return;92 g93 g94 BUG TRAP(0);95 g� �Figure 1026: Polier ii - destroy polier: linux/net/shed/polie.



� �97 strut tf polie � tf polie loate (strut rtattr �rta , strut rtattr �est)98 f99 unsigned h;100 strut tf polie �p;101 strut rtattr �tb[TCA POLICE MAX℄;102 strut t polie �parm;103104 if ( rtattr parse (tb , TCA POLICE MAX, RTA DATA(rta), RTA PAYLOAD(rta))< 0)105 return NULL;106107 if (tb[TCA POLICE TBF�1℄ == NULL)108 return NULL;109110 parm = RTA DATA(tb[TCA POLICE TBF�1℄);111112 if (parm�>index && (p = tf polie lookup(parm�>index)) != NULL) f113 p�>refnt++;114 return p;115 g116117 p = kmallo(sizeof(�p) , GFP KERNEL);118 if (p == NULL)119 return NULL;� �Figure 1027: Polier iii - loate: linux/net/shed/polie.



� �120121 memset(p, 0, sizeof(�p));122 p�>refnt = 1;123 spin lok init (&p�>lok);124 p�>stats.lok = &p�>lok;125 if (parm�>rate.rate) f126 if ((p�>R tab = qdis get rtab(&parm�>rate, tb[TCA POLICE RATE�1℄)) == NULL)127 goto failure ;128 if (parm�>peakrate.rate &&129 (p�>P tab = qdis get rtab(&parm�>peakrate, tb[TCA POLICE PEAKRATE�1℄)) == NULL)130 goto failure ;131 g132 if (tb[TCA POLICE RESULT�1℄)133 p�>result = �(int�)RTA DATA(tb[TCA POLICE RESULT�1℄);134 #ifdef CONFIG NET ESTIMATOR135 if (tb[TCA POLICE AVRATE�1℄)136 p�>ewma rate = �(u32�)RTA DATA(tb[TCA POLICE AVRATE�1℄);137 #endif138 p�>toks = p�>burst = parm�>burst;139 p�>mtu = parm�>mtu;140 if (p�>mtu == 0) f141 p�>mtu = ~0;142 if (p�>R tab)143 p�>mtu = 255<<p�>R tab�>rate.ell log;144 g145 if (p�>P tab)146 p�>ptoks = L2T P(p, p�>mtu);147 PSCHED GET TIME(p�>t );148 p�>index = parm�>index ? : tf polie new index();149 p�>ation = parm�>ation;� �Figure 1028: Polier iv - loate: linux/net/shed/polie.



� �149 p�>ation = parm�>ation;150 #ifdef CONFIG NET ESTIMATOR151 if ( est)152 qdis new estimator(&p�>stats, est);153 #endif154 h = tf polie hash(p�>index);155 write lok bh(&polie lok) ;156 p�>next = tf polie ht[h℄;157 tf polie ht [h℄ = p;158 write unlok bh(&polie lok);159 return p;160161 failure :162 if (p�>R tab)163 qdis put rtab(p�>R tab);164 kfree(p);165 return NULL;166 g� �Figure 1029: Polier iv - the Polie!!!: linux/net/shed/polie.



� �168 int tf polie (strut sk bu� �skb, strut tf polie �p)169 f170 pshed time t now;171 long toks;172 long ptoks = 0;173174 spin lok(&p�>lok);175176 p�>stats.bytes += skb�>len;177 p�>stats.pakets++;178179 #ifdef CONFIG NET ESTIMATOR180 if (p�>ewma rate && p�>stats.bps >= p�>ewma rate) f181 p�>stats.overlimits++;182 spin unlok(&p�>lok);183 return p�>ation;184 g185 #endif186187 if (skb�>len <= p�>mtu) f188 if (p�>R tab == NULL) f189 spin unlok(&p�>lok);190 return p�>result;191 g192193 PSCHED GET TIME(now);194195 toks = PSCHED TDIFF SAFE(now, p�>t , p�>burst, 0);� �Figure 1030: Polier v - the Polie!!!: linux/net/shed/polie.



� �197 if (p�>P tab) f198 ptoks = toks + p�>ptoks;199 if (ptoks > (long)L2T P(p, p�>mtu))200 ptoks = (long)L2T P(p, p�>mtu);201 ptoks �= L2T P(p, skb�>len);202 g203 toks += p�>toks;204 if (toks > (long)p�>burst)205 toks = p�>burst;206 toks �= L2T(p, skb�>len);207208 if (( toksjptoks) >= 0) f209 p�>t  = now;210 p�>toks = toks;211 p�>ptoks = ptoks;212 spin unlok(&p�>lok);213 return p�>result;214 g215 g216217 p�>stats.overlimits++;218 spin unlok(&p�>lok);219 return p�>ation;220 g� �Figure 1031: Polier v - the Polie!!!: linux/net/shed/polie.



� �47 strut ingress qdis data f48 strut Qdis �q;49 strut tf proto � �lter list ;50 g;� �Figure 1032: Ingress Queueing Sheduler - Data:linux/net/shed/sh ingress.



� �56 stati int ingress graft (strut Qdis �sh,unsigned long arg,57 strut Qdis �new,strut Qdis ��old)58 f59 #ifdef DEBUG INGRESS60 strut ingress qdis data �p = PRIV(sh);61 #endif6263 DPRINTK("ingress graft(sh %p,[qdis %p℄,new %p,old %p)nn",64 sh , p, new, old);65 DPRINTK("nn ingress graft: You annot add qdiss to lasses");66 return 1;67 g686970 stati strut Qdis � ingress leaf (strut Qdis �sh, unsigned long arg)71 f72 return NULL;73 g747576 stati unsigned long ingress get (strut Qdis �sh,u32 lassid )77 f78 #ifdef DEBUG INGRESS79 strut ingress qdis data �p = PRIV(sh);80 #endif81 DPRINTK("ingress get(sh %p,[qdis %p℄,lassid %x)nn", sh, p, lassid);82 return TC H MIN(lassid) + 1;83 g848586 stati unsigned long ingress bind �lter (strut Qdis �sh,87 unsigned long parent, u32 lassid )88 f89 return ingress get (sh , lassid ) ;90 g919293 stati void ingress put(strut Qdis �sh, unsigned long l)94 f95 g� �Figure 1033: Ingress Queueing - Tree handling:linux/net/shed/sh ingress.



� �98 stati int ingress hange(strut Qdis �sh, u32 lassid , u32 parent,99 strut rtattr ��ta , unsigned long �arg)100 f101 #ifdef DEBUG INGRESS102 strut ingress qdis data �p = PRIV(sh);103 #endif104 DPRINTK("ingress hange(sh %p,[qdis %p℄,lassid %x,parent %x),"105 "arg 0x%lxnn", sh, p, lassid , parent, �arg);106 DPRINTK("No e�et. sh ingress doesnt maintain lasses at the moment");107 return 0;108 g� �Figure 1034: Ingress Queueing - Change Parameters:linux/net/shed/sh ingress.



� �112 stati void ingress walk(strut Qdis �sh,strut qdis walker �walker)113 f114 #ifdef DEBUG INGRESS115 strut ingress qdis data �p = PRIV(sh);116 #endif117 DPRINTK("ingress walk(sh %p,[qdis %p℄,walker %p)nn", sh, p, walker);118 DPRINTK("No e�et. sh ingress doesnt maintain lasses at the moment");119 g120121122 stati strut tf proto �� ingress �nd tf (strut Qdis �sh,unsigned long l)123 f124 strut ingress qdis data �p = PRIV(sh);125126 return &p�>�lter list ;127 g� �Figure 1035: Ingress Queueing - Walk Tree: linux/net/shed/sh ingress.



� �133 stati int ingress enqueue(strut sk bu� �skb,strut Qdis �sh)134 f135 strut ingress qdis data �p = PRIV(sh);136 strut tf result res ;137 int result ;138139 D2PRINTK("ingress enqueue(skb %p,sh %p,[qdis %p℄)nn", skb, sh, p);140 result = t lassify (skb, p�> �lter list , &res) ;141 D2PRINTK("result %d lass 0x%04xnn", result, res.lassid);142 /*143 * Unlike normal "enqueue" funtions, ingress_enqueue returns a144 * firewall FW_* ode.145 */146 swith ( result ) f147 #ifdef CONFIG NET CLS POLICE148 ase TC POLICE SHOT:149 result = NF DROP;150 break;151 ase TC POLICE RECLASSIFY: /* DSCP remarking here ? */152 ase TC POLICE OK:153 ase TC POLICE UNSPEC:154 default :155 result = NF ACCEPT;156 break;157 #endif158 g;159160 skb�>t index = TC H MIN(res.lassid);161 return result ;162 g� �Figure 1036: Ingress Queueing - Enqueue: linux/net/shed/sh ingress.



� �165 stati strut sk bu� �ingress dequeue(strut Qdis �sh)166 f167 /*168 strut ingress_qdis_data *p = PRIV(sh);169 D2PRINTK("ingress_dequeue(sh %p,[qdis %p℄)\n",sh,PRIV(p));170 */171 return NULL;172 g� �Figure 1037: Ingress Queueing - Dequeue: linux/net/shed/sh ingress.



� �175 stati int ingress requeue(strut sk bu� �skb,strut Qdis �sh)176 f177 /*178 strut ingress_qdis_data *p = PRIV(sh);179 D2PRINTK("ingress_requeue(skb %p,sh %p,[qdis %p℄)\n",skb,sh,PRIV(p));180 */181 return 0;182 g� �Figure 1038: Ingress Queueing - Requeue: linux/net/shed/sh ingress.



� �184 stati int ingress drop(strut Qdis �sh)185 f186 #ifdef DEBUG INGRESS187 strut ingress qdis data �p = PRIV(sh);188 #endif189 DPRINTK("ingress drop(sh %p,[qdis %p℄)nn", sh, p);190 return 0;191 g� �Figure 1039: Ingress Queueing - Drop: linux/net/shed/sh ingress.



� �303132 #de�ne PRIV(sh) ((strut dsmark qdis data �) (sh)�>data)333435 /*36 * lassid lass marking37 * ------- ----- -------38 * n/a 0 n/a39 * x:0 1 use entry [0℄40 * ... ... ...41 * x:y y>0 y+1 use entry [y℄42 * ... ... ...43 * x:indies-1 indies use entry [indies-1℄44 * ... ... ...45 * x:y y+1 use entry [y & (indies-1)℄46 * ... ... ...47 * 0xffff 0x10000 use entry [indies-1℄48 */495051 #de�ne NO DEFAULT INDEX (1 << 16)5253 strut dsmark qdis data f� �Figure 1040: Di�erentiated Servies Field Marker - Data Types:linux/net/shed/sh dsmark.



� �56 u8 �mask; /* "owns" the array */57 u8 �value;58 u16 indies ;59 u32 default index ; /* index range is 0...0xffff */60 int set t index ;61 g;626364 /* ------------------------- Class/flow operations ------------------------- */656667 stati int dsmark graft(strut Qdis �sh,unsigned long arg,68 strut Qdis �new,strut Qdis ��old)69 f70 strut dsmark qdis data �p = PRIV(sh);7172 DPRINTK("dsmark graft(sh %p,[qdis %p℄,new %p,old %p)nn",sh,p,new,73 old) ;74 if (! new)75 new = &noop qdis;76 sh tree lok (sh) ;77 �old = xhg(&p�>q,new);78 if (�old)79 qdis reset (�old) ;80 sh tree unlok(sh) ; /* ��� move up ? */81 return 0;82 g838485 stati strut Qdis �dsmark leaf(strut Qdis �sh, unsigned long arg)86 f87 strut dsmark qdis data �p = PRIV(sh);8889 return p�>q;90 g919293 stati unsigned long dsmark get(strut Qdis �sh,u32 lassid)94 f95 strut dsmark qdis data �p attribute ((unused)) = PRIV(sh);9697 DPRINTK("dsmark get(sh %p,[qdis %p℄,lassid %x)nn",sh,p,lassid);98 return TC H MIN(lassid)+1;99 g� �Figure 1041: Di�erentiated Servies Field Marker - tree funtions:linux/net/shed/sh dsmark.



� �103 unsigned long parent, u32 lassid )104 f105 return dsmark get(sh,lassid) ;106 g107108109 stati void dsmark put(strut Qdis �sh, unsigned long l)110 f111 g112113114 stati int dsmark hange(strut Qdis �sh, u32 lassid , u32 parent,115 strut rtattr ��ta , unsigned long �arg)116 f117 strut dsmark qdis data �p = PRIV(sh);118 strut rtattr �opt = ta[TCA OPTIONS�1℄;119 strut rtattr �tb[TCA DSMARK MAX℄;120121 DPRINTK("dsmark hange(sh %p,[qdis %p℄,lassid %x,parent %x),"122 "arg 0x%lxnn",sh,p,lassid,parent,�arg);123 if (�arg > p�>indies)124 return �ENOENT;125 if (! opt jj rtattr parse (tb , TCA DSMARK MAX, RTA DATA(opt),126 RTA PAYLOAD(opt)))127 return �EINVAL;128 if (tb[TCA DSMARK MASK�1℄) f129 if (! RTA PAYLOAD(tb[TCA DSMARK MASK�1℄))� �Figure 1042: Di�erentiated Servies Field Marker - hange parameters:linux/net/shed/sh dsmark.



� �132 g133 if (tb[TCA DSMARK VALUE�1℄) f134 if (! RTA PAYLOAD(tb[TCA DSMARK VALUE�1℄))135 return �EINVAL;136 p�>value[�arg�1℄ = �( u8 �) RTA DATA(tb[TCA DSMARK VALUE�1℄);137 g138 return 0;139 g� �Figure 1043: Marker - delete: linux/net/shed/sh dsmark.



� �144 strut dsmark qdis data �p = PRIV(sh);145146 if (! arg jj arg > p�>indies)147 return �EINVAL;148 p�>mask[arg�1℄ = 0x�;149 p�>value[arg�1℄ = 0;150 return 0;151 g152153154 stati void dsmark walk(strut Qdis �sh,strut qdis walker �walker)155 f156 strut dsmark qdis data �p = PRIV(sh);157 int i ;158159 DPRINTK("dsmark walk(sh %p,[qdis %p℄,walker %p)nn",sh,p,walker);160 if (walker�>stop)161 return;162 for ( i = 0; i < p�>indies; i++) f163 if (p�>mask[i℄ == 0x� && !p�>value[i℄)� �Figure 1044: Marker - walk: linux/net/shed/sh dsmark.



� �166 if (walker�>fn(sh, i+1, walker) < 0) f167 walker�>stop = 1;168 break;169 g170 g171 walker�>ount++;� �Figure 1045: Marker - �nd: linux/net/shed/sh dsmark.



� �177 f178 strut dsmark qdis data �p = PRIV(sh);179180 return &p�>�lter list ;181 g182183184 /* --------------------------- Qdis operations ---------------------------- */185186187 stati int dsmark enqueue(strut sk bu� �skb,strut Qdis �sh)188 f189 strut dsmark qdis data �p = PRIV(sh);190 strut tf result res ;191 int result ;192 int ret = NET XMIT POLICED;193194 D2PRINTK("dsmark enqueue(skb %p,sh %p,[qdis %p℄)nn",skb,sh,p);195 if (p�>set t index) f196 swith (skb�>protool) f197 ase onstant htons(ETH P IP):� �Figure 1046: Marker - enqueue i: linux/net/shed/sh dsmark.



� �198 skb�>t index = ipv4 get ds�eld(skb�>nh.iph);199 break;200 ase onstant htons(ETH P IPV6):201 skb�>t index = ipv6 get ds�eld(skb�>nh.ipv6h);202 break;203 default :204 skb�>t index = 0;205 break;206 g;207 g208 result = TC POLICE OK; /* be nie to g */209 if (TC H MAJ(skb�>priority) == sh�>handle) f210 skb�>t index = TC H MIN(skb�>priority);211 g else f212 result = t lassify (skb,p�> �lter list ,&res);213 D2PRINTK("result %d lass 0x%04xnn",result,res.lassid);214 swith ( result ) f215 #ifdef CONFIG NET CLS POLICE216 ase TC POLICE SHOT:217 kfree skb(skb);218 break;219 #if 0220 ase TC POLICE RECLASSIFY:221 /* FIXME: what to do here ??? */222 #endif223 #endif224 ase TC POLICE OK:225 skb�>t index = TC H MIN(res.lassid);226 break;227 ase TC POLICE UNSPEC:228 /* fall through */229 default :230 if (p�>default index != NO DEFAULT INDEX)231 skb�>t index = p�>default index;232 break;233 g;234 g235 if (236 #ifdef CONFIG NET CLS POLICE237 result == TC POLICE SHOT jj238 #endif� �Figure 1047: Marker - enqueue ii: linux/net/shed/sh dsmark.



� �240 (( ret = p�>q�>enqueue(skb,p�>q)) != 0)) f241 sh�>stats.drops++;242 return ret ;243 g244 sh�>stats.bytes += skb�>len;245 sh�>stats.pakets++;246 sh�>q.qlen++;247 return ret ;248 g249250251 stati strut sk bu� �dsmark dequeue(strut Qdis �sh)252 f253 strut dsmark qdis data �p = PRIV(sh);254 strut sk bu� �skb;255 int index;256257 D2PRINTK("dsmark dequeue(sh %p,[qdis %p℄)nn",sh,p);258 skb = p�>q�>ops�>dequeue(p�>q);259 if (! skb)260 return NULL;261 sh�>q.qlen��;262 index = skb�>t index & (p�>indies�1);263 D2PRINTK("index %d�>%dnn",skb�>t index,index);264 swith (skb�>protool) f265 ase onstant htons(ETH P IP):266 ipv4 hange ds�eld (skb�>nh.iph,267 p�>mask[index℄,p�>value[index℄);268 break;269 ase onstant htons(ETH P IPV6):270 ipv6 hange ds�eld (skb�>nh.ipv6h,271 p�>mask[index℄,p�>value[index℄);272 break;273 default :274 /*275 * Only omplain if a hange was atually attempted.276 * This way, we an send non-IP traffi through dsmark� �Figure 1048: Marker - dequeue: linux/net/shed/sh dsmark.



� �279 if (p�>mask[index℄ != 0x� jj p�>value[index℄)280 printk(KERN WARNING "dsmark dequeue: "281 "unsupported protool %dnn",282 htons(skb�>protool));283 break;284 g;285 return skb;286 g287288289 stati int dsmark requeue(strut sk bu� �skb,strut Qdis �sh)290 f291 int ret ;� �Figure 1049: Marker - requeue: linux/net/shed/sh dsmark.



� �294 D2PRINTK("dsmark requeue(skb %p,sh %p,[qdis %p℄)nn",skb,sh,p);295 if (( ret = p�>q�>ops�>requeue(skb, p�>q)) == 0) f296 sh�>q.qlen++;297 return 0;298 g299 sh�>stats.drops++;300 return ret ;301 g302303304 stati int dsmark drop(strut Qdis �sh)305 f� �Figure 1050: Marker - drop: linux/net/shed/sh dsmark.



� �308 DPRINTK("dsmark reset(sh %p,[qdis %p℄)nn",sh,p);309 if (! p�>q�>ops�>drop)310 return 0;311 if (! p�>q�>ops�>drop(p�>q))312 return 0;313 sh�>q.qlen��;314 return 1;315 g316317318 int dsmark init(strut Qdis �sh,strut rtattr �opt)319 f320 strut dsmark qdis data �p = PRIV(sh);321 strut rtattr �tb[TCA DSMARK MAX℄;322 u16 tmp;323324 DPRINTK("dsmark init(sh %p,[qdis %p℄,opt %p)nn",sh,p,opt);325 if ( rtattr parse (tb,TCA DSMARK MAX,RTA DATA(opt),RTA PAYLOAD(opt))< 0 jj326 !tb[TCA DSMARK INDICES�1℄ jj327 RTA PAYLOAD(tb[TCA DSMARK INDICES�1℄) < sizeof( u16))328 return �EINVAL;329 memset(p,0,sizeof(�p));330 p�> �lter list = NULL;331 p�>indies = �( u16 �) RTA DATA(tb[TCA DSMARK INDICES�1℄);332 if (! p�>indies)333 return �EINVAL;334 for (tmp = p�>indies; tmp != 1; tmp >>= 1) f335 if (tmp & 1)336 return �EINVAL;337 g338 p�>default index = NO DEFAULT INDEX;339 if (tb[TCA DSMARK DEFAULT INDEX�1℄) f340 if (RTA PAYLOAD(tb[TCA DSMARK DEFAULT INDEX�1℄) < sizeof(u16))341 return �EINVAL;342 p�>default index =343 �( u16 �) RTA DATA(tb[TCA DSMARK DEFAULT INDEX�1℄);344 g345 p�>set t index = !!tb[TCA DSMARK SET TC INDEX�1℄;346 p�>mask = kmallo(p�>indies�2,GFP KERNEL);347 if (! p�>mask)348 return �ENOMEM;349 p�>value = p�>mask+p�>indies;� �Figure 1051: Marker - init: linux/net/shed/sh dsmark.



� �352 if (!( p�>q = qdis reate dt(sh�>dev, &p�fo qdis ops)))353 p�>q = &noop qdis;354 DPRINTK("dsmark init: qdis %pnn",&p�>q);355 MOD INC USE COUNT;356 return 0;357 g� �Figure 1052: Marker - reset: linux/net/shed/sh dsmark.



� �362 strut dsmark qdis data �p = PRIV(sh);363364 DPRINTK("dsmark reset(sh %p,[qdis %p℄)nn",sh,p);365 qdis reset (p�>q);366 sh�>q.qlen = 0;367 g368369370 stati void dsmark destroy(strut Qdis �sh)371 f372 strut dsmark qdis data �p = PRIV(sh);373 strut tf proto �tp;374375 DPRINTK("dsmark destroy(sh %p,[qdis %p℄)nn",sh,p);376 while (p�> �lter list ) f377 tp = p�>�lter list ;� �Figure 1053: Marker - destroy: linux/net/shed/sh dsmark.



� �382 p�>q = &noop qdis;383 kfree(p�>mask);384 MOD DEC USE COUNT;385 g386387388 #ifdef CONFIG RTNETLINK389390 stati int dsmark dump lass(strut Qdis �sh, unsigned long l,391 strut sk bu� �skb, strut tmsg �tm)392 f393 strut dsmark qdis data �p = PRIV(sh);394 unsigned har �b = skb�>tail;395 strut rtattr �rta ;396397 DPRINTK("dsmark dump lass(sh %p,[qdis %p℄,lass %ldnn",sh,p,l);398 if (! l jj l > p�>indies)399 return �EINVAL;400 tm�>tm handle = TC H MAKE(TC H MAJ(sh�>handle),l�1);401 rta = (strut rtattr �) b;402 RTA PUT(skb,TCA OPTIONS,0,NULL);403 RTA PUT(skb,TCA DSMARK MASK,1,&p�>mask[l�1℄);� �Figure 1054: Marker - dump lass: linux/net/shed/sh dsmark.



� �405 rta�>rta len = skb�>tail�b;406 return skb�>len;407408 rtattr failure :409 skb trim(skb,b�skb�>data);410 return �1;411 g412413 stati int dsmark dump(strut Qdis �sh, strut sk bu� �skb)414 f415 strut dsmark qdis data �p = PRIV(sh);416 unsigned har �b = skb�>tail;417 strut rtattr �rta ;418419 rta = (strut rtattr �) b;420 RTA PUT(skb,TCA OPTIONS,0,NULL);421 RTA PUT(skb,TCA DSMARK INDICES,sizeof( u16),&p�>indies);422 if (p�>default index != NO DEFAULT INDEX) f423 u16 tmp = p�>default index;424425 RTA PUT(skb,TCA DSMARK DEFAULT INDEX, sizeof( u16), &tmp);� �Figure 1055: Marker - dump: linux/net/shed/sh dsmark.



� �430 return skb�>len;431432 rtattr failure :433 skb trim(skb,b�skb�>data);434 return �1;435 g436437 #endif438439440 stati strut Qdis lass ops dsmark lass ops =441 f442 dsmark graft, /* graft */443 dsmark leaf, /* leaf */444 dsmark get, /* get */445 dsmark put, /* put */446 dsmark hange, /* hange */447 dsmark delete, /* delete */448 dsmark walk, /* walk */449450 dsmark �nd tf, /* tf_hain */451 dsmark bind �lter , /* bind_tf */452 dsmark put, /* unbind_tf */453454 #ifdef CONFIG RTNETLINK455 dsmark dump lass, /* dump */456 #endif457 g;458459 strut Qdis ops dsmark qdis ops =460 f461 NULL, /* next */462 &dsmark lass ops, /* l_ops */463 "dsmark",464 sizeof (strut dsmark qdis data),465466 dsmark enqueue, /* enqueue */467 dsmark dequeue, /* dequeue */468 dsmark requeue, /* requeue */469 dsmark drop, /* drop */470471 dsmark init, /* init */472 dsmark reset, /* reset */473 dsmark destroy, /* destroy */474 NULL, /* hange */475476 #ifdef CONFIG RTNETLINK477 dsmark dump /* dump */478 #endif479 g;480481 #ifdef MODULE� �Figure 1056: Marker - operations registration:linux/net/shed/sh dsmark.



� �44 #de�ne RED ECN ECT 0x0245 #de�ne RED ECN CE 0x01464748 /* Random Early Detetion (RED) algorithm.49 =======================================5051 Soure: Sally Floyd and Van Jaobson, "Random Early Detetion Gateways52 for Congestion Avoidane", 1993, IEEE/ACM Transations on Networking.5354 This file odes a "divisionless" version of RED algorithm55 as written down in Fig.17 of the paper.5657 Short desription.58 ------------------5960 When a new paket arrives we alulate the average queue length:6162 avg = (1-W)*avg + W*urrent_queue_len,6364 W is the filter time onstant (hoosen as 2^(-Wlog)), it ontrols65 the inertia of the algorithm. To allow larger bursts, W should be66 dereased.� �Figure 1057: Random Early Detetion (RED) Queue - Introdutory Remarks:linux/net/shed/sh red.



� �68 if (avg > th max) �> paket marked (dropped).69 if (avg < th min) �> paket passes.70 if (th min < avg < th max) we alulate probability:7172 Pb = max P � (avg � th min)/(th max�th min)7374 and mark (drop) paket with this probability.75 Pb hanges from 0 (at avg==th min) to max P (avg==th max).76 max P should be small (not 1), usually 0.01..0.02 is good value.7778 max P is hosen as a number, so that max P/(th max�th min)79 is a negative power of two in order arithmetis to ontain80 only shifts .818283 Parameters, settable by user:84 �����������������������������8586 limit � bytes (must be > qth max + burst)8788 Hard limit on queue length, should be hosen >qth max89 to allow paket bursts . This parameter does not90 a�et the algorithms behaviour and an be hosen91 arbitrarily high (well , less than ram size)92 Really , this limit will never be reahed93 if RED works orretly.� �Figure 1058: RED Queue - Behaviour: linux/net/shed/sh red.



� �95 qth min � bytes (should be < qth max/2)96 qth max � bytes (should be at least 2�qth min and less limit)97 Wlog � bits (<32) log(1/W).98 Plog � bits (<32)99100 Plog is related to max P by formula:101102 max P = (qth max�qth min)/2^Plog;103104 F.e . if qth max=128K and qth min=32K, then Plog=22105 orresponds to max P=0.02106107 Sell log108 Stab109110 Lookup table for log((1�W)^(t/t ave).� �Figure 1059: RED Queue - Parameters: linux/net/shed/sh red.



� �113 NOTES:114115 Upper bound on W.116 �����������������117118 If you want to allow bursts of L pakets of size S,119 you should hoose W:120121 L + 1 � th min/S < (1�(1�W)^L)/W122123 th min/S = 32 th min/S = 4124125 log(W) L126 �1 33127 �2 35128 �3 39129 �4 46130 �5 57131 �6 75132 �7 101133 �8 135134 �9 190135 et .136 �/� �Figure 1060: RED Queue - Notes: linux/net/shed/sh red.



� �138 strut red shed data139 f140 /* Parameters */141 u32 limit ; /* HARD maximal queue length */142 u32 qth min; /* Min average length threshold: A saled */143 u32 qth max; /* Max average length threshold: A saled */144 u32 Rmask;145 u32 Sell max;146 unsigned har ags ;147 har Wlog; /* log(W) */148 har Plog; /* random number bits */149 har Sell log ;150 u8 Stab[256℄;151152 /* Variables */153 unsigned long qave; /* Average queue length: A saled */154 int qount; /* Pakets sine last random numbergeneration */155 u32 qR; /* Cahed random number */156157 pshed time t qidlestart ; /* Start of idle period */158 strut t red xstats st ;159 g;� �Figure 1061: RED - Sheduler Data: linux/net/shed/sh red.



� �161 stati int red en mark(strut sk bu� �skb)162 f163 if (skb�>nh.raw + 20 > skb�>tail)164 return 0;165166 swith (skb�>protool) f167 ase onstant htons(ETH P IP):168 f169 u8 tos = skb�>nh.iph�>tos;170171 if (!( tos & RED ECN ECT))172 return 0;173174 if (!( tos & RED ECN CE))175 IP ECN set e(skb�>nh.iph);176177 return 1;178 g179180 ase onstant htons(ETH P IPV6):181 f182 u32 label = �(u32�)skb�>nh.raw;183184 if (!( label & onstant htonl(RED ECN ECT<<20)))185 return 0;186 label j= onstant htonl (RED ECN CE<<20);187 return 1;188 g189190 default :191 return 0;192 g193 g� �Figure 1062: RED - ECN bit handling: linux/net/shed/sh red.



� �195 stati int196 red enqueue(strut sk bu� �skb, strut Qdis� sh)197 f198 strut red shed data �q = (strut red shed data �)sh�>data;199200 pshed time t now;201202 if (! PSCHED IS PASTPERFECT(q�>qidlestart)) f203 long us idle ;204 int shift ;205206 PSCHED GET TIME(now);207 us idle = PSCHED TDIFF SAFE(now, q�>qidlestart, q�>Sell max, 0);208 PSCHED SET PASTPERFECT(q�>qidlestart);209210 /*211 The problem: ideally, average length queue realultion should212 be done over onstant lok intervals. This is too expensive, so that213 the alulation is driven by outgoing pakets.214 When the queue is idle we have to model this lok by hand.215216 SF+VJ proposed to "generate" m = idletime/(average_pkt_size/bandwidth)217 dummy pakets as a burst after idle time, i.e.218219 q->qave *= (1-W)^m220221 This is an apparently overompliated solution (f.e. we have to preompute222 a table to make this alulation in reasonable time)223 I believe that a simpler model may be used here,224 but it is field for experiments.225 */� �Figure 1063: RED - Enqueue i: linux/net/shed/sh red.



� �226 shift = q�>Stab[us idle>>q�>Sell log℄;227228 if ( shift ) f229 q�>qave >>= shift;230 g else f231 /* Approximate initial part of exponent232 with linear funtion:233 (1-W)^m ~= 1-mW + ...234235 Seems, it is the best solution to236 problem of too oare exponent tabulation.237 */238239 us idle = (q�>qave � us idle)>>q�>Sell log;240 if ( us idle < q�>qave/2)241 q�>qave �= us idle;242 else243 q�>qave >>= 1;244 g245 g else f246 q�>qave += sh�>stats.baklog � (q�>qave >> q�>Wlog);247 /* NOTE:248 q->qave is fixed point number with point at Wlog.249 The formulae above is equvalent to floating point250 version:251252 qave = qave*(1-W) + sh->stats.baklog*W;253 --ANK (980924)254 */255 g� �Figure 1064: RED - Enqueue ii: linux/net/shed/sh red.



� �257 if (q�>qave < q�>qth min) f258 q�>qount = �1;259 enqueue:260 if (sh�>stats.baklog <= q�>limit) f261 skb queue tail (&sh�>q, skb);262 sh�>stats.baklog += skb�>len;263 sh�>stats.bytes += skb�>len;264 sh�>stats.pakets++;265 return NET XMIT SUCCESS;266 g else f267 q�>st.pdrop++;268 g269 kfree skb(skb);270 sh�>stats.drops++;271 return NET XMIT DROP;272 g273 if (q�>qave >= q�>qth max) f274 q�>qount = �1;275 sh�>stats.overlimits++;276 mark:277 if (!( q�>ags&TC RED ECN) jj !red en mark(skb)) f278 q�>st.early++;279 goto drop;280 g281 q�>st.marked++;282 goto enqueue;283 g� �Figure 1065: RED - Enqueue iii: linux/net/shed/sh red.



� �285 if (++q�>qount) f286 /* The formula used below auses questions.287288 OK. qR is random number in the interval 0..Rmask289 i.e. 0..(2^Plog). If we used floating point290 arithmetis, it would be: (2^Plog)*rnd_num,291 where rnd_num is less 1.292293 Taking into aount, that qave have fixed294 point at Wlog, and Plog is related to max_P by295 max_P = (qth_max-qth_min)/2^Plog; two lines296 below have the following floating point equivalent:297298 max_P*(qave - qth_min)/(qth_max-qth_min) < rnd/qount299300 Any questions? --ANK (980924)301 */302 if ((( q�>qave � q�>qth min)>>q�>Wlog)�q�>qount < q�>qR)303 goto enqueue;304 q�>qount = 0;305 q�>qR = net random()&q�>Rmask;306 sh�>stats.overlimits++;307 goto mark;308 g309 q�>qR = net random()&q�>Rmask;310 goto enqueue;311312 drop:313 kfree skb(skb);314 sh�>stats.drops++;315 return NET XMIT CN;316 g� �Figure 1066: RED - Enqueue i: linux/net/shed/sh red.



� �318 stati int319 red requeue(strut sk bu� �skb, strut Qdis� sh)320 f321 strut red shed data �q = (strut red shed data �)sh�>data;322323 PSCHED SET PASTPERFECT(q�>qidlestart);324325 skb queue head(&sh�>q, skb);326 sh�>stats.baklog += skb�>len;327 return 0;328 g329330 stati strut sk bu� �331 red dequeue(strut Qdis� sh)332 f333 strut sk bu� �skb;334 strut red shed data �q = (strut red shed data �)sh�>data;335336 skb = skb dequeue(&sh�>q);337 if (skb) f338 sh�>stats.baklog �= skb�>len;339 return skb;340 g341 PSCHED GET TIME(q�>qidlestart);342 return NULL;343 g� �Figure 1067: RED - Requeue and Dequeue: linux/net/shed/sh red.



� �345 stati int346 red drop(strut Qdis� sh)347 f348 strut sk bu� �skb;349 strut red shed data �q = (strut red shed data �)sh�>data;350351 skb = skb dequeue tail(&sh�>q);352 if (skb) f353 sh�>stats.baklog �= skb�>len;354 sh�>stats.drops++;355 q�>st.other++;356 kfree skb(skb);357 return 1;358 g359 PSCHED GET TIME(q�>qidlestart);360 return 0;361 g� �Figure 1068: RED - Drop: linux/net/shed/sh red.



� �363 stati void red reset (strut Qdis� sh)364 f365 strut red shed data �q = (strut red shed data �)sh�>data;366 strut sk bu� �skb;367368 while((skb= skb dequeue(&sh�>q))!=NULL)369 kfree skb(skb);370 sh�>stats.baklog = 0;371 PSCHED SET PASTPERFECT(q�>qidlestart);372 q�>qave = 0;373 q�>qount = �1;374 g� �Figure 1069: RED - Reset: linux/net/shed/sh red.



� �376 stati int red hange(strut Qdis �sh, strut rtattr �opt)377 f378 strut red shed data �q = (strut red shed data �)sh�>data;379 strut rtattr �tb[TCA RED STAB℄;380 strut t red qopt � tl ;381382 if (opt == NULL jj383 rtattr parse (tb , TCA RED STAB, RTA DATA(opt), RTA PAYLOAD(opt)) jj384 tb[TCA RED PARMS�1℄ == 0 jj tb[TCA RED STAB�1℄ == 0 jj385 RTA PAYLOAD(tb[TCA RED PARMS�1℄) < sizeof(�tl) jj386 RTA PAYLOAD(tb[TCA RED STAB�1℄) < 256)387 return �EINVAL;388389 tl = RTA DATA(tb[TCA RED PARMS�1℄);390391 sh tree lok (sh) ;392 q�>ags = tl�>ags;393 q�>Wlog = tl�>Wlog;394 q�>Plog = tl�>Plog;395 q�>Rmask = tl�>Plog < 32 ? ((1<<tl�>Plog) � 1) : ~0UL;396 q�>Sell log = tl�>Sell log;397 q�>Sell max = (255<<q�>Sell log);398 q�>qth min = tl�>qth min<<tl�>Wlog;399 q�>qth max = tl�>qth max<<tl�>Wlog;400 q�>limit = tl�>limit;401 mempy(q�>Stab, RTA DATA(tb[TCA RED STAB�1℄), 256);402403 q�>qount = �1;404 if (skb queue len(&sh�>q) == 0)405 PSCHED SET PASTPERFECT(q�>qidlestart);406 sh tree unlok(sh) ;407 return 0;408 g� �Figure 1070: RED - Change: linux/net/shed/sh red.



� �410 stati int red init (strut Qdis� sh, strut rtattr �opt)411 f412 int err ;413414 MOD INC USE COUNT;415416 if (( err = red hange(sh, opt)) != 0) f417 MOD DEC USE COUNT;418 g419 return err ;420 g� �Figure 1071: RED - Init: linux/net/shed/sh red.



� �40 /* Simple Token Buket Filter.41 =======================================4243 SOURCE.44 -------4546 None.4748 Desription.49 ------------5051 A data flow obeys TBF with rate R and depth B, if for any52 time interval t_i...t_f the number of transmitted bits53 does not exeed B + R*(t_f-t_i).5455 Paketized version of this definition:56 The sequene of pakets of sizes s_i served at moments t_i57 obeys TBF, if for any i<=k:5859 s_i+....+s_k <= B + R*(t_k - t_i)6061 Algorithm.62 ----------6364 Let N(t_i) be B/R initially and N(t) grow ontinuously with time as:6566 N(t+delta) = min{B/R, N(t) + delta}6768 If the first paket in queue has length S, it may be69 transmitted only at the time t_* when S/R <= N(t_*),70 and in this ase N(t) jumps:7172 N(t_* + 0) = N(t_* - 0) - S/R.� �Figure 1072: Token Buket Filter Queue - Initial Remarks:linux/net/shed/sh tbf.



� �7576 Atually, QoS requires two TBF to be applied to a data stream.77 One of them ontrols steady state burst size , another78 one with rate P (peak rate) and depth M (equal to link MTU)79 limits bursts at a smaller time sale .8081 It is easy to see that P>R, and B>M. If P is in�nity, this double82 TBF is equivalent to a single one.8384 When TBF works in reshaping mode, lateny is estimated as:8586 lat = max ((L�B)/R, (L�M)/P)878889 NOTES.90 ������9192 If TBF throttles, it starts a wathdog timer, whih will wake it up93 when it is ready to transmit.94 Note that the minimal timer resolution is 1/HZ.95 If no new pakets arrive during this period,96 or if the devie is not awaken by EOI for some previous paket,97 TBF an stop its ativity for 1/HZ.9899100 This means, that with depth B, the maximal rate is101102 R rit = B�HZ103104 F.e . for 10Mbit ethernet and HZ=100 the minimal allowed B is ~10Kbytes.105106 Note that the peak rate TBF is muh more tough: with MTU 1500107 P rit = 150Kbytes/se. So, if you need greater peak108 rates , use alpha with HZ=1000 :�)109 �/� �Figure 1073: Token Buket Filter Queue - Algorithm/Notes:linux/net/shed/sh tbf.



� �111 strut tbf shed data112 f113 /* Parameters */114 u32 limit ; /* Maximal length of baklog: bytes */115 u32 bu�er ; /* Token buket depth/rate: MUST BE >= MTU/B*/116 u32 mtu;117 u32 max size;118 strut qdis rate table �R tab;119 strut qdis rate table �P tab;120121 /* Variables */122 long tokens; /* Current number of B tokens */123 long ptokens; /* Current number of P tokens */124 pshed time t t  ; /* Time hek-point */125 strut timer list wd timer; /* Wathdog timer */126 g;127128 #de�ne L2T(q,L) ((q)�>R tab�>data[(L)>>(q)�>R tab�>rate.ell log℄)129 #de�ne L2T P(q,L) ((q)�>P tab�>data[(L)>>(q)�>P tab�>rate.ell log℄)� �Figure 1074: Token Buket Filter Queue - Data: linux/net/shed/sh tbf.



� �131 stati int132 tbf enqueue(strut sk bu� �skb, strut Qdis� sh)133 f134 strut tbf shed data �q = (strut tbf shed data �)sh�>data;135136 if (skb�>len > q�>max size)137 goto drop;138 skb queue tail (&sh�>q, skb);139 if (( sh�>stats.baklog += skb�>len) <= q�>limit) f140 sh�>stats.bytes += skb�>len;141 sh�>stats.pakets++;142 return 0;143 g144145 /* Drop ation: undo the things that we just did,146 * i.e. make tail drop147 */148149 skb unlink(skb, &sh�>q);150 sh�>stats.baklog �= skb�>len;151152 drop:153 sh�>stats.drops++;154 #ifdef CONFIG NET CLS POLICE155 if (sh�>reshape fail==NULL jj sh�>reshape fail(skb, sh))156 #endif157 kfree skb(skb);158 return NET XMIT DROP;159 g� �Figure 1075: TBF - Enqueue: linux/net/shed/sh tbf.



� �161 stati int162 tbf requeue(strut sk bu� �skb, strut Qdis� sh)163 f164 skb queue head(&sh�>q, skb);165 sh�>stats.baklog += skb�>len;166 return 0;167 g168169 stati int170 tbf drop(strut Qdis� sh)171 f172 strut sk bu� �skb;173174 skb = skb dequeue tail(&sh�>q);175 if (skb) f176 sh�>stats.baklog �= skb�>len;177 sh�>stats.drops++;178 kfree skb(skb);179 return 1;180 g181 return 0;182 g� �Figure 1076: TBF - Requeue and Drop: linux/net/shed/sh tbf.



� �184 stati void tbf wathdog(unsigned long arg)185 f186 strut Qdis �sh = (strut Qdis�)arg;187188 sh�>ags &= ~TCQ F THROTTLED;189 netif shedule (sh�>dev);190 g� �Figure 1077: TBF - Wathdog: linux/net/shed/sh tbf.



� �192 stati strut sk bu� �193 tbf dequeue(strut Qdis� sh)194 f195 strut tbf shed data �q = (strut tbf shed data �)sh�>data;196 strut sk bu� �skb;197198 skb = skb dequeue(&sh�>q);199200 if (skb) f201 pshed time t now;202 long toks;203 long ptoks = 0;204205 PSCHED GET TIME(now);206207 toks = PSCHED TDIFF SAFE(now, q�>t , q�>bu�er, 0);208209 if (q�>P tab) f210 ptoks = toks + q�>ptokens;211 if (ptoks > (long)q�>mtu)212 ptoks = q�>mtu;213 ptoks �= L2T P(q, skb�>len);214 g215 toks += q�>tokens;216 if (toks > (long)q�>bu�er)217 toks = q�>bu�er;218 toks �= L2T(q, skb�>len);� �Figure 1078: TBF - Dequeue: linux/net/shed/sh tbf.



� �220 if (( toksjptoks) >= 0) f221 q�>t  = now;222 q�>tokens = toks;223 q�>ptokens = ptoks;224 sh�>stats.baklog �= skb�>len;225 sh�>ags &= ~TCQ F THROTTLED;226 return skb;227 g228229 if (! netif queue stopped(sh�>dev)) f230 long delay = PSCHED US2JIFFIE(max(�toks, �ptoks));231232 if (delay == 0)233 delay = 1;234235 mod timer(&q�>wd timer, jiÆes+delay);236 g237238 /* Maybe we have a shorter paket in the queue,239 whih an be sent now. It sounds ool,240 but, however, this is wrong in priniple.241 We MUST NOT reorder pakets under these irumstanes.242243 Really, if we split the flow into independent244 subflows, it would be a very good solution.245 This is the main idea of all FQ algorithms246 (f. CSZ, HPFQ, HFSC)247 */248 skb queue head(&sh�>q, skb);249250 sh�>ags j= TCQ F THROTTLED;251 sh�>stats.overlimits++;252 g253 return NULL;254 g� �Figure 1079: TBF - Dequeue: linux/net/shed/sh tbf.



� �257 stati void258 tbf reset (strut Qdis� sh)259 f260 strut tbf shed data �q = (strut tbf shed data �)sh�>data;261262 skb queue purge(&sh�>q);263 sh�>stats.baklog = 0;264 PSCHED GET TIME(q�>t );265 q�>tokens = q�>bu�er;266 q�>ptokens = q�>mtu;267 sh�>ags &= ~TCQ F THROTTLED;268 del timer(&q�>wd timer);269 g� �Figure 1080: TBF - Reset: linux/net/shed/sh tbf.



� �271 stati int tbf hange(strut Qdis� sh, strut rtattr �opt)272 f273 int err = �EINVAL;274 strut tbf shed data �q = (strut tbf shed data �)sh�>data;275 strut rtattr �tb[TCA TBF PTAB℄;276 strut t tbf qopt �qopt;277 strut qdis rate table �rtab = NULL;278 strut qdis rate table �ptab = NULL;279 int max size,n;280281 if ( rtattr parse (tb , TCA TBF PTAB, RTA DATA(opt), RTA PAYLOAD(opt)) jj282 tb[TCA TBF PARMS�1℄ == NULL jj283 RTA PAYLOAD(tb[TCA TBF PARMS�1℄) < sizeof(�qopt))284 goto done;285286 qopt = RTA DATA(tb[TCA TBF PARMS�1℄);287 rtab = qdis get rtab(&qopt�>rate, tb[TCA TBF RTAB�1℄);288 if (rtab == NULL)289 goto done;290291 if (qopt�>peakrate.rate) f292 if (qopt�>peakrate.rate > qopt�>rate.rate)293 ptab = qdis get rtab(&qopt�>peakrate, tb[TCA TBF PTAB�1℄);294 if (ptab == NULL)295 goto done;296 g297298 for (n = 0; n < 256; n++)299 if (rtab�>data[n℄ > qopt�>bu�er) break;300 max size = (n << qopt�>rate.ell log)�1;301 if (ptab) f302 int size ;303304 for (n = 0; n < 256; n++)305 if (ptab�>data[n℄ > qopt�>mtu) break;306 size = (n << qopt�>peakrate.ell log)�1;307 if ( size < max size) max size = size;308 g309 if (max size < 0)310 goto done;311312 sh tree lok (sh) ;313 q�>limit = qopt�>limit;314 q�>mtu = qopt�>mtu;315 q�>max size = max size;316 q�>bu�er = qopt�>bu�er;317 q�>tokens = q�>bu�er;318 q�>ptokens = q�>mtu;319 rtab = xhg(&q�>R tab, rtab);320 ptab = xhg(&q�>P tab, ptab);321 sh tree unlok(sh) ;322 err = 0;323 done:324 if (rtab)325 qdis put rtab(rtab);326 if (ptab)� �Figure 1081: TBF - Change: linux/net/shed/sh tbf.



� �328 return err ;329 g330331 stati int tbf init (strut Qdis� sh, strut rtattr �opt)332 f333 int err ;334 strut tbf shed data �q = (strut tbf shed data �)sh�>data;335336 if (opt == NULL)337 return �EINVAL;338339 MOD INC USE COUNT;340341 PSCHED GET TIME(q�>t );342 init timer (&q�>wd timer);343 q�>wd timer.funtion = tbf wathdog;344 q�>wd timer.data = (unsigned long)sh;345346 if (( err = tbf hange(sh, opt)) != 0) f347 MOD DEC USE COUNT;� �Figure 1082: TBF - Init: linux/net/shed/sh tbf.



� �349 return err ;350 g351352 stati void tbf destroy(strut Qdis �sh)353 f354 strut tbf shed data �q = (strut tbf shed data �)sh�>data;355356 del timer(&q�>wd timer);357358 if (q�>P tab)359 qdis put rtab(q�>P tab);360 if (q�>R tab)361 qdis put rtab(q�>R tab);� �Figure 1083: TBF - Destroy: linux/net/shed/sh tbf.



� �193 stati unsigned int194 ing hook(unsigned int hook, strut sk bu� ��pskb,195 onst strut net devie �indev,196 onst strut net devie �outdev,197 int (�okfn)(strut sk bu� �))198 f199200 strut Qdis �q;201 strut sk bu� �skb = �pskb;202 strut net devie �dev = skb�>dev;203 int fwres=NF ACCEPT;204205 DPRINTK("ing hook: skb %s dev=%s len=%unn",206 skb�>sk ? "(owned)" : "(unowned)",207 skb�>dev ? (�pskb)�>dev�>name : "(no dev)",208 skb�>len);209210 /*211 revisit later: Use a private sine lok dev->queue_lok is also212 used on the egress (might slow things for an iota)213 */214215 if (dev�>qdis ingress) f216 spin lok(&dev�>queue lok);217 if ((q = dev�>qdis ingress) != NULL)218 fwres = q�>enqueue(skb, q);219 spin unlok(&dev�>queue lok);220 g221222 return fwres;223 g� �Figure 1084: Ingress Queueing - Ingress Hook:linux/net/shed/sh ingress.



� �225 /* after ipt_filter */226 stati strut nf hook ops ing ops =227 f228 f NULL, NULLg,229 ing hook,230 PF INET,231 NF IP PRE ROUTING,232 NF IP PRI FILTER + 1233 g;234235 int ingress init (strut Qdis �sh,strut rtattr �opt)236 f237 strut ingress qdis data �p = PRIV(sh);238239 DPRINTK("ingress init(sh %p,[qdis %p℄,opt %p)nn",sh,p,opt);240 memset(p, 0, sizeof(�p));241 p�> �lter list = NULL;242 p�>q = &noop qdis;243 #ifndef MODULE244 if ( nf register hook (&ing ops) < 0) f245 printk("Unable to register ingress nn");246 goto error ;247 g248 #endif249 DPRINTK("ingress init: qdis %pnn", sh);250 MOD INC USE COUNT;251 return 0;252 #ifndef MODULE253 error :254 #endif255 return �EINVAL;256 g257258259 stati void ingress reset (strut Qdis �sh)260 f261 strut ingress qdis data �p = PRIV(sh);262263 DPRINTK("ingress reset(sh %p,[qdis %p℄)nn", sh, p);264265 /*266 #if 0267 */268 /* for future use */269 qdis reset (p�>q);270 /*271 #endif272 */273 g� �Figure 1085: Ingress Queueing - Operations and Initialisation:linux/net/shed/sh ingress.



� �280 stati void ingress destroy (strut Qdis �sh)281 f282 strut ingress qdis data �p = PRIV(sh);283 strut tf proto �tp;284285 DPRINTK("ingress destroy(sh %p,[qdis %p℄)nn", sh, p);286 while (p�> �lter list ) f287 tp = p�>�lter list ;288 p�> �lter list = tp�>next;289 tp�>ops�>destroy(tp);290 g291 memset(p, 0, sizeof(�p));292 p�> �lter list = NULL;293294 #if 0295 /* for future use */296 qdis destroy(p�>q);297 #endif298299 #ifndef MODULE300 nf unregister hook(&ing ops);301 #endif302303 MOD DEC USE COUNT;304 g� �Figure 1086: Ingress Queueing - Destroy: linux/net/shed/sh ingress.



� �41 strut prio shed data42 f43 int bands;44 strut tf proto � �lter list ;45 u8 prio2band[TC PRIO MAX+1℄;46 strut Qdis �queues[TCQ PRIO BANDS℄;47 g;� �Figure 1087: Priority Queue: linux/net/shed/sh prio.



� �50 stati inline unsigned prio lassify (strut sk bu� �skb, strut Qdis �sh)51 f52 strut prio shed data �q = (strut prio shed data �)sh�>data;53 strut tf result res ;54 u32 band;5556 band = skb�>priority;57 if (TC H MAJ(skb�>priority) != sh�>handle) f58 if (! q�> �lter list jj t lassify (skb, q�> �lter list , &res)) f59 if (TC H MAJ(band))60 band = 0;61 return q�>prio2band[band&TC PRIO MAX℄;62 g63 band = res.lassid ;64 g65 band = TC H MIN(band) � 1;66 return band < q�>bands ? band : q�>prio2band[0℄;67 g� �Figure 1088: Priority Classi�er: linux/net/shed/sh prio.



� �69 stati int70 prio enqueue(strut sk bu� �skb, strut Qdis� sh)71 f72 strut prio shed data �q = (strut prio shed data �)sh�>data;73 strut Qdis �qdis;74 int ret ;7576 qdis = q�>queues[prio lassify(skb, sh) ℄;7778 if (( ret = qdis�>enqueue(skb, qdis)) == 0) f79 sh�>stats.bytes += skb�>len;80 sh�>stats.pakets++;81 sh�>q.qlen++;82 return 0;83 g84 sh�>stats.drops++;85 return ret ;86 g� �Figure 1089: Priority Enqueue: linux/net/shed/sh prio.



� �8889 stati int90 prio requeue(strut sk bu� �skb, strut Qdis� sh)91 f92 strut prio shed data �q = (strut prio shed data �)sh�>data;93 strut Qdis �qdis;94 int ret ;9596 qdis = q�>queues[prio lassify(skb, sh) ℄;9798 if (( ret = qdis�>ops�>requeue(skb, qdis)) == 0) f99 sh�>q.qlen++;100 return 0;101 g102 sh�>stats.drops++;103 return ret ;104 g105106107 stati strut sk bu� �108 prio dequeue(strut Qdis� sh)109 f110 strut sk bu� �skb;111 strut prio shed data �q = (strut prio shed data �)sh�>data;112 int prio ;113 strut Qdis �qdis;114115 for ( prio = 0; prio < q�>bands; prio++) f116 qdis = q�>queues[prio℄;117 skb = qdis�>dequeue(qdis);118 if (skb) f119 sh�>q.qlen��;120 return skb;121 g122 g123 return NULL;124125 g� �Figure 1090: Priority Requeue and Dequeue: linux/net/shed/sh prio.



� �127 stati int128 prio drop(strut Qdis� sh)129 f130 strut prio shed data �q = (strut prio shed data �)sh�>data;131 int prio ;132 strut Qdis �qdis;133134 for ( prio = q�>bands�1; prio >= 0; prio��) f135 qdis = q�>queues[prio℄;136 if (qdis�>ops�>drop(qdis)) f137 sh�>q.qlen��;138 return 1;139 g140 g141 return 0;142 g� �Figure 1091: Priority Drop: linux/net/shed/sh prio.



� �169 stati int prio tune(strut Qdis �sh, strut rtattr �opt)170 f171 strut prio shed data �q = (strut prio shed data �)sh�>data;172 strut t prio qopt �qopt = RTA DATA(opt);173 int i ;174175 if (opt�>rta len < RTA LENGTH(sizeof(�qopt)))176 return �EINVAL;177 if (qopt�>bands > TCQ PRIO BANDS jj qopt�>bands < 2)178 return �EINVAL;179180 for ( i=0; i<=TC PRIO MAX; i++) f181 if (qopt�>priomap[i℄ >= qopt�>bands)182 return �EINVAL;183 g184185 sh tree lok (sh) ;186 q�>bands = qopt�>bands;187 mempy(q�>prio2band, qopt�>priomap, TC PRIO MAX+1);188189 for ( i=q�>bands; i<TCQ PRIO BANDS; i++) f190 strut Qdis �hild = xhg(&q�>queues[i℄, &noop qdis);191 if ( hild != &noop qdis)192 qdis destroy(hild) ;193 g194 sh tree unlok(sh) ;195196 for ( i=0; i<=TC PRIO MAX; i++) f197 int band = q�>prio2band[i℄;198 if (q�>queues[band℄ == &noop qdis) f199 strut Qdis �hild ;200 hild = qdis reate dt (sh�>dev, &p�fo qdis ops);201 if ( hild) f202 sh tree lok (sh) ;203 hild = xhg(&q�>queues[band℄, hild);204205 if ( hild != &noop qdis)206 qdis destroy(hild) ;207 sh tree unlok(sh) ;208 g209 g210 g211 return 0;212 g� �Figure 1092: Priority - Tune: linux/net/shed/sh prio.



� �41 /* Stohasti Fairness Queuing algorithm.42 =======================================4344 Soure:45 Paul E. MKenney "Stohasti Fairness Queuing",46 IEEE INFOCOMM'90 Proeedings, San Franiso, 1990.4748 Paul E. MKenney "Stohasti Fairness Queuing",49 "Interworking: Researh and Experiene", v.2, 1991, p.113-131.505152 See also:53 M. Shreedhar and George Varghese "Effiient Fair54 Queuing using Defiit Round Robin", Pro. SIGCOMM 95.555657 This is not the thing that is usually alled (W)FQ nowadays.58 It does not use any timestamp mehanism, but instead59 proesses queues in round-robin order.6061 ADVANTAGE:6263 - It is very heap. Both CPU and memory requirements are minimal.6465 DRAWBACKS:6667 - "Stohasti" -> It is not 100% fair.68 When hash ollisions our, several flows are onsidered as one.6970 - "Round-robin" -> It introdues larger delays than virtual lok71 based shemes, and should not be used for isolating interative72 traffi from non-interative. It means, that this sheduler73 should be used as leaf of CBQ or P3, whih put interative traffi74 to higher priority band.7576 We still need true WFQ for top level CSZ, but using WFQ77 for the best effort traffi is absolutely pointless:78 SFQ is superior for this purpose.7980 IMPLEMENTATION:81 This implementation limits maximal queue length to 128;82 maximal mtu to 2^15-1; number of hash bukets to 1024.83 The only goal of this restritions was that all data84 fit into one 4K page :-). Strut sfq_shed_data is85 organized in anti-ahe manner: all the data for a buket86 are sattered over different loations. This is not good,87 but it allowed me to put it into 4K.8889 It is easy to inrease these values, but not in flight. */� �Figure 1093: Stohasti Fairness Queueing Sheduler - Introdutory Remarks:linux/net/shed/sh sfq.



� �91 #de�ne SFQ DEPTH 12892 #de�ne SFQ HASH DIVISOR 10249394 /* This type should ontain at least SFQ_DEPTH*2 values */95 typedef unsigned har sfq index;9697 strut sfq head98 f99 sfq index next;100 sfq index prev;101 g;102103 strut sfq shed data104 f105 /* Parameters */106 int perturb period;107 unsigned quantum; /* Allotment per round: MUST BE >= MTU */108109 /* Variables */110 strut timer list perturb timer;111 int perturbation;112 sfq index tail ; /* Index of urrent slot in round */113 sfq index max depth; /* Maximal depth */114115 sfq index ht[SFQ HASH DIVISOR℄; /* Hash table */116 sfq index next[SFQ DEPTH℄; /* Ative slots link */117 short allot [SFQ DEPTH℄; /* Current allotment per slot */118 unsigned short hash[SFQ DEPTH℄; /* Hash value indexed by slots */119 strut sk bu� head qs[SFQ DEPTH℄; /* Slot queue */120 strut sfq head dep[SFQ DEPTH�2℄; /* Linked list of slots, indexed bydepth */121 g;� �Figure 1094: SFQ - Data Strutures: linux/net/shed/sh sfq.



� �1 /*2 * net/shed/sh_prio. Simple 3-band priority "sheduler".3 *4 * This program is free software; you an redistribute it and/or5 * modify it under the terms of the GNU General Publi Liense6 * as published by the Free Software Foundation; either version7 * 2 of the Liense, or (at your option) any later version.8 *9 * Authors: Alexey Kuznetsov, <kuznet�ms2.inr.a.ru>10 * Fixes: 19990609: J Hadi Salim <hadi�nortelnetworks.om>:11 * Init -- EINVAL when opt undefined12 */1314 #inlude <linux/on�g.h>15 #inlude <linux/module.h>16 #inlude <asm/uaess.h>17 #inlude <asm/system.h>18 #inlude <asm/bitops.h>19 #inlude <linux/types.h>20 #inlude <linux/kernel.h>21 #inlude <linux/shed.h>22 #inlude <linux/string.h>23 #inlude <linux/mm.h>24 #inlude <linux/soket.h>25 #inlude <linux/sokios.h>26 #inlude <linux/in.h>27 #inlude <linux/errno.h>28 #inlude <linux/interrupt.h>29 #inlude <linux/if ether.h>30 #inlude <linux/inet.h>� �Figure 1095: Priority Queue: linux/net/shed/sh prio.



� �41 /* Stohasti Fairness Queuing algorithm.42 =======================================4344 Soure:45 Paul E. MKenney "Stohasti Fairness Queuing",46 IEEE INFOCOMM'90 Proeedings, San Franiso, 1990.4748 Paul E. MKenney "Stohasti Fairness Queuing",49 "Interworking: Researh and Experiene", v.2, 1991, p.113-131.505152 See also:53 M. Shreedhar and George Varghese "Effiient Fair54 Queuing using Defiit Round Robin", Pro. SIGCOMM 95.555657 This is not the thing that is usually alled (W)FQ nowadays.58 It does not use any timestamp mehanism, but instead59 proesses queues in round-robin order.6061 ADVANTAGE:6263 - It is very heap. Both CPU and memory requirements are minimal.6465 DRAWBACKS:6667 - "Stohasti" -> It is not 100% fair.68 When hash ollisions our, several flows are onsidered as one.6970 - "Round-robin" -> It introdues larger delays than virtual lok71 based shemes, and should not be used for isolating interative72 traffi from non-interative. It means, that this sheduler73 should be used as leaf of CBQ or P3, whih put interative traffi74 to higher priority band.7576 We still need true WFQ for top level CSZ, but using WFQ77 for the best effort traffi is absolutely pointless:78 SFQ is superior for this purpose.7980 IMPLEMENTATION:81 This implementation limits maximal queue length to 128;82 maximal mtu to 2^15-1; number of hash bukets to 1024.83 The only goal of this restritions was that all data84 fit into one 4K page :-). Strut sfq_shed_data is85 organized in anti-ahe manner: all the data for a buket86 are sattered over different loations. This is not good,87 but it allowed me to put it into 4K.8889 It is easy to inrease these values, but not in flight. */� �Figure 1096: Stohasti Fairness Queueing Sheduler - Introdutory Remarks:linux/net/shed/sh sfq.



� �91 #de�ne SFQ DEPTH 12892 #de�ne SFQ HASH DIVISOR 10249394 /* This type should ontain at least SFQ_DEPTH*2 values */95 typedef unsigned har sfq index;9697 strut sfq head98 f99 sfq index next;100 sfq index prev;101 g;102103 strut sfq shed data104 f105 /* Parameters */106 int perturb period;107 unsigned quantum; /* Allotment per round: MUST BE >= MTU */108109 /* Variables */110 strut timer list perturb timer;111 int perturbation;112 sfq index tail ; /* Index of urrent slot in round */113 sfq index max depth; /* Maximal depth */114115 sfq index ht[SFQ HASH DIVISOR℄; /* Hash table */116 sfq index next[SFQ DEPTH℄; /* Ative slots link */117 short allot [SFQ DEPTH℄; /* Current allotment per slot */118 unsigned short hash[SFQ DEPTH℄; /* Hash value indexed by slots */119 strut sk bu� head qs[SFQ DEPTH℄; /* Slot queue */120 strut sfq head dep[SFQ DEPTH�2℄; /* Linked list of slots, indexed bydepth */121 g;� �Figure 1097: SFQ - Data Strutures: linux/net/shed/sh sfq.



� �123 stati inline unsigned sfq fold hash(strut sfq shed data �q, u32 h, u32 h1)124 f125 int pert = q�>perturbation;126127 /* Have we any rotation primitives? If not, WHY? */128 h ^= (h1<<pert) ^ (h1>>(0x1F � pert));129 h ^= h>>10;130 return h & 0x3FF;131 g132133 #ifndef IPPROTO ESP134 #de�ne IPPROTO ESP 50135 #endif136137 stati unsigned sfq hash(strut sfq shed data �q, strut sk bu� �skb)138 f139 u32 h, h2;140141 swith (skb�>protool) f142 ase onstant htons(ETH P IP):143 f144 strut iphdr �iph = skb�>nh.iph;145 h = iph�>daddr;146 h2 = iph�>saddr^iph�>protool;147 if (!( iph�>frag o�&htons(IP MFjIP OFFSET)) &&148 (iph�>protool == IPPROTO TCP jj149 iph�>protool == IPPROTO UDP jj150 iph�>protool == IPPROTO ESP))151 h2 ^= �(((u32�)iph) + iph�>ihl);152 break;153 g154 ase onstant htons(ETH P IPV6):155 f156 strut ipv6hdr �iph = skb�>nh.ipv6h;157 h = iph�>daddr.s6 addr32[3℄;158 h2 = iph�>saddr.s6 addr32[3℄^iph�>nexthdr;159 if ( iph�>nexthdr == IPPROTO TCP jj160 iph�>nexthdr == IPPROTO UDP jj161 iph�>nexthdr == IPPROTO ESP)162 h2 ^= �(u32�)&iph[1℄;163 break;164 g165 default :166 h = (u32)(unsigned long)skb�>dst^skb�>protool;167 h2 = (u32)(unsigned long)skb�>sk;168 g169 return sfq fold hash (q, h, h2);170 g� �Figure 1098: SFQ - Queue Hash Funtions: linux/net/shed/sh sfq.



� �172 extern inline void sfq link (strut sfq shed data �q, sfq index x)173 f174 sfq index p, n;175 int d = q�>qs[x℄.qlen + SFQ DEPTH;176177 p = d;178 n = q�>dep[d℄.next;179 q�>dep[x℄.next = n;180 q�>dep[x℄.prev = p;181 q�>dep[p℄.next = q�>dep[n℄.prev = x;182 g183184 extern inline void sfq de(strut sfq shed data �q, sfq index x)185 f186 sfq index p, n;187188 n = q�>dep[x℄.next;189 p = q�>dep[x℄.prev;190 q�>dep[p℄.next = n;191 q�>dep[n℄.prev = p;192193 if (n == p && q�>max depth == q�>qs[x℄.qlen + 1)194 q�>max depth��;195196 sfq link (q, x);197 g198199 extern inline void sfq in (strut sfq shed data �q, sfq index x)200 f201 sfq index p, n;202 int d;203204 n = q�>dep[x℄.next;205 p = q�>dep[x℄.prev;206 q�>dep[p℄.next = n;207 q�>dep[n℄.prev = p;208 d = q�>qs[x℄.qlen;209 if (q�>max depth < d)210 q�>max depth = d;211212 sfq link (q, x);213 g� �Figure 1099: SFQ - Queue Derement/Inrement Funtions:linux/net/shed/sh sfq.



� �215 stati int sfq drop(strut Qdis �sh)216 f217 strut sfq shed data �q = (strut sfq shed data �)sh�>data;218 sfq index d = q�>max depth;219 strut sk bu� �skb;220221 /* Queue is full! Find the longest slot and222 drop a paket from it */223224 if (d > 1) f225 sfq index x = q�>dep[d+SFQ DEPTH℄.next;226 skb = q�>qs[x℄.prev;227 skb unlink(skb, &q�>qs[x℄);228 kfree skb(skb);229 sfq de(q , x);230 sh�>q.qlen��;231 sh�>stats.drops++;232 return 1;233 g234235 if (d == 1) f236 /* It is diffiult to believe, but ALL THE SLOTS HAVE LENGTH 1. */237 d = q�>next[q�>tail℄;238 q�>next[q�>tail℄ = q�>next[d℄;239 q�>allot[q�>next[d℄℄ += q�>quantum;240 skb = q�>qs[d℄.prev;241 skb unlink(skb, &q�>qs[d℄);242 kfree skb(skb);243 sfq de(q , d);244 sh�>q.qlen��;245 q�>ht[q�>hash[d℄℄ = SFQ DEPTH;246 sh�>stats.drops++;247 return 1;248 g249250 return 0;251 g� �Figure 1100: SFQ - Queue Drop Funtion: linux/net/shed/sh sfq.



� �253 stati int254 sfq enqueue(strut sk bu� �skb, strut Qdis� sh)255 f256 strut sfq shed data �q = (strut sfq shed data �)sh�>data;257 unsigned hash = sfq hash(q, skb);258 sfq index x;259260 x = q�>ht[hash℄;261 if (x == SFQ DEPTH) f262 q�>ht[hash℄ = x = q�>dep[SFQ DEPTH℄.next;263 q�>hash[x℄ = hash;264 g265 skb queue tail (&q�>qs[x℄, skb);266 sfq in (q , x);267 if (q�>qs[x℄.qlen == 1) f /* The flow is new */268 if (q�>tail == SFQ DEPTH) f /* It is the first flow */269 q�>tail = x;270 q�>next[x℄ = x;271 q�>allot[x℄ = q�>quantum;272 g else f273 q�>next[x℄ = q�>next[q�>tail℄;274 q�>next[q�>tail℄ = x;275 q�>tail = x;276 g277 g278 if (++sh�>q.qlen < SFQ DEPTH�1) f279 sh�>stats.bytes += skb�>len;280 sh�>stats.pakets++;281 return 0;282 g283284 sfq drop(sh) ;285 return NET XMIT CN;286 g� �Figure 1101: SFQ - Enqueue Funtion: linux/net/shed/sh sfq.



x� �255 f256 strut sfq shed data �q = (strut sfq shed data �)sh�>data;257 unsigned hash = sfq hash(q, skb);258 sfq index x;259260 x = q�>ht[hash℄;261 if (x == SFQ DEPTH) f262 q�>ht[hash℄ = x = q�>dep[SFQ DEPTH℄.next;263 q�>hash[x℄ = hash;264 g265 skb queue tail (&q�>qs[x℄, skb);266 sfq in (q , x);267 if (q�>qs[x℄.qlen == 1) f /* The flow is new */268 if (q�>tail == SFQ DEPTH) f /* It is the first flow */269 q�>tail = x;270 q�>next[x℄ = x;271 q�>allot[x℄ = q�>quantum;272 g else f273 q�>next[x℄ = q�>next[q�>tail℄;274 q�>next[q�>tail℄ = x;275 q�>tail = x;276 g277 g278 if (++sh�>q.qlen < SFQ DEPTH�1) f279 sh�>stats.bytes += skb�>len;280 sh�>stats.pakets++;281 return 0;282 g283284 sfq drop(sh) ;285 return NET XMIT CN;286 g287288 stati int289 sfq requeue(strut sk bu� �skb, strut Qdis� sh)290 f291 strut sfq shed data �q = (strut sfq shed data �)sh�>data;292 unsigned hash = sfq hash(q, skb);293 sfq index x;294295 x = q�>ht[hash℄;296 if (x == SFQ DEPTH) f297 q�>ht[hash℄ = x = q�>dep[SFQ DEPTH℄.next;298 q�>hash[x℄ = hash;299 g300 skb queue head(&q�>qs[x℄, skb);301 sfq in (q , x);302 if (q�>qs[x℄.qlen == 1) f /* The flow is new */303 if (q�>tail == SFQ DEPTH) f /* It is the first flow */304 q�>tail = x;305 q�>next[x℄ = x;306 q�>allot[x℄ = q�>quantum;307 g else f308 q�>next[x℄ = q�>next[q�>tail℄;309 q�>next[q�>tail℄ = x;310 q�>tail = x;311 g312 g313 if (++sh�>q.qlen < SFQ DEPTH�1)314 return 0;315316 sh�>stats.drops++;317 sfq drop(sh) ;318 return NET XMIT CN;319 g� �Figure 1102: SFQ - Requeue Funtion: linux/net/shed/sh sfq.



� �324 stati strut sk bu� �325 sfq dequeue(strut Qdis� sh)326 f327 strut sfq shed data �q = (strut sfq shed data �)sh�>data;328 strut sk bu� �skb;329 sfq index a, old a ;330331 /* No ative slots */332 if (q�>tail == SFQ DEPTH)333 return NULL;334335 a = old a = q�>next[q�>tail℄;336337 /* Grab paket */338 skb = skb dequeue(&q�>qs[a℄);339 sfq de(q , a);340 sh�>q.qlen��;341342 /* Is the slot empty? */343 if (q�>qs[a℄.qlen == 0) f344 a = q�>next[a℄;345 if (a == old a) f346 q�>tail = SFQ DEPTH;347 return skb;348 g349 q�>next[q�>tail℄ = a;350 q�>allot[a℄ += q�>quantum;351 g else if ((q�>allot[a℄ �= skb�>len) <= 0) f352 q�>tail = a;353 a = q�>next[a℄;354 q�>allot[a℄ += q�>quantum;355 g356 return skb;357 g� �Figure 1103: SFQ - Dequeue Funtion: linux/net/shed/sh sfq.



� �359 stati void360 sfq reset (strut Qdis� sh)361 f362 strut sk bu� �skb;363364 while ((skb = sfq dequeue(sh)) != NULL)365 kfree skb(skb);366 g� �Figure 1104: SFQ - Reset: linux/net/shed/sh sfq.



� �368 stati void sfq perturbation(unsigned long arg)369 f370 strut Qdis �sh = (strut Qdis�)arg;371 strut sfq shed data �q = (strut sfq shed data �)sh�>data;372373 q�>perturbation = net random()&0x1F;374 q�>perturb timer.expires = jiÆes + q�>perturb period;375376 if (q�>perturb period) f377 q�>perturb timer.expires = jiÆes + q�>perturb period;378 add timer(&q�>perturb timer);379 g380 g� �Figure 1105: SFQ - Perturb Queue: linux/net/shed/sh sfq.



� �37 /*38 How to setup it.39 ----------------4041 After loading this module you will find a new devie teqlN42 and new qdis with the same name. To join a slave to the equalizer43 you should just set this qdis on a devie f.e.4445 # t qdis add dev eth0 root teql046 # t qdis add dev eth1 root teql04748 That's all. Full PnP 8)4950 Appliability.51 --------------5253 1. Slave devies MUST be ative devies, i.e., they must raise the tbusy54 signal and generate EOI events. If you want to equalize virtual devies55 like tunnels, use a normal eql devie.56 2. This devie puts no limitations on physial slave harateristis57 f.e. it will equalize 9600baud line and 100Mb ethernet perfetly :-)58 Certainly, large differene in link speeds will make the resulting59 eqalized link unusable, beause of huge paket reordering.60 I estimate an upper useful differene as ~10 times.61 3. If the slave requires address resolution, only protools using62 neighbour ahe (IPv4/IPv6) will work over the equalized link.63 Other protools are still allowed to use the slave devie diretly,64 whih will not break load balaning, though native slave65 traffi will have the highest priority. */� �Figure 1106: TraÆ Equalisation/Load Balane Queue - Initial Remarks:linux/net/shed/sh teql.



� �67 strut teql master68 f69 strut Qdis ops qops;70 strut net devie dev;71 strut Qdis �slaves ;72 strut net devie stats stats ;73 g;7475 strut teql shed data76 f77 strut Qdis �next;78 strut teql master �m;79 strut neighbour �nahe;80 strut sk bu� head q;81 g;8283 #de�ne NEXT SLAVE(q) (((strut teql shed data�)((q)�>data))�>next)8485 #de�ne FMASK (IFF BROADCASTjIFF POINTOPOINTjIFF BROADCAST)� �Figure 1107: TE Data: linux/net/shed/sh teql.



� �87 /* "teql*" qdis routines */8889 stati int90 teql enqueue(strut sk bu� �skb, strut Qdis� sh)91 f92 strut net devie �dev = sh�>dev;93 strut teql shed data �q = (strut teql shed data �)sh�>data;9495 skb queue tail (&q�>q, skb);96 if (q�>q.qlen <= dev�>tx queue len) f97 sh�>stats.bytes += skb�>len;98 sh�>stats.pakets++;99 return 0;100 g101102 skb unlink(skb, &q�>q);103 kfree skb(skb);104 sh�>stats.drops++;105 return NET XMIT DROP;106 g107108 stati int109 teql requeue(strut sk bu� �skb, strut Qdis� sh)110 f111 strut teql shed data �q = (strut teql shed data �)sh�>data;112113 skb queue head(&q�>q, skb);114 return 0;115 g116117 stati strut sk bu� �118 teql dequeue(strut Qdis� sh)119 f120 strut teql shed data �dat = (strut teql shed data �)sh�>data;121 strut sk bu� �skb;122123 skb = skb dequeue(&dat�>q);124 if (skb == NULL) f125 strut net devie �m = dat�>m�>dev.qdis�>dev;126 if (m) f127 dat�>m�>slaves = sh;128 netif wake queue(m);129 g130 g131 sh�>q.qlen = dat�>q.qlen + dat�>m�>dev.qdis�>q.qlen;132 return skb;133 g� �Figure 1108: TE Enqueue,Requeue,Dequeue: linux/net/shed/sh teql.



� �135 stati inline void136 teql neigh release (strut neighbour �n)137 f138 if (n)139 neigh release (n);140 g141142 stati void143 teql reset (strut Qdis� sh)144 f145 strut teql shed data �dat = (strut teql shed data �)sh�>data;146147 skb queue purge(&dat�>q);148 sh�>q.qlen = 0;149 teql neigh release (xhg(&dat�>nahe, NULL));150 g151152 stati void153 teql destroy (strut Qdis� sh)154 f155 strut Qdis �q, �prev;156 strut teql shed data �dat = (strut teql shed data �)sh�>data;157 strut teql master �master = dat�>m;158159 if ((prev = master�>slaves) != NULL) f160 do f161 q = NEXT SLAVE(prev);162 if (q == sh) f163 NEXT SLAVE(prev) = NEXT SLAVE(q);164 if (q == master�>slaves) f165 master�>slaves = NEXT SLAVE(q);166 if (q == master�>slaves) f167 master�>slaves = NULL;168 spin lok bh(&master�>dev.queue lok);169 qdis reset (master�>dev.qdis);170 spin unlok bh(&master�>dev.queue lok);171 g172 g173 skb queue purge(&dat�>q);174 teql neigh release (xhg(&dat�>nahe, NULL));175 break;176 g177178 g while ((prev = q) != master�>slaves);179 g180181 MOD DEC USE COUNT;182 g� �Figure 1109: TE Release, Reset, Destroy: linux/net/shed/sh teql.



� �184 stati int teql qdis init (strut Qdis �sh, strut rtattr �opt)185 f186 strut net devie �dev = sh�>dev;187 strut teql master �m = (strut teql master�)sh�>ops;188 strut teql shed data �q = (strut teql shed data �)sh�>data;189190 if (dev�>hard header len > m�>dev.hard header len)191 return �EINVAL;192193 if (&m�>dev == dev)194 return �ELOOP;195196 q�>m = m;197198 skb queue head init(&q�>q);199200 if (m�>slaves) f201 if (m�>dev.ags & IFF UP) f202 if ((m�>dev.ags&IFF POINTOPOINT && !(dev�>ags&IFF POINTOPOINT))203 jj ( m�>dev.ags&IFF BROADCAST && !(dev�>ags&IFF BROADCAST))204 jj ( m�>dev.ags&IFF MULTICAST && !(dev�>ags&IFF MULTICAST))205 jj dev�>mtu < m�>dev.mtu)206 return �EINVAL;207 g else f208 if (!( dev�>ags&IFF POINTOPOINT))209 m�>dev.ags &= ~IFF POINTOPOINT;210 if (!( dev�>ags&IFF BROADCAST))211 m�>dev.ags &= ~IFF BROADCAST;212 if (!( dev�>ags&IFF MULTICAST))213 m�>dev.ags &= ~IFF MULTICAST;214 if (dev�>mtu < m�>dev.mtu)215 m�>dev.mtu = dev�>mtu;216 g217 q�>next = NEXT SLAVE(m�>slaves);218 NEXT SLAVE(m�>slaves) = sh;219 g else f220 q�>next = sh;221 m�>slaves = sh;222 m�>dev.mtu = dev�>mtu;223 m�>dev.ags = (m�>dev.ags&~FMASK)j(dev�>ags&FMASK);224 g225226 MOD INC USE COUNT;227 return 0;228 g� �Figure 1110: TE Initialisation: linux/net/shed/sh teql.



� �230 /* "teql*" netdevie routines */231232 stati int233 teql resolve (strut sk bu� �skb, strut sk bu� �skb res , strut net devie �dev)234 f235 strut teql shed data �q = (void�)dev�>qdis�>data;236 strut neighbour �mn = skb�>dst�>neighbour;237 strut neighbour �n = q�>nahe;238239 if (mn�>tbl == NULL)240 return �EINVAL;241 if (n && n�>tbl == mn�>tbl &&242 memmp(n�>primary key, mn�>primary key, mn�>tbl�>key len) == 0) f243 atomi in(&n�>refnt);244 g else f245 n = neigh lookup errno(mn�>tbl, mn�>primary key, dev);246 if (IS ERR(n))247 return PTR ERR(n);248 g249 if (neigh event send(n, skb res) == 0) f250 int err ;251 read lok(&n�>lok);252 err = dev�>hard header(skb, dev, ntohs(skb�>protool), n�>ha, NULL,skb�>len);253 read unlok(&n�>lok);254 if ( err < 0) f255 neigh release (n);256 return �EINVAL;257 g258 teql neigh release (xhg(&q�>nahe, n));259 return 0;260 g261 neigh release (n);262 return ( skb res == NULL) ? �EAGAIN : 1;263 g264265 stati inline int266 teql resolve (strut sk bu� �skb, strut sk bu� �skb res , strut net devie �dev)267 f268 if (dev�>hard header == NULL jj269 skb�>dst == NULL jj270 skb�>dst�>neighbour == NULL)271 return 0;272 return teql resolve (skb, skb res , dev);273 g� �Figure 1111: TE net devie resolve: linux/net/shed/sh teql.



� �275 stati int teql master xmit(strut sk bu� �skb, strut net devie �dev)276 f277 strut teql master �master = (void�)dev�>priv;278 strut Qdis �start , �q;279 int busy;280 int nores;281 int len = skb�>len;282 strut sk bu� �skb res = NULL;283284 start = master�>slaves;285286 restart :287 nores = 0;288 busy = 0;289290 if ((q = start) == NULL)291 goto drop;� �Figure 1112: TE net devie transmit: linux/net/shed/sh teql.



� �293 do f294 strut net devie �slave = q�>dev;295296 if ( slave�>qdis sleeping != q)297 ontinue;298 if (netif queue stopped(slave) jj ! netif running( slave)) f299 busy = 1;300 ontinue;301 g302303 swith ( teql resolve (skb, skb res , slave )) f304 ase 0:305 if ( spin trylok(&slave�>xmit lok)) f306 slave�>xmit lok owner = smp proessor id();307 if (! netif queue stopped(slave) &&308 slave�>hard start xmit(skb, slave) == 0) f309 slave�>xmit lok owner = �1;310 spin unlok(&slave�>xmit lok);311 master�>slaves = NEXT SLAVE(q);312 netif wake queue(dev);313 master�>stats.tx pakets++;314 master�>stats.tx bytes += len;315 return 0;316 g317 slave�>xmit lok owner = �1;318 spin unlok(&slave�>xmit lok);319 g320 if (netif queue stopped(dev))321 busy = 1;322 break;323 ase 1:324 master�>slaves = NEXT SLAVE(q);325 return 0;326 default :327 nores = 1;328 break;329 g330 skb pull (skb, skb�>nh.raw � skb�>data);331 g while ((q = NEXT SLAVE(q)) != start);� �Figure 1113: TE net devie transmit ii: linux/net/shed/sh teql.



� �333 if (nores && skb res == NULL) f334 skb res = skb;335 goto restart ;336 g337338 if (busy) f339 netif stop queue(dev);340 return 1;341 g342 master�>stats.tx errors++;343344 drop:345 master�>stats.tx dropped++;346 dev kfree skb(skb);347 return 0;348 g� �Figure 1114: TE net devie transmit iii: linux/net/shed/sh teql.



� �350 stati int teql master open(strut net devie �dev)351 f352 strut Qdis � q;353 strut teql master �m = (void�)dev�>priv;354 int mtu = 0xFFFE;355 unsigned ags = IFF NOARPjIFF MULTICAST;356357 if (m�>slaves == NULL)358 return �EUNATCH;359360 ags = FMASK;361362 q = m�>slaves;363 do f364 strut net devie �slave = q�>dev;365366 if ( slave == NULL)367 return �EUNATCH;368369 if ( slave�>mtu < mtu)370 mtu = slave�>mtu;371 if ( slave�>hard header len > LL MAX HEADER)372 return �EINVAL;373374 /* If all the slaves are BROADCAST, master is BROADCAST375 If all the slaves are PtP, master is PtP376 Otherwise, master is NBMA.377 */378 if (!( slave�>ags&IFF POINTOPOINT))379 ags &= ~IFF POINTOPOINT;380 if (!( slave�>ags&IFF BROADCAST))381 ags &= ~IFF BROADCAST;382 if (!( slave�>ags&IFF MULTICAST))383 ags &= ~IFF MULTICAST;384 g while ((q = NEXT SLAVE(q)) != m�>slaves);385386 m�>dev.mtu = mtu;387 m�>dev.ags = (m�>dev.ags&~FMASK) j ags;388 netif start queue (&m�>dev);389 MOD INC USE COUNT;390 return 0;391 g� �Figure 1115: TE net devie open: linux/net/shed/sh teql.



� �393 stati int teql master lose (strut net devie �dev)394 f395 netif stop queue(dev);396 MOD DEC USE COUNT;397 return 0;398 g399400 stati strut net devie stats � teql master stats (strut net devie �dev)401 f402 strut teql master �m = (void�)dev�>priv;403 return &m�>stats;404 g� �Figure 1116: TE net devie lose and stats: linux/net/shed/sh teql.



� �406 stati int teql master mtu(strut net devie �dev, int new mtu)407 f408 strut teql master �m = (void�)dev�>priv;409 strut Qdis �q;410411 if (new mtu < 68)412 return �EINVAL;413414 q = m�>slaves;415 if (q) f416 do f417 if (new mtu > q�>dev�>mtu)418 return �EINVAL;419 g while ((q=NEXT SLAVE(q)) != m�>slaves);420 g421422 dev�>mtu = new mtu;423 return 0;424 g� �Figure 1117: TE net devie mtu: linux/net/shed/sh teql.



� �426 stati int teql master init (strut net devie �dev)427 f428 dev�>open = teql master open;429 dev�>hard start xmit = teql master xmit;430 dev�>stop = teql master lose ;431 dev�>get stats = teql master stats ;432 dev�>hange mtu = teql master mtu;433 dev�>type = ARPHRD VOID;434 dev�>mtu = 1500;435 dev�>tx queue len = 100;436 dev�>ags = IFF NOARP;437 dev�>hard header len = LL MAX HEADER;438 return 0;439 g440441 stati strut teql master the master = f442 f443 NULL,444 NULL,445 "",446 sizeof (strut teql shed data) ,447448 teql enqueue,449 teql dequeue,450 teql requeue,451 NULL,452453 teql qdis init ,454 teql reset ,455 teql destroy ,456 NULL,457 g,g;� �Figure 1118: TE net devie master initialisation:linux/net/shed/sh teql.



� �459460 #ifdef MODULE461 int init module(void)462 #else463 int init teql init (void)464 #endif465 f466 int err ;467468 rtnl lok () ;469470 the master.dev.priv = (void�)&the master;471 err = dev allo name(&the master.dev, "teql%d");472 if ( err < 0)473 return err ;474 mempy(the master.qops.id, the master.dev.name, IFNAMSIZ);475 the master.dev. init = teql master init ;476477 err = register netdevie (&the master.dev);478 if ( err == 0) f479 err = register qdis (&the master.qops);480 if ( err)481 unregister netdevie (&the master.dev);482 g483 rtnl unlok () ;484 return err ;485 g486487 #ifdef MODULE488 void leanup module(void)489 f490 rtnl lok () ;491 unregister qdis (&the master.qops);492 unregister netdevie (&the master.dev);493 rtnl unlok () ;494 g495 #endif� �Figure 1119: TE net devie register: linux/net/shed/sh teql.



� �24 atomi t net pro�le ative ;25 strut timeval net pro�le adjust ;2627 NET PROFILE DEFINE(total);2829 strut net pro�le slot � net pro�le hain = &net prof total;3031 #ifdef alpha32 u32 alpha lo ;33 long alpha hi;3435 stati void alpha tik(unsigned long);3637 stati strut timer list alpha timer =38 f NULL, NULL, 0, 0L, alpha tik g;3940 void alpha tik(unsigned long dummy)41 f42 strut timeval dummy stamp;43 net pro�le stamp(&dummy stamp);44 alpha timer.expires = jiÆes + 4�HZ;45 add timer(&alpha timer);46 g4748 #endif� �Figure 1120: Pro�ling - Timer: linux/net/ore/profile.



� �142 strut iphdr whitehole iph;143 int whitehole ount;144145 stati int whitehole xmit(strut sk bu� �skb, strut net devie �dev)146 f147 strut net devie stats � stats ;148149 stats = (strut net devie stats �)dev�>priv;150 stats�>tx pakets++;151 stats�>tx bytes+=skb�>len;152153 dev kfree skb(skb);154 return 0;155 g156157 stati void whitehole injet (unsigned long);158 int whitehole init (strut net devie �dev);159160 stati strut timer list whitehole timer =161 f NULL, NULL, 0, 0L, whitehole injet g;162163 stati strut net devie whitehole dev = f164 "whitehole", 0x0, 0x0, 0x0, 0x0 , 0, 0, 0, 0, 0, NULL, whitehole init, g;� �Figure 1121: Pro�ling- White Hole Interfae: linux/net/ore/profile.



� �166 stati int whitehole open(strut net devie �dev)167 f168 whitehole ount = 100000;169 whitehole timer.expires = jiÆes + 5�HZ;170 add timer(&whitehole timer);171 return 0;172 g173174 stati int whitehole lose(strut net devie �dev)175 f176 del timer(&whitehole timer);177 return 0;178 g179180 stati void whitehole injet (unsigned long dummy)181 f182 strut net devie stats � stats = (strut net devie stats �)whitehole dev.priv;183 extern int netdev dropping;184185 do f186 strut iphdr �iph;187 strut sk bu� �skb = allo skb(128, GFP ATOMIC);188 if (! skb)189 break;190 skb reserve(skb, 32) ;191 iph = (strut iphdr�)skb put(skb, sizeof (�iph)) ;192 skb�>ma.raw = ((u8�)iph) � 14;193 mempy(iph, &whitehole iph, sizeof(�iph));194 skb�>protool = onstant htons(ETH P IP);195 skb�>dev = &whitehole dev;196 skb�>pkt type = PACKET HOST;197 stats�>rx pakets++;198 stats�>rx bytes += skb�>len;199 netif rx (skb);200 whitehole ount��;201 g while (netdev dropping == 0 && whitehole ount>0);202 if (whitehole ount > 0) f203 whitehole timer.expires = jiÆes + 1;204 add timer(&whitehole timer);205 g206 g� �Figure 1122: Pro�ling- White Hole Interfae: linux/net/ore/profile.



� �208 stati strut net devie stats �whitehole get stats (strut net devie �dev)209 f210 strut net devie stats � stats = (strut net devie stats �) dev�>priv;211 return stats ;212 g213214 int init whitehole init (strut net devie �dev)215 f216 dev�>priv = kmallo(sizeof(strut net devie stats) , GFP KERNEL);217 if (dev�>priv == NULL)218 return �ENOBUFS;219 memset(dev�>priv, 0, sizeof(strut net devie stats)) ;220 dev�>get stats = whitehole get stats ;221 dev�>hard start xmit = whitehole xmit;222 dev�>open = whitehole open;223 dev�>stop = whitehole lose;224 ether setup(dev);225 dev�>tx queue len = 0;226 dev�>ags j= IFF NOARP;227 dev�>ags &= ~(IFF BROADCASTjIFF MULTICAST);228 dev�>iink = 0;229 whitehole iph. ihl = 5;230 whitehole iph.version = 4;231 whitehole iph. ttl = 2;232 whitehole iph.saddr = in aton("193.233.7.21");233 whitehole iph.daddr = in aton("193.233.7.10");234 whitehole iph. tot len = htons(20);235 whitehole iph.hek = ip ompute sum((void �)&whitehole iph, 20);236 return 0;237 g� �Figure 1123: Pro�ling- White Hole - Stats and Init:linux/net/ore/profile.



� �239 int net pro�le register (strut net pro�le slot � slot )240 f241 li () ;242 slot�>next = net pro�le hain;243 net pro�le hain = slot ;244 sti () ;245 return 0;246 g247248 int net pro�le unregister (strut net pro�le slot � slot )249 f250 strut net pro�le slot ��sp, �s ;251252 for (sp = &net pro�le hain ; ( s = �sp) != NULL; sp = &s�>next) f253 if ( s == slot) f254 li () ;255 �sp = s�>next;256 sti () ;257 return 0;258 g259 g260 return �ESRCH;261 g262263264 int init net pro�le init (void)265 f266 int i ;267268 #ifdef CONFIG PROC FS269 reate pro read entry("net/pro�le " , 0, 0, pro�le read pro , NULL);270 #endif271272 register netdevie (&whitehole dev);273274 printk("Evaluating net pro�ler ost ..." ) ;275 #ifdef alpha276 alpha tik(0) ;277 #endif278 for ( i=0; i<1024; i++) f279 NET PROFILE ENTER(total);280 NET PROFILE LEAVE(total);281 g282 if ( net prof total .aumulator.tv se) f283 printk(" too high!nn");284 g else f285 net pro�le adjust .tv use = net prof total .aumulator.tv use>>10;286 printk("%ld unitsnn", net pro�le adjust .tv use) ;287 g288 net prof total . hits = 0;289 net pro�le stamp(&net prof total .entered);290 return 0;291 g292293 #endif� �Figure 1124: Pro�ling- White Hole - Register/Unregister:linux/net/ore/profile.



� �1 /* net/shed/sh_atm. - ATM VC seletion "queueing disipline" */23 /* Written 1998-2000 by Werner Almesberger, EPFL ICA */� �Figure 1125: ATM Sheduling - Author: linux/net/shed/sh atm.



� �373839 /*40 * The ATM queuing disipline provides a framework for invoking lassifiers41 * (aka "filters"), whih in turn selet lasses of this queuing disipline.42 * Eah lass maps the flow(s) it is handling to a given VC. Multiple lasses43 * may share the same VC.44 *45 * When reating a lass, VCs are speified by passing the number of the open46 * soket desriptor by whih the alling proess referenes the VC. The kernel47 * keeps the VC open at least until all lasses using it are removed.48 *49 * In this file, most funtions are named atm_t_* to avoid onfusion with all50 * the atm_* in net/atm. This naming onvention differs from what's used in the51 * rest of net/shed.52 *53 * Known bugs:54 * - sometimes messes up the IP stak55 * - any manipulations besides the few operations desribed in the README, are56 * untested and likely to rash the system� �Figure 1126: ATM Sheduling - Introdutory Remarks:linux/net/shed/sh atm.



� �596061 #de�ne PRIV(sh) ((strut atm qdis data �) (sh)�>data)62 #de�ne VCC2FLOW(v) ((strut atm ow data �) ((v)�>user bak))636465 strut atm ow data f66 strut Qdis �q; /* FIFO, TBF, et. */67 strut tf proto � �lter list ;68 strut atm v �v; /* VCC; NULL if VCC is losed */69 void (�old pop)(strut atm v �v,strut sk bu� �skb) ; /* haining */70 strut atm qdis data �parent; /* parent qdis */71 strut soket �sok; /* for losing */72 u32 lassid ; /* x:y type ID */73 int ref ; /* referene ount */74 strut t stats stats ;75 strut atm ow data �next;76 strut atm ow data �exess ; /* flow for exess traffi;77 NULL to set CLP instead */78 int hdr len;79 unsigned har hdr [0℄; /* header data; MUST BE LAST */80 g;8182 strut atm qdis data f83 strut atm ow data link ; /* unlassified skbs go here */84 strut atm ow data �ows ; /* NB: "link" is also on this85 list */� �Figure 1127: ATM Sheduling - Data Strutures: linux/net/shed/sh atm.



� �888990 /* ------------------------- Class/flow operations ------------------------- */919293 stati int �nd ow (strut atm qdis data �qdis,strut atm ow data �ow)94 f95 strut atm ow data �walk;9697 DPRINTK("�nd ow(qdis %p,ow %p)nn",qdis,ow);98 for (walk = qdis�>ows; walk; walk = walk�>next)99 if (walk == ow) return 1;100 DPRINTK("�nd ow: not foundnn");101 return 0;102 g103104105 stati inline strut atm ow data �lookup ow(strut Qdis �sh,106 u32 lassid )107 f108 strut atm ow data �ow;109110 for (ow = PRIV(sh)�>ows; ow; ow = ow�>next)111 if (ow�>lassid == lassid) break;� �Figure 1128: ATM Sheduling - Finding ows i: linux/net/shed/sh atm.



� �114115116 stati int atm t graft(strut Qdis �sh,unsigned long arg,117 strut Qdis �new,strut Qdis ��old)118 f119 strut atm qdis data �p = PRIV(sh);120 strut atm ow data �ow = (strut atm ow data �) arg;121122 DPRINTK("atm t graft(sh %p,[qdis %p℄,ow %p,new %p,old %p)nn",sh,123 p,ow,new,old);124 if (! �nd ow (p,ow)) return �EINVAL;125 if (! new) new = &noop qdis;126 �old = xhg(&ow�>q,new);127 if (�old) qdis reset (�old) ;128 return 0;129 g130131132 stati strut Qdis �atm t leaf(strut Qdis �sh,unsigned long l)133 f134 strut atm ow data �ow = (strut atm ow data �) l ;135136 DPRINTK("atm t leaf(sh %p,ow %p)nn",sh,ow);� �Figure 1129: ATM Sheduling - Trees of Flows: linux/net/shed/sh atm.



� �139140141 stati unsigned long atm t get(strut Qdis �sh,u32 lassid )142 f143 strut atm qdis data �p attribute ((unused)) = PRIV(sh);144 strut atm ow data �ow;145146 DPRINTK("atm t get(sh %p,[qdis %p℄,lassid %x)nn",sh,p,lassid);147 ow = lookup ow(sh, lassid ) ;148 if (ow) ow�>ref++;149 DPRINTK("atm t get: ow %pnn",ow);150 return (unsigned long) ow;151 g152153154 stati unsigned long atm t bind �lter (strut Qdis �sh,155 unsigned long parent, u32 lassid )156 f� �Figure 1130: ATM Sheduling - more Finding Flows:linux/net/shed/sh atm.



� �159160161 stati void destroy �lters (strut atm ow data �ow)162 f163 strut tf proto � �lter ;164165 while (( �lter = ow�> �lter list )) f166 DPRINTK("destroy �lters: destroying �lter %pnn",�lter) ;167 ow�> �lter list = �lter �>next;168 �lter �>ops�>destroy(�lter);� �Figure 1131: ATM Sheduling - destroy �lters: linux/net/shed/sh atm.



� �171172173 /*174 * atm_t_put handles all destrutions, inluding the ones that are expliitly175 * requested (atm_t_destroy, et.). The assumption here is that we never drop176 * anything that still seems to be in use.177 */178179 stati void atm t put(strut Qdis �sh, unsigned long l)180 f181 strut atm qdis data �p = PRIV(sh);182 strut atm ow data �ow = (strut atm ow data �) l ;183 strut atm ow data ��prev;184185 DPRINTK("atm t put(sh %p,[qdis %p℄,ow %p)nn",sh,p,ow);186 if (��ow�>ref) return;187 DPRINTK("atm t put: destroyingnn");188 for (prev = &p�>ows; �prev; prev = &(�prev)�>next)189 if (�prev == ow) break;190 if (!�prev) f191 printk(KERN CRIT "atm t put: lass %p not foundnn",ow);192 return;193 g194 �prev = ow�>next;195 DPRINTK("atm t put: qdis %pnn",ow�>q);196 qdis destroy(ow�>q);197 destroy �lters (ow) ;198 if (ow�>sok) f199 DPRINTK("atm t put: f ount %dnn",200 �le ount (ow�>sok�>�le));201 ow�>v�>pop = ow�>old pop;202 sokfd put(ow�>sok);203 g204 if (ow�>exess) atm t put(sh,(unsigned long) ow�>exess);205 if (ow != &p�>link) kfree(ow);206 /*207 * If flow == &p->link, the qdis no longer works at this point and208 * needs to be removed. (By the aller of atm_t_put.)� �Figure 1132: ATM Sheduling - destroy all �lters: linux/net/shed/sh atm.



� �211212213 stati void sh atm pop(strut atm v �v,strut sk bu� �skb)214 f215 strut atm qdis data �p = VCC2FLOW(v)�>parent;216217 D2PRINTK("sh atm pop(v %p,skb %p,[qdis %p℄)nn",v,skb,p);218 VCC2FLOW(v)�>old pop(v,skb);� �Figure 1133: ATM Sheduling - pop a VC: linux/net/shed/sh atm.



� �221222223 stati int atm t hange(strut Qdis �sh, u32 lassid , u32 parent,224 strut rtattr ��ta , unsigned long �arg)225 f226 strut atm qdis data �p = PRIV(sh);227 strut atm ow data �ow = (strut atm ow data �) �arg;228 strut atm ow data �exess = NULL;229 strut rtattr �opt = ta[TCA OPTIONS�1℄;230 strut rtattr �tb[TCA ATM MAX℄;231 strut soket �sok;232 int fd , error ,hdr len;233 void �hdr;234235 DPRINTK("atm t hange(sh %p,[qdis %p℄,lassid %x,parent %x,"236 "ow %p,opt %p)nn",sh,p,lassid,parent,ow,opt);237 /*238 * The onept of parents doesn't apply for this qdis.239 */240 if (parent && parent != TC H ROOT && parent != sh�>handle)241 return �EINVAL;242 /*243 * ATM lasses annot be hanged. In order to hange properties of the244 * ATM onnetion, that soket needs to be modified diretly (via the245 * native ATM API. In order to send a flow to a different VC, the old246 * lass needs to be removed and a new one added. (This may be hanged247 * later.)248 */249 if (ow) return �EBUSY;250 if (opt == NULL jj rtattr parse(tb,TCA ATM MAX,RTA DATA(opt),251 RTA PAYLOAD(opt))) return �EINVAL;252 if (! tb[TCA ATM FD�1℄ jj RTA PAYLOAD(tb[TCA ATM FD�1℄) < sizeof(fd))253 return �EINVAL;� �Figure 1134: ATM Sheduling - Change ATM TC Parameters:linux/net/shed/sh atm.



� �255 DPRINTK("atm t hange: fd %dnn",fd);256 if (tb[TCA ATM HDR�1℄) f257 hdr len = RTA PAYLOAD(tb[TCA ATM HDR�1℄);258 hdr = RTA DATA(tb[TCA ATM HDR�1℄);259 g260 else f261 hdr len = RFC1483LLC LEN;262 hdr = NULL; /* default LLC/SNAP for IP */263 g264 if (! tb[TCA ATM EXCESS�1℄) exess = NULL;265 else f266 if (RTA PAYLOAD(tb[TCA ATM EXCESS�1℄) != sizeof(u32))267 return �EINVAL;268 exess = (strut atm ow data �) atm t get(sh,269 �(u32 �) RTA DATA(tb[TCA ATM EXCESS�1℄));270 if (! exess) return �ENOENT;271 g272 DPRINTK("atm t hange: type %d, payload %d, hdr len %dnn",273 opt�>rta type,RTA PAYLOAD(opt),hdr len);274 if (!( sok = sokfd lookup(fd,&error))) return error ; /* f_ount++ */275 DPRINTK("atm t hange: f ount %dnn",�le ount(sok�>�le));276 if (sok�>ops�>family != PF ATMSVC && sok�>ops�>family !=PF ATMPVC) f277 error = �EPROTOTYPE;278 goto err out ;279 g280 /* ��� should hek if the soket is really operational or we'll rash281 on v->send */282 if ( lassid ) f283 if (TC H MAJ(lassid ^ sh�>handle)) f284 DPRINTK("atm t hange: lassid mismathnn");285 error = �EINVAL;286 goto err out ;287 g288 if ( �nd ow (p,ow)) f289 error = �EEXIST;290 goto err out ;� �Figure 1135: ATM Sheduling - Change ATM TC Parameters ii:linux/net/shed/sh atm.



� �291 g292 g293 else f294 int i ;295 unsigned long l ;296297 for ( i = 1; i < 0x8000; i++) f298 lassid = TC H MAKE(sh�>handle,0x8000 j i);299 if (!( l = atm t get(sh, lassid ))) break;300 atm t put(sh,l) ;301 g302 g303 DPRINTK("atm t hange: new id %xnn",lassid);304 ow = kmallo(sizeof(strut atm ow data)+hdr len,GFP KERNEL);305 DPRINTK("atm t hange: ow %pnn",ow);306 if (! ow) f307 error = �ENOBUFS;308 goto err out ;309 g310 memset(ow,0,sizeof(�ow)) ;311 ow�> �lter list = NULL;312 if (!( ow�>q = qdis reate dt(sh�>dev,&p�fo qdis ops)))313 ow�>q = &noop qdis;314 DPRINTK("atm t hange: qdis %pnn",ow�>q);315 ow�>sok = sok;316 ow�>v = ATM SD(sok); /* speedup */317 ow�>v�>user bak = ow;318 DPRINTK("atm t hange: v %pnn",ow�>v);319 ow�>old pop = ow�>v�>pop;320 ow�>parent = p;321 ow�>v�>pop = sh atm pop;322 ow�>lassid = lassid;323 ow�>ref = 1;324 ow�>exess = exess;325 ow�>next = p�>link.next;326 p�>link.next = ow;327 ow�>hdr len = hdr len;328 if (hdr) mempy(ow�>hdr,hdr,hdr len);329 else f330 mempy(ow�>hdr,ll oui,sizeof(ll oui)) ;331 ((u16 �) ow�>hdr)[3℄ = htons(ETH P IP);332 g333 �arg = (unsigned long) ow;334 return 0;335 err out :336 if ( exess) atm t put(sh,(unsigned long) exess) ;337 sokfd put(sok);� �Figure 1136: ATM Sheduling - Change ATM TC Parameters ii:linux/net/shed/sh atm.



� �340341342 stati int atm t delete(strut Qdis �sh,unsigned long arg)343 f344 strut atm qdis data �p = PRIV(sh);345 strut atm ow data �ow = (strut atm ow data �) arg;346347 DPRINTK("atm t delete(sh %p,[qdis %p℄,ow %p)nn",sh,p,ow);348 if (! �nd ow (PRIV(sh),ow)) return �EINVAL;349 if (ow�> �lter list jj ow == &p�>link) return �EBUSY;350 /*351 * Referene ount must be 2: one for "keepalive" (set at lass352 * reation), and one for the referene held when alling delete.353 */354 if (ow�>ref < 2) f355 printk(KERN ERR "atm t delete: ow�>ref == %dnn",ow�>ref);356 return �EINVAL;357 g358 if (ow�>ref > 2) return �EBUSY; /* ath referenes via exess, et.*/359 atm t put(sh,arg);� �Figure 1137: ATM Sheduling - Delete TC: linux/net/shed/sh atm.



� �362363364 stati void atm t walk(strut Qdis �sh,strut qdis walker �walker)365 f366 strut atm qdis data �p = PRIV(sh);367 strut atm ow data �ow;368369 DPRINTK("atm t walk(sh %p,[qdis %p℄,walker %p)nn",sh,p,walker);370 if (walker�>stop) return;371 for (ow = p�>ows; ow; ow = ow�>next) f372 if (walker�>ount >= walker�>skip)373 if (walker�>fn(sh,(unsigned long) ow,walker) < 0) f374 walker�>stop = 1;375 break;376 g377 walker�>ount++;� �Figure 1138: ATM Sheduling - Walk TC: linux/net/shed/sh atm.



� �380381382 stati strut tf proto �� atm t �nd tf (strut Qdis �sh,unsigned long l)383 f384 strut atm qdis data �p = PRIV(sh);385 strut atm ow data �ow = (strut atm ow data �) l ;386387 DPRINTK("atm t �nd tf(sh %p,[qdis %p℄,ow %p)nn",sh,p,ow);� �Figure 1139: ATM Sheduling - Find TCF: linux/net/shed/sh atm.



� �393394395 stati int atm t enqueue(strut sk bu� �skb,strut Qdis �sh)396 f397 strut atm qdis data �p = PRIV(sh);398 strut atm ow data �ow = NULL ; /* ��� */399 strut tf result res ;400 int result ;401 int ret = NET XMIT POLICED;402403 D2PRINTK("atm t enqueue(skb %p,sh %p,[qdis %p℄)nn",skb,sh,p);404 result = TC POLICE OK; /* be nie to g */405 if (TC H MAJ(skb�>priority) != sh�>handle jj406 !( ow = (strut atm ow data �) atm t get(sh,skb�>priority)))407 for (ow = p�>ows; ow; ow = ow�>next)408 if (ow�> �lter list ) f409 result = t lassify (skb,ow�> �lter list ,410 &res);411 if ( result < 0) ontinue;412 ow = (strut atm ow data �) res . lass ;413 if (! ow) ow = lookup ow(sh,res . lassid ) ;414 break;� �Figure 1140: ATM Sheduling - Enqueue i: linux/net/shed/sh atm.



� �415 g416 if (! ow) ow = &p�>link;417 else f418 if (ow�>v)419 ATM SKB(skb)�>atm options = ow�>v�>atm options;420 /*��� looks good ... but it's not supposed to work :-)*/421 #ifdef CONFIG NET CLS POLICE422 swith ( result ) f423 ase TC POLICE SHOT:424 kfree skb(skb);425 break;426 ase TC POLICE RECLASSIFY:427 if (ow�>exess) ow = ow�>exess;428 else f429 ATM SKB(skb)�>atm options j=430 ATM ATMOPT CLP;431 break;432 g433 /* fall through */434 ase TC POLICE OK:435 /* fall through */436 default :437 break;438 g� �Figure 1141: ATM Sheduling - Enqueue ii: linux/net/shed/sh atm.



� �439 #endif440 g441 if (442 #ifdef CONFIG NET CLS POLICE443 result == TC POLICE SHOT jj444 #endif445 (ret = ow�>q�>enqueue(skb,ow�>q)) != 0) f446 sh�>stats.drops++;447 if (ow) ow�>stats.drops++;448 return ret ;449 g450 sh�>stats.bytes += skb�>len;451 sh�>stats.pakets++;452 ow�>stats.bytes += skb�>len;453 ow�>stats.pakets++;454 /*455 * Okay, this may seem weird. We pretend we've dropped the paket if456 * it goes via ATM. The reason for this is that the outer qdis457 * expets to be able to q->dequeue the paket later on if we return458 * suess at this plae. Also, sh->q.qdis needs to reflet whether459 * there is a paket egligible for dequeuing or not. Note that the460 * statistis of the outer qdis are neessarily wrong beause of all461 * this. There's urrently no orret solution for this.462 */463 if (ow == &p�>link) f464 sh�>q.qlen++;465 return 0;466 g467 tasklet shedule (&p�>task);� �Figure 1142: ATM Sheduling - Enqueue iii: linux/net/shed/sh atm.



� �470471472 /*473 * Dequeue pakets and send them over ATM. Note that we quite deliberately474 * avoid heking net_devie's flow ontrol here, simply beause sh_atm475 * uses its own hannels, whih have nothing to do with any CLIP/LANE/or476 * non-ATM interfaes.477 */478479480 stati void sh atm dequeue(unsigned long data)481 f482 strut Qdis �sh = (strut Qdis �) data;483 strut atm qdis data �p = PRIV(sh);484 strut atm ow data �ow;485 strut sk bu� �skb;486487 D2PRINTK("sh atm dequeue(sh %p,[qdis %p℄)nn",sh,p);488 for (ow = p�>link.next; ow; ow = ow�>next)489 /*490 * If traffi is properly shaped, this won't generate nasty491 * little bursts. Otherwise, it may ... (but that's okay)492 */493 while ((skb = ow�>q�>dequeue(ow�>q))) f494 if (! atm may send(ow�>v,skb�>truesize)) f495 (void) ow�>q�>ops�>requeue(skb,ow�>q);496 break;497 g498 D2PRINTK("atm t deqeueue: sending on lass %pnn",ow);499 /* remove any LL header somebody else has attahed */500 skb pull(skb,(har �) skb�>nh.iph�(har �) skb�>data);501 if (skb headroom(skb) < ow�>hdr len) f502 strut sk bu� �new;503504 new = skb reallo headroom(skb,ow�>hdr len);505 dev kfree skb(skb);506 if (! new) ontinue;507 skb = new;508 g509 D2PRINTK("sh atm dequeue: ip %p, data %pnn",510 skb�>nh.iph,skb�>data);511 ATM SKB(skb)�>v = ow�>v;512 mempy(skb push(skb,ow�>hdr len),ow�>hdr,513 ow�>hdr len);514 atomi add(skb�>truesize,&ow�>v�>tx inuse);515 ATM SKB(skb)�>iovnt = 0;516 /* atm.atm_options are already set by atm_t_enqueue */517 (void) ow�>v�>send(ow�>v,skb);� �Figure 1143: ATM Sheduling - Dequeue: linux/net/shed/sh atm.



� �520521522 stati strut sk bu� �atm t dequeue(strut Qdis �sh)523 f524 strut atm qdis data �p = PRIV(sh);525 strut sk bu� �skb;526527 D2PRINTK("atm t dequeue(sh %p,[qdis %p℄)nn",sh,p);528 tasklet shedule (&p�>task);529 skb = p�>link.q�>dequeue(p�>link.q);530 if (skb) sh�>q.qlen��;� �Figure 1144: ATM Sheduling - TC Dequeue: linux/net/shed/sh atm.



� �532 g533534535 stati int atm t requeue(strut sk bu� �skb,strut Qdis �sh)536 f537 strut atm qdis data �p = PRIV(sh);538 int ret ;539540 D2PRINTK("atm t requeue(skb %p,sh %p,[qdis %p℄)nn",skb,sh,p);541 ret = p�>link.q�>ops�>requeue(skb,p�>link.q);542 if (! ret) sh�>q.qlen++;543 else f544 sh�>stats.drops++;545 p�>link.stats.drops++;546 g� �Figure 1145: ATM Sheduling - TC Requeue: linux/net/shed/sh atm.



� �549550551 stati int atm t drop(strut Qdis �sh)552 f553 strut atm qdis data �p = PRIV(sh);554 strut atm ow data �ow;555556 DPRINTK("atm t drop(sh %p,[qdis %p℄)nn",sh,p);557 for (ow = p�>ows; ow; ow = ow�>next)558 if (ow�>q�>ops�>drop && ow�>q�>ops�>drop(ow�>q))559 return 1;� �Figure 1146: ATM Sheduling - TC Drop: linux/net/shed/sh atm.



� �714715716 #ifdef MODULE717 int init module(void)718 f719 return register qdis (&atm qdis ops);720 g721722723 void leanup module(void)724 f725 unregister qdis (&atm qdis ops);� �Figure 1147: ATM Sheduling - Initialise: linux/net/shed/sh atm.



� �37 void �BODY;38 stati strut qdis util � qdis list ;39 stati strut �lter util � �lter list ;4041 stati int print noqopt(strut qdis util �qu, FILE �f, strut rtattr �opt)42 f� �Figure 1148: TC - main: t/t.
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Funtion Intserv Di�servsignalling from appliation network management, appliationgranularity ow ow, soure, site, aggregatemehanism destination address, protool, port paket lasssope end-to-end edge-to-edgeTable 1: Integrated Versus Di�erentiated Servies



single proessor requirement non SMP implementationspin lok irq li()spin unlok irq sti()spin lok irqsave save ags, li()spin unlok irqrestore restore ags, sti()read lok irq li()read unlok irq sti()read lok irqsave save ags, li()read unlok irqrestore restore ags, sti()write lok irq li()write unlok irq sti()write lok irqsave (save ags li)write lok irqrestore (sti)Table 2: Kernel Critial Region Serialisation



spin lok requirement SMP implementationuse atomi test on one puonly if lear, proeedotherwise loop, reading bit til lear and thenloop bak to atomi test and set.Table 3: Spin Lok Outline



lok requirement SMP implementationread lok irq (rwlp) li(), read lok(rwlp)read unlok irq (rwlp) read unlok(rwlp), sti()et etTable 4: Kernel spin read/write loks



arh/ proessor hardware model platform dependent odedrivers/ devie spei� odefs/ �le systems odeinlude/ header �lesinit/ kernel startup odekernel/ ore ode for proesses, modules, shedulinglib/ general purpose kernel support funtionsmm/ memory management odenet/ the networking odeTable 5: Soure Code Diretory Tree Organisation



ore/ ommon ode for devie aess, �ltering, netlink, soket glue etipv4/ IP version 4 ode, TCP ode, UDP ode, ICMP and IGMP and forwarding table ode.ipv6/ same as IPv4 but for IPv6!shed/ paket sheduling for output link resoure management, IP or non IPpaket/ raw paket aess protool family. below or non IPkhttpd/ misguided attempt to put the HTTP appliation in kernelsunrp/ implementation of Sun's Remote Proedure Call (for NFS)wanrouter/ support for multi-protool routernetlink/ protool management protool soket odeethernet/ generi ethernet ode (spei� ethernet ards in ../dev/802/ generi IEEE 802 link layer protool odeatm/ generi Asynhronous Transfer Mode network/link ode, inluding MPOA and IP spei�sax25/ amateur paket radio X.25 link protool ode, below IPx25/ wide area x.25 protool \network" ode, below or non IProse/ remote operations servie ode - layer on x.25, non IPlapb/ Link Aess proedure, balaned link layer protool ode, below IPnetrom/ netrom IP devie odebridge/ EEE 802.1d spe bridge implementation below IP Levelipx/ Novell's IPX protool (not IP!)unix/ Unix Domain Soket ode - see hapter four. non IPirda/ Infra-red digital aess - that IR non IP deviedenet/ DECNET (old digital equipment orporation non IP protool suite)eonet/ ECONET - heap and heerful (non IP) networkappletalk/ for talking to MACs using native (non IP) protoolsTable 6: Soure Code Network Sub-Diretory Tree Organisation



linux/net/ipv4/netfilter/ ontains the IPv4 spei� �lter ode - see hapter tenTable 7: IPv4 Sub-Diretory Tree Organisation



Protool Family UsePF UNIX,PF LOCAL Loal ommuniationPF INET IPv4 Internet (disussed in hapter six)PF INET6 IPv6 Internet (disussed in hapter six)PF IPX IPX - NovellPF NETLINK Kernel user interfae devie (disussed in hapter seven and eight)PF X25 ITU-T X.25 / ISO-8208 protoolPF AX25 Amateur radio AX.25 protoolPF ATMPVC Aess to raw ATM PVCsPF APPLETALK AppletalkPF PACKET Low level paket interfae (depreated)Table 8: Linux soket protool families implemented



Type SematiSOCK STREAM Reliable, (onnetion oriented) ordered, duplex byte stream delivery.SOCK DGRAM Single Shot (onnetionless, unreliable) paket.SOCK SEQPACKET Paketized delivery, otherwise similar to streamSOCK RAW Low level protool aessSOCK RDM As with sequene paket, but not orderedSOCK PACKET depreated (like raw but di�erent!)Table 9: Linux soket protool semantis



Funtion Usebind assoiated a soket desriptor with a loal name or addressonnet assoiate a soket desriptor with the far end of the protool(has side e�et of setting up onentions for onnetion oriented protools!)listen wait for a onnetion to be setup from a (any) far endaept agree to a onnetion setup requested from a now spei� far endshutdown tear down the protool state on this soketgetsokname map from soket desriptor to the loal name (address) bound to itsetsokopt request some non default soket parameter settingsgetsokopt �nd out the urrent status of some soket parametersiotl general purpose workaround system all on desriptorssend send a bu�er full of data on a soketrev reeive up to a bu�er full of data on a soketread/readv read some data into bu�er(s)write/writev send some data from bu�er(s)selet hek I/O status on a soket desriptorsoketpair see pipes (equivalent)getprotoent see /et/protoolsTable 10: Other soket API alls



Soket Option PurposeSO KEEPALIVE sets the protool \pinging" the far end.SO OOBINLINE moves out-of-band data passing into the in-band data streamSO RCVLOWAT and SO SNDLOWAT sets a reeive (or send) low watermark on the before the soket layer fethes data from (passes data to) the protool - always 1!SO RCVTIMEO and SO SNDTIMEO alter the timeout before reporting an error - �xed per protool in linixSO BSDCOMPAT for bug emulationSO PASSCRED PF UNIX domain spei�SO PEERCRED PF UNIX domain spei�SO BINDTODEVICE on a multihomed mahine, allows one to limit the interfae pakets are sent and reeived viaSO DEBUG For proesses with adequate (root) rights, an debugSO REUSEADDR in PF INET, allows more than one proess to bind() to given port - useful for multiastSO TYPE report (annot set) the protool type (as above) of the soketSO DONTROUTE only allow loal ommuniationSO BROADCAST set the broadast address;SO SNDBUF on�gures the maximum soket transmit side bu�er sizeSO RCVBUF on�gures the maximum soket reeive side bu�er spaeSO LINGER says how long lose() bloks for waiting to proess queued messagesSO PRIORITY sets up priority assoiated with soket - see hapter nine for details!SO ERROR return details of errorSO ATTACH FILTER these are CONFIG FILTER soket options - see hapter ten (libpap)SO DETACH FILTER dittoTable 11: Other soket API alls



TCP systl Purposetp window saling Enable RFC1323 TCP window salingtp sak Enable RFC2018 TCP SACKtp timestamps Enable RFC1323 TCP timestampstp �n timeout dally before FIN, before foring soket losedtp keepalive probes Maximum TCP keep-alive probestp keepalive time seonds before sending probe on idle onnetiontp max ka probes How many keep-alive probes are senttp stdurg Enable the strit RFC793 interpretation of the TCP urgent-pointer �eld.tp synookies Enable TCP synookies. The kernel must be ompiled with CONFIG SYN COOKIES. See hapter tentp max syn baklog Length of the per-soket baklog queue.tp retries1 max ount of SYN ACK retransmittp retries2 max ount for retransmit data paket in established onnetiontp syn retries max ount for SYN (re) triestp retrans ollapse Try to send full-sized pakets during retransmit.Table 12: TCP systls



TCP spei� setsokopt PurposeTCP NODELAY disable the Nagle algorithmpakets are always sent as soon as possibleTCP MAXSEG on�ure the MSS for a onnetionTCP CORK Toggle sending of partial frames. Almost oppostite of NagleTable 13: TCP setsokopt options



TCP spei� setsokopt PurposeFIONREAD Returns the amount of queued unread data in the reeive bu�erSIOCATMARK Returns true when the all urgent data has been already reeivedTIOCOUTQ Returns the amount of unsent data in the soket send queueTable 14: TCP iotl options



Wm ; Maximum advertised reeive windowT0 ; Initial Timeout ValueRTT ; The Round Trip Timeb ; the number of pakets aknowledged by 1 ACKp ; the mean paket loss probabilityB ; the throughput ahieved by a TCP owTable 15: Terms in the Padhye TCP Equation



IPv4 Multiast Address ; 224.20.5.1 = 1110 0000 0001 0100 0001 0100 0000 0001IANA MAC Address Pre�x ; = 0000 0001 0000 0000 0101 1110 0| {Final Ethernet multiast address ; 0000 0001 0000 0000 0101 1110 0100 0001 0100 0000 0001Table 16: multiast addressing



d worst ase delayb token buket sizeg alloated rateN hopountPF this ow maximum paket sizePN networks maximum paket sizer link speedTable 17: Terms in the Parekh TCP Equation



Interative ; Telnet, X-WindowsInterative bulk ; FTP, HTTPAsynhronous ; E-mail, Voie-mailTable 18: Elasti Appliations



Tolerant ; Adaptive, Delay AdaptiveTolerant ; Adaptive, Rate AdaptiveIntolerant ; Adaptive ;Intolerant ; non-adaptive ;Table 19: Inelasti Appliations



ATM RSVP/Q.2931 or PNNI mapping QoS parameter mapping 802.1q FRSMDS Native



Token Rate Buket Depth The Tspe/Rspe parameters - Version | MaximumTransmission Unit Token Buket Rate | Token Buket Size Maximum Trans-mission Rate | Minimum Delay Notied Maximum Delay Variation | LossSensitivity Burst Loss Sensitivity | Loss Interval Quality of Guarantee |


