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Abstract

LLM scheduling is critical to serving, yet how well existing
designs fit agentic serving—where agents, not humans, issue
the requests—remains unclear. Agents shift the workload in
two ways: they consume many more tokens than humans, so
the cluster must provide high throughput (tokens per second,
TPS) at low latency; and their requests reuse far more KV$
than chat.

Existing schedulers still trade off load balance against KV$
reuse under the new workloads: cache-aware schedulers may
crowd requests onto the few instances caching the KV$, leav-
ing the rest idle, while balanced schedulers may lose the
opportunity for reuse, which is costly, as the benefit of reuse
becomes more dominant at a high reuse ratio. We thus present
two key insights: (1) with a global-tier KV$ store, pursuing
load balance need not compromise KV$ reuse, though the
slower global tier must be used with care; and (2) given the
agent’s intra-session locality, routing requests by their ses-
sions can balance the load with high KV$ reuse.

A key challenge in realizing session-centric scheduling is
that the scheduler must identify a request’s session statelessly,
which is difficult for model providers serving arbitrary agents.
SMETRIC addresses this with differential scheduling based
on two indicators derived from the request itself, the session
turn and the local KV$ hit: it schedules first-turn requests
for load balance, as they mark the arrival of new sessions,
and sticks follow-ups to the instance with the highest local
hit for high KV$ reuse. As sessions differ widely in size,
SMETRIC sticks a follow-up only if the instance can serve
it within its SLO, and otherwise migrates the session to the
least-loaded instance to prevent many long sessions from
eventually imbalancing the load. Evaluated on real-world
traces, SMETRIC improves the peak TPS by 9–15 % under
prefill-decode colocation with a provisioned global tier and
the peak prefill TPS by 9 % under disaggregation over state-
of-the-art schedulers, also with lower latency.

†Kaizhan Lin is affiliated with ShanghaiTech University; this work was done
while he was an intern at Institute of Parallel and Distributed Systems,
Shanghai Jiao Tong University.
�Xingda Wei is the corresponding author (wxdwfc@sjtu.edu.cn).

1 Introduction
Large language models (LLMs) now power agents like Claude
Code [6, 48] that accomplish complex tasks such as writ-
ing [5], debugging [16], and performance-tuning [54, 42]
code. An agent solves a task through a session of LLM re-
quests, each of which requires generating many tokens. To
generate these tokens efficiently, providers deploy clusters
dedicated to serving agent requests; each cluster runs many
instances, each holding a full copy of the model. We term this
cluster-scale, agent-dedicated LLM serving agentic serving.
Agentic serving is still LLM serving: the provider serves each
request through the standard LLM API and neither runs the
agents nor sees their internal logic.

Request scheduling—how the cluster routes each request
to an instance—is a key pillar of LLM serving. Though recent
work studies it extensively [75, 82, 59, 74, 37, 2], we argue
that scheduling designs need to be revisited for agents, for
two reasons:

First, an agent consumes far more tokens per request than
a human user [9], so a cluster must provide high throughput
(tokens per second, TPS) to serve the load at low cost. Be-
sides cost, the latency—the time to first token (TTFT) and
the time per output token (TPOT) [34]—cannot be compro-
mised either. This is because the token generation latency
determines how fast agents finish their tasks, and a response
that is too slow makes the agent treat the request as failed [8].

Second, agentic serving exhibits a different workload pat-
tern from chat: KV$ reuse dominates. The efficiency of
serving an LLM request depends heavily on KV$ reuse; the
KV$ is the intermediate state a cluster caches to avoid re-
computation (§2). In chat workloads, this reuse is modest:
only 54–62 % of request tokens are reused from cache [63].
In agentic serving, it is far higher: our analysis of the produc-
tion trace from a cluster at a representative model provider
(BAILIAN) reveals that the reuse exceeds 80 % (Finding 1
in §3). This shift requires revisiting how well scheduling
designs facilitate KV$ reuse, because the computation saved
by reuse becomes more dominant at a high reuse ratio: raising
it from 70 % to 80 % cuts the prompt tokens still to compute
by one third.

In this paper, we first conduct a systematic study of re-
quest scheduling for agents, using two recent large-scale real-
world agentic serving traces (§3). We find that state-of-the-art
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schedulers still suffer from the trade-off between KV$ reuse
and load balance [75]. Specifically, to achieve high reuse, the
current scheduler in BAILIAN prioritizes routing each request
to the instance holding its cached KV$ (cache-aware). This
trades away load balance: some instances overload while
others sit idle, capping the cluster’s throughput. On the other
hand, a balanced scheduler like LMetric [75] trades away
KV$ reuse, requiring more computation to serve the requests,
so the throughput gain from better load balancing is limited.

To address this dilemma, we draw two insights. First,
from the system’s perspective, pursuing load balance does
not have to compromise KV$ reuse: modern agentic serving
adopts a two-tier KV$ store—a local tier on each instance’s
GPU memory and a global tier on cluster-wide CPU memory
(§2). Even if the scheduled instance does not hold the KV$
locally, it can fetch it from the global tier. As long as the
global tier serves these KV$ fetches in time, TPS remains
high (§4.1). The global tier, however, must be used with
care: it is slower—waiting for the KV$ to be transferred adds
latency—and its capacity and bandwidth are limited. Routing
every request purely for balance—even with global-tier KV$
reuse—is thus still suboptimal.

Second, from the agent workload’s perspective, routing
requests by their sessions can balance the load with high
KV$ reuse. On the one hand, sessions are a natural unit for
balancing: though individual sessions have skewed token
usage, the token load can still be balanced across instances at
scale (Finding 6). On the other hand, sessions capture most
of the reuse, thanks to the workload’s intra-session locality:
follow-up requests mostly reuse the KV$ of earlier turns in
the same session (Finding 2). Keeping each session’s requests
on one instance thus preserves most of the KV$ reuse in its
local tier, while spreading sessions across instances balances
the cluster. At first glance, the KV$ reuse of first-turn requests
seems compromised. The impact is small: their reuse comes
mostly from the system prompt (Finding 3), which the global
tier serves efficiently.

One key challenge in realizing such session-centric
scheduling is that the scheduler must identify each request’s
session statelessly, which is difficult for model providers
serving arbitrary agents: the request carries no session infor-
mation, as the LLM APIs are stateless, and its source may
further be anonymized by proxies. Inferring sessions from
records of past requests is typically impractical, as such per-
session state grows with active sessions, making a simple and
scalable router design challenging.

We address this challenge with SMETRIC. The key ob-
servation is that the session turn and the local KV$ hit, both
derived from the request itself, identify sessions statelessly
and at zero cost. The turn, deduced from the number of his-
torical messages in the request, tells the scheduler whether
the request starts a session: SMETRIC thus schedules first-
turn requests for load balance, spreading sessions across the
cluster (§4). Meanwhile, the local KV$ hit, which the router

already knows, helps identify the instance serving the session,
because intra-session reuse happens quickly (Finding 4), so
the instance with the highest hit is likely the one that executed
the session’s previous request. Therefore, SMETRIC sticks
follow-up requests to it. This differential scheduling achieves
load balance and high local-tier reuse while keeping demand
on the global tier low, because in the ideal case only first-turn
requests fetch KV$ from it.

While such differential scheduling identifies sessions state-
lessly, we meet a second challenge: sticking every follow-up
request to its session’s instance still imbalances the load,
because sessions differ widely in size (§3.2) and the size
is unknown when the session is first routed, so an instance
overloads as multiple long sessions are scheduled onto it.
SMETRIC thus sticks a follow-up request only if the instance
can finish it within its TTFT SLO, and otherwise migrates the
session by routing the request to the least-loaded instance,
with the global tier preserving its KV$ reuse (§4).

We have implemented SMETRIC on vLLM [61] and LM-
Cache [38], and extensively evaluated it against state-of-the-
art schedulers, including both the production scheduler used
in BAILIAN and recent research and open-source schedulers
(LMetric [75], llm-d [37], Preble [59], and Dynamo [45]),
with serving paradigms spanning both prefill-decode colo-
cation and prefill-decode disaggregation. Against the best-
performing baseline, SMETRIC serves 9–15 % more peak
TPS under colocation with a provisioned global tier, and 9 %
more peak prefill TPS under disaggregation; the gap widens
to 26–28 % as the load grows. It also achieves the lowest
median TTFT and the lowest P90 TPOT under colocation,
and the lowest tail TTFT under disaggregation (19 % lower at
P90 than the closest baseline).

In summary, this paper makes the following contributions:

• The first study of the workload patterns of LLM requests
served by an agent-dedicated cluster at scale (§3).

• The first analysis of how existing schedulers perform with
the two-tier KV$ store under agentic serving (§4.1).

• A session-centric scheduling design that identifies sessions
statelessly by the turn and the local KV$ hit, and migrates
overloaded sessions by their SLO, achieving both high
KV$ reuse and load-balanced serving (§4.2).

• An evaluation showing that SMETRIC improves TPS and
latency over state-of-the-art schedulers (§5).

We will open-source SMETRIC and the traces upon publi-
cation.

2 Background and System Setup
LLM and KV$. An LLM serves a request in two phases.
Given the input tokens (the prompt), a prefill pass processes
the prompt with a single model forward (possibly split into
chunks [1]) and emits the first output token. A decode pass
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Figure 1: The KV$ store hierarchy for serving agents.

Figure 2: The detailed architecture of global-tier KV$. The global
tier enables a GPU to read KV$ from local CPU (➀), remote CPU
memory (➁) and remote GPU memory via GPU-direct RDMA (➂).

then emits the remaining tokens auto-regressively: each token
comes from one model forward over the prompt plus all
tokens emitted so far, until the model produces an end-of-
sequence (EOS) token.

The forward pass of LLMs requires computing a key (K)
and a value (V) tensor for each token in the input sequence.
Since these tensors are the same for inputs with the same
prefix, it is standard to cache the KV tensors generated so
far (the KV$) to accelerate the decode phase, as well as the
prefill phase of later requests with the same prefix. As shown
in Figure 4 (a), if a 3-token input request has two KV$ hits,
then it needs to compute the KV$ for only one token.

KV$ store hierarchy and the local vs. global tiers. Since
cross-request reuse is common in production workloads [63,
53], serving systems typically cache the KV$ of finished
requests for some time. Caching requires storage capacity
because each request’s KV$ is large: for example, a single
128K-token request consumes about 32 GB of KV$ on the
popular Qwen3-32B model. As a result, the KV$ store in
production systems follows a multi-tier architecture as shown
in Figure 1. The first tier is device (GPU) memory; when
it fills, KV$ cascades to the larger, global tiers below—host
(CPU) memory, then cloud storage (e.g., S3). A later KV$
hit on a lower tier must load the entry back up to the GPU.

Agentic workflow and the agent session. Modern LLM
agents such as Claude Code [6] solve a task through a session
of multiple rounds of interaction with the LLM. As shown in
Figure 3, the first request (Request #1) in a session, typically
written by the user, specifies the task to solve. The LLM
replies with tokens that carry its reasoning and the next step
for the agent, such as a tool call that reads a file with cat

Figure 3: An example of how agents interact with the served LLM.

Figure 4: (a) An overview of the prefill and decode of LLM process-
ing with KV$. (b) The PD-colocated and (c) the PD-disaggregated
serving architecture.

(Reply #1). The agent then runs the tool, appends the tool
call output to the context, and issues the next request (Re-
quest #2). Because the LLM keeps no state across requests,
each request resends the whole history. This append-only
pattern—request i extends request i−1—lets request i hit the
KV$ of request i−1, if the platform has not evicted it.

LLM serving architecture in the wild. To serve LLM
requests at scale, providers typically deploy each model on
a cluster of GPUs1. The smallest unit of deployment is a
model instance—one or more GPUs that together hold a full
copy of the model parameters. A global router dispatches
each incoming request to one instance using a routing algo-
rithm [60, 59, 82, 75, 65]. Because a request runs in two
phases—prefill and decode—there are two mainstream serv-
ing architectures today:

PD colocation. PD colocation runs the prefill and decode of
a request to completion on the same instance (Figure 4 (b)).

PD disaggregation. PD disaggregation uses two clusters for
serving: one cluster only runs prefill and the other only runs
decode [80, 50] (Figure 4 (c)). A request first runs prefill

1Providers may deploy multiple clusters; inter-cluster scheduling is beyond
the scope of this work.
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Figure 5: A characterization of the reusable KV$ for all requests,
with a breakdown of where the reuses come from.

on a prefill instance, which transfers the resulting KV$ over
RDMA to a decode instance, where the decode phase runs to
completion.

Both architectures build atop the same KV$ hierarchy of
Figure 1 and differ only in which instances access the global
tiers. Since cross-request KV$ reuse happens at prefill, every
instance accesses the global tiers under PD colocation, while
only prefill instances do under PD disaggregation.

3 Agentic serving patterns in the wild

Analyzed traces. Existing production workload studies
characterize LLM serving in general [68, 53]. To understand
the workload characteristics of real-world agentic serving, we
collected two recent representative traces from two large-scale
clusters, both dedicated to serving agents for a commercial
coding-agent product (a paid subscription plan). Each cluster
is one of many supporting the product and contains at least
thousands of accelerators. Both traces cover the same peak
usage hours (10:00–12:00) on May 29, 2026: one cluster
serves a popular TB-level model (Trace 1) and the other a
roughly 280B-parameter model (Trace 2), covering agents
with different capabilities.

To study the workload in depth and to evaluate the serving
system under it, we collected as much information as possible
within BAILIAN’s privacy policy. For each LLM request,
each trace records (1) the hashed request content, which lets
us analyze how much the request can benefit from KV$ reuse,
(2) the arrival time, which captures request burstiness and
KV$ reuse intervals, and (3) the session information—the
session ID, the parent request ID, the turn number, and how
the request is triggered (e.g., by a human or by the agent).
Since requests carry no session identifier, we reconstruct the
session ID and the parent request ID offline during trace
collection (§A).

3.1 KV$ reuse patterns

We analyze three metrics of KV$ usage in agentic serving—
the reuse ratio, where the reuse comes from, and the reuse
interval—and distill four findings:

0.1 10 100 1000
reuse time (s)

0

50

90

C
D

F

P99=841s
max=1.9h

Trace 1

0.1 10 100 1000
reuse time (s)

P99=911s
max=1.9h

Trace 2
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Figure 6: Reuse-time distribution across the two production traces.
The tail is truncated by the 2-hour trace collection window.

Finding 1: KV$ reuse is dominant: the reuse ratio ex-
ceeds 80 % of the KV$ in both traces (Figure 5).

We measure reuse at KV$ block granularity against an
idealized KV$ store with infinite capacity, using the block
size of the traced cluster. A request’s reusable ratio is the
fraction of its prefill tokens that fall in hit blocks, i.e., the
tokens whose prefill computation can be skipped.

Finding 2: KV$ reuse follows session locality: more
than 65 % of reuses come from follow-up requests (the
second turn onward) reusing earlier turns of the same
session (Figure 5).

For each reuse, we track which session originally produced
the reused tokens. Figure 5 further breaks down the reuse on
this basis into intra-session reuse, when a request’s reused part
comes from a previous request in the same session, and inter-
session reuse, when it comes from a request in a different
session. Intra-session reuse contributes most of the reuse
(roughly 67 % in both traces), which is unsurprising: different
sessions tend to solve different problems, so cross-session
reuse is rare. Much of the remaining inter-session reuse stems
from multi-session workflows [4, 44], in which an agent forks
multiple sub-agents whose sessions share the parent session’s
context. Such attribution by the original producer also makes
67 % a lower bound on session locality: when a sub-agent’s
follow-up request reuses its own earlier turns, we count the
reuse as inter-session, though it could also be counted as
intra-session.

Finding 3: First-turn requests enjoy KV$ reuse: the
shared system prompt accounts for 18–20 % of all reuses
(Figure 5).

A first-turn request has no earlier turn in its session to reuse,
yet it still hits on the system prompt: requests from the same
agent framework, e.g., Claude Code [6] or OpenClaw [48],
share one prompt template for the first request of each session.
This is also a case of inter-session reuse.
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Figure 8: An analysis of token usage of different sessions.

Finding 4: KV$ is quickly reused: about 90 % of all
reuses recur within roughly 100 s after the last request
that shares the KV$, with only a small tail (Figure 6).

Figure 6 plots the reuse interval—the time from when a
request completes until its KV$ is next reused. Reuse is quick,
often within seconds, because both traces are dominated by
agent-triggered requests (Figure 7): the agent issues the next
request as soon as it sees the previous response and tool
results. A few outliers are reused hours later, likely when a
user leaves the agent waiting for a response.

3.2 Session execution patterns

Next we examine the detailed pattern of each session and
derive the following two key findings:

Finding 5: Session token usage is skewed: in both traces,
the top 25 % of sessions contribute more than 80 % of the
tokens (Figure 8).

As shown in Figure 8, the computation required varies
significantly across sessions, with a small fraction of sessions
accounting for most of the tokens to compute. Nevertheless,
thanks to the large request volume, the skewed computation
can still be balanced across all instances:

Finding 6: Despite the skewness, the token load can still
be balanced across serving instances over time.

To quantify this, we use a trace-driven simulation that re-
plays all requests of a trace in arrival order on a simulated
cluster with the same number of instances as the traced clus-
ter. The simulator dispatches each request to the instance

1 1.5 2
0

.25
.5

.75
1

C
D

F Trace 1

1 1.5 2

Trace 2

per-window load imbalance (max/mean)
Figure 9: Per-window token load imbalance (max/mean) across
instances under load-balancing dispatch, for two traces.

1 req = receive()

2 c = kvc.hit_len(req) # local KV$ hit, per instance

3 l = load() # load, per instance

4 sched_to = instances.argmin/max(f(c, l))

5 req.forward(sched_to)

Figure 10: A high-level overview of the existing LLM scheduling
scoring methods. f(ci, li) scores instance i by the request’s KV$
reuse on it (ci) and its load (li).

currently holding the fewest in-flight tokens, counting all
tokens—prefill and decode—of the requests running on that
instance. Each request stays at its instance for the execution
time recorded in the trace. Figure 9 shows the resulting load
balancing profile: for each one-minute window, we report
the token count of the most loaded instance divided by the
mean token count across all instances (max/mean). The load
stays largely balanced: the median per-window imbalance is
only 1.7 for Trace 1 and 1.5 for Trace 2, and even the worst
window stays below 2.4 and 2.1, respectively. The simulation
is approximate—a request’s execution time on the simulated
cluster may differ from that on the original cluster—but it
suffices to reveal the workload’s balance potential, and our
analysis in §4.1 further confirms that schedulers balancing
the load alone keep instance loads balanced.

Balance holds because concurrent requests far outnumber
instances: the number of requests arriving within a 1-minute
window is on average 43× (Trace 1) and 48× (Trace 2) the
number of serving instances, and never drops below 30× in
either trace. Hence, even when token-heavy requests occupy
a subset of instances, the remaining instances absorb many
token-light ones, which evens out the skew of individual
sessions. Such a high request-to-instance ratio is common in
serving: a GPU instance requires a large batch of requests to
achieve high utilization, and requests are not scarce for large
service providers like BAILIAN.

4 Balanced session-centric scheduling
4.1 Analysis of existing schedulers

A preliminary on LLM scheduling in a cluster.
To the best of our knowledge, existing LLM sched-
ulers [75, 53, 37, 2, 45, 3, 59, 82, 74, 11, 65] route requests
by per-request scoring, as Figure 10 illustrates: upon
receiving a request, the scheduler computes a score for each
instance and routes the request to the instance with the lowest
(or highest, depending on the definition) score. The score of
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instance i is typically a function f(ci, li) of two LLM-specific
indicators: li describes the instance’s current state, typically
its load, e.g., its batch size or the number of inflight tokens.
ci estimates the computation the request would need on the
instance, typically by the prefix hit length of the request’s
prompt in instance i’s local KV$. Methods mainly differ in
how they define f , i.e., how they weigh the instance’s load
against the request’s KV$ reuse. Our motivating analysis uses
the following representative methods, while §5.1 covers more:

• BAILIAN is the production scheduler deployed at BAIL-
IAN. It scores an instance by a weighted sum of its load
and the request’s KV$ miss: f = (1− λ) · l̂i + λ · (1− ĉi)

(the lower the better), where l̂i is the instance’s batch
size and ĉi is the request’s KV$ hit ratio on the instance.
Each indicator carries a ·̂ because it is normalized to a
common range; otherwise the two cannot be added. The
weight λ is tuned to trade KV$ reuse for load balance; for
agentic workloads, the operator sets a large λ to favor KV$
reuse. Popular open-source schedulers adopt a similar
design [45, 3].

• LMetric [75] is a recent scheduler that multiplies the two
indicators instead of adding them for scoring instances:
f = (qi + L − ci) × li, where L is the request’s prompt
length and qi is the prefill work already queued at instance
i, so qi + L− ci is the prefill computation left before the
request’s first token.

• Load-balance-only considers load only, i.e., f = li: it
routes each request to the least-loaded instance regardless
of its KV$ reuse. It is a variant of the classic join-the-
shortest-queue policy used in traditional cluster-level
request routing, and the default policy of vLLM [61].

The analysis methodology. To understand how repre-
sentative methods perform when serving agents, this section
compares the methods by replaying Trace 1 on a 32-instance
vLLM [61] cluster serving Qwen3-Coder-30B-A3B under
PD colocation, with Mooncake [53] and LMCache [38] as
the global KV$ store; §5.1 details the testbed, its tuning, and
how the replay keeps the KV$ reuse consistent with the trace.
We replay only Trace 1, since the two traces exhibit similar
patterns (§3); PD disaggregation shows similar results (§5.3).

We report each method’s TPS within SLO: the cluster-wide
output TPS (output tokens generated per second) contributed
only by requests that satisfy both the TTFT and TPOT SLOs.
The request-level SLO matters for agents: it determines the
task completion time, and a response that is too slow makes
the agent treat the request as timed out [8]. The SLO fol-
lows common practice [80, 64, 76]: a TTFT SLO that grows
linearly with the prompt length, b+ a · L for a prompt of L
tokens, that is, a fixed budget b plus a per-token budget a; and
a fixed TPOT SLO.
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Figure 11: (a) TPS within SLO under different global-tier offerings.
(b) KV$ reuse ratio and its source. (c) Distribution of the per-30-
second-window load imbalance.

We compare the methods at one offered request rate per
global-tier provisioning, the same rate for every method, un-
der a fixed SLO; §5 varies the rate and the SLO, with consis-
tent results. To further measure the methods under different
KV$ pressure, we vary the provisioning of the global tier. We
call the global tier fully provisioned when its capacity is large
enough that a request routed to any instance can usually fetch
its session’s KV$ from it. Our testbed’s global tier can cache
nearly all ongoing sessions, so a fully provisioned tier al-
ways serves the KV$; in production, however, we do observe
under-provisioned global tiers, with insufficient capacity or
bandwidth.

The KV$-awareness vs. load balance trade-off. Existing
schedulers still trade KV$ reuse for load balance. LMet-
ric [75] reports KV$ reuse ratios comparable to those of
other KV$-aware schedulers while improving load balance,
on workloads with ideal KV$ reuse ratios typically around
50–70 %. Our agentic serving workload, with an ideal reuse
ratio of 82 % (Finding 1), shows that these two benefits do
not always hold together: without a global tier, LMetric’s
reuse ratio is only 45 %, compared with BAILIAN’s 74 %
(Figure 11 (b)). As a result, without a global tier, LMetric
serves only 920 TPS within SLO, 36 % below BAILIAN’s
1,437 TPS (Figure 11 (a)), even though LMetric achieves
better load balance than BAILIAN’s linear combination (Fig-
ure 11 (c)). We measure each instance’s load as its average
number of running requests within a 30 s window. Load im-
balance is the ratio of the maximum load to the mean across
the 32 instances [51, 43].

Although the ideal reuse ratio of the agentic workload is
only about 10 percentage points above the high end of the
non-agentic ones (82 % vs. 70 %), the difference in prefill
computation is far larger: raising the reuse ratio from 70 % to
80 % cuts the prompt tokens that must still be computed by
one third.
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Load balance does not always trade away KV$ reuse.
We do observe opportunities for improvement over policies
that favor KV$ reuse: with a fully provisioned global tier,
load balancing need not reduce KV$ reuse. This is because
the global tier can serve the KV$ missed in the local tier, so
even a pure load-balance method achieves a high reuse ratio
(Figure 11 (b)). As shown in Figure 11 (a), the TPS within
SLO of a load-balance-only solution is within 7 % of the best
of the three methods.

Local hits are still important. Although KV$ hits from the
global tier can recover reuse, the local reuse is still important:
Load-balance-only and BAILIAN both reuse about 76 % of
prefill tokens, yet their TPS is similar with sufficient global-
tier capacity (Figure 11 (a, b)), despite that Load-balance-only
has a better load balance: 1.5× vs. 3.3× imbalance as shown
in Figure 11 (c). This is because the local hit ratio of Load-
balance-only is only 9.1 %, vs. BAILIAN’s 68.8 %, requiring
more global-tier transfers that consume bandwidth and incur
latency.

Takeaway: Scheduling should maintain load balance
and KV$ reuse while preserving as much local reuse as
possible.

4.2 Session-centric scheduling: challenges and our ap-
proach

Opportunity: session-centric scheduling can reconcile
load balance and KV$-awareness. Our insight is that
routing by session, rather than by request, can achieve both
objectives. Suppose the scheduler balances sessions across
the cluster and routes each follow-up request to the instance
serving its session. This strategy can balance the load without
losing reuse, because the token load can still be balanced at
scale despite the skew of sessions, as characterized in §3.2
(Finding 6). Note that placing sessions is coarser than placing
requests, which requires further care to balance the load (as
we describe in Challenge# 2 below in more detail). It also
keeps (local) KV$ reuse high: every request except the first
reuses the KV$ of earlier requests in the same session (Find-
ing 2), and the reuse comes quickly (Finding 4), so the KV$
usually still resides in the local tier. The first-turn request is
the only exception, and it loses little performance because its
reusable KV$ is mostly the shared system prompt (Finding 3),
which the global tier serves. The load on the global tier also
stays low, because in the common case only first-turn requests
read from it.

Realizing session-centric routing faces two challenges:

#Challenge 1: missing session information. Existing session-
centric schedulers like llm-d [37] require each request to carry
a session identifier (ID), which is impractical when a provider
serves agents, for two reasons. First, requests carry no ses-
sion identifier. The APIs that agents use, e.g., Anthropic’s
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Figure 12: (a) Per-window load imbalance, as in Figure 11 (c). (b)
KV$ reuse ratio and its source. Each arm runs at the request rate
where its group peaks in TPS within SLO.

Messages API and OpenAI’s Chat Completions API [7, 46],
are stateless: each request resends the session’s full history
and carries no identifier; stateful variants [47] are optional
and disabled under zero-data-retention policies. Nor can the
provider add one: agents send requests through diverse frame-
works (e.g., Claude Code [6] and OpenClaw [48]), and it is
impractical for these frameworks to agree on a session pro-
tocol. Second, the router cannot infer the session from the
request’s source: at BAILIAN, enterprise customers send re-
quests through global proxies, which anonymize the source
(e.g., the IP).

One possible solution is to let the router infer sessions
by itself, e.g., by recording past requests and matching each
new request against the records. This is impractical: existing
routers keep only per-instance state, i.e., the indicators in
Figure 10. Per-session state, in contrast, scales with the
number of active sessions, which far exceeds the number
of instances the router manages, and must be updated as
sessions come and go. This complicates the router, and to our
knowledge no existing LLM scheduler adopts it.

#Challenge 2: unconditional sticking still imbalances the
load. Sticking every request to its session’s instance can
still imbalance the load, because sessions differ widely in
size (§3.2) and the size is unknown when the session is first
routed. Suppose several sessions placed on the same instance
all turn out to be long, with many turns: each follow-up turn
returns to the instance with a longer prompt to prefill, so the
instance overloads as the sessions grow. Figure 12 measures
this on our testbed. llm-d [37] routes requests by session ID,
which we reconstruct offline from the trace and supply with
each request (§3). Its mean imbalance is still 2.17×, though
it is more balanced than BAILIAN’s linear combination of
KV$-awareness and load (3.34×).

Basic solution: the turn and the KV$ hit identify the
session without per-session state. To address the first chal-
lenge, we observe that session-centric scheduling leverages
session information to answer two questions per request for
routing: (1) whether the request starts a session and thus
should be load-balanced, and (2) for a follow-up request,
which instance served the session’s previous request, so that
the request can stick to it for KV$-awareness. Both can be
answered without per-session state. Specifically, the first can
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1 (a) stateless session-centric routingreq = receive()

2 c = kvc.hit_len(req) # local KV$ hit, per instance

3 q = queued_cost() # sum of prefill_cost in i’s queue

4 prev = instances.argmax(c) # likely served last turn

5 if req.turn != 0 and session_cached(req, prev) \

6 and (meets_ttft(req, prev) # (b)

7 or none_meets_ttft(req)):

8 sched_to = prev # stick

9 else: # balance

10 sched_to = instances.rr_argmin(
11 key=lambda i: estimate_load(req, i))

12 req.forward(sched_to)

13 def session_cached(req, i): # i caches req’s session

14 return c[i] > HIT_RATIO * est_hit(req)

15 # est_hit: the hit expected from req’s history

16 (b) SLO checksdef meets_ttft(req, i):

17 # the deadline check

18 ttft = estimate_load(req, i) / PREFILL_RATE

19 return ttft <= SLACK * ttft_slo(req)

20 def none_meets_ttft(req): # the last resort:

21 # no instance meets the deadline, so stick

22 return not any(meets_ttft(req, i)

23 for i in instances)

24 (c) load modeldef estimate_load(req, i):

25 # i’s queued prefill + req’s own

26 return q[i] + prefill_cost(req, c[i])

27 def prefill_cost(req, hit): # Eq. 1, reusing hit

28 L = req.prompt_len; n = L - hit # new tokens

29 return C_LIN * n + C_ATT * n * (L - n / 2)

Figure 13: Simplified pseudocode of SMETRIC. C_LIN and C_-
ATT are constants fitted by profiling the model. PREFILL_RATE
(the instance prefill rate) is measured, while SLACK and HIT_-
RATIO are the two hyperparameters.

be answered via the request’s turn: a first-turn request marks
the arrival of a new session. Since requests carry the session’s
full history (§2), the router deduces the turn from the number
of historical messages the request carries. The deduction fails
only if the agent drops part of its history, e.g., by compaction.
The failure is benign: such a request hits little KV$ anyway,
so routing it by load balance suffices. The second can be
answered via the local KV$ hit: a follow-up request mostly
reuses the KV$ of its own session (Finding 2), and the reuse
comes quickly (Finding 4), so the instance with the highest
local hit is likely the one that served the previous request.

Figure 13 (a) shows our basic policy. It assumes PD disag-
gregation and routes prefill requests only; the extension to PD
colocation is similar (though a little more complex) and is left
to §B due to space limitations. The router first checks whether
a request is a first-turn request (line 5). If so, it routes the
request to the least-loaded instance, which balances sessions
across the cluster (lines 9–11); otherwise it sends the request
to the instance with the highest KV$ hit (lines 4 and 8)—the
instance that likely executed the session’s previous request.
The load in the balance branch is estimated by the model

in (c), which subtracts the request’s local hit from its prefill
work, so the routing decision stays KV$-aware: a first-turn
request still favors the instances that cache its system prompt.
As shown in Figure 12, the basic policy achieves a load-
imbalance curve and KV$ reuse similar to session-centric
scheduling (llm-d) with session IDs.

Two cases are worth mentioning. First, a follow-up request
whose session has been evicted from the local tier is treated
as a first-turn request, since there is no local KV$ it can use.
session_cached detects eviction by comparing the high-
est local hit against the hit expected from the request’s history
(est_hit, which excludes the newly appended turn that
no instance has cached); a large gap indicates that the local
tier has evicted the session. HIT_RATIO is a pre-configured
threshold below one that tolerates small differences between
the estimate and the real hit; SMETRIC is robust to it (§5.5).
Second, SMETRIC sticks a follow-up request to its session’s
instance only if that instance can finish it within the SLO,
which we elaborate next.

Extending the basic policy: SLO-aware session migration
via scheduling. To address the second challenge, SMET-
RIC sticks a follow-up request to the instance that served its
previous request only if that instance can finish the request
within its SLO. Otherwise, SMETRIC routes the request to
the least-loaded instance, which migrates the session away to
prevent SLO violations due to overloading. Figure 12 shows
the effect: under the same run, migration lowers the basic
policy’s mean imbalance from 2.18× to 1.81× and leaves
no window above 3×. The migrated request still reuses its
KV$: the target instance fetches the session’s KV$ from the
global tier over RDMA (➂ in Figure 2). Note that under high
load (or bursts), no instance may be able to meet the deadline.
SMETRIC then still routes the request by KV$-awareness to
add minimal new load to the cluster (line 7).

meets_ttft() in Figure 13 (b) shows the detailed im-
plementation of the check. We use the request’s SLO at-
tainment, rather than the instance’s load, as the indicator for
migration. A load-based indicator would also work here, e.g.,
when the instance’s load exceeds the others’ by a margin, we
migrate the session off that instance by routing the request
away from it. However, the load threshold is difficult to set:
too strict a threshold migrates sessions that the instance could
still serve on time and loses their local KV$ reuse, while too
loose a threshold rarely triggers migration. The SLO sets the
threshold directly: a request migrates exactly when sticking
would miss its deadline. The TTFT deadline (ttft_slo) is
a function set by the provider, typically linear in the request
length [80, 64, 76], and SLACK is a pre-configured hyperpa-
rameter that scales the deadline to leave headroom, to which
SMETRIC is also robust over a common range (§5.5). The
check compares the deadline against the estimated prefill time
of the instance’s queued requests plus the new request, which
we describe next.
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Figure 14: (a) TPS within SLO and (b) distribution of the per-
window load imbalance (§4.1) on the 32-instance Qwen3-30B-A3B
PD-colocated setting.

Estimating the load. Both load balancing and the SLO
check need a load model that is fast to compute yet reason-
ably accurate. Existing schedulers like Dynamo [45] use the
number of tokens to prefill as the load, which we found inac-
curate because the computation of each token depends on its
context [81]. We therefore estimate the load (Figure 13 (c))
in a more precise form, following prior work [12]:

cost(n,L) = clinear n + cattn n (L− n/2), (1)

where L is the request’s context (prompt) length and n is the
number of new tokens to prefill. clinear and cattn are coeffi-
cients fitted by profiling, and the term n(L − n/2) follows
from causal (lower-triangular) attention: each new token at-
tends to all tokens before it, on average L − n/2 of them.
§5.4 quantifies the contribution of this model.

5 Performance evaluation
5.1 Evaluation setup

Testbed. Our testbed is a cluster of four GPU servers,
each equipped with eight NVIDIA H20 GPUs (96 GB HBM),
160 CPU cores, and 1280 GB of host DRAM. Servers are
interconnected with 200 Gbps RDMA NICs. Each instance
runs the latest vLLM [28, 61]. The global KV$ store is based
on Mooncake [53] and LMCache [38], the state-of-the-art
global-tier KV$ store described in Figure 2. We tuned each
system to its peak performance: e.g., KV$ fetches from the
global tier nearly saturate the RDMA bandwidth. Unless
otherwise mentioned, we use all instances to evaluate the
performance, and fully provision the global tier; §5.2 and
§5.3 also evaluate with different global KV$ capacities.

Evaluated model. We evaluate two models, Qwen3-Coder-
30B-A3B and Qwen3-235B-A22B-FP8, both popular models
on the market [67]. Qwen3-30B can be served with only one
GPU, allowing us to evaluate up to 32 instances. In contrast,
Qwen3-235B requires at least 4 GPUs per instance, so we
can evaluate up to 8 instances.

Evaluated workload. We replay Trace 1 (§3) for all ex-
periments. Because the requests are collected from a much
larger cluster than our testbed, we sample the requests for the
evaluations following prior work [75, 80, 41, 21, 56], keeping
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Figure 15: (a) TPS within SLO and (b) KV$ reuse ratio and
its source under different global-tier capacities on the 32-instance
Qwen3-30B-A3B PD-colocated setting.

every request of a session sampled so that its KV$ reuse chain
stays complete. We report the request rate as a multiple of a
base rate, a small fixed fraction of the trace that we cannot
disclose due to privacy requirement of BAILIAN. One issue
with replaying is that the evaluated model’s responses differ
from those recorded in the trace. Such a difference breaks the
KV$ reuse pattern in two ways: the generated response may
have a different length, and a follow-up request’s recorded
history no longer matches the tokens the serving instance
actually cached. We fix the issue as follows. First, we force
the evaluated model to generate exactly as many tokens as
the recorded response, by ignoring the end-of-sequence token
and capping the generation at the recorded length. Second,
we rewrite part of the follow-up requests with the generated
content to ensure consistent KV$ reuse.

5.2 End-to-end performance: PD-colocation

Compared targets. We compare SMETRIC with the state-
of-the-art schedulers described in §4.1, as well as other sched-
ulers from well-known open-source projects and research
work. llm-d (session) [37] routes requests by session ID; it is
the session-centric baseline described in §4.2. We supply the
session ID reconstructed offline. llm-d (SLO) routes by pre-
dicted latency: an online-trained model predicts the TTFT and
TPOT the request would see on each instance, and the request
goes to the instance with the least predicted headroom among
those meeting the SLOs we score against. Other non-open-
source schedulers like the Mooncake scheduler [53] follow
a similar rationale. Preble [59] filters instances by KV$ hit
before scoring them: a request whose cached prefix covers
more than half of its prompt goes to the least loaded instance
holding that prefix, and any other request to the instance with
the least estimated work, a linear-combined (BAILIAN-like)
score. We use its implementation in AIBrix [2].

TPS and per-token latency. Figure 14 (a) reports the TPS
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Figure 16: Per-token latency distributions on the 32-instance
Qwen3-30B-A3B PD-colocated setting. (b, d) use a log scale.
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Figure 17: Sensitivity to SLO configurations on the 32-instance
Qwen3-30B-A3B PD-colocated setting.
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Figure 18: (a) TPS within SLO and (b) distribution of the per-
window load imbalance (§4.1) on the 8-instance Qwen3-235B-
A22B-FP8 PD-colocated setting.

within SLO (§4.1) on Qwen3-30B with all 32 instances under
the fully provisioned store, at increasing request rates and
a fixed SLO (TTFT budgets b = 1 s and a = 62.5ms per
1K prompt tokens; TPOT within 20 ms). SMETRIC achieves
the highest TPS within SLO: its peak exceeds the best base-
line’s by 9 % (1860 vs. LMetric’s 1708 tok/s, reached one
rate lower). The improvement over the best baseline grows
with load: within 1 % at 6× load, +4 % at 8×, +13 % at 9×,
and 26 % past saturation (10×), where every scheduler loses
TPS and routing mistakes turn directly into SLO violations.
The result is consistent across global-tier provisionings (see
Figure 15 (a)), except for setups without any global KV$
store. This is acceptable, because deploying the global store
for serving agents is now common practice. The per-token
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Figure 19: (a) TPS within SLO and (b) KV$ reuse ratio and
its source under different global-tier capacities on the 8-instance
Qwen3-235B-A22B-FP8 PD-colocated setting.
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Figure 20: Per-token latency distributions on the 8-instance Qwen3-
235B-A22B-FP8 PD-colocated setting. (b, d) use a log scale.

latency in Figure 16 shows similar results: SMETRIC has the
lowest TTFT at every reported percentile and the lowest P90
TPOT.

SMETRIC serves better because it keeps local KV$ hits and
load balance simultaneously, without trading away the overall
reuse ratio. Figure 15 (b) shows that SMETRIC matches the
highest reuse ratio (BAILIAN’s, 73 % for both) and serves
most of it from the local tier (58 %). Figure 14 (b) shows that
it does so without trading load balance.

Sensitivity to the SLO. Figure 17 further compares the
TPS within SLO under various SLO setups, as different ap-
plications may have different SLO requirements. SMETRIC
is robust across all SLO setups and achieves the best TPS
among all baselines: it is 7–10 % above the best baseline
across different TTFT budgets, and 5–12 % at TPOT SLOs
of 10–22 ms. As the TPOT SLO becomes looser, the gap
between SMETRIC and others narrows, because a loose SLO
can tolerate more computation or queuing, but SMETRIC can
still achieve a lower latency thanks to better scheduling.

Performance on a larger model. To see how SMETRIC
performs under larger models where each instance requires
multiple GPUs, we repeat the evaluation of the 30B model
with Qwen3-235B on eight instances, with the TPOT SLO
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relaxed to 33 ms, as the larger model decodes slower. As
shown in Figure 18 (a), the results are consistent with those
on Qwen3-30B: SMETRIC again achieves the highest TPS
within SLO, with a peak 15 % above the best baseline’s (399
vs. LMetric’s 346 tok/s), a gap that widens to 28 % as the
load grows (2.25×), the lowest median TTFT and P90 TPOT
(Figure 20), and consistent results across different SLO con-
figurations (Figure 28 in the appendix). Serving the large
model is similar to serving smaller models from the perspec-
tive of scheduling, because the difference is at the instance
level, whereas scheduling routes requests across instances.
SMETRIC still keeps the KV$ reuse and the load balance as
before: it matches the highest reuse ratio (78 %, the same as
LMetric’s) and serves 70 % of the prompt tokens from the
local tier (Figure 19 (b)), and its load imbalance stays close to
LMetric’s (Figure 18 (b)); only Load-balance-only, which op-
timizes that quantity directly, is more balanced, and it serves
34 % less TPS at this rate (23 % peak to peak) because it
reuses KV$ mostly from the global tier (Figure 19 (b)).

Nevertheless, we do make two observations on large mod-
els. First, the largest performance gap widens (15 % vs. 9 %
on Qwen3-30B) because the larger model puts more pressure
on the global tier, which makes it more important for the
scheduler’s decision to favor local reuse. Second, llm-d (ses-
sion) appears more balanced than SMETRIC in Figure 18 (b),
as its curve stays left of ours up to the P90 window. De-
spite this, SMETRIC can still achieve a better TPS because,
among the KV$-aware schedulers, it has a lower tail imbal-
ance: the P99 max/mean imbalance of llm-d (session) reaches
2.20× and its worst 2.32×, against 1.99× (P99) and 2.03×
for SMETRIC, respectively. This tail imbalance is critical
to the SLO attainment, because the requests queued at an
overloaded instance are the ones that miss the SLO. SMET-
RIC migrates the session away from such an instance (§4.2),
which reduces the latency increase under extreme imbalance.

5.3 End-to-end performance: PD-disaggregation

Evaluation setup and compared targets. We next evaluate
SMETRIC under PD disaggregation. Since KV$ reuse only
affects prefill, we deploy 32 prefill instances of Qwen3-30B,
run only the prefill phase, and report the prefill TPS within
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Figure 22: (a) Prefill TPS within SLO and (b) KV$ reuse ratio and
its source under different global-tier capacities on the 32-instance
Qwen3-30B-A3B PD-disaggregated setting.

0 3 6 9
TTFT (s), fastest 70%

0.0

0.5
0.7

C
D

F
(a)

1 10 100
TTFT (s), slowest 30%

0.7

0.9

1.0

(b)

SMetric
LMetric

Dynamo
Bailian

llm-d (session)
llm-d (SLO)

Preble

Figure 23: TTFT distributions on the 32-instance Qwen3-30B-A3B
PD-disaggregated setting for (a) common and (b) tail requests. (b)
uses a log scale.

SLO—the number of prompt tokens whose KV$ is produced
per second, computed or reused from a hit—and the latency
results (TTFT). We use only the single-card model (30 B) to
evaluate at a larger scale; the results on the multi-card model
(235 B) are similar.

The compared targets are the same as under PD colocation,
except that we further evaluate Dynamo [45], a state-of-the-art
system, which optimizes upon Load-balance-only: it routes a
request to the instance with the fewest tokens left to prefill,
including the queued tokens of other requests and the new
tokens of the request to route considering KV$ hits.

Prefill TPS and TTFT. Figure 22 (a) compares the prefill
TPS across global-tier provisionings, and Figure 21 (a) eval-
uates how the TPS changes with the request rate under the
fully provisioned store. SMETRIC still achieves the highest
prefill TPS at three of the four provisionings, 2–9 % above the
best-performing baseline; only with the 128 GB store does it
slightly underperform Dynamo and llm-d (SLO), by 2 %. The
peak TPS achieved by SMETRIC across request rates exceeds
Dynamo’s peak by 9 % (245 vs. 226 ktok/s, Figure 21 (a)).
The latency results (TTFT) in Figure 23 show similar results:
SMETRIC delivers the lowest tail TTFT, with a P90 19 %
lower than Dynamo’s, the closest baseline, and with a close
median.

We found that balanced schedulers matter more for TPS
under PD disaggregation: Dynamo and LMetric now outper-
form or are similar to the KV$-aware scheduler (BAILIAN).
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The reason is that prefill is more compute-intensive, so an im-
balanced load directly affects the prefill TPS, whereas decode
can run the queued requests in a larger batch to amortize the
imbalance cost under PD colocation. Nevertheless, achieving
similar KV$ reuse with load balancing, as SMETRIC does,
is still beneficial: with the 256 GB store it matches the best
baselines’ reuse ratio (71 %, Figure 22 (b)) with a load nearly
as balanced as LMetric’s: averaged over the 30 s windows,
the busiest prefill instance holds 1.6× as many running and
waiting requests as the average instance, against 1.9× under
Dynamo and 2.8× under BAILIAN (Figure 21 (b)).

Sensitivity to the SLO. Figure 24 reports the prefill TPS
within SLO under various SLO setups. The results are similar
to those under PD colocation: SMETRIC still achieves the best
TPS: 6–10 % above the best baseline across different fixed
TTFT setups and 2–9 % across different per-token budgets.

We also repeat this evaluation on an open agentic-coding
trace, the Codex agent traces on SWE-Bench Pro [24], and
reach the same conclusions: SMETRIC achieves the highest
peak prefill TPS, 10 % above the best baseline, and the lowest
TTFT (§D).

5.4 Ablation study

This section conducts an ablation study on the routing de-
signs of SMETRIC. We use the 32-instance Qwen3-30B-A3B
setups above, under PD colocation and PD disaggregation,
each at the request rate where SMETRIC achieves peak TPS.

As shown in Figure 25, our starting point is basic session-
centric, which only uses the request’s turn and its local KV$
hit (lines 2, 4 and 5 of Figure 13) to distinguish sessions and
realize basic session-centric scheduling (similar to llm-d (ses-
sion)). First, adding overloading migration, i.e., replacing the
SLO-aware migration on lines 6–7 with a load-aware filter—
a follow-up request leaves its session’s instance when that
instance’s load (queued prefill plus ongoing decode) exceeds
the cluster mean by a margin—improves the TPS by 8.8 %
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Figure 26: Sensitivity to the two hyperparameters of SMETRIC on
the 32-instance Qwen3-30B-A3B PD-colocated setup.

and 27.9 % under colocation and disaggregation, respectively,
confirming that session-centric scheduling alone cannot han-
dle overloading cases. Second, replacing the load-aware filter
with our SLO-aware migration (lines 16–23 in Figure 13)
further improves the TPS by 7.2 % and 24.7 %, showing that
the SLO is a more accurate migration signal for TPS. Fi-
nally, replacing the load estimate in the SLO calculation from
token counts to our cost model described in §4.2 (Eq. 1) in-
creases the TPS by 4.2 % and 1.9 %, showing that a more
accurate performance model improves scheduling. Note that
using a performance model alone (e.g., llm-d (SLO)) is still
insufficient, as we have evaluated in §5.2 and §5.3.

5.5 Sensitivity to the two routing hyperparameters

SMETRIC uses two hyperparameters in Figure 13: SLACK
controls to what extent it can tolerate SLO violations and
HIT_RATIO determines when the local cache is treated as
evicted for the request. Figure 26 conducts a sensitivity anal-
ysis on these parameters. SMETRIC is robust to both as long
as they are set to reasonable values: TPS within SLO moves
by 1.0 % over SLACK from 0.5 to 2 and by 1.9 % over the
whole range of HIT_RATIO, except for the improper values,
e.g., setting SLACK to 0 disables session stickiness (every
follow-up request migrates), while setting it to ∞ completely
ignores the SLO checks.

6 Related Work
LLM request scheduling. Recent work schedules LLM
requests with KV$-aware, SLO-aware, load-balancing, fair-
ness, and output-length-aware policies [59, 53, 60, 82, 11, 55,
65, 23, 58, 57]. SMETRIC builds on these policies and derives
agent-session hints for the scheduler without requiring LLM
requests to provide session information. Unlike systems that
co-design serving with agent applications and require applica-
tions to expose inter-request structure [33, 39, 73, 13], SMET-
RIC operates entirely on the provider side and treats agents as
unmodified clients, matching a typical serving scenario today.
AgentKV [77] also targets agentic serving but learns agent
execution to decide which KV$ to keep; SMETRIC needs no
learning and infers the session from two indicators the router
already holds.

KV$ reuse and optimizations. Reusing KV$ across re-
quests is well studied, and both industry and academia have
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built mature reuse mechanisms [18, 19, 28, 69, 70, 79, 72,
49], We build on these mechanisms and focus on schedul-
ing to better utilize them. Other work further reduces the
memory footprint and transfer cost of KV$ with system–
algorithm co-designs: CacheGen compresses and streams KV
states [35, 29, 20, 17, 66], and quantization and compression
methods reduce KV$ memory pressure [36, 22, 30, 10, 78].
These techniques are orthogonal to SMETRIC.

Optimizing LLM serving. Scheduling is one part of the
serving stack, and much work targets its other layers, includ-
ing efficient attention algorithms [14, 15], optimized attention
kernels and KV layouts [71, 52, 25], elastic resource scal-
ing [67, 76], and many others [26, 32, 28, 62, 40, 31, 27].
They are orthogonal to SMETRIC, which is at an upper layer,
and we believe that as long as LLMs still reuse KV$, our
techniques and findings are effective.

7 Conclusion
Agentic serving demands high cluster-wide TPS and makes
KV$ reuse dominant, requiring schedulers to be both load-
balanced and KV$-aware. SMETRIC achieves the best of both
worlds by first routing requests by session, with session infor-
mation deduced statelessly at the router, and further deriving
an SLO-aware migration scheme to prevent imbalance caused
by unpredictable session growth. It improves the peak cluster
TPS by 9–15 % under prefill-decode colocation and the peak
prefill TPS by 9 % under disaggregation over state-of-the-art
schedulers, at lower latency.
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1 (a) stateless session-centric routingreq = receive()

2 c = kvc.hit_len(req) # local KV$ hit, per instance

3 q = queued_cost() # sum of prefill_cost in i’s queue

4 prev = instances.argmax(c) # likely served last turn

5 cand = [i for i in instances if meets_tpot(req, i)]

6 if not cand: cand = instances # (b) none passes

7 if req.turn != 0 and session_cached(req, prev) \

8 and meets_ttft(req, prev) \

9 and prev in cand: # (b)

10 sched_to = prev # stick

11 else: # balance

12 sched_to = cand.rr_argmin(key=lambda i:

13 estimate_load(req, i) * i.num_requests)

14 req.forward(sched_to)

15 def session_cached(req, i): # i caches req’s session

16 return c[i] > HIT_RATIO * est_hit(req)

17 # est_hit: the hit expected from req’s history

18 (b) SLO checksdef meets_ttft(req, i):

19 # the deadline check

20 ttft = estimate_load(req, i) / PREFILL_RATE

21 return ttft <= SLACK * ttft_slo(req)

22 def meets_tpot(req, i):

23 # i’s live decodes stay within their TPOT SLO

24 stall = prefill_cost(req, c[i]) / PREFILL_RATE

25 return all(stall <= slo_slack(d)

26 for d in i.live_decodes())

27 (c) load modeldef estimate_load(req, i):

28 # i’s queued prefill + req’s own

29 return q[i] + prefill_cost(req, c[i])

30 def prefill_cost(req, hit): # Eq. 1, reusing hit

31 L = req.prompt_len; n = L - hit # new tokens

32 return C_LIN * n + C_ATT * n * (L - n / 2)

Figure 27: Pseudocode of SMETRIC under PD colocation. The
bars ( ) mark the lines that differ from Figure 13. The constants and
hyperparameters are the same as Figure 13.

A Session reconstruction from anonymized
trace

As the requests collected in our traces have no session identifier, we
reconstruct sessions offline to simplify analysis and to compare with
session ID-based scheduling methods.

Specifically, each request in our trace contains its arrival time, an
opaque user ID (a user may be one person or a whole organization),
the prompt as a sequence of 512-token block hashes (the trace carries
no prompt text), the input and output lengths, the turn number within
its session, and what triggers the request, e.g., whether the request is
a compaction request or a normal one sent by the user or the agent.

To decide which session a request belongs to, the observation
is that one request is the follow up of another from the same user

if: (1) its turn is larger than the other by 1 and (2) its hashed block
sequence starts with that of the other, because each turn extends the
prompt of its parent with the model’s reply and the tool output or the
next user prompt. As a result, we can simply link each request to the
earlier request of the same user that satisfies both conditions, chain
requests together, and finally assign requests in the same chain the
same session ID.

B SMETRIC under PD colocation
Figure 27 presents the pseudocode of SMETRIC under PD colo-
cation. Its high-level structure is similar to the PD-disaggregated
version in Figure 13, with two main PD-colocation-aware changes.

First, we further select the instances that meet the TPOT SLO
(lines 5 and 9) before deciding where to route, because a colocated
instance also executes decodes, which the prefill of the new request
delays. If no instance meets the TPOT SLO, the check is skipped
(line 6). Note that the check only considers the decodes in flight
at the instance, because the number of tokens the new request will
decode is unknown. Second, we adopt the multiplicative score
of LMetric [75] to select the target of load balancing and session
migration (lines 12–13), because in our setup it is the most effective
score that considers prefill and decode in a unified way.

C SLO sensitivity on the larger model
Figure 28 reports the sensitivity to the SLO on Qwen3-235B (§5.2).
SMETRIC achieves the best performance at various SLO setups:
by 8–16 % across the fixed and per-token TTFT budgets and by
4.5–24 % across TPOT SLOs of 20–67 ms.
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Figure 28: Sensitivity to SLO configurations on the 8-instance
Qwen3-235B-A22B-FP8 PD-colocated setting.
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D Results on an open agentic-coding trace
To confirm that the PD-disaggregation results (§5.3) are not specific
to our trace, we repeat them on an open trace, the Codex agent
traces on SWE-Bench Pro [24], which record 610 sessions (20,230
requests) of the Codex coding agent. The trace carries every prompt
and response length but no timestamps, so we sample the think time
between turns from the inter-call delays reported with the dataset.
Its sessions are longer than ours (33 turns on average vs. 2.3) and
reuse more of their prompts (94 % of the prompt tokens are cache
hits, vs. about 80 % in ours). The setup is otherwise that of §5.3.

The results are consistent with §5.3. SMETRIC achieves the
highest peak prefill TPS, 10 % above Dynamo, the best baseline
(Figure 29 (a)), and the most balanced load after LMetric, which
gives up KV$ reuse for balance (Figure 29 (b)): the busiest instance
holds 2.5× as many requests as the average instance, against 3.1×
or more under the other baselines. It matches or exceeds the best
baseline at every global-tier capacity (Figure 30) and across TTFT
budgets (Figure 32), and delivers the lowest TTFT at both the median
and the tail (Figure 31). LMetric and BAILIAN collapse at a lower
request rate than on our trace, for different reasons: LMetric serves
most follow-ups from the global tier (Figure 30 (b)), and the longer
prompts make each such transfer costlier; BAILIAN weighs KV$
hits far above load, so it keeps sending a session’s follow-ups to its
home even when the home is busy, and the long sessions keep it
busy.
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Figure 29: (a) Prefill TPS within SLO and (b) distribution of the
per-window load imbalance, as in Figure 21, on the 32-instance
Qwen3-30B-A3B PD-disaggregated setting, replaying the Codex
trace.
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Qwen3-30B-A3B PD-disaggregated setting, replaying the Codex
trace.
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Figure 31: TTFT distributions on the 32-instance Qwen3-30B-
A3B PD-disaggregated setting for (a) common and (b) tail requests,
replaying the Codex trace. (b) uses a log scale.
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