
▪ “All we know for certain is that 0 < 𝜃 < 1”

▪ “My estimate is መ𝜃 = 25%, 
thus the true probability of heads is 25%”

Smoke testing our epistemology [theory of knowledge & evidence]

THTT

▪ ???

(if I tossed billions more coins 
that’s the fraction of heads I’d see)

unjustified!

logical, but useless!

One sensible property: it should give us a way to distinguish between

▪ uncertainty about the “laws of nature”

▪ & uncertainty about outcomes

What properties would we want, from any sane epistemology?

(called epistemic uncertainty)

(called aleatoric uncertainty)

I tossed four coins and got one head.
What is it reasonable for me to infer about the probability of heads (call it 𝜃)?



I tossed four coins 
and got one head.

Using a Bin(𝑛, 𝜃) model, I estimate the 

probability of heads is ෠𝜃 = 25%

I tossed four million coins 
and got one million heads.

Using a Bin(𝑛, 𝜃) model, I estimate the 

probability of heads is ෠𝜃 = 25%
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very unsure about 𝜃:
high epistemic uncertainty

pretty confident about 𝜃:
low epistemic uncertainty

even if we knew 𝜃 exactly, there’s still 
uncertainty about the next coin toss:
this is aleatoric uncertainty



Θ

𝑋 ∼ Bin(4, Θ)

∼ 𝑈[0,1]
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𝜃

PrΘ 𝜃

𝜃

PrΘ 𝜃|𝑋 = 1

THTT

prior belief data posterior belief+ →

THTT

In Bayesianism we use a random variable to express our beliefs about 𝜃:

We use PrΘ to represent epistemic uncertainty, Pr𝑋(𝑥|Θ) for aleatoric uncertainty.



The posterior distribution depends on the amount of evidence we’ve seen.
It quantifies our epistemic uncertainty.

prior belief
PrΘ 𝜃

 + 
data

𝑥
 →  

posterior belief
PrΘ 𝜃 𝑋 = 𝑥

ℙ Θ ∈ 0.091,0.538  data) = 95%
“I’m 95% confident that Θ ∈ [9.1%, 53.8%]”

𝜃 𝜃

𝜃 𝜃
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THTT
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ℙ Θ ∈ 0.053,0.716  data) = 95%
“I’m 95% confident that Θ ∈ [5.3%, 71.6%]”95%

95%

more data leads to 
lower epistemic 
uncertainty



Typically, the more data we 
have, the closer our posterior 
gets to the truth. observed 

fraction of heads
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Θ

𝑋 ∼ Bin(4, Θ)

∼ 𝑈[0,1]

We must have a prior belief about every 
unknown parameter. We must choose it 
before seeing the dataset in question.
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But where does the prior come from? 

It comes from what you know already — it’s how you can 
integrate your existing knowledge into your modelling.

If you don’t have a prior to start off with, you have no 
business even thinking about the experiment!



Often, with lots of data, the 
prior doesn’t make much 
difference.

PrΘ 𝜃 𝑋 = 𝑥  =  
PrΘ 𝜃  Pr𝑋(𝑥|Θ = 𝜃)

Pr𝑋(𝑥)

PrΘ 𝜃 Pr𝑋 𝑥|Θ = 𝜃

× =

𝜃 𝜃 𝜃

PrΘ 𝜃|𝑋 = 𝑥

constant (with respect to 𝜃)

𝜅
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You are entitled to your own personal prior beliefs.
They are entirely your choice.

Preconception 
that 𝜃 > 0.6 is 
impossible

The preconception 
is unshakeable

= 𝜅 PrΘ 𝜃  Pr𝑋(𝑥|Θ = 𝜃)
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PrΘ 𝜃 PrΘ 𝜃|𝑋 = 𝑥

THTT

THTT



If your prior is extreme, it will 
be reflected in your posterior 
(even if there’s lots of data). observed 

fraction of heads
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Bayesianism is an epistemology, i.e. a 
theory of knowledge and evidence, 
that passes all these “smoke tests”.

Surely (some say) it’s how any rational 
person should think!



How to apply the Bayesian 
update in practice

Pr𝑋 𝑥 𝑌 = 𝑦 =
Pr𝑋 𝑥  Pr𝑌 𝑦 𝑋 = 𝑥

Pr𝑌 𝑦
 when Pr𝑌(𝑦) > 0

First, what do these “conditional 
likelihoods” even mean?



Conditional random variables

def rxy():
    x = np.random.randint(low=-5, high=6)  # from -5 to +5 inclusive
    y = np.random.binomial(n=6, p=(x/6)**2)
    return (x,y)

§5.1

The joint pmf of (𝑿, 𝒀)
Pr𝑋,𝑌 𝑥, 𝑦 = ℙ 𝑋 = 𝑥, 𝑌 = 𝑦 The marginal of 𝒀

Pr𝑌 𝑦 = ℙ 𝑌 = 𝑦

= ෍
𝑥

ℙ(𝑋 = 𝑥, 𝑌 = 𝑦)

= ෍
𝑥

Pr𝑋,𝑌(𝑥, 𝑦)

by the Sum Rule



Conditional random variables

ℙ 𝑋 = 𝑥|𝑌 = 3 =
ℙ(𝑋 = 𝑥, 𝑌 = 3)

ℙ(𝑌 = 3)
=

Pr𝑋,𝑌(𝑥, 3)

Pr𝑌(3)

def rxy():
    x = np.random.randint(low=-5, high=6)  # from -5 to +5 inclusive
    y = np.random.binomial(n=6, p=(x/6)**2)
    return (x,y)

It has a sample space, as usual:

We can think of “𝑿 conditional on 𝒀 = 3” 
as a random variable …

It has a valid probability mass function:

§5.1

i.e. take the Y=3 row,
then rescale it to sum to 1

QUESTION. What is 𝑿 conditional on 𝒀 = 3?

Ω = {−5, −4, … , 4, 5}

pmf3 𝑥 ≔ ΤPr𝑋,𝑌 𝑥, 3 Pr𝑌(3)

pmf3 𝑥 ≥ 0 for all 𝑥

σ𝑥 pmf3(𝑥) = 1  



Conditional random variables

def rxy():
    x = np.random.randint(low=-5, high=6)  # from -5 to +5 inclusive
    y = np.random.binomial(n=6, p=(x/6)**2)
    return (x,y)

§5.1

We’ve specified a probability 
distribution.

It’s called a conditional random 
variable, and written 𝑋 𝑌 = 𝑦 .

We specified it by declaring its 
likelihood:

Pr𝑋|𝑌=𝑦 𝑥 ≔
Pr𝑋,𝑌(𝑥, 𝑦)

Pr𝑌(𝑦)

This likelihood is also written Pr𝑋(𝑥|𝑌 = 𝑦).



How to apply the Bayesian 
update in practice

Pr𝑋|𝑌=𝑦 𝑥 =  
Pr𝑋 𝑥  Pr𝑌|𝑋=𝑥 𝑦

Pr𝑌 𝑦
 when Pr𝑌(𝑦) > 0

In practice, we just need to get the 𝑥-dependency right, 
and then the constant 𝜅 must be whatever is needed 
for Pr𝑋|𝑌=𝑦(𝑥) to sum/integrate to 1, over 𝑥.

κ

§5.2



Exercise.
Consider the pair of random variables (Θ, 𝑋) where

Θ ∼ 𝑈 0,1 , 𝑋 ∼ Bin(4, Θ)

Find the distribution of (Θ|𝑋 = 1).

PrΘ 𝜃 =

Pr𝑋 𝑥 Θ = 𝜃 =

PrΘ 𝜃 𝑋 = 1 = 𝜅 PrΘ 𝜃  Pr𝑋(1|Θ = 𝜃)



Exercise.
Consider the pair of random variables (Θ, 𝑋) where

Θ ∼ 𝑈 0,1 , 𝑋 ∼ Bin(4, Θ)

Find the distribution of (Θ|𝑋 = 1).

PrΘ 𝜃 𝑋 = 1 = 𝜅 PrΘ 𝜃  Pr𝑋(1|Θ = 𝜃)

Beta

Probability density function

Notation Beta(𝛼, 𝛽)

PDF 𝑥𝛼−1 1 − 𝑥 𝛽−1

𝐵(𝛼, 𝛽)

where 𝐵 𝛼, 𝛽 =
Γ 𝛼 Γ(𝛽)

Γ(𝛼+𝛽)
 and Γ 

is the Gamma function.this is a standard pdf

so this constant
must be 1 (otherwise this pdf wouldn’t integrate to 1 wr.t. θ)



Exercise.
Consider the pair of random variables (Θ, 𝑋) where

Θ ∼ 𝑈 0,1 , 𝑋 ∼ Bin(4, Θ)

Find the distribution of (Θ|𝑋 = 1).

PrΘ 𝜃 𝑋 = 1 = 𝜅 PrΘ 𝜃  Pr𝑋(1|Θ = 𝜃)

Beta

Probability density function

Notation Beta(𝛼, 𝛽)

PDF 𝑥𝛼−1 1 − 𝑥 𝛽−1

𝐵(𝛼, 𝛽)

where 𝐵 𝛼, 𝛽 =
Γ 𝛼 Γ(𝛽)

Γ(𝛼+𝛽)
 and Γ 

is the Gamma function.



Prior distribution for Θ

Posterior distribution for Θ
We could report a 95% confidence interval [lo,hi] such that
 ℙ Θ < lo data = 2.5%
 ℙ Θ > hi data = 2.5%

2.5%
2.5%95%

§8.4

or indeed any other 95% confidence interval e.g.
 lo = −∞
 ℙ Θ > hi data = 5%

95% 5%

How should we report the posterior distribution?

(though for discrete Θ we might not be able to hit the probabilities exactly,
so it’s generally better to find other ways to report the posterior)



prior belief
PrΘ 𝜃

 + 
data

𝑥
 →  

posterior belief
PrΘ 𝜃 𝑋 = 𝑥

§8.4

THTT
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Posterior (after 1 head from 4 tosses) is 
Θ 𝑋 = 1 ∼ Beta(2,4)

My 95% confidence interval is
D = scipy.stats.beta(a=2,b=4)
(lo,hi) = (D.ppf(.025), D.ppf(.975)) # (.053,.716)

D = scipy.stats.beta(a=4,b=10)
(lo,hi) = (D.ppf(.025), D.ppf(.975)) # (.091,.538)

D.ppf(.975) returns “the 
value such that 97.5% of D’s 
probability mass is below it”



Exercise 5.2.3 (Bayesian classification)
In a dataset of MP expense claims, let 𝑦𝑖  be log10 of the claim amount in record 𝑖. 
A histogram of the 𝑦𝑖  suggests we use a Gaussian mixture model with two 
components,

𝐾 = ቊ
1 with prob 𝑝 − 1
0 with prob 1 − 𝑝

𝑌 ∼ Normal 𝜇𝐾 , 𝜎𝐾
2

Find the probability that a claim amount £5000 belongs to the component 𝑘 = 0.

Pr𝐾 𝑘 =

Pr𝑌|𝐾=𝑘 𝑦 =

Pr𝐾|𝑌=𝑦 𝑘 = 𝜅 Pr𝐾 𝑘  Pr𝑌|𝐾=𝑘 𝑦

𝑘 = 0
𝜇0 = 2.861
𝜎0 = 0.116

𝑘 = 1
𝜇1 = 1.797
𝜎1 = 0.679

𝑝 = 0.966

In other words, find ℙ(𝐾 = 0|𝑌 = 𝑦), where 𝑦 = log10 5000 = 3.70. (The unknown parameter 𝐾 is binary, so a confidence interval would be no use.)
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  0 < 𝜃 < 1


   𝜃 ^ = 25 %


  25 %


  𝜃


  Bin ( n , 𝜃 )


   𝜃 ^ = 25 %


  Bin ( n , 𝜃 )


   𝜃 ^ = 25 %


  𝜃


  𝜃


  𝜃


  Θ


  X


  ∼ Bin ( 4 , Θ )


  ∼ U [ 0 , 1 ]


  𝜃


    Pr Θ  ( 𝜃 )


  𝜃


    Pr Θ  ( 𝜃 | X = 1 )


  +


  →


  𝜃


    Pr Θ


    Pr X ( x | Θ )


     prior belief     Pr Θ  ( 𝜃 )       +          data   x    →          posterior belief     Pr Θ  ( 𝜃 |  X = x )


  ℙ  ( Θ ∈  [ 0 . 091 , 0 . 538 ]   |   data ) = 95 %


  Θ ∈ [ 9 . 1 % ,   53 . 8 % ]


  𝜃


  𝜃


  𝜃


  𝜃


  ℙ  ( Θ ∈  [ 0 . 053 , 0 . 716 ]   |   data ) = 95 %


  Θ ∈ [ 5 . 3 % ,   71 . 6 % ]


  Θ


  X


  ∼ Bin ( 4 , Θ )


  ∼ U [ 0 , 1 ]


    Pr Θ  ( 𝜃 |  X = x )   =           Pr Θ  ( 𝜃 )    Pr X ( x | Θ = 𝜃 )    Pr X ( x )


    Pr Θ  ( 𝜃 )


    Pr X  ( x | Θ = 𝜃 )


  ×


  =


  𝜃


  𝜃


  𝜃


    Pr Θ  ( 𝜃 | X = x )


  𝜃


  𝜅


  𝜃 > 0 . 6


  = 𝜅     Pr Θ  ( 𝜃 )    Pr X ( x | Θ = 𝜃 )


    Pr Θ  ( 𝜃 )


    Pr Θ  ( 𝜃 | X = x )


    Pr X  ( x |  Y = y ) =     Pr X  ( x )     Pr Y  ( y |  X = x )    Pr Y  ( y )    when    Pr Y ( y ) > 0


  ( 𝑿 , 𝒀 )


    Pr  X , Y  ( x , y ) = ℙ  ( X = x , Y = y )


  𝒀


    Pr Y  ( y ) = ℙ  ( Y = y )


  =   ∑ x  ℙ ( X = x , Y = y )


  =   ∑ x    Pr  X , Y ( x , y )


  ℙ  ( X = x | Y = 3 ) =   ℙ ( X = x , Y = 3 )  ℙ ( Y = 3 ) =     Pr  X , Y ( x , 3 )    Pr Y ( 3 )


  𝑿


  𝒀 = 3


  𝑿


  𝒀 = 3


  Ω = { − 5 , − 4 , … , 4 ,   5 }


    pmf 3  ( x ) ≔     Pr  X , Y  ( x , 3 ) /    Pr Y ( 3 )


    pmf 3  ( x ) ≥ 0


  x


    ∑ x    pmf 3 ( x ) = 1


   ( X |  Y = y )


    Pr  X | Y = y  ( x ) ≔     Pr  X , Y ( x , y )    Pr Y ( y )


    Pr X ( x | Y = y )


    Pr  X | Y = y  ( x ) =               Pr X  ( x )     Pr  Y | X = x  ( y )    Pr Y  ( y )    when    Pr Y ( y ) > 0


  x


  𝜅


    Pr  X | Y = y ( x )


  x


  ( Θ , X )


  Θ ∼ U  [ 0 , 1 ] ,     X ∼ Bin ( 4 , Θ )


  ( Θ | X = 1 )


    Pr Θ  ( 𝜃 ) =


    Pr X  ( x |  Θ = 𝜃 ) =


    Pr Θ  ( 𝜃 |  X = 1 ) = 𝜅     Pr Θ  ( 𝜃 )     Pr X ( 1 | Θ = 𝜃 )


  ( Θ , X )


  Θ ∼ U  [ 0 , 1 ] ,     X ∼ Bin ( 4 , Θ )


  ( Θ | X = 1 )


    Pr Θ  ( 𝜃 |  X = 1 ) = 𝜅     Pr Θ  ( 𝜃 )     Pr X ( 1 | Θ = 𝜃 )


  Beta ( 𝛼 , 𝛽 )


     x  𝛼 − 1    ( 1 − x )  𝛽 − 1  B ( 𝛼 , 𝛽 )


  B  ( 𝛼 , 𝛽 ) =   Γ  ( 𝛼 ) Γ ( 𝛽 )  Γ ( 𝛼 + 𝛽 )


  Γ


  ( Θ , X )


  Θ ∼ U  [ 0 , 1 ] ,     X ∼ Bin ( 4 , Θ )


  ( Θ | X = 1 )


    Pr Θ  ( 𝜃 |  X = 1 ) = 𝜅     Pr Θ  ( 𝜃 )     Pr X ( 1 | Θ = 𝜃 )


  Beta ( 𝛼 , 𝛽 )


     x  𝛼 − 1    ( 1 − x )  𝛽 − 1  B ( 𝛼 , 𝛽 )


  B  ( 𝛼 , 𝛽 ) =   Γ  ( 𝛼 ) Γ ( 𝛽 )  Γ ( 𝛼 + 𝛽 )


  Γ


  Θ


  Θ


  ℙ  (  Θ < lo   |    data ) = 2 . 5 %


  ℙ  (  Θ > hi   |    data ) = 2 . 5 %


  lo = − ∞


  ℙ  (  Θ > hi   |    data ) = 5 %


  Θ


     prior belief     Pr Θ  ( 𝜃 )       +          data   x    →          posterior belief     Pr Θ  ( 𝜃 |  X = x )


   ( Θ |  X = 1 ) ∼ Beta ( 2 , 4 )


   y i


  i


   y i


  K =  {    1   with prob   p − 1   0   with prob   1 − p


  Y ∼ Normal  (  𝜇 K ,  𝜎 K 2 )


  k = 0


    Pr K  ( k ) =


    Pr  Y | K = k  ( y ) =


    Pr  K | Y = y  ( k ) = 𝜅     Pr K  ( k )     Pr  Y | K = k  ( y )


  k = 0


   𝜇 0 = 2 . 861


   𝜎 0 = 0 . 116


  k = 1


   𝜇 1 = 1 . 797


   𝜎 1 = 0 . 679


  p = 0 . 966


  ℙ ( K = 0 | Y = y )


  y =    log 10 ⁡ 5000 = 3 . 70


  K

