
§2.6 Interpreting parameters

The reason we fit models in the first place is because the fitted parameters 
can (hopefully) tell us something useful about our data.

To understand what they tell us, we need to know how to interpret them.



Exercise 2.6.2 (Contrasts)
In the dataset below, of measurements 
from two groups A and B, interpret the 
parameters from these models:

𝑦 ≈ 𝛼1𝑔=A + 𝛽1𝑔=B

𝑦 ≈ 𝛼′ + 𝛽′1𝑔=B

𝑦 ≈ 𝛼′′ + 𝛽′′1𝑔=A + 𝛾′′1𝑔=B

(M1)

(M2)

(M3)

𝑔 𝑦

A 0.5

A 1.9

B 3.5

B 1.1

B 2.3
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1 1𝑔=A 1𝑔=B

1 1 0

1 1 0

1 0 1

1 0 1

1 0 1

M1 tells us the 
average 
response in 
each group

M2 tells us 
β’, the 
difference 
between the 
two groups

The parameters in M3 
aren’t pinned down

These three models all have 
the same feature space

because its features 
are linearly dependent.
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When we fit a linear model, we are in effect 
approximating the response vector 𝑦 by a prediction 
vector ෤𝑦, which is a point in the feature space:

𝑦 ≈ 𝛽1𝑒1 + 𝛽2𝑒2 ∈ span( 𝑒1, 𝑒2 )

i.e. the response column of the dataset

models with 
features 1𝑔=A, 1𝑔=B

models with 
features 1, 1𝑔=B

0.3 1𝑔=A + 1.2 1𝑔=B

models with 
features 1, 1𝑔=A, 1𝑔=B

0.3 1 + 0.9 1𝑔=B 0.3 1𝑔=A + 1.2 1𝑔=B

0.3 1 + 0.9 1𝑔=B

0.1 1 + 0.2 1𝑔=A + 1.1 1𝑔=B

The same prediction vector ෤𝑦 
may be written in different 
ways, depending on the 
feature space we’re using. 

0.6 1𝑔=A − 1.5 1𝑔=B

2.3 1𝑔=A 



▪ Write out the predicted response for a few 
typical / representative datapoints. 
This helps see what the parameters report.

▪ It may be useful to use different features 
(with the same feature space).
This doesn’t change the model’s predictions, 
but it does change what the parameters report.

▪ Check if the features are linearly dependent.
If so, we say the parameters are non-identifiable. We 
may get different answers each time we fit the model.



Do I trust this finding?
❖ Proportionate to what?
❖ Is it cherry picking?
❖ Why the scare quotes?



Can I set up a model with 
a parameter that 
measures the quantity 
I’m interested in?



Log of England+Wales stop-and-search incidents, from the UK home office https://data.police.uk/

force Date LatLng Object of search Gender Age range Officer-defined 
ethnicity

Outcome

cambridgeshire
2023-08-31
15:44:04+00:00

(52.43,-0.142) Controlled drugs
A no further action 
disposal

cambridgeshire
2023-08-31
15:35:41+00:00

(52.43,-0.142) Firearms Male 25-34 White
Khat or Cannabis 
warning

cambridgeshire
2023-08-31
14:44:04+00:00

(52.43,-0.142) Firearms Male 25-34 White
Khat or Cannabis 
warning

cambridgeshire
2023-08-31
03:44:14+00:00

(52.58,-0.244) Offensive weapons Male Other
A no further action 
disposal

cambridgeshire
2023-08-31
02:34:16+00:00

(52.59,-0.247) Controlled drugs Male 25-34 White Arrest

cambridgeshire
2023-08-31
02:27:10+00:00

(52.21,0.124) Controlled drugs Male 18-24 White
A no further action 
disposal

cambridgeshire
2023-08-30
22:28:13+00:00

(52.45,-0.117) Controlled drugs Female over 34 White
A no further action 
disposal

cambridgeshire
2023-08-30
20:24:13+00:00

(52.32,-0.0708) Controlled drugs Male 10-17 White
Summons / charged 
by post

cambridgeshire
2023-08-30
14:26:58+00:00

(52.57,-0.24) Controlled drugs Male over 34 Asian
A no further action 
disposal

cambridgeshire
2023-08-30
14:13:45+00:00

(52.57,-0.24) Controlled drugs Male 25-34 Black Arrest



Example 2.6.4
The UK Home Office makes available a dataset of police stop-and-search incidents. We 
wish to investigate whether there is racial bias in police decisions to stop-and-search. 
Consider the linear model

𝑦 ≈ 𝛼 + 𝛽eth

where eth𝑖  is the officer-defined ethnicity for record 𝑖, and 𝑦𝑖  records the outcome: 
𝑦𝑖 = 1 if the police found something, 0 otherwise.

a) Write this as a linear model using one-hot coding.

b) Are the parameters identifiable? If not, rewrite the model so that they are.

c) Does the model suggest there is racial bias in policing actions?
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where eth𝑖  is the officer-defined ethnicity for record 𝑖, and 𝑦𝑖  records the outcome: 
𝑦𝑖 = 1 if the police found something, 0 otherwise.

This model is thus proposing:  ℙ find something ≈ 𝛼 + 𝛽𝑘 for a person in ethnic group 𝑘

If 𝛽𝑘 < 0, that means ℙ(find something) is low compared to other ethnic groups, 
i.e. the police are stopping relatively more innocent people. 

Write out some predicted responses.
For people with eth = Asian, 𝑦 ≈ 𝛼 + 𝛽Asian

For people with eth = Mixed, 𝑦 ≈ 𝛼 + 𝛽Mixed

etc.

the prediction formula says roughly what 𝑦 is likely to be

We can also write the average response in ethnic group 𝑘 with simple counting:

avg. 𝑦 in group 𝑘 =
σ𝑖:eth𝑖=𝑘 𝑦𝑖

#stops with eth 𝑘
=

#finds with eth 𝑘

#stops with eth 𝑘
= ℙ find something eth = 𝑘)
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Example 2.6.4
The UK Home Office makes available a dataset of police stop-and-search incidents. We 
wish to investigate whether there is racial bias in police decisions to stop-and-search. 
Consider the linear model

𝑦 ≈ 𝛼 + 𝛽eth

where eth𝑖  is the officer-defined ethnicity for record 𝑖, and 𝑦𝑖  records the outcome: 
𝑦𝑖 = 1 if the police found something, 0 otherwise.

a) Write this as a linear model using one-hot coding.

𝑦 ≈ 𝛼1 + 𝛽As1eth=As + 𝛽Bl1eth=Bl + 𝛽Mi1eth=Mi + 𝛽Oth1eth=Oth + 𝛽Wh1eth=Wh
Asian Black Mixed Other White

1
2
3
4
5
6
7
8
9
10
11

ethnicity_levels = np.unique(eth)
eth_onehot = [np.where(eth==k,1,0) for k in ethnicity_levels]

model = sklearn.linear_model.LinearRegression()
model.fit(np.column_stack(eth_onehot), y)
α,βs = model.intercept_, model.coef_

print(f'α = {α}')
for k,β in zip(ethnicity_levels, βs):
    print(f'β[{k}] = {β}')

α = -34037792910.00365
β[Asian] = 34037792910.26522
β[Black] = 34037792910.265717
β[Mixed] = 34037792910.2939
β[Other] = 34037792910.26049
β[White] = 34037792910.261383!
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𝑦 ≈ 𝛼1 + 𝛽As1eth=As + 𝛽Bl1eth=Bl + 𝛽Mi1eth=Mi + 𝛽Oth1eth=Oth + 𝛽Wh1eth=Wh(a)



Example 2.6.4

c) Does this rewritten model suggest there is racial bias in policing actions?

First, let’s interpret the parameters of the rewritten model.

For a person with eth = As predicted 𝑦 =

For a person with eth = Bl 

For a person with eth = Mi 

For a person with eth = Oth 

For a person with eth = Wh 

These 𝛽𝑘 measure differences with respect to the baseline of people with eth=Asian.

𝑦 ≈ 𝛼1 + 𝛽Bl1eth=Bl + 𝛽Mi1eth=Mi + 𝛽Oth1eth=Oth + 𝛽Wh1eth=Wh

If we had chosen a different rewriting, we’d get different parameter interpretation.
We should choose the features based on what quantities we want reported.



1
2
3
4
5
6
7
8
9
10
11

some_levels = [k for k in ethnicity_levels if k != 'Asian']
eth_onehot = [np.where(eth==k,1,0) for k in some_levels]

model = sklearn.linear_model.LinearRegression()
model.fit(np.column_stack(eth_onehot), y)
α,βs = model.intercept_, model.coef_

print(f'α = {α}')
for k,β in zip(some_levels, βs):
    print(f'β[{k}] = {β}')

α = 0.261423626892284
β[Black] = 0.0008154705731562644
β[Mixed] = 0.028715617211154926
β[Other] = -0.004471057366589165
β[White] = -0.003720378247083333?

Are these meaningful? 
Is this evidence of bias, 
or is it just noise?
[See next two weeks]
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c) Does this rewritten model suggest there is racial bias in policing actions?

𝑦 ≈ 𝛼1 + 𝛽Bl1eth=Bl + 𝛽Mi1eth=Mi + 𝛽Oth1eth=Oth + 𝛽Wh1eth=Wh



𝑦 ≈ 𝛼 + 𝛽eth + 𝛾gender + 𝛿eth+"_"+gender

𝑦 ≈ 𝛼 + 𝛾gender

𝑦 ≈ 𝛼 + 𝛽eth + 𝛾gender

the model we’ve been using

𝑦 ≈ 𝛼 + 𝛽eth

𝑦 ≈ 𝛼 + 𝛽eth + 𝛿 1force=Cambridgeshire

What does 𝛿 estimate?

Assuming Cambridgeshire has the same ethnic bias as the rest of the country, is its base ‘hit rate’ 
the same as the rest of the country?

In other words, Cambridgeshire may have a different average when we look at crude raw counts. 
If so, is it explainable by the fact that Cambridgeshire has a different ethnic mix?

Modelling makes it easy to ask sophisticated questions about our dataset



Upload your answers 
to Moodle by Sunday 
evening
for presentation / 
discussion next week



§2.4 Least squares estimation
& probability



Carl Friedrich Gauss
1777–1855



Least squares estimation

Example 2.1.1
The Iris dataset has 50 records of iris measurements, 
from three species.

How does Petal.Length (PL) depend on 
Sepal.Length (SL)?

We fitted the linear model 

PL ≈ 𝛼 + 𝛽 SL + 𝛾 SL2

Maximum likelihood estimation

Example
Let’s fit the probability model

PL𝑖 ∼ 𝛼 + 𝛽 SL𝑖 + 𝛾 SL𝑖
2 + Normal(0, 𝜎2)

§2.4

Fitting concept: find the prediction vector
෤𝑦 = 𝛼 + 𝛽 SL + 𝛾 SL2

in the feature space, that gets as close as possible to 
the response vector PL , according to the distance

PL − ෤𝑦 = ෍

𝑖

PL𝑖 − ෤𝑦𝑖
2  

Fitting concept: maximum likelihood estimation



Example 2.1.1
The Iris dataset has 50 records of iris 
measurements, from three species.

How does Petal.Length depend on 
Sepal.Length? 

Petal.

Length

Petal.

Width

Sepal.

Length

Sepal.

Width Species

1.0 0.2 4.6 3.6 setosa

5.0 1.9 6.3 2.5 virginica

5.8 1.6 7.2 3.0 virginica

4.2 1.2 5.7 3.0 versicolor

…

Dataset collected by Edgar Anderson and popularized by Ronald Fisher in 1936

Let’s guess that for parameters 𝛼, 𝛽, 𝛾, 𝜎 (to be estimated), 
Petal.Length ≈ 𝛼 + 𝛽 Sepal.Length + 𝛾 Sepal.Length 2

§2.1



PL𝑖 ∼ 𝛼 + 𝛽 SL𝑖 + 𝛾 SL𝑖
2 + N 0, 𝜎2Model for a single observation:

Likelihood of a single observation:

Log likelihood of the dataset:

§2.4



Maximize over the unknown parameters, 
𝛼, 𝛽, 𝛾, and 𝜎:

§2.4



Maximize over the unknown parameters, 
𝛼, 𝛽, 𝛾, and 𝜎:

§2.4

Least squares estimation 
derives from a Gaussian 
probability model.

If that model doesn’t fit the 
data, then don’t use least 
squares estimation!



Let 𝑦𝑖 ∈ {0,1} be the outcome for stop-and-search incident 𝑖.

𝑦𝑖 ≈ 𝛼 + 𝛽eth𝑖

Fit 𝛼 and 𝛽Bl, 𝛽Mi, … using least squares estimation

𝑌𝑖 ∼ Bin(1, 𝛼 + 𝛽eth𝑖
)

Fit the parameters using maximum likelihood estimation

What we 
did earlier:

What we 
should do:

i.e.  𝑌𝑖 ∼ 𝛼 + 𝛽eth𝑖
+ 𝑁(0, 𝜎2)

or, equivalently, fit using maximum likelihood estimation

though it’d be better to change the model slightly, to keep our coefficients 

are in the proper range, say 𝑌𝑖 ∼ Bin 1, 𝜎 𝛼 + 𝛽eth𝑖
 for some 

parameter transform 𝜎: ℝ → [0,1]
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