
0.003 | 6
  ⋮
0.023 | 7
0.024 |
0.025 |
0.026 |
0.027 |
0.028 |
0.029 |
0.030 | 4
0.031 |
0.032 | 0
0.033 |
0.034 |
0.035 |
0.036 |
0.037 |
0.038 | 0 3 3 3 3 3 3 3 3 3 4
0.039 | 2 8
0.040 | 8 8 8 8
0.041 | 0 2
0.042 |
0.043 |
0.044 |
0.045 |
0.046 |
0.047 | 9

fit the wrong data
(2000 to present)

likely from way-
off initial guesses



TODAY

Mock exam question 1 

Printouts are on the front bench, both sides.



1. Skim read for 
keywords. What’s the 
topic?

2. Look for question 
verbs. What is it 
asking you to do?

3. Think through the 
course. What sections 
are relevant?







Indicator functions

Indicator functions are a notational trick that lets us turn if/then 
conditions into algebra. The indicator function is defined to be

1𝐴 = ቊ
1 if statement 𝐴 is true
0 if statement 𝐴 is false

ex 1.3.6, §2.2.1

In IA Discrete Maths [lecture 17] you used the indicator for a subset: 𝜒𝑆 𝑎 = 1𝑎∈𝑆

1𝐴 and 𝐵 = 1A ⋅ 1𝐵

It turns AND into MULTIPLICATION



There are standard numerical random variables that you should know:

DISCRETE RANDOM VARIABLES

Binomial
𝑋~Bin(𝑛, 𝑝) 

ℙ 𝑋 = 𝑥 =
𝑛
𝑥

𝑝𝑥 1 − 𝑝 𝑛−𝑥

𝑥 ∈ {0,1, … , 𝑛}

For count data, e.g. number of heads in 𝑛 coin tosses

Poisson
𝑋~Pois(𝜆) 

ℙ 𝑋 = 𝑥 =
𝜆𝑥𝑒−𝜆

𝑥!
𝑥 ∈ {0,1, … }

For count data, e.g. number of buses passing a spot

Categorical
𝑋~Cat( 𝑝1, … , 𝑝𝑘 ) 

ℙ 𝑋 = 𝑥 = 𝑝𝑥

𝑥 ∈ {1, … , 𝑘}
For picking one of a fixed number of choices

CONTINUOUS RANDOM VARIABLES

Uniform
𝑋~𝑈[𝑎, 𝑏] 

pdf 𝑥 =
1

𝑏 − 𝑎
𝑥 ∈ [𝑎, 𝑏]

A uniformly-distributed floating point value

Normal / Gaussian
𝑋~𝑁(𝜇, 𝜎2) 

pdf 𝑥 =
1

2𝜋𝜎2
𝑒− 𝑥−𝜇 2/2𝜎2

𝑥 ∈ ℝ

For data about magnitudes, e.g. temperature or height

Pareto
𝑋~Pareto(𝛼) 

pdf 𝑥 = 𝛼 𝑥−(𝛼+1)

𝑥 ≥ 1
For data about “cascade” magnitudes, e.g. forest fires

Exponential
𝑋~Exp(λ) 

pdf 𝑥 = 𝜆 𝑒−𝜆𝑥

𝑥 > 0
For waiting times, e.g. time until next bus

Beta
𝑋~Beta(𝑎, 𝑏) 

pdf 𝑥 ∝ 𝑥𝑎−1 1 − 𝑥 𝑏−1

𝑥 ∈ (0,1)
Arises in Bayesian inference

§1.2



DISCRETE RANDOM VARIABLES

Binomial
𝑋~Bin(𝑛, 𝑝) 

ℙ 𝑋 = 𝑥 =
𝑛
𝑥

𝑝𝑥 1 − 𝑝 𝑛−𝑥

𝑥 ∈ {0,1, … , 𝑛}

For count data, e.g. number of heads in 𝑛 coin tosses

Poisson
𝑋~Pois(𝜆) 

ℙ 𝑋 = 𝑥 =
𝜆𝑥𝑒−𝜆𝑥

𝑥!
𝑥 ∈ {0,1, … }

For count data, e.g. number of buses passing a spot

Categorical
𝑋~Cat( 𝑝1, … , 𝑝𝑘 ) 

ℙ 𝑋 = 𝑥 = 𝑝𝑥

𝑥 ∈ {1, … , 𝑘}
For picking one of a fixed number of choices

CONTINUOUS RANDOM VARIABLES

Uniform
𝑋~𝑈[𝑎, 𝑏] 

pdf 𝑥 =
1

𝑏 − 𝑎
𝑥 ∈ [𝑎, 𝑏]

A uniformly-distributed floating point value

Normal / Gaussian
𝑋~𝑁(𝜇, 𝜎2) 

pdf 𝑥 =
1

2𝜋𝜎2
𝑒− 𝑥−𝜇 2/2𝜎2

𝑥 ∈ ℝ

For data about magnitudes, e.g. temperature or height

Pareto
𝑋~Pareto(𝛼) 

pdf 𝑥 = 𝛼 𝑥−(𝛼+1)

𝑥 ≥ 1
For data about “cascade” magnitudes, e.g. forest fires

Exponential
𝑋~Exp(λ) 

pdf 𝑥 = 𝜆 𝑒−𝜆𝑥

𝑥 > 0
For waiting times, e.g. time until next bus

Beta
𝑋~Beta(𝑎, 𝑏) 

pdf 𝑥 ∝ 𝑥𝑎−1 1 − 𝑥 𝑏−1

𝑥 ∈ (0,1)
Arises in Bayesian inference

There are standard numerical random variables that you should know:

Useful properties of the Normal distribution:

▪ If we rescale a Normal, we get a Normal

▪ If we add independent Normals, we get a Normal

These two properties are known as “linearity of the Normal distribution”.

§1.2



1. Skim read for 
keywords. What’s the 
topic?

2. Look for question 
words. What is it 
asking you to do?

3. Think through the 
course. What sections 
are relevant?

4. Read the whole 
question. What’s the 
link?

Part (a) gave us a 
hammer. Can we see 
part (b) as a nail?

This “propose a 
probability model” 
is open-ended and 
scary. How should 
we even begin to 
think about it?





Neural networks 
are probability 
models*

* non-examinable

§3.1 §3.2



𝑥 𝑓𝜃 𝑥

edge weights 𝜃

f = nn.Sequential(
      nn.Linear(1,4), nn.LeakyReLU(),
      nn.Linear(4,20), nn.LeakyReLU(),
      nn.Linear(20,20), nn.LeakyReLU(),
      nn.Linear(20,1)  
      )

§3.3Think of a neural network as a black-box function with parameters.

parameters 𝜃 = [𝐴1, 𝐴2, 𝐴3, 𝐴4, 𝑏1, 𝑏2, 𝑏3, 𝑏4]

× 𝐴1
+ 𝑏1

× 𝐴2
+ 𝑏2

× 𝐴3
+ 𝑏3

× 𝐴4
+ 𝑏4

element-wise nonlinear function

matrix multiplication



https://xkcd.com/1838
CC BY-NC 2.5

https://xkcd.com/1838
https://creativecommons.org/licenses/by-nc/2.5/
https://creativecommons.org/licenses/by-nc/2.5/
https://creativecommons.org/licenses/by-nc/2.5/


𝜃

PREDICTION MINDSET IN MACHINE LEARNING

timepoint 𝑡

predicted 
temperature ො𝑦 
at timepoint 𝑡

§3.1ground-truth labels:
Let 𝑦𝑖  be the actual observed 
temperature at time 𝑡𝑖

We’re given a labelled dataset.
We want to learn to predict the label.
We do this by minimizing a loss function 
that measures prediction error.

minimize prediction loss:

pick 𝜃 to minimize  

෍
𝑖
𝐿 𝑦𝑖 , ො𝑦𝜃(𝑡𝑖)

where

𝐿 obs, pred = obs − pred 2

All that matters about the 
neural network function is
▪ it takes an input, the timepoint 𝑡
▪ it has parameters, 𝜃
▪ it’s differentiable with respect to  𝜃

We can use gradient 
descent to fit 𝜃

The loss function 𝐿 is arbitrary, 
but it had better be 
differentiable with respect to 
pred.



This course teaches a different way to think of modelling …

PROBABILITY MODELLER’S VIEW

𝜃

𝜃

PREDICTION MINDSET

Goal:

minimize prediction error

Goal:

fit the model by 
maximum likelihood estimation

random variable for 
temperature 𝑌 
at timepoint 𝑡

timepoint 𝑡

predicted 
temperature ො𝑦 
at timepoint 𝑡

timepoint 𝑡

§3.2



𝑥
𝜇𝜃 𝑥
𝜎

edge weights 𝜃

𝑌 ∼ 𝑁(𝜇𝜃 𝑥 , 𝜎2)

Q. How does a neural network output a random variable? 

❖ Easy mode: have it output the parameters of a distribution

❖ Hard mode: give it some noise as input

𝑥

edge weights 𝜃

𝑌 = 𝑓𝜃(𝑥, 𝑍)

𝑍 ∼ 𝑁(0,1)

(We then have to compute the likelihood Pr𝑌(𝑦). This is what makes these easy or hard.)



Q. Why does the response have to be Gaussian?

❖ It doesn’t!

❖ All models are wrong

❖ … but some are useful

𝑥
𝜇𝜃 𝑥
𝜎

edge weights 𝜃

𝑌~𝑁(𝜇𝜃 𝑥 , 𝜎2)

George Box



𝑌 ∼ 𝑁(𝜇𝜃 Ԧ𝑥 , 𝜎2)

where Ԧ𝑥 is a vector of input variables

Ԧ𝑥
𝜇𝜃 Ԧ𝑥
𝜎

edge weights 𝜃

𝑌

Q. How would we specify a probability model that uses 
several predictor variables?

❖ Easy mode: when Ԧ𝑥 ∈ ℝ𝑑 for fixed dimension 𝑑

❖ Hard mode: when Ԧ𝑥 is an arbitrary-length sequence, e.g. a text prompt



In this temperature-forecasting example, 
there’s not very much difference in practice 
between the prediction mindset and the probability modelling view.

In other examples, 
the prediction mindset runs into problems ...



Data from http://yann.lecun.com/exdb/mnist/

Neural network classification

The MNIST database of handwritten 
images consists of records (𝑥𝑖 , 𝑦𝑖) where 
𝑥𝑖 ∈ ℝ28×28 is a greyscale image with 
28×28 pixels, and 𝑦𝑖 ∈ {0, … , 9} is the 
digit.

We’d like to predict the digit, given an 
image. How might we learn to do this?

image digit

2

1

3

1

4

§3.1

minimize prediction loss:

pick 𝜃 to minimize  

෍
𝑖
𝐿 𝑦𝑖 , ො𝑦𝜃(𝑥𝑖)

where

𝐿 obs, pred = 1obs≠pred image 𝑥
𝜃

5
predicted 

label 
ො𝑦𝜃(𝑥)

ground truth:
Let 𝑦𝑖  be the actual observed label in 
the dataset

PREDICTION MINDSET



§3.1

Q. How would we train this neural network with gradient descent?

some arbitrary 
function,

parameters 𝜃

input 𝑥

3
predicted 

digit ො𝑦

Loss function
𝐿 𝑦, ො𝑦𝜃(𝑥) = 1𝑦≠ ො𝑦𝜃(𝑥)

ground truth 𝑦

this loss function is non-
differentiable w.r.t. 𝜃 

but gradient descent 
requires the 
landscape to be 
differentiable



some arbitrary 
function,

parameters 𝜃

input 𝑥

What sort of PROBABILITY 
MODEL might we use for 
the response 𝑌?

random 
output 𝑌

§3.2PROBABILITY MODELLER’S VIEW



5 with prob 45%
3 with prob 41%
6 with prob 45%

…

PROBABILITY MODELLER’S VIEW

𝜃

features
𝜃

PREDICTION MINDSET

5
predicted 

label ො𝑦

random predicted label 𝑌

§3.2

Goal:

maximize prediction accuracy

Goal:

fit the model by 
maximum likelihood estimation

 but we have to fudge the loss 
function to make it differentiable 



Neural networks 
are probability 
models*

* Non-examinable

§3.1 §3.2

trained by 
maximum likelihood estimation†

† Examinable. Very very examinable.
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   1 A =  {    1  if statement   A   is true   0  if statement   A   is false


   𝜒 S  ( a ) =  1  a ∈ S


   1  A   and   B =  1 A ⋅  1 B


  X ~ Bin ( n , p )


  ℙ  ( X = x ) =  (    n   x )  p x    ( 1 − p )  n − x


  x ∈ { 0 , 1 , … , n }


  n


  X ~ Pois ( 𝜆 )


  ℙ  ( X = x ) =    𝜆 x  e  − 𝜆  x !


  x ∈ { 0 , 1 , … }


  X ~ Cat (  [  p 1 , … ,  p k ] )


  ℙ  ( X = x ) =  p x


  x ∈ { 1 , … , k }


  X ~ U [ a , b ]


  pdf  ( x ) =  1  b − a


  x ∈ [ a , b ]


  X ~ N ( 𝜇 ,  𝜎 2 )


  pdf  ( x ) =  1   2 𝜋  𝜎 2  e  −    ( x − 𝜇 ) 2 / 2  𝜎 2


  x ∈ ℝ


  X ~ Pareto ( 𝛼 )


  pdf  ( x ) = 𝛼    x  − ( 𝛼 + 1 )


  x ≥ 1


  X ~ Exp ( λ )


  pdf  ( x ) = 𝜆    e  − 𝜆 x


  x > 0


  X ~ Beta ( a , b )


  pdf  ( x ) ∝  x  a − 1    ( 1 − x )  b − 1


  x ∈ ( 0 , 1 )


  X ~ Bin ( n , p )


  ℙ  ( X = x ) =  (    n   x )  p x    ( 1 − p )  n − x


  x ∈ { 0 , 1 , … , n }


  n


  X ~ Pois ( 𝜆 )


  ℙ  ( X = x ) =    𝜆 x  e  − 𝜆 x  x !


  x ∈ { 0 , 1 , … }


  X ~ Cat (  [  p 1 , … ,  p k ] )


  ℙ  ( X = x ) =  p x


  x ∈ { 1 , … , k }


  X ~ U [ a , b ]


  pdf  ( x ) =  1  b − a


  x ∈ [ a , b ]


  X ~ N ( 𝜇 ,  𝜎 2 )


  pdf  ( x ) =  1   2 𝜋  𝜎 2  e  −    ( x − 𝜇 ) 2 / 2  𝜎 2


  x ∈ ℝ


  X ~ Pareto ( 𝛼 )


  pdf  ( x ) = 𝛼    x  − ( 𝛼 + 1 )


  x ≥ 1


  X ~ Exp ( λ )


  pdf  ( x ) = 𝜆    e  − 𝜆 x


  x > 0


  X ~ Beta ( a , b )


  pdf  ( x ) ∝  x  a − 1    ( 1 − x )  b − 1


  x ∈ ( 0 , 1 )


  x


   f 𝜃  ( x )


  𝜃


  𝜃 = [  A 1 ,  A 2 ,  A 3 ,  A 4 ,  b 1 ,  b 2 ,  b 3 ,  b 4 ]


  ×  A 1 +  b 1


  ×  A 2 +  b 2


  ×  A 3 +  b 3


  ×  A 4 +  b 4


  𝜃


  t


   y ^


  t


   y i


   t i


  𝜃


    ∑ i  L  (  y i ,    y ^ 𝜃 (  t i ) )


  L  ( obs , pred ) =    ( obs − pred ) 2


  t


  𝜃


  𝜃


  𝜃


  L


  𝜃


  𝜃


  Y


  t


  t


   y ^


  t


  t


  x


   𝜇 𝜃  ( x )


  𝜎


  𝜃


  Y ∼ N (  𝜇 𝜃  ( x ) ,  𝜎 2 )


  x


  𝜃


  Y =  f 𝜃 ( x , Z )


  Z ∼ N ( 0 , 1 )


    Pr Y ( y )


  x


   𝜇 𝜃  ( x )


  𝜎


  𝜃


  Y ~ N (  𝜇 𝜃  ( x ) ,  𝜎 2 )


  Y ∼ N (  𝜇 𝜃  (  x → ) ,    𝜎 2 )


   x →


   x →


   𝜇 𝜃  (  x → )


  𝜎


  𝜃


  Y


   x → ∈  ℝ d


  d


   x →


  (  x i ,  y i )


   x i ∈  ℝ  28 × 28


  ×


   y i ∈ { 0 , … , 9 }


  𝜃


    ∑ i  L  (  y i ,    y ^ 𝜃 (  x i ) )


  L  ( obs , pred ) =  1  obs ≠ pred  


  x


  𝜃


     y ^ 𝜃 ( x )


   y i


  𝜃


  x


   y ^


  L  ( y ,    y ^ 𝜃 ( x ) ) =  1  y ≠    y ^ 𝜃 ( x )


  y


  𝜃  


  𝜃


  x


  Y


  Y


   {    5 with prob   45 %   3   with prob   41 %   6 with prob   45 %   …


  𝜃


  𝜃


   y ^


  Y

