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Books

Big-step semantics are  
defined as inductively 

defined relation.

Functions are better!

me



Old compiler:

string tokens AST IL bytecode x86

huge step huge step

Bytecode simplified proofs of 
read-eval-print loop, but made 

optimisation impossible.

Context: CakeML verified compiler



Refactored compiler:

string tokens AST IL-1

IL-2

IL-N

…

ASM

split into more conventional compiler phases

ARM

x86-64

MIPS-64

asm.jsAnthony Fox joins project and helps with final phases

closure compilation

removal of memory abstraction

register allocation

module compilation

pattern-match compilation

… as separate phases.

Context: CakeML verified compiler



… a different example.

ESOP’12

Example language with C-like For and Break



How should I define a language?

	  	  datatype	  e	  =	  
	  	  	  	  	  	  Var	  of	  string	  
	  	  	  	  |	  Num	  of	  int	  
	  	  	  	  |	  Add	  of	  e	  *	  e	  
	  	  	  	  |	  Assign	  of	  string	  *	  e	  

	  	  datatype	  t	  =	  
	  	  	  	  	  	  Dec	  of	  string	  *	  t	  
	  	  	  	  |	  Exp	  of	  e	  
	  	  	  	  |	  Break	  
	  	  	  	  |	  Seq	  of	  t	  *	  t	  
	  	  	  	  |	  If	  of	  e	  *	  t	  *	  t	  
	  	  	  	  |	  For	  of	  e	  *	  e	  *	  t	  

Syntax:

Datatype for results:
	  	  datatype	  r	  =	  Rval	  of	  int	  |	  Rbreak	  |	  Rfail	  



How should I define a language?

	  	  fun	  lookup	  y	  []	  =	  NONE	  
	  	  	  	  |	  lookup	  y	  ((x,v)::xs)	  =	  if	  y	  =	  x	  then	  SOME	  v	  else	  lookup	  y	  xs	  

	  	  fun	  run_e	  s	  (Var	  x)	  =	  
	  	  	  	  	  	  	  (case	  lookup	  x	  s	  of	  
	  	  	  	  	  	  	  	  	  	  NONE	  =>	  (Rfail,s)	  
	  	  	  	  	  	  	  	  |	  SOME	  v	  =>	  (Rval	  v,s))	  
	  	  	  	  |	  run_e	  s	  (Num	  i)	  =	  (Rval	  i,s)	  
	  	  	  	  |	  run_e	  s	  (Add	  (e1,	  e2))	  =	  
	  	  	  	  	  	  	  (case	  run_e	  s	  e1	  of	  
	  	  	  	  	  	  	  	  	  	  (Rval	  n1,	  s1)	  =>	  
	  	  	  	  	  	  	  	  	  	  	  	  	  (case	  run_e	  s1	  e2	  of	  
	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  (Rval	  n2,	  s2)	  =>	  (Rval	  (n1+n2),	  s2)	  
	  	  	  	  	  	  	  	  	  	  	  	  	  	  |	  r	  =>	  r)	  
	  	  	  	  	  	  	  	  |	  r	  =>	  r)	  
	  	  	  	  |	  run_e	  s	  (Assign	  (x,	  e))	  =	  
	  	  	  	  	  	  	  (case	  run_e	  s	  e	  of	  
	  	  	  	  	  	  	  	  	  	  (Rval	  n1,	  s1)	  =>	  (Rval	  n1,	  (x,n1)::s1)	  
	  	  	  	  	  	  	  	  |	  r	  =>	  r)	  

Semantics as an interpreter in SML:

continues …



How should I define a language?

	  	  fun	  run_t	  s	  (Exp	  e)	  =	  run_e	  s	  e	  
	  	  	  	  |	  run_t	  s	  (Dec	  (x,	  t))	  =	  run_t	  ((x,0)::s)	  t	  
	  	  	  	  |	  run_t	  s	  Break	  =	  (Rbreak,	  s)	  
	  	  	  	  |	  run_t	  s	  (Seq	  (t1,	  t2))	  =	  
	  	  	  	  	  	  	  (case	  run_t	  s	  t1	  of	  
	  	  	  	  	  	  	  	  	  	  (Rval	  _,	  s1)	  =>	  run_t	  s1	  t2	  
	  	  	  	  	  	  	  	  |	  r	  =>	  r)	  
	  	  	  	  |	  run_t	  s	  (If	  (e,	  t1,	  t2))	  =	  
	  	  	  	  	  	  	  (case	  run_e	  s	  e	  of	  
	  	  	  	  	  	  	  	  	  	  (Rval	  n1,	  s1)	  =>	  run_t	  s1	  (if	  n1	  =	  0	  then	  t2	  else	  t1)	  
	  	  	  	  	  	  	  	  |	  r	  =>	  r)	  
	  	  	  	  |	  run_t	  s	  (For	  (e1,	  e2,	  t))	  =	  
	  	  	  	  	  	  	  (case	  run_e	  s	  e1	  of	  
	  	  	  	  	  	  	  	  	  	  (Rval	  n1,	  s1)	  =>	  
	  	  	  	  	  	  	  	  	  	  	  	  if	  n1	  =	  0	  then	  (Rval	  0,	  s1)	  else	  
	  	  	  	  	  	  	  	  	  	  	  	  	  (case	  run_t	  s1	  t	  of	  
	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  (Rval	  _,	  s2)	  =>	  
	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  (case	  run_e	  s2	  e2	  of	  
	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  (Rval	  _,	  s3)	  =>	  run_t	  s3	  (For	  (e1,	  e2,	  t))	  
	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  |	  r	  =>	  r)	  
	  	  	  	  	  	  	  	  	  	  	  	  	  	  |	  (Rbreak,	  s2)	  =>	  (Rval	  0,	  s2)	  
	  	  	  	  	  	  	  	  	  	  	  	  	  	  |	  r	  =>	  r)	  
	  	  	  	  	  	  	  	  |	  r	  =>	  r)	  

Semantics as an interpreter in SML (continued):

Is this a good definition?

For HOL proofs, unfortunately not.

This function can’t be defined in HOL.



Define big-step semantics

| run_t s (For (e1, e2, t)) =
(case run_e s e1 of

(Rval n1, s1) =>
if n1 = 0 then (Rval 0, s1) else
(case run_t s1 t of

(Rval _, s2) =>
(case run_e s2 e2 of

(Rval _, s3) => run_t s3 (For (e1, e2, t))
| r => r)

| (Rbreak, s2) => (Rval 0, s2)
| r => r)

| r => r)

Note that these SML functions make use of catch-all patterns in case-expressions
in order to conveniently propagate non-Rval results. We use the same trick in
our functional semantics (Section 2.3) to keep them concise.

2.2 Relational big-step sematics

The definition above is probably a good way to describe the semantics of FOR
to a programmer familiar with SML. It is, unfortunately, not directly useable as
an operational semantics in interactive proofs. Next, we outline how a big-step
semantics can be defined for the FOR language using conventional inductively
defined relations.

Relational big-step semantics are built up from evaluation rules for an eval-
uation relation, often written + for big-step semantics. Each rule states how
execution of a program expression evaluates to a result. The evaluation relation
for the FOR language takes as input a state and statement; it then relates these
inputs to the result pair, r and new state, just as the interpreter above does.

Writing a relational big-step semantics is simple for a simple language. The
simplest rule in the FOR language is evaluation of Break: evaluation always
produces a Rbreak signal and the state is returned unchanged.

(Break,s) +t (Rbreak,s)

The semantics of Seq statement is defined by two evaluation rules. We need
two rules because evaluation of t2 only happens if evaluation of t1 leads to Rval.
These first rule for Seq states: if t1 evaluates according to (t1,s) +t (Rval n1,s1)

and t2 evaluates (t2,s1) +t r , then (Seq t1 t2,s) +t r , i.e. Seq t1 t2 evalu-
ates state s to result r . The second rule states that a non-Rval result in t1 is
the result for evaluation of Seq t1 t2.

(t1,s) +t (Rval n1,s1)
(t2,s1) +t r

(Seq t1 t2,s) +t r

(t1,s) +t (r,s1)
¬is_Rval r

(Seq t1 t2,s) +t (r,s1)

Defining these evaluation rules is straighforward if the language is simple
enough. We include the For statement in our example language in order to show
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(case run_e s e1 of

(Rval n1, s1) =>
if n1 = 0 then (Rval 0, s1) else
(case run_t s1 t of

(Rval _, s2) =>
(case run_e s2 e2 of

(Rval _, s3) => run_t s3 (For (e1, e2, t))
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in order to conveniently propagate non-Rval results. We use the same trick in
our functional semantics (Section 2.3) to keep them concise.

2.2 Relational big-step sematics

The definition above is probably a good way to describe the semantics of FOR
to a programmer familiar with SML. It is, unfortunately, not directly useable as
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enough. We include the For statement in our example language in order to show
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(conventional approach)

Problem of duplication…



Define big-step semantics
(conventional approach)

how this conventional approach to big-step evaluation rules becomes awkward
and repetitive.

The For statement’s semantics is defined by six rules. The first rule captures
the case when the loop is not executed, i.e. when the guard expression evaluates
to zero. Here sem_e_reln is a straightforward relation specification of run_e.

(e1,s) +e (Rval 0,s1)

(For e1 e2 t,s) +t (Rval 0,s1)

The second rule states that errors in the evaluation of the guard are propagated.

(e1,s) +e (r,s1)
¬is_Rval r

(For e1 e2 t,s) +t (r,s1)

Execution of the body of the For statement is described by the following four
rules. The first of these rules specifies the behaviour of an evaluation where the
guard e1, the body t and the increnent expression e2 each return some Rval.
The second rule defines the semantics for the case where evaluation of the body
t signals Rbreak. The third rule defines that errors that occur in evaluation of
the body propagate. Similarly, the fourth rule states that errors in the increnent
expression e2 propagate.

(e1,s) +e (Rval n1, s1)
n1 6= 0

(t,s1) +t (Rval n2,s2)
(e2,s2) +e (Rval n3,s3)
(For e1 e2 t,s3) +t r

(For e1 e2 t,s) +t r

(e1,s) +e (Rval n1,s1)
n1 6= 0

(t,s1) +t (Rbreak,s2)

(For e1 e2 t,s) +t (Rval 0,s2)

(e1,s) +e (Rval n1,s1)
n1 6= 0

(t,s1) +t (Rval n2,s2)
(e2,s2) +e (r,s3)

¬is_Rval r

(For e1 e2 t,s) +t (r, s3)

(e1,s) +e (Rval n1,s1)
n1 6= 0

(t,s1) +t (r,s2)
¬is_Rval r
r 6= Rbreak

(For e1 e2 t,s) +t (r,s2)

Clearly, the semantics can be defined in this way and, once one has become
accustomed to reading definition in this form, they are quite easy to read. How-
ever, even an experienced semanticist finds it di�cult to immediately see whether
these definition cover all cases. Maybe the last two rules above were surprising?
Worse, these rules only provide semantics for terminating executions, i.e. if we
want to reason about the behaviour of diverging evaluations, then these rules
are not enough as they are currently stated.

Another drawback of this style of semantics is that rules for complex lan-
guages (even for our toy FOR language) contain duplication. Note how the four
rules shown practially duplicate the first three lines. This duplication might seem
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Not suitable for proofs of divergence preservation.



Define big-step semantics
(conventional approach)

` (8 s e r. (e,s) +e r ) P (Exp e,s) r) ^
(8 s x t r.

P (t,s with store := s.store |+ (x,0)) r )
P (Dec x t,s) r) ^ (8 s. P (Break,s) (Rbreak,s)) ^

(8 s s1 t1 t2 n1 r.
P (t1,s) (Rval n1,s1) ^ P (t2,s1) r )
P (Seq t1 t2,s) r) ^

(8 s s1 t1 t2 r.
P (t1,s) (r,s1) ^ ¬is_Rval r ) P (Seq t1 t2,s) (r,s1)) ^

(8 s s1 e t1 t2 r.
(e,s) +e (Rval 0,s1) ^ P (t2,s1) r ) P (If e t1 t2,s) r) ^

(8 s s1 e t1 t2 n r.
(e,s) +e (Rval n,s1) ^ n 6= 0 ^ P (t1,s1) r )
P (If e t1 t2,s) r) ^

(8 s s1 e t1 t2 r.
(e,s) +e (r,s1) ^ ¬is_Rval r ) P (If e t1 t2,s) (r,s1)) ^

(8 s s1 e1 e2 t.
(e1,s) +e (Rval 0,s1) ) P (For e1 e2 t,s) (Rval 0,s1)) ^

(8 s s1 e1 e2 t r.
(e1,s) +e (r,s1) ^ ¬is_Rval r ) P (For e1 e2 t,s) (r,s1)) ^

(8 s s1 s2 s3 e1 e2 t n1 n2 n3 r.
(e1,s) +e (Rval n1,s1) ^ n1 6= 0 ^ P (t,s1) (Rval n2,s2) ^
(e2,s2) +e (Rval n3,s3) ^ P (For e1 e2 t,s3) r )
P (For e1 e2 t,s) r) ^

(8 s s1 s2 e1 e2 t n1.
(e1,s) +e (Rval n1,s1) ^ n1 6= 0 ^ P (t,s1) (Rbreak,s2) )
P (For e1 e2 t,s) (Rval 0,s2)) ^

(8 s s1 s2 s3 e1 e2 t n1 n2 r.
(e1,s) +e (Rval n1,s1) ^ n1 6= 0 ^ P (t,s1) (Rval n2,s2) ^
(e2,s2) +e (r,s3) ^ ¬is_Rval r )
P (For e1 e2 t,s) (r,s3)) ^

(8 s s1 s2 e1 e2 t n1 r.
(e1,s) +e (Rval n1,s1) ^ n1 6= 0 ^ P (t,s1) (r,s2) ^ ¬is_Rval r ^
r 6= Rbreak )
P (For e1 e2 t,s) (r,s2)) )

8 t s r. (t,s) +t r ) P (t,s) r

Fig. 3. Induction theorem for conventional relational big-step semantics.
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Induction theorem:



` (8 s e r. (e,s) +e r ) P (Exp e,s) r) ^
(8 s x t r.

P (t,s with store := s.store |+ (x,0)) r )
P (Dec x t,s) r) ^ (8 s. P (Break,s) (Rbreak,s)) ^

(8 s s1 t1 t2 n1 r.
P (t1,s) (Rval n1,s1) ^ P (t2,s1) r )
P (Seq t1 t2,s) r) ^

(8 s s1 t1 t2 r.
P (t1,s) (r,s1) ^ ¬is_Rval r ) P (Seq t1 t2,s) (r,s1)) ^

(8 s s1 e t1 t2 r.
(e,s) +e (Rval 0,s1) ^ P (t2,s1) r ) P (If e t1 t2,s) r) ^

(8 s s1 e t1 t2 n r.
(e,s) +e (Rval n,s1) ^ n 6= 0 ^ P (t1,s1) r )
P (If e t1 t2,s) r) ^

(8 s s1 e t1 t2 r.
(e,s) +e (r,s1) ^ ¬is_Rval r ) P (If e t1 t2,s) (r,s1)) ^

(8 s s1 e1 e2 t.
(e1,s) +e (Rval 0,s1) ) P (For e1 e2 t,s) (Rval 0,s1)) ^

(8 s s1 e1 e2 t r.
(e1,s) +e (r,s1) ^ ¬is_Rval r ) P (For e1 e2 t,s) (r,s1)) ^

(8 s s1 s2 s3 e1 e2 t n1 n2 n3 r.
(e1,s) +e (Rval n1,s1) ^ n1 6= 0 ^ P (t,s1) (Rval n2,s2) ^
(e2,s2) +e (Rval n3,s3) ^ P (For e1 e2 t,s3) r )
P (For e1 e2 t,s) r) ^

(8 s s1 s2 e1 e2 t n1.
(e1,s) +e (Rval n1,s1) ^ n1 6= 0 ^ P (t,s1) (Rbreak,s2) )
P (For e1 e2 t,s) (Rval 0,s2)) ^

(8 s s1 s2 s3 e1 e2 t n1 n2 r.
(e1,s) +e (Rval n1,s1) ^ n1 6= 0 ^ P (t,s1) (Rval n2,s2) ^
(e2,s2) +e (r,s3) ^ ¬is_Rval r )
P (For e1 e2 t,s) (r,s3)) ^

(8 s s1 s2 e1 e2 t n1 r.
(e1,s) +e (Rval n1,s1) ^ n1 6= 0 ^ P (t,s1) (r,s2) ^ ¬is_Rval r ^
r 6= Rbreak )
P (For e1 e2 t,s) (r,s2)) )

8 t s r. (t,s) +t r ) P (t,s) r

Fig. 3. Induction theorem for conventional relational big-step semantics.

10

Define big-step semantics
(conventional approach)

Induction theorem:

A lot of duplication in proofs!



Hrmm…

I prefer the SML code…

Why can’t it be used as the definition of the semantics?

It doesn’t terminate for all inputs…



Making the interpreter terminate
	  	  fun	  run_t	  s	  (Exp	  e)	  =	  run_e	  s	  e	  
	  	  	  	  |	  run_t	  s	  (Dec	  (x,	  t))	  =	  run_t	  ((x,0)::s)	  t	  
	  	  	  	  |	  run_t	  s	  Break	  =	  (Rbreak,	  s)	  
	  	  	  	  |	  run_t	  s	  (Seq	  (t1,	  t2))	  =	  
	  	  	  	  	  	  	  (case	  run_t	  s	  t1	  of	  
	  	  	  	  	  	  	  	  	  	  (Rval	  _,	  s1)	  =>	  run_t	  s1	  t2	  
	  	  	  	  	  	  	  	  |	  r	  =>	  r)	  
	  	  	  	  |	  run_t	  s	  (If	  (e,	  t1,	  t2))	  =	  
	  	  	  	  	  	  	  (case	  run_e	  s	  e	  of	  
	  	  	  	  	  	  	  	  	  	  (Rval	  n1,	  s1)	  =>	  run_t	  s1	  (if	  n1	  =	  0	  then	  t2	  else	  t1)	  
	  	  	  	  	  	  	  	  |	  r	  =>	  r)	  
	  	  	  	  |	  run_t	  s	  (For	  (e1,	  e2,	  t))	  =	  
	  	  	  	  	  	  	  (case	  run_e	  s	  e1	  of	  
	  	  	  	  	  	  	  	  	  	  (Rval	  n1,	  s1)	  =>	  
	  	  	  	  	  	  	  	  	  	  	  	  if	  n1	  =	  0	  then	  (Rval	  0,	  s1)	  else	  
	  	  	  	  	  	  	  	  	  	  	  	  	  (case	  run_t	  s1	  t	  of	  
	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  (Rval	  _,	  s2)	  =>	  
	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  (case	  run_e	  s2	  e2	  of	  
	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  (Rval	  _,	  s3)	  =>	  run_t	  s3	  (For	  (e1,	  e2,	  t))	  
	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  |	  r	  =>	  r)	  
	  	  	  	  	  	  	  	  	  	  	  	  	  	  |	  (Rbreak,	  s2)	  =>	  (Rval	  0,	  s2)	  
	  	  	  	  	  	  	  	  	  	  	  	  	  	  |	  r	  =>	  r)	  
	  	  	  	  	  	  	  	  |	  r	  =>	  r)	  

might not terminate



Making the interpreter terminate
	  	  fun	  run_t	  s	  (Exp	  e)	  =	  run_e	  s	  e	  
	  	  	  	  |	  run_t	  s	  (Dec	  (x,	  t))	  =	  run_t	  ((x,0)::s)	  t	  
	  	  	  	  |	  run_t	  s	  Break	  =	  (Rbreak,	  s)	  
	  	  	  	  |	  run_t	  s	  (Seq	  (t1,	  t2))	  =	  
	  	  	  	  	  	  	  (case	  run_t	  s	  t1	  of	  
	  	  	  	  	  	  	  	  	  	  (Rval	  _,	  s1)	  =>	  run_t	  s1	  t2	  
	  	  	  	  	  	  	  	  |	  r	  =>	  r)	  
	  	  	  	  |	  run_t	  s	  (If	  (e,	  t1,	  t2))	  =	  
	  	  	  	  	  	  	  (case	  run_e	  s	  e	  of	  
	  	  	  	  	  	  	  	  	  	  (Rval	  n1,	  s1)	  =>	  run_t	  s1	  (if	  n1	  =	  0	  then	  t2	  else	  t1)	  
	  	  	  	  	  	  	  	  |	  r	  =>	  r)	  
	  	  	  	  |	  run_t	  s	  (For	  (e1,	  e2,	  t))	  =	  
	  	  	  	  	  	  	  (case	  run_e	  s	  e1	  of	  
	  	  	  	  	  	  	  	  	  	  (Rval	  n1,	  s1)	  =>	  
	  	  	  	  	  	  	  	  	  	  	  	  if	  n1	  =	  0	  then	  (Rval	  0,	  s1)	  else	  
	  	  	  	  	  	  	  	  	  	  	  	  	  (case	  run_t	  s1	  t	  of	  
	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  (Rval	  _,	  s2)	  =>	  
	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  (case	  run_e	  s2	  e2	  of	  
	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  (Rval	  _,	  s3)	  =>	  run_t	  s3	  (For	  (e1,	  e2,	  t))	  
	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  |	  r	  =>	  r)	  
	  	  	  	  	  	  	  	  	  	  	  	  	  	  |	  (Rbreak,	  s2)	  =>	  (Rval	  0,	  s2)	  
	  	  	  	  	  	  	  	  	  	  	  	  	  	  |	  r	  =>	  r)	  
	  	  	  	  	  	  	  	  |	  r	  =>	  r)	  



Making the interpreter terminate
	  	  fun	  run_t	  s	  (Exp	  e)	  =	  run_e	  s	  e	  
	  	  	  	  |	  run_t	  s	  (Dec	  (x,	  t))	  =	  run_t	  ((x,0)::s)	  t	  
	  	  	  	  |	  run_t	  s	  Break	  =	  (Rbreak,	  s)	  
	  	  	  	  |	  run_t	  s	  (Seq	  (t1,	  t2))	  =	  
	  	  	  	  	  	  	  (case	  run_t	  s	  t1	  of	  
	  	  	  	  	  	  	  	  	  	  (Rval	  _,	  s1)	  =>	  run_t	  s1	  t2	  
	  	  	  	  	  	  	  	  |	  r	  =>	  r)	  
	  	  	  	  |	  run_t	  s	  (If	  (e,	  t1,	  t2))	  =	  
	  	  	  	  	  	  	  (case	  run_e	  s	  e	  of	  
	  	  	  	  	  	  	  	  	  	  (Rval	  n1,	  s1)	  =>	  run_t	  s1	  (if	  n1	  =	  0	  then	  t2	  else	  t1)	  
	  	  	  	  	  	  	  	  |	  r	  =>	  r)	  
	  	  	  	  |	  run_t	  s	  (For	  (e1,	  e2,	  t))	  =	  
	  	  	  	  	  	  	  (case	  run_e	  s	  e1	  of	  
	  	  	  	  	  	  	  	  	  	  (Rval	  n1,	  s1)	  =>	  
	  	  	  	  	  	  	  	  	  	  	  	  if	  n1	  =	  0	  then	  (Rval	  0,	  s1)	  else	  
	  	  	  	  	  	  	  	  	  	  	  	  	  (case	  run_t	  s1	  t	  of	  
	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  (Rval	  _,	  s2)	  =>	  
	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  (case	  run_e	  s2	  e2	  of	  
	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  (Rval	  _,	  s3)	  =>	  	  
	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  if	  !clock	  <=	  0	  then	  	  
	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  raise	  TimeOutException	  
	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  else	  
	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  (clock	  :=	  !clock	  -‐	  1;	  
	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  run_t	  s3	  (For	  (e1,	  e2,	  t)))	  
	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  |	  r	  =>	  r)	  
	  	  	  	  	  	  	  	  	  	  	  	  	  	  |	  (Rbreak,	  s2)	  =>	  (Rval	  0,	  s2)	  
	  	  	  	  	  	  	  	  	  	  	  	  	  	  |	  r	  =>	  r)	  



As a logic function

innocent. It has, however, knock-on e↵ects on interactive proofs: the generated
induction theorem also contains this duplication, which leads to irritating du-
plication in proof scripts, in particular users are forced to establish the same
inductive hypothesis many times.

2.3 Functional big-step sematics for FOR language

The interpreter written in SML, given in Section 2.1, avoids the irritating du-
plication of the conventional big-step semantics that uses inductively relations.
It is also arguably easier to read and it is clear that it gives some semantics to
all cases, since the function is unconditional.

The obivous question is now: why can one not just take the SML code and
define it as a function in logc? The answer is that the SML code does not
terminate for all inputs. For example, on the following input it diverges.

run_t [] (For (Num 1, Num 1, Exp (Num 1)))

In order to define run_t as a function in logic, we need to make it terminate
for all input values4. A well-known technique for doing this is to add a clock to
the function: on each recursive call, for which termination non-obvious, one adds
a clock decerment. The clock is a natural number. When this clock hits zero,
execution is aborted in some way.

A very simple implementation of the clocked-function solution is to add a
check-and-decrement on every recursive call. The termination proof becomes
trivial, but the function is cluttered with the clock meachanism.

Instead of inserting the clock on every recursive call, we suggest that the clock
should only be decremented on recursive function calls for which the currently
evaluated expressions does not decrease in size. For the FOR language, this
means adding a clock check-and-decrement only on the looping call in the For

statement. In the SML code, this recursive call preformed here:

| run_t s (For (e1, e2, t)) =
...

(Rval _, s3) => run_t s3 (For (e1, e2, t))

In our functional big-step semantics for the FOR language, called sem_t, we
write the line above as follows. Here dec_clock decrements the clock that is
stored in the state.

sem_t s (For e1 e2 t) =
...

(Rval n1,s3) )
if s3.clock 6= 0 then

sem_t (dec_clock s3) (For e1 e2 t)
else (Rtimeout,s3)

4 There are tricks by which one can sometimes avoid this termination requirement,
but such tricks do not produce the kind of induction theorems that we need for
proofs about the semantics. Thus we do not use such tricks.
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As a logic function

sem_e s (Var x) =
case FLOOKUP s.store x of

NONE ) (Rfail,s)
| SOME n ) (Rval n,s)
sem_e s (Num num) = (Rval num,s)
sem_e s (Add e1 e2) =
case sem_e s e1 of

(Rval n1,s1) )
(case sem_e s1 e2 of

(Rval n2,s2) ) (Rval (n1 + n2),s2)
| r ) r)

| r ) r)
sem_e s (Assign x e) =
case sem_e s e of

(Rval n1,s1) ) (Rval n1,store_var x n1 s1)
| r ) r)
sem_e s Read = (Rfail,s)
sem_e s (Write e) = (Rfail,s)

sem_t s (Exp e) = sem_e s e
sem_t s (Dec x t) = sem_t (store_var x 0 s) t
sem_t s Break = (Rbreak,s)
sem_t s (Seq t1 t2) =
case sem_t s t1 of

(Rval v5,s1) ) sem_t s1 t2
| r ) r)
sem_t s (If e t1 t2) =
case sem_e s e of

(Rval n1,s1) ) sem_t s1 (if n1 = 0 then t2 else t1)
| r ) r)
sem_t s (For e1 e2 t) =
case sem_e s e1 of

(Rval 0,s1) ) (Rval 0,s1)
| (Rval n1,s1) )

(case sem_t s1 t of

(Rval n1,s2) )
(case sem_e s2 e2 of

(Rval n1,s3) )
if s3.clock 6= 0 then

sem_t (dec_clock s3) (For e1 e2 t)
else (Rtimeout,s3)

| r ) r)
| (Rbreak,s2) ) (Rval 0,s2)
| r ) r)

| r ) r)

Fig. 1. The functional big-step semantics for the FOR language.
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No duplication!



The auto-generated induction theorem

No duplication!

` (8 s e. P s (Exp e)) ^
(8 s x t. P (store_var x 0 s) t ) P s (Dec x t)) ^
(8 s. P s Break) ^
(8 s t1 t2.

(8 s1 v5. (sem_t s t1 = (Rval v5,s1)) ) P s1 t2) ^ P s t1 )
P s (Seq t1 t2)) ^

(8 s e t1 t2.
(8 s1 n1.

(sem_e s e = (Rval n1,s1)) )
P s1 (if n1 = 0 then t2 else t1)) )

P s (If e t1 t2)) ^
(8 s e1 e2 t.

(8 s1 n1.
(sem_e s e1 = (Rval n1,s1)) ^ n1 6= 0 )
P s1 t ^
8 s2 n2 s3 n3.

(sem_t s1 t = (Rval n2,s2)) ^
(sem_e s2 e2 = (Rval n3,s3)) ^ s3.clock 6= 0 )
P (dec_clock s3) (For e1 e2 t)) )

P s (For e1 e2 t)) )
8 s t. P s t

Fig. 2. Induction theorem for functional big-step semantics.

a
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Big-step semantics:
• has an optional clock component
• clock ‘ticks’ decrements every time a function is applied
• once clock hits zero, execution stops with a TimeOut

Why do this?

• because now big-step semantics describes both 
terminating and non-terminating evaluations

8exp env clock . 9res. (exp, env , Some clock) +ev res

for every exp env clock there is some result

produced by the semantics

either: Result 
or TimeOut

Logical clock for divergence pres.



Evaluation diverges if

8clock . (exp, env , Some clock) +ev TimeOut

TimeOut happensfor all clock values

Divergence

(exp, env) +ev val =)
“the code for exp is installed in bs etc.” =)
9bs 0. bs !⇤

bs

0 ^ “bs

0
contains val”

Compiler correctness proved in conventional forward direction:

Bytecode has clock … that stays in sync with CakeML clock

Theorem: bytecode diverges if and only if CakeML eval diverges



Non-determinism
How to handle it?

Partial solution: use oracle to factor out non-determinism



Summary

Big-step semantics are 
defined as inductively 

defined relation.

Functions are better!

me
Easier to read / understand
Avoid duplication
Better induction theorem
Proofs by rewriting (not covered here)
Naturally useful in proofs about divergence pres.

Questions?
Down sides: must have clock,  
non-deter requires special care.


