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ABSTRACT

Existing tamper-indicating seals have serious security vulnerabilities that are not automatically eliminated with the use of high-technology.  Existing intrusion detectors have significant problems as well, especially when used to monitor moving cargo.  The use of an anti-evidence strategy and a technique we call “town crier” monitoring can potentially overcome these problems and offer better security.
Introduction

The Vulnerability Assessment Team at Los Alamos National Laboratory has studied in detail 213 different tamper-indicating devices (“seals”), of both commercial and government design [1,2].  These range from inexpensive passive seals through expensive, high-tech electronic or electrooptic seals.  The unit cost of the seals varies by 4 orders of magnitude.  At least 16% of the seals are currently in use somewhere in the world for nuclear applications;  others are under consideration.  

We have demonstrated that all these seals, at least the way they are currently being used, can be quickly defeated using low-tech methods, tools, and supplies available to almost anyone [1,2].  (To “defeat” a seal means to remove it from a container, then reapply the original seal or a counterfeit, without being detected.)  The mean defeat times for one well-practiced attacker working alone, using only low-tech attacks, is 2.7 minutes;  the median time is 1.0 minute.  (For some attacks, an assistant can speed up the attack.)  The mean cost of attack tools and supplies is only $144, with an average marginal cost of only 42¢.  (The marginal cost is the cost to attack an additional seal of the same design, reusing the tools and supplies to the extent possible.)  High-tech electronic seals were, on average, not much better at withstanding attacks than low-tech passive seals [1,2].  In fact, spending an extra $1 per seal only increases the defeat time an average of 1.6 seconds. 

We have also examined 120 additional seals, but in much less detail.  Our findings are qualitatively the same:  we have not yet seen any tamper-indicating seals, including those currently in use for nuclear applications, that require sophisticated attacks in order to be defeated.

While the serious seal vulnerabilities we have demonstrated can often be mitigated through training seal users about the most likely attack scenarios, and via more effective seal use protocols [1,2], we believe that better tamper-indicating seals are both necessary and possible [3].  By examining the fundamental problems with existing seals, we have devised and demonstrated various novel designs.  These new seals offer the potential for improved security.

We have also examined the fundamental problems and vulnerabilities of conventional intrusion detection techniques.  (Intrusion detectors report unauthorized access or entry in real-time, rather than at the time of inspection, as is the case with the tamper detection provided by seals.)  This has led us to develop and demonstrate a new approach to intrusion detection called the “town crier” method [4,5].  It permits high levels of security at low cost.  The town crier method is particularly well suited to monitoring nuclear materials during transport.  We believe it is more practical and secure than conventional methods.

High-Tech does not Necessarily Mean High-Security

Currently, there is considerable interest in adding high-tech components to existing seals, or designing new seals around high-tech components.  These components can include such things as bar codes, radiofrequency (rf) transponders, memory contact buttons, and Global Positioning System (GPS) receivers [1].  Most approaches to date have been disappointing, in our view.  The basic reasons include the fact that these high-tech components have their own easy-to-exploit vulnerabilities, they provide inventory functionality but not tamper detection capabilities, and they tend to distract the seal inspector [1,6].  Moreover, these high-tech components do not address the fundamental problems with existing tamper-indicating seals.

What is Wrong with Existing Seals?

Most existing tamper-indicating seals operate under the same basic principle.  Once the seal is opened, information that the seal has indeed been unsealed is stored in or on the seal until such time as the seal can be inspected.  With inexpensive passive (mechanical) seals, this “alarm” condition is typically indicated by destruction, damage, or modification to the seal body.  With active (electronic) seals, the alarm condition is usually stored electronically or magnetically within the seal, or shown on an electronic display.

The fundamental problem with this approach is that an adversary can usually erase the “alarm” condition with little difficulty.  With passive seals, this may mean repairing or cosmetically hiding the destruction, damage, or modification that occurred while opening the seal.  With electronic seals, it means attacking/erasing a memory location, or tampering with the electronic display.  There are many other types of attacks [7], but few are as easy to implement, nor as likely to go undetected by the seal user.

Anti-Evidence:  A Better Way to Do Tamper Detection
A better approach to tamper detection is not to store information that tampering has occurred.  Rather, store information when the seal is first installed that indicates that tampering has NOT occurred.  Erase this information (the “anti-evidence”) the instant that tampering is detected. 

There are two ways to implement this strategy.  One way is to make the information that no tampering has yet occurred plainly visible, but hard to counterfeit or replicate.  Seals based on complexity work on this principle.  Examples include passive fiber optic seals and seals that utilize reflective particle tags, i.e., small shiny particles that form a complex pattern difficult (at least in theory) to reproduce.  We call such tamper-indicating devices “complexity seals”.

Another way to implement the anti-evidence strategy for tamper detection is to store a few bytes of secret information inside the seal, such as a random number.  Only the “good guys” know how to read this number because only they have the correct password, personal identification number (PIN), or combination required to access it.  Any indication of tampering causes the secret information to be instantly erased.  An attempt by an adversary to gain access to the secret number (for purposes of counterfeiting it) will cause it to be erased because he is unlikely to be able to guess the correct password, PIN, or combination.  (Ideally he only gets one try, or at most a few tries.)  We call seals based on this concept “password seals”.  Perhaps surprisingly, password seals can be fully passive, i.e., non-electronic.

New Seals
We have demonstrated 20 different concepts for anti-evidence seals, and developed prototypes of some.  These include both complexity seals and password seals.  They have a number of advantages over existing tamper-indicating seals including simplicity, ease of use, verification that the inspector actually examined the seal for evidence of tampering, and potentially greater security.  Some are volumetric seals that do not require a hasp, i.e., they provide tamper detection for volumes, rather than for portals.  Some even work inside a container or vehicle, leaving little or no evidence on the outside that tamper detection is being undertaken.  Many of these new seals are fully reusable, including (remarkably) some of the passive seals!  Ten of these new seals are listed in the tables. 

Table 1  -  New Complexity Seals 

         seal name



basic concept




 reference

	MagTag
	DC magnetic fields penetrate most materials.  The 3-dimensional magnetic vector field from a magnet or spatial distribution of magnets is difficult to replicate, especially if the magnet(s) scramble their position and orientation when the seal, container, lid, or door is opened.
	[8]

	Glass & Powder Seal
	Tempered glass is an overlooked material for tamper detection.  It has many desirable attributes.
	[9]

	Beads-in-a-Box Seal
	It can be difficult to put packing materials back the way you found them.
	[10]

	Theodolite Seal
	It is difficult and time-consuming to exactly reposition the lid on a container, especially if the lid or container is designed to have a mechanical hysteresis.  The lid position can be optically measured remotely and extremely accurately from hundreds of meters away. 
	[10]

	Plug Seal
	Some containers have lids that are attached with screws or bolts, but lack a hasp.
	  [10]

	3D Profiling
	It can be difficult and time-consuming to put a container or lid back with 10 µm resolution.  Modern 3-dimensional optical profiling instruments can measure this in a non-contact manner with great accuracy.
	  [10]


Table 2  -  New Password Seals

         seal name



basic concept




 reference

	Town Crier Seal
	An electronic seal that uses the anti-evidence strategy.
	  [4,5]

	One-Time Keypad Seal
	A single video camera or light sensor can watch many town crier seals in a vault or cargo hold simultaneously, each of which signals its “All-OK” message via an intermittently flashing visible or infrared LED.
	[10]

	Magic Slate Seal
	Anti-evidence can be erased mechanically if the seal is opened without the correct combination.  This passive seal is totally reusable.
	[12]

	Triboluminescence Seal
	Light is generated when a seal made of triboluminescent materials is opened, drilled, cut, or sawed.  This (or the presence of ambient light) causes the anti-evidence to be erased.
	[11]


What is Wrong with Conventional Intrusion Detection?

Intrusion detectors, in contrast to seals, typically attempt to overcome the problem of storing the alarm condition by immediately sending a real-time alarm to some distant location when unauthorized access has been detected.  The usual weakness in this approach is that the alarm signal can be blocked, leaving the intrusion unreported.  It is common to attempt to overcome this vulnerability by using encryption, authentication, or sensor polling methods involving two-way communication.  Such approaches, however, tend to create serious practical problems including complexity, high cost, and difficulty in hardware installation and use.  The need to maintain continuous, often two-way and/or high-bandwidth communication is also a challenge, especially for moving cargo.  

Other common problems with conventional intrusion detectors include inadvertent or deliberate false alarming, as well as a wide variety of security vulnerabilities and real-world reliability problems aggravated by hardware and software complexity.  Moreover, the encryption or authentication cipher used by some intrusion detection systems is computationally intensive, and can be compromised, broken, or bypassed any number of different ways [4,5].  There are also serious challenges associated with protecting the sensors, the encryption or authentication electronics, the network, and any cipher keys.

Town Crier Monitoring:  A Better Way to do Intrusion Detection
Our alternate approach to intrusion detection, the “town crier” method, relies on continuous, unidirectional, real-time monitoring.  Rather than storing information about intrusion (which can be erased), or sounding a real-time alarm (which can be blocked), or maintaining complex two-way communications, or needing to process continuous high-bandwidth data at a distant location, or dealing with the problems and vulnerabilities of computational ciphers, this approach involves a simple, very low bandwidth “anti-alarm”.  The anti-alarm is a frequent, periodic, and encrypted “All OK” signal that indicates the absence of intrusion.  Under this approach, the failure of the “All OK” signals to arrive, at least for any significant amount of time, must be taken to mean there has been intrusion. 

For most applications, the bandwidth required for the anti-alarm will be between 1 bit and 1 byte per second.  Even lower transmission rates, however, are possible, especially if it takes more than 1 second to attack the assets being monitored.  Because of this low bandwidth, the “All OK” signal is ideal for encryption using a one-time keypad, which is the only encryption algorithm that can be shown mathematically to be unbreakable.  It is also quite simple in that it uses a lookup table, instead of the massive computation required by other encryption schemes.  

Advantages of the “town crier” approach to intrusion detection include:


• 
It is simple, open, and transparent, yet offers high levels of security.


• 
Because of the very low bandwidth, it is possible to monitor large numbers of moving vehicles, ships, or cargo containers simultaneously, even if they all communicate on the same radio frequency!


•
For reasons of security and simplicity, no sensor data or other information (other than the low-bandwidth “All OK” signal) is released from the monitoring system during the monitoring process.  This provides little opportunity to sneak classified or sensitive data out of a facility or transport vehicle being monitored.


•
For reasons of security and simplicity, there is no communication into the monitoring system during the monitoring process.  In other words, the town crier approach is unidirectional.


•
Headquarters (HQ) remains passive and silent throughout the monitoring (as long as no intrusion is detected).  As a result, any failures or deficiencies of hardware or personnel inside HQ—and perhaps even HQ’s location—can remain unknown to potential adversaries. 


• 
Decisions about whether intrusion has occurred are automatically made locally by the monitoring system, rather than at a distant HQ.  The decision-making process is protected by the monitoring system itself in that it monitors itself for evidence of attempted tampering or spoofing.


•
The data coming from the system (“All OK” signals) can be publicly broadcast.  There is no need to keep the signals secret, or to secure the transmission channel, even when the signals emanate from a high security nuclear facility. 


•
It may be desirable for security and counterterrorism purposes not to advertise to the general public that a given truck, railcar, or ship is carrying nuclear materials.  It is relatively easy to hide a byte/second (or lower bandwidth) transmission in amongst general communications traffic.  This is in contrast to a blatant high-bandwidth signal (often considered for conventional transport intrusion detection) that might call undue attention to the transport vehicle and its contents.


•
For treaty monitoring, this approach is well suited to having 100% host-provided and host-controlled monitoring hardware, with the one-time keypad provided by the inspectors at monitoring startup time.  There is little need for troublesome dual control of monitoring hardware.


•
Low-cost, commercial off the shelf (COTS) hardware can be used.

    A major disadvantage of the town crier approach is the need for continuous, highly reliable transmission of the (low-bandwidth) “All-OK” signals.  Indeed, the inadvertent loss of signal for longer than the time reasonably needed by an adversary to surreptitiously execute an attack must be taken to mean that intrusion has occurred.  If the vault or transport vehicle is properly designed, however, any attack should be far from instantaneous.  Moreover, communication reliability can, if necessary, be enhanced by using redundant, dissimilar channels of low-bandwidth communication to send the same “All OK” signal.  Only one of the channels needs to get through at any given time.  

Town Crier PROTOTYPES

We have constructed and briefly tested a very rudimentary prototype town crier intrusion monitoring system capable of doing both intrusion and tamper detection simultaneously [4].  This system was installed on a truck and monitored the truck’s cargo while the truck traveled down roads and highways.  Reliability and false alarm rates were encouraging.  We have also begun implementing a town crier concept in a much smaller, micro-processor based system.  We expect to eventually reduce the volume and cost of this intrusion monitoring system to less than 0.005 cubic meter and $200 in quantities of 1.  The time to install and start the town crier monitoring system is under 5 minutes.

Concluding Remarks 

Conventional tamper and intrusion detection devices have serious vulnerabilities and practical problems.  We believe that much of this is due to using fundamentally incorrect approaches.  Use of anti-evidence and town crier methods for tamper and intrusion detection can potentially lead to significantly increased security.
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