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ABSTRACT
Tools for programming distributed environments generally fall into
one of two camps. Some, such as MapReduce or Dryad, insulate
the programmer from many of the difficulties of distributed pro-
gramming, at the expense of restricting the programming model.
Others, such as MPI, provide a much more generic framework but
force developers to consider all of the low-level details. We argue
that this is a false choice: the framework should provide a simple
interface to naïve programmers, but allow more demanding users
to express more complicated designs when necessary. We show
how our CIEL distributed execution engine is able to expose this
trade-off and return this choice to its users.

1. INTRODUCTION
Processing of large data-sets on clusters of machines has become

a necessity for many organisations, and so has moved from the
domain of experienced specialists to that of generalist program-
mers. This has inspired the development of distributed execution
engines such as Dryad [19] and MapReduce [14] which alleviate
the complexity and tedium of designing, implementing and deploy-
ing the systems necessary to do so. These frameworks come at a
steep price, however: performance is often far worse than can be
achieved using a lower-level interface such as MPI [21]. This is in
large part because higher-level frameworks, in order to achieve sim-
plicity, tightly constrain the programming model exposed to their
users, and developers are forced to squeeze their applications into
this framework-provided corset before presenting them for execu-
tion. The opportunities for optimisation are therefore restricted,
and inefficiencies difficult to eliminate, even when the developer
is willing to invest significant time in tuning their application. In
this paper, we present a range of programming models built on
our CIEL execution engine, that allow developers to achieve per-
formance that approaches the level of MPI, which maintaining the
convenience of running on a distributed execution engine.

CIEL returns flexibility to the user by supporting a range of ex-
ecutors, which enables programs written in different languages and
programming models to run as tasks in a distributed parallel com-
putation. We have implemented executors that provide increasing
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levels of sophistication, to match the needs of application program-
mers. At the simplest level, simple executors (Section 3) expose
a programming model that supports tasks that stream data between
multiple inputs and outputs, and this model is sufficient to represent
any MapReduce- or Dryad-style job.

However, the key feature of CIEL is its ability to support data-
dependent control flow during a distributed job, which allows it to
run unbounded iterative and recursive algorithms. This requires
that tasks have a mechanism for spawning additional tasks, which
first-class executors (Section 4) provide. A task running on a first-
class executor can perform iteration using a tail-recursive style,
with explicit continuation-passing [29]. While this is sufficiently
expressive, it is not the most intuitive programming model for all
applications, so we have extended it to support threaded execu-
tors (Section 5), which present the illusion of a single thread of
execution that is transparently broken down into several tasks. As
a result, the programmer can write straight-line code in several lan-
guages, such as Skywriting [22], Python and Scala [24], which will
be executed as a reliable distributed job.

Furthermore, by providing an explicit programming interface to
the application programmer, it is possible to perform various opti-
misations (Section 6), including efficient streaming between tasks,
and in-memory caching. In our evaluation (Section 7) we show
how these optimisations may be combined with different program-
ming models to achieve performance that is more than 20× better
than an existing execution engine, and within 2× of an optimised
MPI implementation.

2. BACKGROUND
In this section, we compare existing approaches to data-parallel

cluster computing: the MPI standard for message passing (§2.1),
the well-known MapReduce and Dryad models (§2.2), and our own
CIEL framework (§2.3).

2.1 MPI
In the field of high-performance computing, the Message Passing

Interface (MPI) [21] is the de facto standard programming model
for large-scale parallel computing. MPI programs use a single-
program multiple-data (SPMD) model, where each processor runs
a separate instance of the same code and maintains a private data
set, and processors communicate using messages. On a functional
level, MPI provides a low-level programming interface for message-
passing, including primitive operations that send and receive mes-
sages between nodes in a cluster. It also provides a number of
higher-level collective operations such as broadcast, reduce and
scatter, which can be highly optimised to take advantage of the un-
derlying hardware and interconnect topology. As a result, programs
written against MPI and carefully tuned can achieve very high per-
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Figure 1: Life cycle of a CIEL task. The dashed components correspond to task-spawning, and are only supported in first-class tasks (§4).

formance.
This performance comes at a cost, however. The low-level nature

of the API means that developers must implement many features
that a higher-level framework would provide, which makes devel-
oping new applications for MPI relatively time consuming and dif-
ficult. For example, MPI has no built-in fault tolerance, and so the
application developer must implement fault detection and recovery
code themselves (if such recovery is even possible: the MPI spec-
ification allows an implementation to simply abort any job which
encounters an error, although most are more graceful than that). A
common approach in MPI is to checkpoint the entire state of the
application at a well-defined barrier and roll all processors back to
a known-good checkpoint in the event of a failure [27]. Similarly,
MPI has no concept of intra-job scheduling: processes are simply
gang-scheduled on the requisite number of processors, and must
manually implement coordination using messages.

These weaknesses are generally tolerable when MPI is employed
in its target environment of distributed-memory supercomputers,
but become far more challenging in a data centre or cloud com-
puting environment. In a supercomputer, it is reasonable to assume
that most jobs will complete without experiencing any node failures
and that nodes will be sufficiently homogeneous that scheduling is
simple; this is far less likely in a large data centre, which will com-
prise many different generations of commodity machines. There-
fore, in the latter environment, interest has shifted to higher-level
frameworks called distributed execution engines that handle these
inconveniences automatically, even at the expense of performance.

2.2 Distributed execution engines
Google’s MapReduce execution engine is a highly influential

model for data-intensive computing [14], and has spawned a popu-
lar open-source implementation, Hadoop [1]. Its main attraction is
its simplicity: users need only specify two functions—map() and
reduce()—and the framework takes care of all aspects of reli-
able execution, including fault tolerance, scheduling, coordination
and straggler detection. Unfortunately, this simplicity disguises a
very limited computational model: the input data must be a set of
records, and the program must decompose into two data-parallel
phases, connected by an all-to-all shuffle. Algorithms that do not
fit naturally into this model—such as recursive ones, or iterative al-
gorithms with a convergence test—must be split into a MapReduce
component, which runs within the MapReduce cluster, and a driver
program, which runs outside. Since the driver program is outside
the cluster, it therefore does not benefit from the framework’s useful
features, and in particular is not automatically fault tolerant. Fur-
thermore, large-scale distributed execution engines often have high
job submission overhead [7, 17, 34], so this approach increases the

run-time and consequently limits the achievable parallel speedup.
Microsoft’s Dryad execution engine extends the MapReduce model

by supporting any computation that can be expressed as a static,
acyclic data-flow graph [19]. A Dryad job comprises “vertices”
(tasks) that are connected by “channels”. This allows a Dryad
program to express jobs that resemble MapReduce computations,
and also more-sophisticated computations, such as a join on two
data sets. Dryad provides both a low-level “vertex” programming
model, which uses a domain-specific language for graph construc-
tion, and the higher-level DryadLINQ programming model that
uses .NET query comprehensions to build a graph for a declarative
query [33]. Although Dryad can support finite iteration by com-
posing a finite number of data-flow graphs together, it also requires
a driver program to perform general iterative algorithms.

2.3 CIEL
We recently developed CIEL, which is a distributed execution en-

gine that supports a universal execution model [23]. Like MapRe-
duce and Dryad, CIEL uses a master-worker task farming architec-
ture, but the key difference is that new tasks may be created during
the execution of a job. As a result, CIEL is able to run unbounded
iterative and recursive algorithms for which the number of tasks is
not known in advance.

A CIEL job is represented by a dynamic task graph. As in Dryad,
the task graph is a directed acyclic graph specifying data-flow, but
in CIEL the vertices may represent either tasks or objects. A task
is the unit of computation and an edge from an object to a task
signifies the task’s dependency on that object, while an edge from
a task to an object signifies that the task is expected to produce
the object. CIEL’s task graph is dynamic, which means that a task
may spawn child tasks and delegate the production of its outputs
to its children, thereby rewriting the graph. This enables a CIEL
job to perform data-dependent control flow, allowing it to express
iterative and recursive algorithms. The master schedules a task for
execution once all of its dependencies have been produced; after
the task executes, it submits a report containing the objects that it
has produced and the tasks (if any) that it has spawned.

2.3.1 Executors
Once a task is scheduled on a worker, the worker dispatches it

to an executor for execution. Figure 1 illustrates the main steps
in a task’s life cycle. Executors are system-provided components
that convert an abstract task description into concrete executable
code, and CIEL provides several executors that execute tasks writ-
ten in different styles. At a bare minimum, the executor must in-
voke some executable code (e.g. by running a specified command),
and provide the task with the means to read its inputs and write its
outputs (§3). More advanced executors can provide additional sup-
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Executor/language Shell Simple Java First-class Java Skywriting SkyPy Scala Checkpoint

§ 3.1 3.2 4.2 5.1 5.2 5.3 5.4
Object publish 3 3 3 3 3 3 3

Multiple outputs 7 3 3 7 3 3 3
Task spawn 7 7 3 3 3 3 3

Thread migration 7 7 7 3 3 3 3
Static typing 7 3 3 7 7 3 7

Language independence 3 7 7 7 7 7 3

Table 1: Comparison of executor properties.

port to the task, by exposing the ability to spawn new CIEL tasks
(§4) and use certain performance optimisations (§6).

Executors also vary in the abstractions they provide to the pro-
grammer. CIEL exposes the dynamic task graph to executors using
a simple IPC interface that allows executors to spawn tasks and
publish outputs (the “executor interface”, described in §4). An ex-
ecutor may simply expose this interface to the programmer directly,
present a simplified version of the interface, or build additional ab-
stractions, such as threads (§5) and streams (§6.1) on top of the in-
terface. Table 1 outlines and compares the distinguishing features
of each executor.

The next three sections illustrate the three main types of execu-
tors and the programming models that can be built on top of them.
We first discuss simple executors, which present a simplified ver-
sion of the executor interface to the programmer and allow the use
of unmodified code in a task (§3). We then consider first-class ex-
ecutors, which expose the entire executor interface to their tasks,
allowing maximum flexibility at the cost of a more complicated
programming model (§4). Finally, we present threaded executors,
which provide a more programmer-friendly model based on deter-
ministic threads of execution (§5).

3. SIMPLE TASKS
A simple task is one that reads some number of input objects and

unconditionally produces some number of output objects, without
spawning other tasks or delegating its outputs. To make this def-
inition concrete, consider that all tasks in a MapReduce or Dryad
job are simple tasks, because the data flow is static: for example, a
MapReduce map task takes one input and produces many outputs,
whereas a Dryad vertex can have arbitrary (constant) numbers of
inputs and outputs.

The advantage of simple tasks is that the corresponding execu-
tor can be oblivious to the implementation details (language, object
model, etc.) of the tasks running on it. The executor’s role is gener-
ally limited to creating streams to provide access to the inputs and
outputs, forking a process to run the task, and waiting for the task
to complete. As a result, this approach has led to the plethora of
languages built on MapReduce and Dryad, such as Sawzall [26],
Pig Latin [25], SCOPE [8], FlumeJava [10] and DryadLINQ [33].
In addition to running MapReduce tasks written in Java, Hadoop
supports other languages through its Hadoop Streaming interface,
which runs a process that consumes records from standard input
and emits records to standard output, allowing any implementation
language to be used [2].

3.1 Shell executor
The simplest executor is the shell executor, which invokes a com-

mand line given in the task’s arguments as a child process. Any
inputs to the task are concatenated together, then written to the pro-
cess’s standard input; the task’s sole output comprises all of the data

written to the process’s standard output. The main advantage of the
shell executor is that it is completely language neutral, which al-
lows the standard UNIX utilities (such as cat, sed and awk [31]) to
be used as CIEL tasks. Its main disadvantage is that shell tasks can
only produce a single output, which means that the shell executor
alone is insufficient to write MapReduce-style programs with map
tasks that write to several partitions. Hadoop Streaming provides
a similar interface for map and reduce tasks, and supports multiple
outputs by requiring programmers to use a specified output format;
however, CIEL supports a greater variety of programming models,
so does not restrict the format of task outputs.

3.2 Simple Java
To address this limitation, we developed a more-general executor

that supports tasks with multiple inputs and outputs. As a program-
ming language with a portable bytecode representation and efficient
just-in-time compilation, Java is a natural choice for implementing
tasks in a distributed execution engine [1, 10]. The simple Java
executor allows programmers to write tasks by implementing the
following Java interface:

interface SimpleJavaTask {
void run(InputStream[] inputs,

OutputStream[] outputs,
String[] args);

}

The arguments to a simple Java task include a class name, an
array of (string) arguments, a list of input objects, and a num-
ber of output objects. The executor then instantiates the named
class and invokes its run() method, which has the signature shown
above. The application code can then read its inputs from the ar-
ray of InputStream objects, and write its outputs to the array of
OutputStream objects.

Simple Java tasks are sufficient to represent any MapReduce-
style algorithm, and we have previously used this approach to im-
plement MapReduce on CIEL [23]. For example, we have ported
parts of the Hadoop MapReduce framework to run inside simple
Java tasks, which allows us to run existing Hadoop applications
on top of CIEL. We present an example application—k-means
clustering—in the evaluation (§7.1).

3.3 Summary
Simple tasks are sufficiently generic to represent any MapReduce-

or Dryad-style computation, and allow the programmer to write
code in any language. In addition to the simple Java executor
above, we have implemented several that employ the same prin-
ciple, including executors for C], ELF shared objects and more
elaborate shell scripts that support multiple outputs.

However, because simple tasks unconditionally produce all of
their outputs, none of these executors support data-dependent con-
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trol flow at the task level, which is both necessary to represent it-
erative algorithms and a key feature of CIEL [23]. We support it
via first-class tasks, which can dynamically modify the task graph.
These are explained in the next section.

4. FIRST-CLASS TASKS
A first-class task is one that can modify a job’s control flow by

rewriting the dynamic task graph. In the CIEL execution model,
first-class tasks are necessary for expressing parallel iterative or re-
cursive algorithms [23]. Therefore, we require an executor inter-
face that allows the programmer to spawn new tasks and selectively
create objects (§4.1). We have implemented various language bind-
ings to the executor interface and briefly discuss the implementa-
tion of a first-class Java executor (§4.2).

4.1 Executor interface
We implement the common functionality for all first-class ex-

ecutors in a generic executor behind a standard interface. The first
four operations that we require to be supported by any first-class
executor correspond to the minimal set of operations required for
data-dependent control flow:

construct(data)→ ref The construct operation creates a new ob-
ject containing the given data and returns a uniquely-named
concrete reference to that object.

spawn(args)→ [ref] The spawn operation spawns a new task tak-
ing the given arguments and returns a list of future references
to the result objects. The length of the result list is deter-
mined by the target executor.

publish(i, data)→ ref The publish operation creates a new ob-
ject containing the given data and having the same name as
the ith expected output of the current task, and returns a con-
crete reference to that object.

tail-spawn(args)→ Unit The tail-spawn operation spawns a new
task with the given arguments, delegates the expected out-
puts of the current task to the spawned task, and terminates
the current task. The current task must have the same num-
ber of expected outputs as the spawned task, which is deter-
mined by the target executor (as for spawn, above). A call
to spawn-tail must not follow a call to publish in the same
task.

The minimal operations assume that data objects can fit in mem-
ory and can be provided as arguments, which may not be true for
large objects. Therefore, the following convenience operations al-
low a first-class task to treat inputs and outputs as streams:

open-ref(ref)→ inputstream The open-ref operation opens the
object named by the given reference for reading and returns
an input stream whose implementation depends on the ex-
ecutor (e.g. a file descriptor in C or a Java InputStream

object).

open-output(i)→ outputstream The open-output operation cre-
ates a temporary object associated with the ith expected out-
put of the current task, opens that object for writing, and re-
turns an output stream whose implementation depends on the
executor. An output may only be opened once. If a corre-
sponding call to commit does not follow, the output is com-
mitted implicitly when the task terminates.

open-construct()→ outputstream The open-construct operation
creates a uniquely-named temporary object, opens that object
for writing, and returns an output stream whose implemen-
tation depends on the executor. A call to open-construct
must be followed by a call to commit, otherwise no subse-
quent task will be able to read the object as the caller never
receives a reference to the new object.

commit(outputstream)→ ref The commit operation closes the
given outputstream (which was returned by a call to open-
output or open-construct), and returns a concrete reference
to the corresponding object.

Note that, importantly, none of the above operations allow a task
to construct a reference directly: all references are either (i) al-
ready contained in the environment of the current task, (ii) denoted
implicitly by an index in the expected outputs of the current task,
(iii) created externally as the outputs from spawned tasks or (iv)
created externally when an object is committed. This interface en-
sures that programs are unable to create arbitrary references, which
could lead to dangling or cyclic edges in the dynamic task graph,
and hence that the program cannot deadlock. In the current im-
plementation, reference construction is performed in library code,
since it is assumed that the executor code can be trusted; it would,
however, be possible to treat references as unforgeable capabilities,
by implementing a reference table (similar to a file descriptor ta-
ble) behind the executor interface, and replacing references in the
operations above with indices in the reference table.

In the current implementation, the executor interface uses two
named pipes (one for requests from the task to the executor, and an-
other for responses) for control traffic, which uses a protocol based
on JavaScript Object Notation (JSON) [3]. More-efficient RPC rep-
resentations and protocols are abundant, but JSON was particularly
appealing because it is simple to parse and generate in many lan-
guages, including Java (§4.2), Python (§5.2) and C (§5.4).

4.2 First-class Java
The first-class Java executor implements the executor interface

defined above, and presents to tasks that implement the First-

ClassJavaTask interface. Application programmers must imple-
ment the invoke() method, and a getDependencies() method
that indicates scheduling constraints. The executor provides two
ways to specify tasks:

Externally-invoked task This is specified by a class name and
string arguments, as in the simple Java executor (§3.2). The
class must define a no-argument constructor. The entire be-
haviour of the task must be specified as an array of strings,
which are accessible to the programmer through the global
Ciel.args variable.

Internally-invoked task This is described by a serialisable func-
tor object, which encapsulates both the computation and the
initial state of a first-class Java task. This enables the be-
haviour of a task to be specified using the full Java object
model.

In general, the root task of a first-class Java job is an externally-
invoked task (which enables its behaviour to be specified on the
command line), which then spawns one or more internally-invoked
tasks.

The first-class Java executor is sufficiently powerful to express
iterative and recursive algorithms. It provides supports iteration
and recursion by programming in a tail-recursive style (via tail-
spawning), which is similar to the continuation-passing style in-
troduced by Sussman and Steele [29]. The continuation-passing
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Figure 2: Saving a program’s stack: here we record the local state
of functions bar, foo and main for later resumption.

style is necessary because CIEL tasks are not allowed to block a
worker indefinitely [23]; however, it is not the most natural pro-
gramming style for all iterative and recursive algorithms. The fol-
lowing section introduces various alternative approaches that au-
tomate the translation to continuation-passing style by supporting
the notion of a suspendable thread of execution, and hence allow
programming in an imperative or functional style.

5. THREADED EXECUTORS
The first-class executors described in the previous section are

highly versatile, having access to CIEL’s full executor interface.
However, programming against them can be inconvenient because
CIEL tasks are required to run without blocking, in the interests of
freeing up cluster resources and avoiding deadlock. In this section
we describe threaded executors, which provide a layer of abstrac-
tion supporting programs which block awaiting the production of
some output, whilst implementing that blocking operation in terms
of CIEL’s support for task-spawning and output delegation.

When such a program attempts to block awaiting a resource, a
threaded executor will automatically record the task’s current state
and spawn a new task which will continue where this task left
off, and which depends on the references on which the program
is blocked. CIEL will then automatically schedule this task as soon
as the resource is available, and so, from the programmer’s per-
spective, the program will resume from where it blocked.

We have implemented threaded executors in three languages:
Skywriting, stackless Python, and Scala. All three provide ideal
environments for a threaded executor because they provide sup-
port for saving and restoring the complete state of a program in
execution. This is typically implemented by saving the program’s
stack, illustrated in Figure 2. “Blocking” operations in these lan-
guages are then implemented by saving the program’s stack as a
CIEL object and spawning a “continuation” task which will, when
scheduled, load the stack and resume execution, potentially at a dif-
ferent worker node. The original task automatically defers its ex-
pected outputs to the continuation, hiding the transition from other
tasks dependent on those outputs. Support for saving and resum-
ing program state also allows us to implement a further useful fea-
ture: threaded executors can provide an enhanced spawn operation
which may spawn an arbitrary language-level callable object, and
for which the caller may reference on-stack state, performing the
spawn by saving a copy of the caller’s stack. By contrast spawn
operations in the first-class executors described previously must en-
sure that all necessary state is passed explicitly.

We describe the detailed features and implementation of our three
threaded executors in the following subsections.

5.1 Skywriting
Skywriting is a Turing-complete scripting language designed to

coordinate tasks written in other languages [22]. It therefore sup-

ports task creation, synchronisation, and data-dependent control
flow as first-class operations which may be mixed freely with ar-
bitrary control flow. Skywriting supports imperative-style variable
assignment and control flow, but it ensures, by construction, that all
functions are pure and deterministic. This is useful because CIEL
tasks are required to be idempotent and deterministic for fault-
tolerance purposes.

Skywriting provides two mechanisms for creating tasks: spawn()
and spawn_exec(). The spawn() operation is conceptually an
asynchronous call within a Skywriting script: it takes a fragment of
Skywriting code, bundles it up with the current values of any free
variables in the fragment, and submits the whole bundle to CIEL as
a new task. This is an example of the enhanced spawn operation
described above. spawn_exec(), by contrast, is a much thinner
wrapper on CIEL’s raw spawn operation, creating a new task, po-
tentially written in a different language, with explicitly specified
arguments.

Both task-creating mechanisms return one or more future ref-
erences corresponding to the results of the spawned task. These
futures are first-class, and may be stored in variables or passed to
another task without needing to wait for their values. This allows
Skywriting scripts to build up complex data dependency graphs at
runtime, and to adapt them to the observed characteristics of the
data.

Future references allow Skywriting programs to refer to values
which have not yet been calculated, but this, by itself, is insuffi-
cient: programs must also be able to wait for these calculations
to complete and use the calculated value. Skywriting provides the
dereference operator, *, for this purpose. Dereferencing a future
reference has two effects. First, it suspends the current script un-
til the referenced calculation has completed. Second, it fetches the
calculated value and converts it into an ordinary, concrete, Sky-
writing value, which can be inspected and used like any other. The
following example shows how spawn() and * can be used to create
two tasks and block on the result:

function f(x) { return x + x; }

f_1 = spawn(f, [5]);
f_2 = spawn(f, [42]);
// Dereference operator blocks task here.
return *f_1 + *f_2;

Converting the fetched value into a concrete Skywriting value
requires a defined data serialisation format, and Skywriting uses
JSON [3] for this purpose, as it is widely supported in many exist-
ing languages. Note, however, that only values which are derefer-
enced by Skywriting scripts need to be expressed in JSON; if the
output of one task is passed blindly to the input of another without
ever being dereferenced then the programmer is free to use what-
ever format is convenient and efficient for the producing and con-
suming tasks.

Skywriting is implemented, for the most part as a standard ab-
stract syntax tree interpreter, but was designed from the outset to
provide support for saving and resuming the state of a program in
execution by serialising the interpreter-level stack. Stack-saving
is relatively expensive, so Skywriting works to minimise the num-
ber of suspend and resume operations necessary. As described, the
code sample above will block twice: once to dereference f_1 and
once to dereference f_2. It would be more efficient to schedule a
single continuation task which waited for both references. Skywrit-
ing achieves this by performing the dereference operation lazily.
Rather than blocking as soon as a future is dereferenced, the actual
Skywriting implementation of * returns a thunk which will per-

5



Draft copy, do not cite.

DRAFT
form the actual blocking operation only when the value is needed,
at which point Skywriting will create a continuation task which de-
pends on all outstanding dereferenced references. In the example,
the *f_1 and *f_2 expressions will both evaluate to thunks which
will not be forced until the + expression is evaluated. The Sky-
writing interpreter will determine that there are outstanding thunks
for f_1 and f_2, and so the continuation task will depend on both
references. It will therefore only be scheduled by CIEL once both
sub-tasks have completed, and so will not need to block again.

5.2 SkyPy
We have developed a library (“SkyPy”) designed for execution

in a Python interpreter supporting the stackless module, such as
Stackless Python [32] or PyPy [4]. It is aimed at a middle-ground
between Skywriting’s ease-of-use, born out of its ability to trans-
parently serialise the complete script state as a continuation, and
first-class Java’s all-purpose practicality, born of its ability to ex-
ploit the large existing library, diverse programming constructs and
extensive tool support of a mature language.

SkyPy implements threaded execution using PyPy stackless

coroutines, which correspond to simple, explicitly switched green
threads (user-space cooperative threads). These may be serialised
using the Python pickle module. SkyPy programmers can spawn
tasks in a similar fashion to Skywriting users; this is implemented
by creating a fresh coroutine bound to a target Python callable. In
the following, we show a simple SkyPy job that spawns two tasks
to add two integers (note the use of explicit futures f_1 and f_2):

import skypy

def f(x):
return x * 2

def main():
f_1 = skypy.spawn(f, 5)
f_2 = skypy.spawn(f, 42)
# Calls to deref block task here.
result = skypy.deref(f_1) + skypy.deref(f_2)

SkyPy distinguishes itself from Skywriting in two ways: firstly,
it allows the programmer to use the large body of existing Python
libraries, much like first-class Java allows easy use of Java libraries.
This means that while Skywriting is mainly suited to writing coor-
dination tasks, SkyPy is also suited to data processing. Secondly,
SkyPy implements many of CIEL’s more complex I/O optimisa-
tions, but hides this complexity from the programmer by exposing
all I/O using Python file-like objects, suitable for use with the stan-
dard library. Using this advanced I/O support, SkyPy allows the
programmer to read and write streaming objects, make direct use
of Unix FIFOs and sockets, and directly exchange small objects
with CIEL without indirection via the filesystem.

While the vast majority of this complexity is hidden from the
programmer, it does not come entirely without cost. First, SkyPy’s
use of serialisable coroutines implicitly requires that everything on
the programmer’s stack be serialisable (that is, consumable by the
pickle module). While most standard library classes are pick-
lable, the programmer might find code failing unexpectedly be-
cause an extension module does not support pickling, or they have
used a stateful object such as an open file or network socket. Gen-
erally, we have not found this to be a problem however, as I/O-
related classes exposed by CIEL are serialisable. A second poten-
tial problem is one of efficiency: serialising the user’s complete
stack is a conservative way of preserving the program state with-
out requiring programmer effort. However, it may inadvertently

serialise garbage state, and may include large data structures which
the programmer would prefer to re-generate rather than copy. In
such cases, SkyPy allows the programmer to fall back to explicit
continuation-passing-style (like first-class Java), so it is possible
to optimise SkyPy program for which implicit stack serialisation
would be inefficient.

5.3 Scala
Scala [24] is a high performance, statically-typed language which

primarily targets the Java Virtual Machine. It has many features
which make it attractive as a platform for high-level application
developing, including first-class functions, higher-order types, and
automatic type inference, but the most important, for our purposes,
is support for serialisable delimited continuations [28].

These are implemented via shift and reset blocks, which
mark the start and end of the continuation, respectively [13]. shift
blocks must be nested inside reset blocks. Upon entering a shift
block, the Scala runtime captures the current continuation up to the
immediately enclosing reset and binds it to a variable. This con-
tinuation can then be manipulated like any other first-class value.
The continuation can also be invoked like a function, in which case
execution is transferred to the end of the shift block and continues
to the end of the reset block before returning to the point which
originally invoked it. Crucially, the continuation can be invoked
even after control flow exits the outer reset block, or even in a
different process (via serialisation). This allows the Scala executor
to implement a suspendable thread of execution, as discussed in §5.

We implemented Scala support for CIEL by layering it on top of
the first-class Java executor (§4.2). The programmer writes a CIEL
thread by implementing the run() method of the CielThread[T]
abstract class, which has type Unit→ T @suspendable. Here, T
is a type parameter and @suspendable indicates to the Scala com-
piler that it should perform the continuation-passing style transfor-
mation on the class. The executor exposes a spawn() function
which takes a CielThread[T] instance and returns an instance of
Future[T]. Future[T] has a blocking get() method that has the
same behaviour as the dereference operator in Skywriting (§5.1).
Scala’s type inference allows the programmer to elide most of these
declarations, however, as the following example shows:

class Main extends CielThread[T] {
override def run = {

val first = Ciel.spawn { x => x * 2 }
val second = Ciel.spawn { x => x * 2 }
// Calls to get block here.
first.get + second.get

}
}

The implementation of CielThread[T] and its related classes
is straightforward using the delimited continuation support in Scala,
and we invite interested readers to examine the source code in Ap-
pendix A. In summary, the runtime executes the run() method in-
side a reset block that is itself nested in a try (exception-handling)
block. If the thread blocks, the runtime enters a shift block to
capture the current continuation and throws it to the enclosing ex-
ception handler. The exception handler then tail-spawns a Ciel-

Continuation[T] task which depends on the blocking reference.
When the run() method finally returns, code in the original reset
block publishes the thread result.

Using Scala, we have developed several styles of task that may
co-exist with threaded execution. For example, a StreamTask im-
plementation takes an InputStream and OutputStream pair, and
allows the programmer to implement a custom filter that modi-
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fies data between the streams. Similarly, a SourceTask takes an
OutputStream only, and a SinkTask[T] takes an InputStream

and produces a result of type T. Finally, the most general is a Mimo-
Task, which takes multiple input and output streams, and allows
data to be shuffled between the streams. These classes use the sup-
port for efficient data streaming, described in §6.1.

Scala-on-CIEL was inspired by the DryadLINQ [33], Flume-
Java [10] and Spark [34] programming models, which integrate
with existing programming languages (C], Java and Scala, respec-
tively) and allow programmers to exploit their type systems and
class libraries. We are developing higher-level task abstractions
that allow programming in a more declarative style, as in these
models. However, none of the existing programming models sup-
port data-dependent control flow during distributed execution, which
CIEL was designed to support. Scala-on-CIEL supports data-intensive,
CPU-intensive and control-flow tasks written in a single language.

5.4 Language-neutral solutions
All of the above executors in this section require the program-

mer to use a specific language. This subsection investigates two
approaches that enable a process to run as a CIEL thread without
enforcing a particular programming language or style.

Recall that the key idea with threaded executors is that, instead
of blocking, the current task stores its execution state as an object,
and spawns a new task that depends on both that execution state
and the blocking object. To achieve this in a more general way, we
can use checkpoint/restart, implemented in the operating system,
to serialise the address space of the current process to disk. The
Berkeley Lab Checkpoint/Restart (BLCR) implements this facility
for Linux, and we have integrated it with CIEL to create a check-
point executor.

The following listing shows our running example, recast to use
the checkpoint executor:

ciel_val_t *f(void * thread_data) {
int x = *(int *) thread_data
return ciel_val_int(*(int *)thread_data);

}

int t1_in = 42, t2_in = 5;

// checkpoints and forks this process (twice)
ciel_thread_t f1 = ciel_thread_create(f, &t1_in);
ciel_thread_t f2 = ciel_thread_create(f, &t2_in);

// checkpoints this process (i.e. blocks)
// resumes when results are ready
ciel_thread_join_all(2, f1, f2);

return ciel_get_int(f1) + ciel_get_int(f2);

Although the above listing is written in C, any language with bind-
ings to the executor interface can in principle use the checkpoint
executor, since BLCR can checkpoint an arbitrary Linux process.
The C bindings to the checkpoint executor are designed to resemble
the POSIX thread management API [31], and map onto the spawn
and tail-spawn operations in the executor interface.

When ciel_spawn_task() is called, the runtime logically forks
the current process, by checkpointing the process to create a copy
of its current address space: this ensures that the task function
pointer is valid in the new task, and any pointers in the task ar-
guments are also valid. The ciel_thread_join_all() function
joins one or more spawned tasks, and makes their return values
available to the parent. To achieve this, it transparently check-
points the current task, and spawns a continuation, as in the other

threaded executors. It should be noted that ciel_thread_t ob-
jects are closer to first-class futures than child process IDs, so it
is possible to pass them between tasks and hence a task can block
on the result of a sibling task. The main result task result is indi-
cated by the value in the thread function’s return statement, but
the C bindings also provide the ability to create multiple stream-
ing outputs and/or deterministically modify shared data structures
by using a merge policy based on the thread joining mechanism in
Determinator [6].

The principal limitation of this approach is that the checkpoint
files represent a whole address space, which means that they are
typically large (on the order of 8 MB per checkpoint), and ineffi-
cient to move around a cluster. Since spawning a task also involves
making a checkpoint, this also increases the latency of task cre-
ation. In addition, BLCR imposes various restrictions on the be-
haviour of a checkpointable process: sockets will not be preserved
across a restart, and open files will only be preserved if the same
file is available on the destination machine [15]. If the task uses
only the executor interface, it avoids these limitations, but the cur-
rent checkpoint executor will run arbitrary binary code that it does
not attempt to sandbox. In order to provide this facility more safely,
an isolation technique could be used to prevent tasks from opening
arbitrary files or sockets.

Finally, if it is either impossible or undesirable to checkpoint a
process, CIEL provides the legacy process executor, which pins the
running process to a single worker, and allows the same process
to execute as several tasks. The legacy process executor presents
the same interface as the checkpoint executor, with the addition
of a block_on(refs) function that blocks the process until the
given objects have been produced. From the executor’s point of
view, block_on() is translated into a tail-spawn operation, with
an additional pseudo-object that marks the tail-spawned task as be-
ing pinned to the current worker. The pseudo-object contains no
data but its network location represents a scheduling constraint that
ensures that the task will only be scheduled on the same worker.
When a legacy process blocks, the current task terminates, which
frees the worker to handle other tasks.

Note that, although a legacy process is pinned to a single worker,
it can still enjoy transparent fault tolerance, as long as it is deter-
ministic. If the worker hosting a legacy process should fail, CIEL’s
fault tolerance mechanisms will recreate the corresponding pseudo-
object by re-executing the process from the beginning [23]. As-
suming that the legacy process mainly performs task spawning and
other control flow, this will not be particularly time-consuming.

5.5 Summary
CIEL was designed to support a plurality of programming mod-

els, because there is no one programming model that is ideal for
all jobs. Many of the example applications developed for CIEL pri-
marily use simple executors like the shell and simple Java execu-
tors, because they are adequate for simple tasks that stream over a
large data object to perform MapReduce-style computations. How-
ever, the first-class executors become necessary for any job that
contains data-dependent control: first-class Java provides a tail-
recursive programming model for iteration, whereas Skywriting,
SkyPy, Scala and checkpointing allow developers to write code that
spawns and synchronises with other tasks, while maintaining the il-
lusion of a single thread of control. The approach generalises to any
language in which it is possible to capture the current execution
state in a portable manner. The availability of delimited contin-
uations for other functional languages—such as Haskell [16] and
OCaml [20]—and the implementation of async tasks in F] [30]
suggest that many other languages could support a similar program-
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Figure 3: Schematic comparison of the streaming modes in CIEL. P is a producer task, and C a consumer task. Solid arrows indicate data
transfer, dashed arrows control traffic. Multi-headed arrows indicate multiple fetches, and tunnelled arrows are socket connections or pipes.

ming model. The range of different languages and programming
models that run on top of CIEL’s executor interface (§2.3.1) sug-
gests that it is a suitable abstraction for distributed programming.

6. PERFORMANCE OPTIMISATIONS
In order to obtain maximum performance from a cluster, it is im-

portant to optimise resource usage. In line with our approach of
supporting simple programs but permitting programmers to incre-
mentally improve their programs by providing more information,
we implement a large number of optional optimisations concern-
ing data transfer, intermediate result re-use and intelligent process
management.

6.1 Streaming data
In its simplest form, CIEL’s I/O support is very easy to use but

not particularly efficient: producers write to a file on disk, and
when it is complete, consumers fetch the entire object via HTTP,
using the result only once it has been fully transferred (no_stream
mode, see Figure 3a). This is easy for the programmer, as any
transfer failure is known before consumption of the object begins,
and undemanding on the programming environment, which only
needs to be able to interact with the file system, but, as there is no
pipelining of activity, resource use may be suboptimal.

Consumers willing to invest more effort can stream the producer’s
output. In indirect_pipe streaming mode, CIEL will pull the
producer’s output file incrementally using a series of HTTP fetches
and push the results through a FIFO (Figure 3b) to the consumer.
The HTTP transfer is coordinated with the CIEL worker running
the producer, which polls its output file and provides notifications
to the consumer’s worker when data is available to fetch. This co-
ordination is implemented entirely in CIEL: from the consumer’s
point of view, only a simple FIFO, which will deliver the producer’s
output, is seen. The only added complexity for the programmer is
that when finished reading the FIFO, she must check with CIEL to
determine whether the output finished successfully or if the pro-
ducer failed.

The cost of this continued simplicity is that CIEL makes an ad-
ditional copy of the incoming data when it feeds the consumer’s
FIFO. This copy can be eliminated by directly reading the files
CIEL fetches from the remote worker (Figure 3c, indirect_file
mode). This adds complexity again, as when the consumer sees
the end of such a file it must check with CIEL to determine whether
more pieces are being or will be fetched. Doing this manually leads
to somewhat tricky code, but in our experience this is easy to imple-
ment behind the language’s standard abstraction for file operations,
such as Python file objects or Java input streams.

All the transfer mechanisms mentioned so far still involve at least

three data copies: one from the producer’s memory to the their lo-
cal disk, one disk-to-disk copy across the network using HTTP,
probably involving several sub-fetches, and another copy from the
consumer’s disk to the consumer process, either pulled by the con-
sumer reading a fetched file (indirect_file) or pushed into a
FIFO by CIEL (indirect_pipe), depending on whether the con-
sumer is expected to block or not when there is no more data to
fetch. This copying might be wasteful in some cases, but has two
advantages. First, it produces a persistent copy at the consumer,
which gives the master scheduler further opportunity to schedule
future consumers local to their input data. More importantly, it de-
couples producer, transfer and consumer: the producer can proceed
as fast as his disk allows in order to finish, free up memory and CPU
resources and permit other tasks to run whether or not the transfer
is keeping up, and similarly the transfer to the consumer’s disk will
proceed at maximum speed regardless of a consumer unable to read
and process data at that speed.

Both copying and decoupling might not always be appropriate,
however. CIEL permits a programmer who knows that there will be
no future consumers for a given data item or who knows that a given
producer and consumer are well matched to run tightly coupled,
by supplying hints permitting less conservative transfer modes (see
Table 2).
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Table 2: Flags required for different streaming modes. direct

mode can fall back if it times out waiting for a consumer to connect.
(P) flags are set by the producer and (C) flags by the consumer.

There are producer- and consumer-side hints to enable stream-
ing (may_stream); if only the consumer has may_stream set,
overlap mode is entered, meaning consumption and data trans-
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fer can happen in parallel, but not production and data transfer. If
must_block is set on the consumer side, indirect_pipe mode
is entered, otherwise indirect_file is used in absence of any
further flags. The no_store hint on the consumer causes its CIEL
worker to establish a TCP connection to the producer’s CIEL worker,
which then follows the producer’s on-disk file and pushes its in-
cremental output into the socket (indirect_tcp mode, Figure
3d). This removes a single copy while coupling the transfer and
consumer, but leaves the producer and transfer decoupled. It also
removes the consumer’s CIEL worker from the data-path entirely.
Producers which share the consumer’s confidence can help further
by informing CIEL that they are happy to be tightly coupled to
the consumer by setting the single_consumer hint; in this case
the producer task may write directly into the socket, minimising
copies but potentially delaying the producer both at startup while it
waits for a consumer to connect, and during operation when it may
need to wait for the consumer to read data (direct TCP streaming
mode, Figure 3e). This, however, only works if the sole consumer
has also specified the no_store hint, as it will end up creating no
persistent copy of the producer output in either party’s object store.
The implication of this is that the only fault-tolerance for such tasks
is a complete re-execution of both producer and consumer, whereas
if there exists a copy of the producer’s output on disk, it may not
need to be re-executed.

Producers may help CIEL to a lesser degree as well: they can
relieve it of the task of polling its output file by providing ex-
plicit notifications when they have written data. The granularity of
these notifications defaults to a conservative 64MB, but can be set
by consumers using any of the indirect, HTTP streaming, transfer
methods mentioned above.

6.2 In-memory caching
Many types of program use a runtime environment which can

be re-used for future tasks, such as a Java Virtual Machine or in-
terpreter process. These may be registered with CIEL for re-use
by future local tasks, saving startup and shutdown time. Executors
which use this facility are all able to regenerate these runtime envi-
ronment processes when necessary, and so this form of re-use has
no effect on fault tolerance.

To help speed up jobs which produce intermediate results which
may be re-used, and which are more expensive to read from disk
than to recompute, we provide support for in-memory caching of
data. Processes such as JVMs which persist after running a task can
advertise to CIEL that they have cached results stored in memory
for future tasks, naming some related references; CIEL will then
favour re-using those processes for future tasks which depend on
the mentioned references. The CIEL worker can also pass hints to
the master such that tasks related to those references are more likely
to be scheduled locally.

We also support more aggressive in-memory caching by elec-
tively using the legacy process executor’s ability to retain processes
which are blocked waiting for a reference. Whilst this mechanism
is ordinarily intended for processes whose internal state is difficult
to record as a continuation, such as those written in languages with-
out support for suspend and resume operations, it can also be used
to obtain a performance boost if a process’ internal state would be
expensive to record. This brings the same disadvantage as for pro-
grams using the legacy process executor of necessity rather than
choice: the process must now resume on the same worker as it
blocked, reducing the scheduler’s freedom of choice. We allow the
programmer to provide a hint telling when this tradeoff of short-
term performance for long-term flexibility will be worthwhile.

7. EVALUATION
We have presented a number of optimisations which can improve

the performance of distributed applications written using the CIEL
framework. We now evaluate the effectiveness of these optimi-
sations and demonstrate that they are worthwhile. We also com-
pare the performance of CIEL to that of Hadoop and show that it is
competitive even when the application to be run is not highly opti-
mised. Finally, we compare CIEL to carefully crafted MPI- and
socket-based implementations of some benchmarks. These pro-
vide an approximate upper bound on the performance which could
be achieved for the selected problems on this hardware. As ex-
pected, CIEL does not achieve this bound, but can come reasonably
close in some cases. As such, we conclude that CIEL users can
start by implementing a simple version of their application, achiev-
ing performance similar to a Hadoop implementation with similar
implementation complexity, and then steadily refine it to improve
performance.

We also investigate CIEL’s support for using multiple languages
and show that the choice of language can have a significant im-
pact on an algorithm’s performance. We conclude that the ability
to rewrite parts of a distributed system in a higher-performance lan-
guage is valuable when optimising it, and hence that CIEL’s multi-
ple language support is a useful facility.

7.1 Iterative k-means clustering
In this experiment, we compare the performance of the k-means

algorithm on three platforms: Hadoop [1], CIEL and OpenMPI [18].
k-means clustering is an iterative algorithm that includes a conver-
gence test after each iteration and is thus particularly amenable to
running on CIEL, which can perform the convergence test in-cluster
and dynamically extend the task graph. We have previously shown
that even a naïve version of the algorithm running on CIEL outper-
forms Hadoop on this workload [23]; we now show that a more
sophisticated version can produce even greater performance gains.

The evaluation was in all cases conducted on a cluster of 20
Amazon EC2 m1.small instances running Ubuntu 10.04. Each
worker received between 80,000 and 1.6 million input vectors con-
taining 100 double-precision values each and partitioned them into
k = 100 clusters.

We began by replicating our previous experiment, which com-
pared the Apache Mahout implementation of k-means, running on
Hadoop, to the same code running on CIEL [23]. As Figure 4
shows, the performance is similar, though the CIEL MR series has
a constant improvement of approximately 100 seconds at all data
sizes. However, MPI massively outperforms both systems, which
processes 32 million vectors in 74 seconds, compared to over 50 min-
utes for CIEL and Hadoop.

Our first optimisation was to enable in-memory caching for the
input vectors, which comprise a large constant input set, and are
hence ideal for caching. The “CIEL MR in-mem” series in Fig-
ure 4 shows that the performance improvement from this optimi-
sation is modest, because the Mahout k-means implementation is
mostly CPU-bound at these scales. Furthermore, for 24 million
input vectors and above, the performance becomes worse that the
non-cached case because the cached data set at each worker ex-
ceeds the amount of memory on the m1.small instances.

To narrow the gap between CIEL and MPI, we then optimised
the implementation of the k-means algorithm itself. The resulting
implementation uses double arrays instead of vector objects, and
uses two-dimensional double array to store the partial sums for
each partition. Such optimisations are not possible in a MapReduce
programming model, because each vector is assigned to a cluster
independently, and the framework is responsible for calculating the
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Figure 4: Average execution time of one k-means iteration on
Hadoop, CIEL and MPI, for varying input sizes. The inset shows
the complete y-range.

partial sums in a combiner function. This approach is more effi-
cient because it reduces the number of virtual function calls per
vector, which is easier for the JVM to optimise, and has a benefi-
cial effect on branch prediction. The resulting “CIEL fast” series in
Figure 4 shows that this optimisation yields code that is 20 times
faster than Mahout, and within a factor of 2 of the optimised MPI
implementation.

The optimised version of k-means benefits proportionately more
from the in-memory cache, because the ratio of I/O to computation
is higher. The “CIEL fast in-mem” series in Figure 4 exhibits a
30% improvement over the non-cached case, and iterations take
only 40% more time than the MPI version.

This experiment allows us to conclude that a distributed execu-
tion engine can achieve performance that approaches an optimised
parallel implementation, while retaining the qualitative benefits of
transparent fault tolerance, scheduling and elastic cluster member-
ship. Furthermore, it may be possible to extract even better perfor-
mance, by, for example, switching to a lower-level implementation
language, such as C. In fairness to the Mahout implementation, its
abstractions make it possible to use different vector representations
and distance calculations, which would be more onerous to support
in an optimised version. However, these benefits should be traded
off with the performance penalty of using an object-oriented coding
style for CPU-intensive tasks.

7.2 Binomial options pricing
The binomial options pricing model (BOPM) is a dynamic pro-

gramming algorithm for numerically computing the expected value
of a stock option, based on a model of market volatility, long-range
trends, the strike price, and the current spot price [12]. BOPM is
a CPU-intensive algorithm that has O(n2) running time, where n
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Figure 5: Performance of BOPM on 20 CIEL workers and n =
400,000, subdivided into different numbers of tasks.

is the number of time steps (i.e. the resolution). In the dynamic
programming matrix, the element at position (i, j) depends on ele-
ments at (i + 1, j) and (i + 1, j + 1), and so the algorithm exhibits
pipelined parallelism.

We have previously measured BOPM’s performance on CIEL
and found that it achieves an appreciable parallel speedup [23].For
those experiments, we used an implementation of the BOPM al-
gorithm in C, driven by a Skywriting script which executed it us-
ing the shell executor. As a typical floating point algorithm that
is both compute-bound and fairly concise, BOPM is a good exam-
ple to investigate the performance of the different implementation
languages supported by CIEL.

We have implemented the binomial options pricing algorithm in
Java, Python, C, OCaml and Scala, using the respective execu-
tors, and measured its performance for a problem size of n =
400,000. Figure 5 shows the performance on a 20 node cluster of
EC2 m1.small instances (again, running Ubuntu 10.04) for sub-
divisions of the problem into different numbers of tasks. The scal-
ing behaviour in terms of the number of tasks is irrelevant for this
experiment, but it does clearly show the performance different be-
tween the different languages: C is by far the fastest, followed the
by closely matched Java and Scala versions, and finally the OCaml
implementation. We also tested a stackless Python implementa-
tion, but found it to perform very poorly, orders of magnitude worse
than the implementations shown: the reason for this is that stackless
Python cannot do JIT compilation, and thus must interpret BOPM’s
tight loops.

In addition to the CIEL-based versions, we also implemented a
version using sockets. This ran between 2 and 10% faster than the C
implementation running on CIEL. As in the previous experiments,
CIEL’s performance comes close to that of a carefully-crafted ver-
sion written in a much lower-level style while retaining the benefits
of fault tolerance, simple scheduling, and a simple programming
model.

7.3 Streaming
The results shown previously are partly also a result of CIEL’s

efficient data motion between tasks. We support a variety of means
to stream data between tasks (§6.1), and in this section, we compare
them using a data transfer micro-benchmark.

Recall that in addition to non-streaming operation, there are five
modes for streaming data between producer and consumer tasks in
CIEL: no_stream, indirect_file, indirect_pipe, indirect-
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Figure 6: Job completion time for a simple producer-consumer stream job. The values are averages over five runs.

_tcp and direct. In this experiment, there is a job in which a
single producer task generates a fixed number of bytes of data, and
a single consumer task fetches them, counting the bytes received
before discarding them. We used two 2.8 GHz Xeon (Paxville DP)
machines with 4 GB of RAM, running Ubuntu 10.04 (32-bit) and
connected by a 1 Gbit connection through a single switch; Fig-
ure 6 shows the job completion time for 64 MB up to 5 GB of
data produced and consumed. As one would expect, direct mode
performs best, since it almost amounts to a raw TCP connection
between the two tasks, modulo a fixed overhead from the small
amount of additional buffering introduced by the CIEL implemen-
tation.

However, remember that direct (i.e. non-copying) mode is only
useful if there is only one consumer, and that it provides no fault
tolerance. In some cases, it is hence appropriate to use a different
mode. Of the indirect streaming modes, indirect_tcp usually
performs best in our experiments; performance of indirect_pipe
and indirect_file is similar. With all indirect modes, there
is some degree of performance variation, which we attribute to
the non-determinism in the HTTP requests used (apart from with
indirect_tcp) and interaction with the file system. This is par-
ticularly acute beyond the 4 GB boundary, where the data size ex-
ceeds the main memory of the machine.

By default—i.e. if none of the programmer-supplied flags de-
scribed in §6.1 are present—the no_stream mode will be used.
Since the difference between this and direct mode is between
two- and three-fold, optimisation opportunities are enabled by the
programmer informing CIEL about the nature of communication
between and the relationship of tasks that are amenable to stream-
ing data between them.

Monitoring the machines’ resource utilisation in terms of CPU
usage and disk and network throughput showed that in most cases
the all transfer modes except directwere limited by the machines’
disks, which are capable of roughly 400Mbps write throughput.
Most tests did not result in any disk read activity as the OS page
cache supplied the result, with the exception of the no_stream

runs with data sizes exceeding system memory size. The excep-
tion from this disk limitation is of course the direct test which
was limited by the 1 Gbit link between the test machines for C and
Java-based test applications, and was CPU-bound when running
Python.

8. RELATED WORK
We have already discussed MPI and MapReduce, the two princi-

pal comparable frameworks, in Section 2. In this section, we survey
work in the area of programming models for cloud computing.

Several teams have built higher-level programming models on
top of distributed execution engines. For example, Sawzall is a
language for writing stream-processing programs that can be trans-
formed into a single MapReduce job [26]. Pig Latin [25], SCOPE [8],
FlumeJava [10] and DryadLINQ [33] are some of the many lan-
guages and programming models that have been developed to build
more sophisticated data-parallel computations. Pig Latin and SCOPE
are loosely SQL-based domain-specific languages for describing
data-flows on semi-structured data. FlumeJava and DryadLINQ
provide the same facility, but integrate with existing high-level lan-
guages (Java and C] respectively); these languages influenced the
language integration for Scala-on-CIEL, as described in §5.3. How-
ever, all of these programming models are limited to relational-
style queries and cannot perform arbitrary Turing-complete com-
putation, due to the limited power of MapReduce- and Dryad-style
execution engines [23].

The Spark project has recently developed a data-flow program-
ming model that is better suited to iterative computations [34]. Spark
is a library for Scala that provides a high-level data-flow program-
ming model, similar to DryadLINQ, using higher-order operators
(such as map()) on “resilient distributed datasets” (RDDs). The
key feature of Spark that makes it suited to iterative computation is
that RDDs can be cached in memory by adding a single annotation
to the computation, and they can be reconstructed in the event of
failure. Although this gives better performance for iterative compu-
tations than a heavyweight MapReduce implementation, the Spark
execution engine is still fundamentally based on static acyclic task
graphs, as in Dryad, for example. Therefore, an iterative Spark
program is vulnerable to the driver program failing. Scala-on-CIEL
provides language integration that is similar to Spark, while the un-
derlying CIEL runtime also provides start-to-finish fault tolerance.
We are investigating additional abstractions for Scala-on-CIEL, and
RDD-based tasks would be an obvious direction to take.

Power and Li developed the Piccolo distributed execution en-
gine, which is based on the “partitioned (key-value) table” pro-
gramming model [27]. A Piccolo computation is composed of one
or more “kernel” functions, which iterates over a table partition,
and puts values into one or more other tables. To make this effi-
cient, a Piccolo table can specify an associative and commutative
aggregation function (similar to a MapReduce combiner [14]) that
is applied to table updates having the same key. In Piccolo, ta-
bles are stored in memory, and all communication uses MPI, which
gives Piccolo some of the advantages and disadvantages of MPI
programming (§2.1). In particular, cluster membership is static,
and fault tolerance is achieved by periodically checkpointing all
partitions of all tables to a shared file system. CIEL’s in-memory
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soft cache (§6.2) provides many of the same benefits, and we can
implement the get()/put() partitioned table interface using ref-
erences and task output, respectively.

The availability of a fine-grained spawn operation distinguishes
CIEL from the programming models described above and makes it
resemble the partitioned global address space (PGAS) languages.
A PGAS language allows programmers to write parallel code that
conceptually runs in a single virtualised address space. However,
because it is not possible to maintain uniform access to a shared
memory as the number of processors grow, objects in the address
space are tagged with a notion of “locality”, that corresponds to the
region of physical memory in which they are stored. PGAS lan-
guages such as Fortress [5], X10 [11] and Chapel [9] provide mech-
anisms to spawn threads in a particular location, for efficient access
to distributed objects. While our spawn operation provides a sim-
ilar facility, CIEL’s data model is more restrictive than PGAS, be-
cause it enforces that objects are immutable. However, this makes
it possible to have a simple implementation for data replication and
fault tolerance, by obviating concerns about consistency [23].

9. CONCLUSION
In this paper, we have argued that existing approaches to data-

parallel programming are either too restrictive for the programmer
in terms of programming model and implementation language, or
demand too much attention to detail, requiring the programmer to
reinvent—or at least, re-implement—the wheels of distributed pro-
gramming. We have shown how the universal executor model used
in our CIEL distributed execution engine enables a broad spectrum
of programming models and implementation languages to be used.
At the same time, additional optimisation efforts, e.g. in the pro-
vision of streaming hints or explicit in-memory caching, are re-
warded by performance improvements that put a program running
on CIEL not too far off a hand-optimised implementation based on
fine-grained message passing, while maintaining desirable proper-
ties such as fault-tolerance and cluster elasticity. We believe that
this flexibility to incrementally optimise a program is a key ingre-
dient for high-performance computing on clusters and clouds.
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APPENDIX
A. SCALA DELIMITED CONTINUATIONS

In Listing 1, we show the implementation of serialisable continuations in CIEL’s Scala executor. Note how cont is passed along with the
exception thrown inside the shift block of the get method on a future. (Recall that lazy evaluation of CIEL’s future references means that
tasks are blocked on dereferencing.)

abstract class CielThread[T] extends FirstClassJavaTask {

override def invoke = {
try {

// Beginning of the delimited continuation.
reset {

val result = run
// Executes when the thread terminates.
Ciel.returnObject(result)

}
} catch {

case be: BlockException => {
// Thread has blocked, so tail-spawn a continuation.
val contTask = new CielContinuation(be.cont, Array(be.ref))
Ciel.tailSpawn(contTask, null)

} } }

override def getDependencies = Array()

// Abstract method implementing the thread behaviour.
def run : T @suspendable

}

class CielContinuation[T](cont : Unit => Unit, deps : Array[Reference]) extends FirstClassJavaTask {

override def invoke = {
try {

cont()
} catch {

case be: BlockException => {
// Thread has blocked, so tail-spawn a continuation.
val contTask = new CielContinuation(be.cont, Array(be.ref))
Ciel.tailSpawn(contTask)

} } }

// Defines the blocked-on reference as an additional dependency.
override def getDependencies = deps

}

class CielFuture[T](fut : FutureReference) extends FutureReference(fut.getId()) {

def get : T @suspendable = {
try {

val filename = Ciel.getStreamForReference(this)
val ois = new java.io.ObjectInputStream(fis)
ois.readObject().asInstanceOf[T]

} catch {
case rue: ReferenceUnavailableException => {

// Capture the continuation and throw it to the enclosing exception handler.
shift { (cont : Unit => Unit) =>

throw new BlockException(cont, this)
}
// After resuming, attempt to get the value once again.
get

} } }
}

object Ciel {
def spawn(thread : CielThread[T]) : Future[T] = {

val outputs = Ciel.RPC.spawn(thread)
new Future[T](outputs[0])

}
...

}

Listing 1: Delimited continuations used to implement threaded spawning of tasks in CIEL’s Scala executor.
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